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Preface 

'What does your Master teach?' 
asked a visitor. 

'Nothing,' said the disciple. 

'Then why does he give discourses?' 

'He only points the way - he teaches 
nothing.' 

Anthony de Mello, One Minute Wisdom 

During the last three decades there has been a growing interest in algorithms 
which rely on analogies to natural processes. The emergence of massively par­
allel computers made these algorithms of practical interest. The best known 
algorithms in this class include evolutionary programming, genetic algorithms, 
evolution strategies, simulated annealing, classifier systems, and neural net­
works. Recently (1-3 October 1990) the University of Dortmund, Germany, 
hosted the First Workshop on Parallel Problem Solving from Nature [164]. 

This book discusses a subclass of these algorithms - those which are based 
on the principle of evolution (survival of the fittest). In such algorithms a popu­
lation of individuals (potential solutions) undergoes a sequence of unary (muta­
tion type) and higher order (crossover type) transformations. These individuals 
strive for survival: a selection scheme, biased towards fitter individuals, selects 
the next generation. After some number of generations, the program converges 
- the best individual hopefully represents the optimum solution. 

There are many different algorithms in this category. To underline the sim­
ilarities between them we use the common term "evolution programs" . 

Evolution programs can be perceived as a generalization of genetic al­
gorithms. Classical genetic algorithms operate on fixed-length binary strings, 
which need not be the case for evolution programs. Also, evolution programs 
usually incorporate a variety of "genetic" operators, whereas classical genetic 
algorithms use binary crossover and mutation. 

The beginnings of genetic algorithms can be traced back to the early 1950s 
when several biologists used computers for simulations of biological systems 
[72]. However, the work done in late 1960s and early 1970s at the University 
of Michigan under the direction of John Holland led to genetic algorithms as 
they are known today. The interest in genetic algorithms is growing rapidly -
the recent Fourth International Conference on Genetic Algorithms (San Diego, 
13-16 July 1991) attracted around 300 participants. 

The book describes the results of three years' research from early 1989 at 
Victoria University of Wellington, New Zealand, through late 1991 (since July 
1989 I have been at the University of North Carolina at Charlotte). During this 
time I built and experimented with various modifications of genetic algorithms 
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using different data structures for chromosome representation of individuals, 
and various "genetic" operators which operated on them. Because of my back­
ground in databases [122], [126], where the constraints playa central role, most 
evolution programs were developed for constrained problems. 

The idea of evolution programs (in the sense presented in this book), was 
conceived quite early [101], [133] and was supported later by a series of ex­
periments. Despite the fact that evolution programs, in general, lack a strong 
theoretical background, the experimental results were more than encouraging: 
very often they performed much better than classical genetic algorithms, than 
commercial systems, and than other, best-known algorithms for a particular 
class of problems. 

Some other researchers, at different stages of their research, performed ex­
periments which were perfect examples of the "evolution programming" tech­
nique - some of them are discussed in this volume. Chapter 8 presents a survey 
of evolution strategies - a technique developed in Germany by I. Rechenberg 
and H.-P. Schwefel [149], [162] for parameter optimization problems. Many re­
searchers investigated the properties of evolution systems for ordering problems, 
including the widely known, "traveling salesman problem" (Chapter 10). In 
Chapter 11 we present systems for a variety of problems including problems on 
graphs, scheduling, and partitioning. Chapter 12 describes the construction of 
an evolution program for inductive learning in attribute based spaces, developed 
by C. Janikow [97]. In the Conclusions, we briefly discuss evolution programs 
for generating LISP code to solve problems, developed by J. Koza [108], and 
present an idea for a new programming environment. 

The book is organized as follows. The introduction provides a general discus­
sion on the motivation and presents the main idea of the book. Since evolution 
programs are based on the principles of genetic algorithms, Part I of this book 
serves as survey on this topic. We explain what genetic algorithms are, how they 
work, and why (Chapters 1-3). The last chapter of Part I (Chapter 4) presents 
some selected issues (selection routines, scaling, etc.) for genetic algorithms. 

In Part II we explore a single data structure: a vector in a floating point 
representation, only recently widely accepted in the GA community [38]. We 
talk only about numerical optimization. We present some experimental com­
parison of binary and floating point representations (Chapter 5) and discuss 
new "genetic" operators responsible for fine local tuning (Chapter 6). Chapter 
7 presents two evolution programs to handle constrained problems: the GENO­
COP system, for optimizing functions in the presence of linear constraints, and 
the GAFOC system, for optimal control problems. Various tests cases are con­
sidered; the results of the evolution programs are compared with a commercial 
system. The last chapter of this part (Chapter 8) presents a survey of evolution 
strategies and describes some other methods. 

Part III discusses a collection of evolution programs built over recent years 
to explore their applicability to a variety of hard problems. We present further 
experiments with order-based evolution programs, evolution programs with ma-
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trices and graphs as a chromosome structure. Also, we discuss an application 
of evolution program to machine learning, comparing it with other approaches. 

The title of this book rephrases the famous expression used by N. Wirth 
fifteen years ago for his book, Algorithms + Data Structures = Programs [197]. 
Both books share a common idea. To build a successful program (in particular, 
an evolution program), appropriate data structures should be used (the data 
structures, in the case of the evolution program, correspond to the chromosome 
representation) together with appropriate algorithms (these correspond to "ge­
netic" operators used for transforming one or more individual chromosomes). 

The book is aimed at a large audience: graduate students, programmers, re­
searchers, engineers, designers - everyone who faces challenging optimization 
problems. In particular, the book will be of interest to the Operations Research 
community, since many of the problems considered (traveling salesman, schedul­
ing, transportation problems) are from their area of interest. An understanding 
of introductory college level mathematics and of basic concepts of programming 
is sufficient to follow all presented material. 
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Introduction 

Again I saw that under the sun 
the race is not to the swift, 

nor the battle to the strong, 
nor bread to the wise, 

nor riches to the intelligent, 
nor favor to the man of skill; 

but time and chance 
happen to them all. 

The Bible, Ecclesiastes, 9 

During the last thirty years there has been a growing interest in problem solving 
systems based on principles of evolution and hereditary: such systems maintain 
a population of potential solutions, they have some selection process based 
on fitness of individuals, and some recombination operators. One type of such 
systems is a class of Evolution Strategies i.e., algorithms which imitate the 
principles of natural evolution for parameter optimization problems [149], [162J 
(Rechenberg, Schwefel). Fogel's Evolutionary Programming [57J is a technique 
for searching through a space of small finite-state machines. Glover's Scatter 
Search techniques [64J maintain a population of reference points and generate 
offspring by weighted linear combinations. Another type of evolution based sys­
tems are Holland's Genetic Algorithms (GAs) [89J. In 1990, Koza [108J proposed 
an evolution based system to search for the most fit computer program to solve 
a particular problem. 

We use a common term, Evolution Programs (EP), for all evolution­
based systems (including systems described above). The structure of an evolu­
tion program is shown in Figure O.l. 

The evolution program is a probabilistic algorithm which maintains a popu­
lation of individuals, P(i) = {xL .. . , x~} for iteration i. Each individual repre­
sents a potential solution to the problem at hand, and, in any evolution program, 
is implemented as some (possibly complex) data structure S. Each solution xl 
is evaluated to give some measure of its "fitness". Then, a new population (it­
eration i + 1) is formed by selecting the more fit individuals (select step). Some 
members of the new population undergo transformations (recombine step) by 
means of "genetic" operators to form new solutions. There are unary transfor­
mations mi (mutation type), which create new individuals by a small change 
in a single individual (mi S --+ S), and higher order transformations Cj 

(crossover type), which create new individuals by combining parts from several 
(two or more) individuals (Cj : S x ... x S --+ S). After some number of 
generations the program converges - the best individual hopefully represents 
the optimum solution. 
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procedure evolution program 
begin 

t f- 0 
initialize P( t) 
evaluate P(t) 
while (not termination-condition) do 
begin 

tf-t+l 
select P(t) from P(t -1) 
recombine P(t) 
evaluate P(t) 

end 
end 

Fig. 0.1. The structure of an evolution program 

Let us consider a general example. Assume we search for a graph which 
should satisfy some requirements (say, we search for the optimal topology of a 
communication network accordingly to some criteria: cost of sending messages, 
reliability, etc.). Each individual in the evolution program represents a poten­
tial solution to the problem, i.e., each individual represents a graph. The initial 
population of graphs P(O) (either generated randomly or created as a result 
of some heuristic process) is a starting point (t = 0) for the evolution pro­
gram. The evaluation function usually is given - it incorporates the problem 
requirements. The evaluation function returns the fitness of each graph, distin­
guishing between better and worse individuals. Several mutation operators can 
be designed which would transform a single graph. A few crossover operators 
can be considered which combine the structure of two (or more) graphs into 
one. Very often such operators incorporate the problem-specific knowledge. For 
example, if the graph we search for is connected and acyclic (i.e., it is a tree), 
a possible mutation operator may delete an edge from the graph and add a 
new edge to connect two disjoint subgraphs. The other possibility would be to 
design a problem-independent mutation and incorporate this requirement into 
the evaluation function, penalizing graphs which are rrot trees. 

Clearly, many evolution programs can be formulated for a given problem. 
Such programs may differ in many ways; they can use different data struc­
tures for implementing a single individual, "genetic" operators for transforming 
individuals, methods for creating an initial population, methods for handling 
constraints of the problem, and parameters (population size, probabilities of 
applying different operators, etc.). However, they share a common principle: 
a population of individuals undergoes some transformations, and during this 
evolution process the individuals strive for survival. 

The idea of evolution programming is not new and has been around for at 
least thirty years [57], [72], [162]. However, our concept of evolution programs 
is different from the previously proposed ones. It is based entirely on the idea of 
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genetic algorithms [89]; the difference is that we allow any data structure (i.e., 
chromosome representation) suitable for a problem together with any set of 
"genetic" operators, whereas genetic algorithms use fixed-length binary strings 
(as a chromosome, data structure S) for its individuals and two operators: 
binary mutation and binary crossover. In other words, the structure of a genetic 
algorithm is the same as the structure of an evolution program (Figure 0.1) 
and the differences are hidden on the lower level. Each chromosome need not 
be represented by a bit-string and the recombination process includes other 
"genetic" operators appropriate for the given structure and the given problem. 

This is a relatively new direction. Only in 1985 De Jong wrote [43]: 

"What should one do when elements in the space to be searched are 
most naturally represented by more complex data structures such as 
arrays, trees, digraphs, etc. Should one attempt to 'linearize' them 
into a string representation or are there ways to creatively redefine 
crossover and mutation to work directly on such structures. I am 
unaware of any progress in this area." 

As mentioned earlier, genetic algorithms use fixed-length binary strings and 
only two basic genetic operators. Two major (early) publications on genetic 
algorithms [89], [41] describe the theory and implementations of such GAs. As 
stated in [73]: 

"The contribution of this work [41] was in its ruthless abstraction 
and simplification; De Jong got somewhere not in spite of his simpli­
fication but because of it. [ ... ] Holland's book [89] laid the theoretical 
foundation for De Jong's and all subsequent GA work by mathemat­
ically identifying the combined role in genetic search of similarity 
subsets (schemata), minimal operator disruption, and reproductive 
selection. [ ... ] Subsequent researchers have tended to take the the­
oretical suggestions in [89] quite literally, thereby reinforcing the 
implementation success of De Jong's neat codings and operators." 

However, in the next paragraph Goldberg [73] says: 

"It is interesting, if not ironic, that neither man intended for his 
work to be taken so literally. Although De Jong's implementations 
established usable technique in accordance with Holland's theoreti­
cal simplifications, subsequent researchers have tended to treat both 
accomplishments as inviolate gospel." 

It seems that a "natural" representation of a potential solution for a given 
problem plus a family of applicable "genetic" operators might be quite useful 
in the approximation of solutions of many problems, and this nature-modeled 
approach (evolution programming) is a promising direction for problem solving 
in general. Already some researchers have explored the use of other representa­
tions as ordered lists (for bin-packing), embedded lists (for factory scheduling 
problems), variable-element lists (for semiconductor layout). During the last 
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ten years, various application-specific variations on the genetic algorithm were 
reported [33], [78), [82], [83), [134], [172], [173), [190). These variations include 
variable length strings (including strings whose elements were if-then-else rules 
[172)), richer structures than binary strings (for example, matrices [190)), and 
experiments with modified genetic operators to meet the needs of particular 
applications [129). In [141) there is a description of a genetic algorithm which 
uses backpropagation (a neural network training technique) as an operator, to­
gether with mutation and crossover that were tailored to the neural network 
domain. Davis and Coombs [29), [36) described a genetic algorithm that car­
ried out one stage in the process of designing packet-switching communication 
network; the representation used was not binary and five "genetic" operators 
(knowledge based, statistical, numerical) were used. These operators were quite 
different to binary mutation and crossover. Other researchers, in their study on 
solving a job shop scheduling problem [9), wrote: 

"To enhance the performance of the algorithm and to expand the 
search space, a chromosome representation which stores problem 
specific information is devised. Problem specific recombination op­
erators which take advantage of the additional information are also 
developed." 

There are numerous similar citations available. It seems that most researches 
"modified" their implementations of genetic algorithms either by using non­
string chromosome representation or by designing problem specific genetic op­
erators to accommodate the problem to be solved. In [108) Koza observed: 

"Representation is a key issue in genetic algorithm work because the 
representation scheme can severely limit the window by which the 
system observes its world. However, as Davis and Steenstrup [34) 
point out, 'In all of Holland's work, and in the work of many of his 
students, chromosomes are bit strings.' String-based representations 
schemes are difficult and unnatural for many problems and the need 
for more powerful representations has been recognized for some time 
[43], [44), [45)." 

Various nonstandard implementations were created for particular problems 
- simply, the classical GAs were difficult to apply directly to a problem and 
some modifications in chromosome structures were required. In this book we 
have consciously departed from classical genetic algorithms which operate on 
strings of bits: we searched for richer data structures and applicable "genetic" 
operators for these structures for variety of problems. By experimenting with 
such structures and operators, we obtained systems which were not genetic 
algorithms any more, or, at least, not classical GAs. The titles of several reports 
started with: "A Modified Genetic Algorithm ... " [130], "Specialized Genetic 
Algorithms ... " [98), "A Non-Standard Genetic Algorithm ... " [134). Also, there 
is a feeling that the name "genetic algorithms" might be quite misleading with 
respect to the developed systems. Davis developed several non-standard systems 
with many problem-specific operators. He observed in [37): 
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"I have seen some head-shaking about that system from other re­
searchers in the genetic algorithm field [ ... ] a frank disbelief that the 
system we built was a genetic algorithm (since we didn't use binary 
representation, binary crossover, and binary mutation)." 

Additionally, we can ask, for example, whether an evolution strategy is a genetic 
algorithm? Is the opposite true? To avoid all issues connected with classification 
of evolutionary systems, we call them simply "evolution programs" (EPs). 

Why do we depart from genetic algorithms towards more flexible evolution 
programs? Even though nicely theorized, GA failed to provide for successful 
applications in many areas. It seems that the major factor behind this failure 
is the same one responsible for their success: domain independence. 

One of the consequences of the neatness of GAs (in the sense of their domain 
independence) is their inability to deal with nontrivial constraints. As mentioned 
earlier, in most work in genetic algorithms, chromosomes are bit strings -lists 
of Os and Is. An important question to be considered in designing a chromosome 
representation of solutions to a problem is the implementation of constraints on 
solutions (problem-specific knowledge). As stated in [34]: 

"Constraints that cannot be violated can be implemented by im­
posing great penalties on individuals that violate them, by impos­
ing moderate penalties, or by creating decoders of the representa­
tion that avoid creating individuals violating the constraint. Each of 
these solutions has its advantages and disadvantages. If one incor­
porates a high penalty into the evaluation routine and the domain is 
one in which production of an individual violating the constraint is 
likely, one runs the risk of creating a genetic algorithm that spends 
most of its time evaluating illegal individuals. Further, it can happen 
that when a legal individual is found, it drives the others out and the 
population converges on it without finding better individuals, since 
the likely paths to other legal individuals require the production 
of illegal individuals as intermediate structures, and the penalties 
for violating the constraint make it unlikely that such intermediate 
structures will reproduce. If one imposes moderate penalties, the 
system may evolve individuals that violate the constraint but are 
rated better than those that do not because the rest of the evaluation 
function can be satisfied better by accepting the moderate constraint 
penalty than by avoiding it. If one builds a "decoder" into the evalua­
tion procedure that intelligently avoids building an illegal individual 
from the chromosome, the result is frequently computation-intensive 
to run. Further, not all constraints can be easily implemented in this 
way." 

In evolution programming, the problem of constraint satisfaction has a dif­
ferent flavor. It is not the issue of selecting an evaluation function with some 
penalties, but rather selecting "the best" chromosomal representation of so­
lutions together with meaningful genetic operators to satisfy all constraints 
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imposed by the problem. Any genetic operator should pass some characteric­
tic structure from parent to offspring, so the representation structure plays an 
important role in defining genetic operators. Moreover, different representation 
structures have different characteristics of suitability for constraint representa­
tion, which complicates the problem even more. These two components (repre­
sentation and operators) influence each other; it seems that any problem would 
require careful analysis which would result in appropriate representation for 
which there are meaningful genetic operators. 
Glover in his study on solving a complex keyboard configuration problem [63] 
wrote: 

"Although the robust character of the GA search paradigm is well 
suited to the demands of the keyboard configuration problem, the 
bit string representation and idealized operators are not properly 
matched to the [ ... ] required constraints. For instance, if three bits 
are used to represent each component of a simple keyboard of only 
40 components, it is easy to show that only one out of every 1016 ar­
bitrarily selected 120-bit structures represents a legal configuration 
map structure." 

Another citation is from the work of De Jong [48], where the traveling salesman 
problem is briefly discussed: 

"Using the standard crossover and mutation operators, a GA will 
explore the space of all combinations of city names when, in fact, 
it is the space of all permutations which is of interest. The obvious 
problem is that as N [the number of cities in the tour] increases, 
the space of permutations is a vanishingly small subset of the space 
of combinations, and the powerful GA sampling heuristic has been 
rendered impotent by a poor choice of representation." 

At early stages of AI, the general problem solvers (GPSs) were design as generic 
tools for approaching complex problems. However, as it turned out, it was neces­
sary to incorporate problem-specific knowlege due to unmanageable complexity 
of these systems. Now the history repeated itself: until recently genetic algo­
rithms were perceived as generic tools useful for optimization of many hard prob­
lems. However, the need for the incorporation of the problem-specific knowledge 
in genetic algorithms has been recognized in some research articles for some time 
[5], [58], [59], [81], [175]. It seems that GAs (as GPS) are too domain independent 
to be useful in many applications. So it is not surprising at all that evolution 
programs, incorporating problem-specific knowledge in the chromosomes' data 
structures and specific "genetic" operators, perform much better. 

The basic conceptual difference between genetic algorithms and evolution 
programs is presented in Figures 0.2 and 0.3. Classical genetic algorithms, which 
operate on binary strings, require a modification of an original problem into 
appropriate (suitable for GA) form; this would include mapping between po­
tential solutions and binary representation, taking care of decoders or repair 
algorithms, etc. This is not usualy an easy task. 
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Genetic 

Algorithm 

Fig. 0.2. Genetic algorithm approach 

On the other hand, evolution programs would leave the problem unchanged, 
modifying a chromosome representation of a potential solution (using "natural" 
data structures), and applying appropriate "genetic" operators. 

Genetic 

Algorithm 

Evolution 

Program 

Fig. 0.3. Evolution program approach 

In other words, to solve a nontrivial problem using an evolution program, 
we can either transform the problem into a form appropriate for the genetic 
algorithm (Figure 0.2), or we can transform the genetic algorithm to suit the 
problem (Figure 0.3). Clearly, classical GAs take the former approach, EPs the 
latter. So the idea behind evolution programs is quite simple and is based on 
the following motto: 

"If the mountain will not come to Mohammed, then Mohammed 
will go to the mountain." 

This is not a very new idea. In [37) Davis wrote: 
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"It has seemed true to me for some time that we cannot handle most 
real-world problems with binary representations and an operator set 
consisting only of binary crossover and binary mutation. One reason 
for this is that nearly every real-world domain has associated domain 
knowledge that is of use when one is considering a transformation 
of a solution in the domain [ ... ) I believe that genetic algorithms 
are the appropriate algorithms to use in a great many real-world 
applications. I also believe that one should incorporate real-world 
knowledge in one's algorithm by adding it to one's decoder or by 
expanding one's operator set." 

Here, we call such modified genetic algorithms "evolution programs" . 
It is quite hard to draw a line between genetic algorithms and evolution pro­

grams. What is required for an evolution program to be a genetic algorithm? 
Maintaining population of potential solutions? Binary representation of poten­
tial solutions? Selection process based on fitness of individuals? Recombination 
operators? The existence of a Schema Theorem? Building-block hypothesis? 
All of the above? Is an evolution program for the traveling salesman problem 
with integer vector representation and PMX operator (Chapter 10) a genetic 
algorithm? Is an evolution program for the transportation problem with ma­
trix representation and arithmetical crossover operator (Chapter 9) a genetic 
algorithm? 

In this book we will not provide answers for the above question, instead we 
present some interesting results of using evolution programming techniques on 
variety of problems. 

As mentioned earlier, several researchers recognized potential behind various 
modifications. In [38) Davis wrote: 

"When I talk to the user, I explain that my plan is to hybridize the 
genetic algorithm technique and the current algorithm by employing 
the following three principles: 

• Use the Current Encoding. Use the current algorithm's encod­
ing technique in the hybrid algorithm. 

• Hybridize Where Possible. Incorporate the positive features of 
the current algorithm in the hybrid algorithm. 

• Adapt the Genetic Operators. Create crossover and mutation 
operators for the new type of encoding by analogy with bit 
string crossover and mutation operators. Incorporate domain­
based heufistics as operators as well. 

[ ... ) I use the term hybrid genetic algorithm for algorithms created 
by applying these three principles." 

It seems that hybrid genetic algorithms and evolution programs share a 
common idea: departure from classical, bit-string genetic algorithms towards 
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more complex systems, involving the appropriate data structures (Use the Cur­
rent Encoding) and suitable genetic operators (Adapt the Genetic Operators). 
On the other hand, Davis assumed the existence of one or more current (tra­
ditional) algorithms available on the problem domain - on the basis of such 
algorithms a construction of a hybrid genetic algorithm is discussed. In our ap­
proach of evolution programming, we do not make any assumption of this sort: 
all evolution systems discussed later in the book were built from scratch. 

What are the strengths and weaknesses of evolution programming? It seems 
that the major strength of EP technique is its wide applicability. In this book, 
we try to describe a variety of different problems and discuss a construction of an 
evolution program for each of them. Very often, the results are outstanding: the 
systems perform much better than commercially available software. Another 
strong point connected with evolution programs is that they are parallel in 
nature. As stated in [72]: 

"In a world where serial algorithms are usually made parallel through 
countless tricks and contortions, it is no small irony that genetic 
algorithms (highly parallel algorithms) are made serial through 
equally unnatural tricks and turns." 

Of course, this is also true for any (population based) evolution program. On 
the other hand, we have to admit the poor theoretical basis of evolution pro­
grams. Experimenting with different data structures and modifying crossover 
and mutation requires a careful analysis, which would guarantee reasonable 
preformance. This has not been done yet. 

However, some evolution programs enjoy theoretical foundations: for evolu­
tion strategies applied to regular problems (Chapter 8) a convergence property 
can be shown. Genetic algorithms have a Schema Theorem (Chapter 3) which 
explains why they work. For other evolution programs very often we have only 
interesting results. 

In general, AI problem solving strategies are categorized into "strong" and 
"weak" methods. A weak method makes few assumptions about the problem 
domain; hence it usually enjoys wide applicability. On the other hand, it can 
suffer from combinatorially explosive solution costs when scaling up to larger 
problems [46]. This can be avoided by making strong assumptions about the 
problem domain, and consequently exploiting these assumptions in the problem 
solving method. But a disadvantage of such strong methods is their limited 
applicability: very often they require significant redesign when applied even to 
related problems. 

Evolution programs fit somewhere between weak and strong methods. Some 
evolution programs (as genetic algorithms) are quite weak without making any 
assumption of a problem domain. Some other programs (GENOCOP, GAFOC, 
GENETIC-2) are more problem specific with a varying degree of problem de­
pendence. For example, GENOCOP (Chapter 7), like all evolution strategies 
(Chapter 8), was build to solve parameter optimization problems. The sys­
tem can handle any objective function with any set of linear constraints. The 
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GAFOC (Chapter 7) and GENETIC-2 (Chapter 9) work for optimal control 
problems and transportation problems, respectively. Other systems (see Chap­
ter 10) are suitable for combinatorial optimization problems (like scheduling 
problems, traveling salesman problems), or for graph drawing problems (Chap­
ter 11). An interesting application of an evolution program for inductive learning 
of decision rules is discussed in Chapter 12. 

It is little bit ironic: genetic algorithms are perceived as weak methods; how­
ever, in the presence of nontrivial constraints, they change rapidly into strong 
methods. Whether we consider a penalty function, decoder, or a repair algo­
rithm, these must be tailored for a specific application. On the other hand, 
our evolution programs (perceived as much stronger, problem-dependent meth­
ods) suddenly seem much weaker. For example, both GENOCOP and GAFOC 
(Chapter 7) work for large classes of problems. This demonstrates a huge po­
tential behind the evolution programming approach. 

All these observations triggered my interest in investigating the properties 
of different genetic operators defined on richer structures than bit strings -
further, this research would lead to the creation of a new programming method­
ology (in [133] such a proposed programming methodology was called EVA for 
"EVolution progrAmming"). Roughly speaking, a programmer in such an envi­
ronment would select data structures with appropriate genetic operators for a 
given problem as well as selecting an evaluation function and initializating the 
population (the other parameters are tuned by another genetic process). 

However, a lot of research should be done before we can propose the basic 
constructs of such a programming environment. This book provides just the first 
step towards this goal by investigating different structures and genetic operators 
building evolution programs for many problems. 

We shall return to the idea of a new programming environment at the end 
of the book, in the conclusions. 



Part I 

Genetic Algorithms 



1. GAs: What Are They? 

Paradoxical as it seemed, the Master 
always insisted that the true reformer 

was one who was able to see that everything 
is perfect as it is - and able to 

leave it alone. 

Anthony de Mello, One Minute Wisdom 

There is a large class of interesting problems for which no reasonably fast algo­
rithms have been developed. Many of these problems are optimization problems 
that arise frequently in applications. Given such a hard optimization problem it 
is often possible to find an efficient algorithm whose solution is approximately 
optimal. For some hard optimization problems we can use probabilistic algo­
rithms as well - these algorithms do not guarantee the optimum value, but by 
randomly choosing sufficiently many "witnesses" the probability of error may 
be made as small as we like. 

There are a lot of important practical optimization problems for which such 
algorithms of high quality have become available [33]. For instance we can apply 
simulated annealing for wire routing and component placement problems in 
VLSI design or for the traveling salesman problem. Moreover, many other large­
scale combinatorial optimization problems (many of which have been proved 
NP-hard) can be solved approximately on present-day computers by this kind 
of Monte Carlo technique. 

In general, any abstract task to be accomplished can be thought of as solving 
a problem, which, in turn, can be perceived as a search through a space of 
potential solutions. Since we are after "the best" solution, we can view this 
task as an optimization process. For small spaces, classical exhaustive methods 
usually suffice; for larger spaces special artificial intelligence techniques must 
be employed. Genetic Algorithms (GAs) are among such techniques; they are 
stochastic algorithms whose search methods model some natural phenomena: 
genetic inheritance and Darwinian strife for survival. As stated in [34]: 

" ... the metaphor underlying genetic algorithms is that of natural 
evolution. In evolution, the problem each species faces is one of 
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searching for beneficial adaptations to a complicated and chang­
ing environment. The 'knowledge' that each species has gained is 
embodied in the makeup of the chromosomes of its members." 

The idea behind genetic algorithms is to do what nature does. Let us take rabbits 
as an example: at any given time there is a population of rabbits. Some of them 
are faster and smarter than other rabbits. These faster, smarter rabbits are less 
likely to be eaten by foxes, and therefore more of them survive to do what rabbits 
do best: make more rabbits. Of course, some of the slower, dumber rabbits will 
survive just because they are lucky. This surviving population of rabbits starts 
breeding. The breeding results in a good mixture of rabbit genetic material: 
some slow rabbits breed with fast rabbits, some fast with fast, some smart 
rabbits with dumb rabbits, and so on. And on the top of that, nature throws 
in a 'wild hare' every once in a while by mutating some of the rabbit genetic 
material. The resulting baby rabbits will (on average) be faster and smarter than 
these in the original population because more faster, smarter parents survived 
the foxes. (It is a good thing that the foxes are undergoing similar process -
otherwise the rabbits might become too fast and smart for the foxes to catch 
any of them). 

A genetic algorithm follows a step-by-step procedure that closely matches 
the story of the rabbits. Before we take a closer look at the structure of a genetic 
algorithm, let us have a quick look at the history of genetics (from [180]): 

"The fundamental principle of natural selection as the main evo­
lutionary principle has been formulated by C. Darwin long before 
the discovery of genetic mechanisms. Ignorant of the basic heredity 
principles, Darwin hypothesized fusion or blending inheritance, sup­
posing that parental qualities mix together like fluids in the offspring 
organism. His selection theory arose serious objections, first stated 
by F. Jenkins: crossing quickly levels off any hereditary distinctions, 
and there is no selection in homogeneous populations (the so-called 
'Jenkins nightmare'). 

It was not until 1865, when G. Mendel discovered the basic princi­
ples of transference of hereditary factors from parent to offspring, 
which showed the discrete nature of these factors, that the 'Jenk­
ins nightmare' could be explained, since because of this discreteness 
there is no 'dissolution' of hereditary distinctions. 

Mendelian laws became known to the scientific community after 
they had been independently rediscovered in 1900 by H. de Vries, 
K. Correns and K. von Tschermak. Genetics was fully developed by 
T. Morgan and his collaborators, who proved experimentally that 
chromosomes are the main carriers of hereditary information and 
that genes, which present hereditary factors, are lined up on chromo­
somes. Later on, accumulated experimental facts showed Mendelian 
laws to be valid for all sexually reproducing organisms. 
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However, Mendel's laws, even after they had been rediscovered, and 
Darwin's theory of natural selection remained independent, unlinked 
concepts. And moreover, they were opposed to each other. Not until 
the 1920s (see, for instance the classical work by Cetverikov [26]) 
was it proved that Mendel's genetics and Darwin's theory of natural 
selection are in no way conflicting and that their happy marriage 
yields modern evolutionary theory." 

Genetic algorithms use a vocabulary borrowed from natural genetics. We 
would talk about individuals (or genotypes, structures) in a population; quite 
often these individuals are called also strings or chromosomes. This might be 
a little bit misleading: each cell of every organism of a given species carries a 
certain number of chromosomes (man, for example, has 46 of them); however, 
in this book we talk about one-chromosome individuals only. (For additional 
information on diploidy - pairs of chromosomes - dominance, and other re­
lated issues, in connection with genetic algorithms, the reader is referred to 
[72].) Chromosomes are made of units - genes (also features, characters, or 
decoders) - arranged in linear succession; every gene controls the inheritance 
of one or several characters. Genes of certain characters are located at certain 
places of the chromosome, which are called loci (string positions). Any character 
of individuals (such as hair color) can manifest itself differently; the gene is said 
to be in several states, called alleles (feature values). 

Each genotype (in this book a single chromosome) would represent a po­
tential solution to a problem; an evolution process run on a population of chro­
mosomes corresponds to a search through a space of potential solutions. Such 
a search requires balancing two (apparently conflicting) objectives: exploiting 
the best solutions and exploring the search space [21]. Hillclimbing is an exam­
ple of a strategy which exploits the best solution for possible improvement; on 
the other hand, it neglects exploration of the search space. Random search is 
a typical example of a strategy which explores the search space ignoring the 
exploitations of the promising regions of the space. Genetic algorithms are a 
class of general purpose (domain independent) search methods which strike a 
remarkable balance between exploration and exploitation of the search space. 

GAs have been quite successfully applied to optimization problems like 
wire routing, scheduling, adaptive control, game playing, cognitive modeling, 
transportation problems, traveling salesman problems, optimal control prob­
lems, database query optimization, etc. (see [15], [20], [43], [72], [78], [81], [82], 
[134], [132], [160], [189], [190]). However, De Jong [43] warned against perceiving 
GAs as optimization tools: 

" ... because of this historical focus and emphasis on function opti­
mization applications, it is easy to fall into the trap of perceiving 
GAs themselves as optimization algorithms and then being surprised 
and/or disappointed when they fail to find an 'obvious' optimum in 
a particular search space. My suggestion for avoiding this perceptual 
trap is to think of GAs as a (highly idealized) simulation of a natural 
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process and as such they embody the goals and purposes (if any) of 
that natural process. I am not sure if anyone is up to the task of 
defining the goals and purpose of evolutionary systems; however, I 
think it's fair to say that such systems are not generally perceived 
as functions optimizers" . 

On the other hand, optimization is a major field of GA's applicability. In [162] 
(1981) Schwefel said: 

"There is scarcely a modern journal, whether of engineering, eco­
nomics, management, mathematics, physics, or the social sciences, 
in which the concept 'optimization' is missing from the subject in­
dex. If one abstracts from all specialist points of view, the recurring 
problem is to select a better or best (according to Leibniz, optimal) 
alternative from among a number of possible states of affairs." 

During the last decade, the significance of optimization has grown even further 
- many important large-scale combinatorial optimization problems and highly 
constrained engineering problems can only be solved approximately on present 
day computers. 

Genetic algorithms aim at such complex problems. They belong to the class 
of probabilistic algorithms, yet they are very different from random algorithms 
as they combine elements of directed and stochastic search. Because of this, GA 
are also more robust than existing directed search methods. Another important 
property of such genetic based search methods is that they maintain a popu­
lation of potential solutions - all other methods process a single point of the 
search space. 

Hillclimbing methods use the iterative improvement technique; the tech­
nique is applied to a single point (the current point) in the search space. During 
a single iteration, a new point is selected from the neighborhood of the current 
point (this is why this technique is known also as neighborhood search or local 
search [112]). If the new point provides a betterl value of the objective func­
tion, the new point becomes the current point. Otherwise, some other neighbor 
is selected and tested against the current point. The method terminates if no 
further improvement is possible. 

It is clear that the hillclimbing methods provide local optimum values only 
and these values depend on the selection of the starting point. Moreover, there 
is no information available on the relative error (with respect to the global 
optimum) of the solution found. 

To increase the chances to succeed, hillclimbing methods usually are exe­
cuted for a (large) number of different starting points (these points need not be 
selected randomly - a selection of a starting point for a single execution may 
depend on the result of the previous runs). 

The simulated annealing technique [1] eliminates most disadvantages of the 
hill climbing methods: solutions do not depend on the starting point any longer 

Ismaller, for minimization, and larger, for maximization problems. 
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and are (usually) close to the optimum point. This is achieved by introducing 
a probability p of acceptance (i.e., replacement of the current point by a new 
point): p = 1, if the new point provides a better value ofthe objective function; 
however, p > 0, otherwise. In the latter case, the probability of acceptance p 
is a function of the values of objective function for the current point and the 
new point, and an additional control parameter, "temperature", T. In general, 
the lower temperature T is, the smaller the chances for the acceptance of a new 
point are. During execution of the algorithm, the temperature of the system, 
T, is lowered in steps. The algorithm terminates for some small value of T, for 
which virtually no changes are accepted anymore. 

As mentioned earlier, a GA performs a multi-directional search by maintain­
ing a population of potential solutions and encourages information formation 
and exchange between these directions. The population undergoes a simulated 
evolution: at each generation the relatively "good" solutions reproduce, while 
the relatively "bad" solutions die. To distinguish between different solutions we 
use an objective (evaluation) function which plays the role of an environment. 

An example of hillclimbing, simulated annealing, and genetic algorithm 
techniques is given later in this chapter (Section 1.4). 

The structure of a simple genetic algorithm is the same as the structure 
of any evolution program (see Figure 0.1, Introduction). During iteration t, a 
genetic algorithm maintains a population of potential solutions (chromosomes, 
vectors), P(t) = {xL ... , x~}. Each solution x! is evaluated to give some mea­
sure of its "fitness". Then, a new population (iteration t + 1) is formed by 
selecting the more fit individuals. Some members of this new population un­
dergo reproduction by means of crossover and mutation, to form new solutions. 
Crossover combines the features of two parent chromosomes to form two simi­
lar offspring by swapping corresponding segments of the parents. For example, 
if the parents are represented by five-dimensional vectors (aI' b1 , Cl, d1 , el) and 
(a2' b2'~' d2, e2), then crossing the chromosomes after the second gene would 
produce the offspring (abbbc2,d2,e2) and (a2,~,cl,dbed. The intuition be­
hind the applicability of the crossover operator is information exchange between 
different potential solutions. 

Mutation arbitrarily alters one or more genes of a selected chromosome, by 
a random change with a probability equal to the mutation rate. The intuition 
behind the mutation operator is the introduction of some extra variability into 
the population. 

A genetic algorithm (as any evolution program) for a particular problem 
must have the following five components: 

• a genetic representation for potential solutions to the problem, 

• a way to create an initial population of potential solutions, 

• an evaluation function that plays the role of the environment, rating so­
lutions in terms of their "fitness", 



18 1. GAs: What Are They? 

• genetic operators that alter the composition of children during reproduc­
tion, 

• values for various parameters that the genetic algorithm uses (population 
size, probabilities of applying genetic operators, etc.). 

We discuss the main features of genetic algorithms by presenting three ex­
amples. In the first one we apply a genetic algorithm for optimization of a simple 
function of one real variable. The second example illustrates the use of a ge­
netic algorithm to learn a strategy for a simple game (the prisoner's dilemma). 
The third example discusses one possible application of a genetic algorithm to 
approach a combinatorial NP-hard problem, the traveling salesman problem. 

1.1 Optimization of a simple function 

In this section we discuss the basic features of a genetic algorithm for optimiza­
tion of a simple function of one variable. The function is defined as 

f(x) = X· sin(101l"· x) + 1.0 

and is drawn in Figure 1.1. The problem is to find x from the range [-1..2] 
which maximizes the function f, i.e., to find Xo such that 

f(xo) ~ f(x), for all x E [-1..2]. 

It is relatively easy to analyse the function f. The zeros of the first derivative 
f' should be determined: 

f'(x) = sin(101l"· x) + 101l"x· cos(101l". x) = OJ 

the formula is equivalent to 

tan(101l". x) = -101I"x. 

It is clear that the above equation has an infinite number of solutions, 

2i-1 + £ . 1 2 Xi = 20 f;, or z = , , ... 
Xo = 0 

2i±1 £. 1 2 Xi = 20 - fi, or z = - ,- , ... , 

where terms f, represent decreasing sequences of real numbers (for i = 1,2, ... , 
and i = -1, -2, ... ) approaching zero. 

Note also that the function f reaches its local maxima for x, if i is an odd 
integer, and its local minima for Xi if i is an even integer (see Figure 1.1). 

Since the domain of the problem is x E [-1..2], the function reaches its 
maximum for for X19 = ~~ + f19 = 1.85 + f19, where f(X19) is slightly larger than 
f(1.85) = 1.85· sin(1811" + ~) + 1.0 = 2.85. 

Assume that we wish to construct a genetic algorithm to solve the above 
problem, i.e., to maximize the function f. Let us discuss the major components 
of such a genetic algorithm in turn. 
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Fig. 1.1. Graph of the function f( x) = x . sin(101l" . x) + 1.0 

1.1.1 Representation 

We use a binary vector as a chromosome to represent real values of the variable 
x. The length of the vector depends on the required precision, which, in this 
example, is six places after the decimal point. 

The domain of the variable x has length 3; the precision requirement implies 
that the range [-1 .. 2] should be divided into at least 3·1000000 equal size ranges. 
This means that 22 bits are required as a binary vector (chromosome): 

2097152 = 221 < 3000000 ~ 222 = 4194304. 

The mapping from a binary string (b21b20 • •• bo) into a real number x from 
the range [-1..2] is straightforward and is completed in two steps: 

• convert the binary string (~1~O'" 110) from the base 2 to base 10: 

((b21 b20 ••• 110) h = (E~~o bi . lOi ho = x', 

• find a corresponding real number x: 

x = -1.0 + x' . 22t 1 , 

where -1.0 is the left boundary of the domain and 3 is the length of the 
domain. 

For example, a chromosome 

(1000101110110101000111) 
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represents the number 0.637197, since 

X' = (1000101110110101000111h = 2288967 

and 

x = -1.0 + 2288967 . 419!303 = 0.637197. 

Of course, the chromosomes 

(0000000000000000000000) and (1111111111111111111111) 

represent boundaries of the domain, -1.0 and 2.0, respectively. 

1.1.2 Initial population 

The initialization process is very simple: we create a population of chromo­
somes, where each chromosome is a binary vector of 22 bits. All 22 bits for each 
chromosome are initialized randomly. 

1.1.3 Evaluation function 

Evaluation function eval for binary vectors v is equivalent to the function f: 

eval(v) = f(x), 

where the chromosome v represents the real value x. 
As noted earlier, the evaluation function plays the role of the environment, 

rating potential solutions in terms of their fitness. For example, three chromo­
somes: 

Vl = (1000101110110101000111), 
V2 = (0000001110000000010000), 
Va = (1110000000111111000101), 

correspond to values Xl = 0.637197, X2 = -0.958973, and X3 = 1.627888, 
respectively. Consequently, the evaluation function would rate them as follows: 

eval(vl) = f(XI) = 1.586345, 
eval(v2) = f(X2) = 0.078878, 
eval(va) = f(X3) = 2.250650. 

Clearly, the chromosome Va is the best of the three chromosomes, since its 
evaluation returns the highest value. 
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1.1.4 Genetic operators 

During the reproduction phase of the genetic algorithm we would use two clas­
sical genetic operators: mutation and crossover. 

As mentioned earlier, mutation alters one or more genes (positions in a 
chromosome) with a probability equal to the mutation rate. Assume that the 
fifth gene from the V3 chromosome was selected for a mutation. Since the fifth 
gene in this chromosome is 0, it would be flipped into 1. So the chromosome V3 

after this mutation would be 

V3' = (1110100000111111000101). 

This chromosome represents the value x~ = 1.721638 and f(x~) = -0.082257. 
This means that this particular mutation resulted in a significant decrease of the 
value of the chromosome V3. On the other hand, if the 10th gene was selected 
for mutation in the chromosome V3, then 

V3" = (1110000001111111000101). 

The corresponding value x~ = 1.630818 and f(x~) = 2.343555, an improvement 
over the original value of f(X3) = 2.250650. 

Let us illustrate the crossover operator on chromosomes V2 and V3. Assume 
that the crossover point was (randomly) selected after the 5th gene: 

V2 = (00000101110000000010000), 
V3 = (11100100000111111000101). 

The two resulting offspring are 

V2' = (00000100000111111000101), 
V3' = (11100101110000000010000). 

These offspring evaluate to 

f(V2') = f( -0.998113) = 0.940865, 
f(V3') = f(1.666028) = 2.459245. 

Note that the second offspring has a better evaluation than both of its parents. 

1.1.5 Parameters 

For this particular problem we have used the following parameters: population 
size pop....size = 50, probability of crossover Pc = 0.25, probability of mutation 
Pm = 0.01. The following section presents some experimental results for such a 
genetic system. 
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1.1.6 Experimental results 

In Table 1.1 we provide the generation number for which we noted an improve­
ment in the evaluation function, together with the value of the function. The 
best chromosome after 150 generations was 

V max = (1111001101000100000101), 

which corresponds to a value Xmax = 1.850773. 
As expected, Xmax = 1.85 + 10, and f(xmax) is slightly larger than 2.85. 

Generation Evaluation 
number function 

1 1.441942 
6 2.250003 
8 2.250283 
9 2.250284 

10 2.250363 
12 2.328077 
39 2.344251 
40 2.345087 
51 2.738930 
99 2.849246 

137 2.850217 
145 2.850227 

Table 1.1. Results of 150 generations 

1.2 The prisoner's dilemma 

In this section, we explain how a genetic algorithm can be used to learn a 
strategy for a simple game, known as the prisoner's dilemma. We present the 
results obtained by Axelrod [6]. 

Two prisoners are held in separate celis, unable to communicate with each 
other. Each prisoner is asked, independently, to defect and betray the other 
prisoner. If only one prisoner defects, he is rewarded and the other is punished. 
If both defect, both remain imprisoned and are tortured. If neither defects, both 
receive moderate rewards. Thus, the selfish choice of defection always yields a 
higher payoff than cooperation - no matter what the other prisoner does -
but if both defect, both do worse than if both had cooperated. The prisoner's 
dilemma is to decide whether to defect or cooperate with the other prisoner. 
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The prisoner's dilemma can be played as a game between two players, where 
at each turn, each player either defects or cooperates with the other prisoner. 
The players then score according to the payoffs listed in the Table 1.2. 

Player 1 Player 2 PI P2 Comment 
Defect Defect 1 1 Punishment for mutual defection 
Defect Cooperate 5 0 Temptation to defect and sucker's payoff 
Cooperate Defect 0 5 Sucker's payoff, and temptation to defect 
Cooperate Cooperate 3 3 Reward for mutual cooperation 

Table 1.2. Payoff table for prisoner's dilemma game: Pi is the payoff for Player i 

We will now consider how a genetic algorithm might be used to learn a 
strategy for the prisoner's dilemma. A GA approach is to maintain a popula­
tion of "players", each of which has a particular strategy. Initially, each player's 
strategy is chosen at random. Thereafter, at each step, players play games and 
their scores are noted. Some of the players are then selected for the next gen­
eration, and some of those are chosen to mate. When two players mate, the 
new player created has a strategy constructed from the strategies of its par­
ents (crossover). A mutation, as usual, introduces some variability into players' 
strategies by random changes on representations of these strategies. 

1.2.1 Representing a strategy 

First of all, we need some way to represent a strategy (i.e., a possible solution). 
For simplicity, we will consider strategies that are deterministic and use the 
outcomes of the three previous moves to make a choice in the current move. 
Since there are four possible outcomes for each move, there are 4 x 4 x 4 = 64 
different histories of the three previous moves. 

A strategy of this type can be specified by indicating what move is to be 
made for each of these possible histories. Thus, a strategy can be represented by 
a string of 64 bits (or Ds and Cs), indicating what move is to be made for each 
of the 64 possible histories. To get the strategy started at the beginning of the 
game, we also need to specify its initial premises about the three hypothetical 
moves which preceded the start of the game. This requires six more genes, 
making a total of seventy loci on the chromosome. 

This string of seventy bits specifies what the player would do in every possi­
ble circumstance and thus completely defines a particular strategy. The string of 
70 genes also serves as the player's chromosome for use in the evolution process. 

1.2.2 Outline of the genetic algorithm 

Axelrod's genetic algorithm to learn a strategy for the prisoner's dilemma works 
in four stages, as follows: 
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1. Choose an initial population. Each player is assigned a random string of 
seventy bits, representing a strategy as discussed above. 

2. Test each player to determine its effectiveness. Each player uses the strat­
egy defined by its chromosome to play the game with other players. The 
player's score is its average over all the games it plays. 

3. Select players to breed. A player with an average score is given one mating; 
a player scoring one standard deviation above the average is given two 
matings; and a player scoring one standard deviation below the average 
is given no matings. 

4. The successful players are randomly paired off to produce two offspring per 
mating. The strategy of each offspring is determined from the strategies 
of its parents. This is done by using two genetics operators: crossover and 
mutation. 

After these four stages we get a new population. The new population will 
display patterns of behavior that are more like those of the successful individuals 
of the previous generation, and less like those of the unsuccessful ones. With each 
new generation, the individuals with relatively high scores will be more likely 
to pass on parts of their strategies, while the relatively unsuccessful individuals 
will be less likely to have any parts of their strategies passed on. 

1.2.3 Experimental results 

Running this program, Axelrod obtained quite remarkable results. From a 
strictly random start, the genetic algorithm evolved populations whose median 
member was just as successful as the best known heuristic algorithm. Some 
behavioral patterns evolved in the vast majority of the individuals; these are: 

1. Don't rock the boat: continue to cooperate after three mutual cooperations 
(i.e., C after (CC)(CC)(CC)2). 

2. Be provokable: defect when the other player defects out of the blue 
(i.e., D after receiving (CC)(CC)(CD)). 

3. Accept an apology: continue to cooperate after cooperation has been re­
stored 
(i.e., C after (CD)(DC)(CC)). 

4. Forget: cooperate when mutual cooperation has been restored after an 
exploitation (i.e., C after (DC)(CC)(CC)). 

5. Accept a rut: defect after three mutual defections (i.e., Dafter (DD)(DD) 
(DD)). 

For more details, see [6]. 

2The last three moves are described by three pairs (a1bd(a2b2)(a3b3), where the a's are 
this player's moves (C for cooperate, D for defect) and the b's are the other player's moves. 
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1.3 Traveling salesman problem 

In this section, we explain how a genetic algorithm can be used to approach 
the Traveling Salesman Problem (TSP). Note that we shall discuss only one 
possible approach. In Chapter 10 we discuss other approaches to the TSP as 
well. 

Simply stated, the traveling salesman must visit every city in his territory 
exactly once and then return to the starting point; given the cost of travel 
between all cities, how should he plan his itinerary for minimum total cost of 
the entire tour? 

The TSP is a problem in combinatorial optimization and arises in numerous 
applications. There are several branch-and-bound algorithms, approximate al­
gorithms, and heuristic search algorithms which approach this problem. During 
the last few years there have been several attempts to approximate the TSP by 
genetic algorithms [72, pages 166-179]; here we present one of them. 

First, we should address an important question connected with the chro­
mosome representation: should we leave a chromosome to be an integer vector, 
or rather we should transform it into a binary string? In the previous two ex­
amples (optimization of a function and the prisoner's dilemma) we represented 
a chromosome (in a more or less natural way) as a binary vector. This allowed 
us to use binary mutation and crossover; applying these operators we got legal 
offspring, i.e., offspring within the search space. This is not the case for the trav­
eling salesman problem. In a binary representation of a n cities TSP problem, 
each city should be coded as a string of flog2 n 1 bits; a chromosome is a string 
of n . flog2 n 1 bits. A mutation can result in a sequence of cities, which is not a 
tour: we can get the same city twice in a sequence. Moreover, for a TSP with 
20 cities (where we need 5 bits to represent a city), some 5-bit sequences (for 
example, 10101) do not correspond to any city. Similar problems are present 
when applying crossover operator. Clearly, if we use mutation and crossover 
operators as defined earlier, we would need some sort of a "repair algorithm"; 
such an algorithm would "repair" a chromosome, moving it back into the search 
space. 

It seems that the integer vector representation is better: instead of using 
repair algorithms, we can incorporate the knowledge of the problem into op­
erators: in that way they would "intelligently" avoid building an illegal indi­
vidual. In this particular approach we accept integer representation: a vector 
v = (i l i2 ... in) represents a tour: from il to i2 , etc., from in- l to in and back 
to i l (v is a permutation of ( 1 2 ... n )). 

For the initialization process we can either use some heuristics (for example, 
we can accept a few outputs from a greedy algorithm for the TSP, starting from 
different cities), or we can initialize the population by a random sample of 
permutations of ( 1 2 ... n ). 

The evaluation of a chromosome is straightforward: given the cost of travel 
between all cities, we can easily calculate the total cost of the entire tour. 
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In the TSP we search for the best ordering of cities in a tour. It is relatively 
easy to come up with some unary operators (unary type operators) which would 
search for better string orderings. However, using only unary operators, there 
is a little hope of finding even good orderings (not to mention the best one) 
[70). Moreover, the strength of genetic algorithms arises from the structured in­
formation exchange of crossover combinations of highly fit individuals. So what 
we need is a crossover-like operator that would exploit important similarities 
between chromosomes. For that purpose we use a variant of a OX operator [31), 
which, given two parents, builds offspring by choosing a subsequence of a tour 
from one parent and preserving the relative order of cities from the other parent. 
For example, if the parents are 

and the chosen part is 

the resulting offspring is 

( 1 2 3 4 5 6 78 9 10 11 12 ) and 
( 7 3 1 11 4 12 5 2 10 9 6 8 ) 

(4567), 

(111124567210983). 

As required, the offspring bears a structural relationship to both parents. The 
roles of the parents can then be reversed in constructing a second offspring. 

A genetic algorithm based on the above operator outperforms random 
search, but leaves much room for improvements. Typical (average over 20 ran­
dom runs) results from the algorithm, as applied to 100 randomly generated 
cities, gave (after 20000 generations) a value of the whole tour 9.4% above 
optimum. 

For full discussion on the TSP, the representation issues and genetic oper­
ators used, the reader is referred to Chapter 10. 

1.4 Hillclimbing, simulated annealing, and genetic algo­
rithms 

In this section we discuss three algorithms, i.e., hillclimbing, simulated anneal­
ing, and the genetic algorithm, applied to a simple optimization problem. This 
example underlines the uniqueness of the GA approach. 

The search space is a set of binary strings v of the length 30. The objective 
function f to be maximized is given as 

f(v) = 111 . one(v) - 1501, 

where the function one(v) returns the number of Is in the string v. 

For example, the following three strings 
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VI = (110110101110101111111011011011), 
V2 = (111000100100110111001010100011), 
V3 = (000010000011001000000010001000), 

would evaluate to 

f(VI) = 111 ·22 - 1501 = 92, 
f(V2) = 111 ·15 - 1501 = 15, 
f(V3) = 111. 6 - 1501 = 84, 

(one(vI) = 22, one(v2) = 15, and one(v3) = 6). 
The function f is linear and does not provide any challenge as an optimiza­

tion task. We use it only to illustrate the ideas behind these three algorithms. 
However, the interesting characteristic of the function f is that it has one global 
maximum for 

Vg = (111111111111111111111111111111), 

f(vg ) = 111 ·30 - 1501 = 180, and one local maximum for 

VI = (000000000000000000000000000000), 

f(v,) = 111 ·0- 1501 = 150. 

There are a few versions of hill climbing algorithms. They differ in the way 
a new string is selected for comparison with the current string. One version of 
a simple (iterated) hillclimbing algorithm (MAX iterations) is given in Figure 
1.2 (steepest ascent hillclimbing). Initially, all 30 neighbors are considered, and 
the one Vn which returns the largest value f(vn ) is selected to compete with the 
current string VC. If f(vc ) < f(vn ), then the new string becomes the current 
string. Otherwise, no local improvement is possible: the algorithm has reached 
(local or global) optimum (local = TRUE). In a such case, the next iteration 
(t t- t + 1) of the algorithm is executed with a new current string selected at 
random. 

It is interesting to note that the success or failure of the single iteration 
of the above hillclimber algorithm (i.e., return of the global or local optimum) 
is determined by the starting string (randomly selected). It is clear that if the 
starting string has thirteen Is or less, the algorithm will always terminate in the 
local optimum (failure). The reason is that a string with thirteen Is returns a 
value 7 of the objective function, and any single-step improvement towards the 
global optimum, i.e., increase the number of Is to fourteen, decreases the value 
of the objective function to 4. On the other hand, any decrease of the number 
of Is would increase the value of the function: a string with twelve Is yields a 
value of 18, a string with eleven Is yields a value of 29, etc. This would push 
the search in the "wrong" direction, towards the local maximum. 

For problems with many local optima, the chances of hitting the global 
optimum (in a single iteration) are slim. 

The structure of the simulated annealing procedure is given in Figure 1.3. 
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procedure iterated hillclimber 
begin 

t+-O 
repeat 

local +- FALSE 
select a current string v c at random 
evaluate Vc 

repeat 
select 30 new strings in the neighborhood of Vc 

by flipping single bits of v c 

select the string v n from the set of new strings 
with the largest value of objective function f 

if f(vc) < f(vn ) 

then Vc +- Vn 

else local +- TRUE 
until local 
t+-t+1 

until t = MAX 
end 

Fig. 1.2. A simple (iterated) hillclimber 

The function random[O, 1) returns a random number from the range [0,1). 
The (termination-condition) checks whether 'thermal equilibrium' is reached, 
i.e., whether the probability distribution of the selected new strings approaches 
the Boltzmann distribution [1]. However, in some implementations [2], this re­
peat loop is executed just k times (k is an additional parameter of the method). 

The temperature T is lowered in steps (g(T, t) < T for all t). The algorithm 
terminates for some small value of T: the (stop-criterion) checks whether the 
system is 'frozen', i.e., virtually no changes are accepted anymore. 

As mentioned earlier, the simulated annealing algorithm can escape local 
optima. Let us consider a string 

V4 = (111000000100110111001010100000), 

with twelve Is, which evaluates to f(V4) = 111 ·12 - 1501 = 18. For V4 as the 
starting string, the hillclimbing algorithm (as discussed earlier) would approach 
the local maximum 

VI = (000000000000000000000000000000), 

since any string with thirteen Is (i.e., a step 'towards' the global optimum) eval­
uates to 7 (less than 18). On the other hand, the simulated annealing algorithm 
would accept a string with thirteen Is as a new current string with probability 

p = exp{(J(vn ) - f(vc))/T} = exp{(7 -18)/T}, 
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procedure simulated annealing 
begin 

t+-O 
initialize temperature T 
select a current string Vc at random 
evaluate Vc 

repeat 
repeat 

select a new string v n 

in the neighborhood of v c 

by flipping a single bit of v c 

if f(v c ) < f(vn ) 

then Vc +- Vn 

else if random[O, 1) < exp{(f(vn ) - f(vc))/T} 
then Vc +- Vn 

until (termination-condition) 
T +- g(T, t) 
t+-t+1 

until (stop-criterion) 
end 

Fig. 1.3. Simulated annealing 

which, for some temperature, say, T = 20, gives 

p = e-¥O- = 0.57695, 

i.e., the chances for acceptance are better than 50%. 

Genetic algorithms, as discussed in Section 1.1, maintain a population of 
strings. Two relatively poor strings 

Vs = (111110000000110111001110100000) and 
V6 = (000000000001101110010101111111) 

each of which evaluate to 16, can produce much better offspring (if the crossover 
point falls anywhere between the 5th and the 12th position): 

V7 = (111110000001101110010101111111). 

The new offspring V7 evaluates to 

f(V7) = 111 ·19 - 1501 = 59. 

For a detailed discussion on these and other algorithms (various variants of 
hillclimbers, genetic search, and simulated annealing) tested on several functions 
with different characteristics, the reader is referred to [2]. 
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1.5 Conclusions 

The three examples of genetic algorithms for function optimization, the pris­
oner's dilemma, and the traveling salesman problem, show a wide applicability 
of genetic algorithms. However, at the same time we should observe first signs 
of potential difficulties. The representation issues for the traveling salesman 
problem were not obvious. The new operator used (OX crossover) was far from 
trivial. What kind of further difficulties may we have for some other (hard) 
problems? In the first and third examples (optimization of a function and the 
traveling salesman problem) the evaluation function was clearly defined; in the 
second example (the prisoner's dilemma) a simple simulation process would give 
us an evaluation of a chromosome (we test each player to determine its effec­
tiveness: each player uses the strategy defined by its chromosome to play the 
game with other players and the player's score is its average over all the games 
it plays). How should we proceed in a case where the evaluation function is not 
clearly defined? For example, the Boolean Satisfiability Problem (SAT) seems 
to have a natural string representation (the i-th bit represents the truth value 
of the i-th Boolean variable), however, the process of choosing an evaluation 
function is far from obvious [46]. 

The first example of optimization of an unconstrained function allows us 
to use a convenient representation, where any binary string would correspond 
to a value from the domain of the problem (i.e., [-1..2]). This means that any 
mutation and any crossover would produce a legal offspring. The same was true 
in the second example: any combination of bits represents a legal strategy. The 
third problem has a single constraint: each city should appear precisely once in 
a legal tour. This caused some problems: we used vectors of integers (instead of 
binary representation) and we modified the crossover operator. But how should 
we approach a constrained problem in general? What possibilities do we have? 

The answers are not easy; we explore these issues later in the book. 
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To every thing there is a season, 
and a time to every purpose under the heaven: 

A time to be born and a time to die; 
a time to plant, and a time to pluck up 

that which is planted; 

A time to kill, and a time to heal; 
a time to break down, and a time to build up. 

The Bible, Ecclesiastes, 3 

In this chapter we discuss the actions of a genetic algorithm for a simple param­
eter optimization problem. We start with a few general comments; a detailed 
example follows. 

Let us note first that, without any loss of generality, we can assume maxi­
mization problems only. If the optimization problem is to minimize a function 
f, this is equivalent to maximizing a function g, where 9 = - f, i.e., 

minf(x) = maxg(x) = max{-f(x)}. 

Moreover, we may assume that the objective function f takes positive values 
on its domain; otherwise we can add some positive constant C, i.e., 

maxg(x) = max{g(x) + C}. 

Now suppose we wish to maximize a function of k variables, f(Xl," . ,Xk) : 
Rk -+ R. Suppose further that each variable Xi can take values from a domain 
Di = [ai, bi] s;; Rand f(Xll"" Xk) > 0 for all Xi E Di. We wish to optimize 
the function f with some required precision: suppose six decimal places for the 
variables' values is desirable. 

It is clear that to achieve such precision each domain Di should be cut into 
(bi - ai) . 106 equal size ranges. Let us denote by mi the smallest integer such 
that (bi - ai) . 106 ::; 2m ; - 1. Then, a representation having each variable Xi 
coded as a binary string of length mi clearly satisfies the precision requirement. 
Additionally, the following formula interprets each such string: 

Xi = ai + decimal(lOOl...001 2 ) • ;j,~~\, 
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where decimal(string2) represents the decimal value of that binary string. 
Now, each chromosome (as a potential solution) is represented by a binary 

string of length m = 2::7=1 mi; the first ml bits map into a value from the range 
lab b1], the next group of m2 bits map into a value from the range [a2' b2], and 
so 'on; the last group of mk bits map into a value from the range [ak' bk]. 

To initialize a population, we can simply set some pop..13ize number of chro­
mosomes randomly in a bitwise fashion. However, if we do have some knowledge 
about the distribution of potential optima, we may use such information in ar­
ranging the set of initial (potential) solutions. 

The rest of the algorithm is straightforward: in each generation we evaluate 
each chromosome (using the function f on the decoded sequences of variables), 
select new population with respect to the probability distribution based on fit­
ness values, and recombine the chromosomes in the new population by mutation 
and crossover operators. After some number of generations, when no further im­
provement is observed, the best chromosome represents an (possibly the global) 
optimal solution. Often we stop the algorithm after a fixed number of iterations 
depending on speed and resource criteria. 

For the selection process (selection of a new population with respect to the 
probability distribution based on fitness values), a roulette wheel with slots 
sized according to fitness is used. We construct such a roulette wheel as follows 
(we assume here that the fitness values are positive, otherwise, we can use some 
scaling mechanism - this is discussed in Chapter 4): 

• Calculate the fitness value eval(vi) for each chromosome Vi (i = 1, ... , 
pop..13ize). 

• Find the total fitness of the population 

F "",pop...size l() = L..i=1 eva Vi . 

• Calculate the probability of a selection Pi for each chromosome Vi (i = 
1, ... ,pop..13ize): 

Pi = eval(v;)j F. 

• Calculate a cumulative probability qi for each chromosome Vi (i 
1, ... ,pop..13ize): 

qi = 2::~=1 Pj· 

The selection process is based on spinning the roulette wheel pop..13ize times; 
each time we select a single chromosome for a new population in the following 
way: 

• Generate a random (float) number r from the range [0 .. 1]. 

• If r < ql then select the first chromosome (VI); otherwise select the i-th 
chromosome Vi (2 ~ i ~ pop..13ize) such that qi-l < r ~ qi. 
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Obviously, some chromosomes would be selected more than once. This is in 
accordance with the Schema Theorem (see next chapter): the best chromosomes 
get more copies, the average stay even, and the worst die off. 

Now we are ready to apply the first recombination operator, crossover, to the 
individuals in the new population. As mentioned earlier, one of the parameters 
of a genetic system is probability of crossover Pc. This probability gives us the 
expected number Pc· pop....size of chromosomes which undergo the crossover 
operation. We proceed in the following way: 

For each chromosome in the (new) population: 

• Generate a random (float) number r from the range [0 .. 1]; 

• If r < Pc, select given chromosome for crossover. 

Now we mate selected chromosomes randomly: for each pair of coupled 
chromosomes we generate a random integer number pos from the range [1..m-1] 
(m is the total length - number of bits - in a chromosome). The number pos 
indicates the position of the crossing point. Two chromosomes 

(b1b2 ••• bposbpos+1 ••• bm ) and 
( Cl C2 ••• CposCpos+1 ••• em) 

are replaced by a pair of their offspring: 

(bt b2 ••• bposCpos+1 ••• em) and 
(Cl ~ ••• Cposbpos+1 ••• bm ). 

The next recombination operator, mutation, is performed on a bit-by-bit 
basis. Another parameter of the genetic system, probability of mutation Pm, 
gives us the expected number of mutated bits Pm . m· pop....size. Every bit (in all 
chromosomes in the whole population) has an equal chance to undergo mutation, 
i.e., change from 0 to 1 or vice versa. So we proceed in the following way. 

For each chromosome in the current (i.e., after crossover) population and 
for each bit within the chromosome: 

• Generate a random (float) number r from the range [0 .. 1]; 

• If r < Pm, mutate the bit. 

Following selection, crossover, and mutation, the new population is ready for 
its next evaluation. This evaluation is used to build the probability distribution 
(for the next selection process), i.e., for a construction of a roulette wheel with 
slots sized according to current fitness values. The rest of the evolution is just 
cyclic repetition of the above steps (see Figure 0.1 in the introduction). 

The whole process is illustrated by an example. We run a simulation of 
a genetic algorithm for function optimization. We assume that the population 
size pop....size = 20, and the probabilities of genetic operators are Pc = 0.25 and 
Pm = 0.01. 

Let us assume also that we maximize the following function: 
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where -3.0 :::; Xl :::; 12.1 and 4.1 :::; X2 :::; 5.8. The graph of the function f is 
given in Figure 2.1. 

.'/. 

Fig. 2.1. Graph of the function f(xt, X2) = 21.5 + Xl . sin( 41rxt} + X2 • sin(201rx2) 

Let assume further that the required precision is four decimal places for each 
variable. The domain of variable Xl has length 15.1; the precision requirement 
implies that the range [-3.0,12.1) should be divided into at least 15.1 . 10000 
equal size ranges. This means that 18 bits are required as the first part of the 
chromosome: 

The domain of variable X2 has length 1.7; the precision requirement im­
plies that the range [4 .1,5.8) should be divided into at least 1.7 . 10000 equal 
size ranges. This means that 15 bits are required as the second part of the 
chromosome: 

214 < 17000 :::; 215. 
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The total length of a chromosome (solution vector) is then m = 18+15 = 33 
bits; the first 18 bits code Xl and remaining 15 bits (19-33) code X2. 

Let us consider an example chromosome: 

(010001001011010000111110010100010). 

The first 18 bits, 

010001001011010000, 

represent Xl = -3.0 + decimal(0100010010110100002 ) • 12.~~(-=-;.O) = -3.0 + 
70352 . 2~;i~ = -3.0 + 4.052426 = 1.052426. 
The next 15 bits, 

111110010100010, 

represent X2 = 4.1 + decimal(1111100101000102) • 52k!il = 4.1 + 31906· 3~1~7 = 
4.1 + 1.655330 = 5.755330. 
So the chromosome 

(010001001011010000111110010100010) 

corresponds to (Xl, X2) = (1.052426,5.755330). The fitness value for this chro­
mosome IS 

1(1.052426,5.755330) = 20.252640. 

To optimize the function 1 using a genetic algorithm, we create a population 
of pop....size = 20 chromosomes. All 33 bits in all chromosomes are initialized 
randomly. 

Assume that after the initialization process we get the following population: 

VI = (100110100000001111111010011011111) 
V2 = (111000100100110111001010100011010) 
V3 = (000010000011001000001010111011101) 
V4 = (100011000101101001111000001110010) 
V5 = (000111011001010011010111111000101) 
V6 = (000101000010010101001010111111011) 
V7 = (001000100000110101111011011111011) 
Vs = (100001100001110100010110101100111) 
V9 = (010000000101100010110000001111100) 
VIO = (000001111000110000011010000111011) 
Vn = (011001111110110101100001101111000) 
V12 = (110100010111101101000101010000000) 
V13 = (111011111010001000110000001000110) 
V14 = (010010011000001010100111100101001) 
V15 = (111011101101110000100011111011110) 
V16 = (110011110000011111100001101001011) 
V17 = (011010111111001111010001101111101) 
VIS = (011101000000001110100111110101101) 
V19 = (000101010011111111110000110001100) 
V20 = (101110010110011110011000101111110) 
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During the evaluation phase we decode each chromosome and calculate the 
fitness function values from (Xl, X2) values just decoded. We get: 

eval(vI) = 1(6.084492,5.652242) = 26.019600 
eval(v2) = 1(10.348434,4.380264) = 7.580015 
eval(v3) = I( -2.516603,4.390381) = 19.526329 
eval(v4) = 1(5.278638,5.593460) = 17.406725 
eval(vs) = 1(-1.255173,4.734458) = 25.341160 
eval(v6) = 1(-1.811725,4.391937) = 18.100417 
eval(v7) = 1(-0.991471,5.680258) = 16.020812 
eval(vs) = 1(4.910618,4.703018) = 17.959701 
eval(v9) = 1(0.795406,5.381472) = 16.127799 
eval(vlO) = 1(-2.554851,4.793707) = 21.278435 
eval(vu) = 1(3.130078,4.996097) = 23.410669 
eval(vI2) = 1(9.356179,4.239457) = 15.011619 
eval(vI3) = 1(11.134646,5.378671) = 27.316702 
eval(v14) = 1(1.335944,5.151378) = 19.876294 
eval(vIS) = 1(11.089025,5.054515) = 30.060205 
eval( VI6) = 1(9.211598,4.993762) = 23.867227 
eval(v17) = 1(3.367514,4.571343) = 13.696165 
eval(vIS) = 1(3.843020,5.158226) = 15.414128 
eval(vI9) = 1(-1.746635,5.395584) = 20.095903 
eval(v2o) = 1(7.935998,4.757338) = 13.666916 

It is clear, that the chromosome VIS is the strongest one, and the chromosome 
V2 the weakest. 

Now the system constructs a roulette wheel for the selection process. The 
total fitness of the population is 

F = Ef~I eval(vi) = 387.776822. 

The probability of a selection Pi for each chromosome Vi (i = 1, ... ,20) is: 

PI = eval(vI)/ F = 0.067099 
P3 = eval(v3)/ F = 0.050355 
Ps = eval(vs)/ F = 0.065350 
P7 = eval(v7)/ F = 0.041315 
P9 = eval(v9)/ F = 0.041590 

Pu = eval(vu)/ F = 0.060372 
PI3 = eval(vI3)/ F = 0.070444 
PIS = eval(vIs)/ F = 0.077519 
PI7 = eval(vI7)/ F = 0.035320 
PI9 = eval(vI9)/ F = 0.051823 

P2 = eval(v2)/F = 0.019547 
P4 = eval( V 4) / F = 0.044889 
P6 = eval(v6)/ F = 0.046677 
Ps = eval(vs)/ F = 0.046315 

PlO = eval(vlO)/ F = 0.054873 
PI2 = eval(v12)/ F = 0.038712 
PI4 = eval(v14)/ F = 0.051257 
PI6 = eval(vI6)/ F = 0.061549 
PIS = eval(vIS)/ F = 0.039750 
P20 = eval(v2o)/ F = 0.035244 

The cumulative probabilities qi for each chromosome Vi (i = 1, ... ,20) are: 
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qi = 0.067099 
qs = 0.247240 
q9 = 0.423137 

qI3 = 0.647537 
q17 = 0.873182 

q2 = 0.086647 
q6 = 0.293917 

qlO = 0.478009 
qI4 = 0.698794 
qI8 = 0.912932 

q3 = 0.137001 
q7 = 0.335232 

qu = 0.538381 
qlS = 0.776314 
qI9 = 0.964756 

q4 = 0.181890 
q8 = 0.381546 

qI2 = 0.577093 
qI6 = 0.837863 
q20 = 1.000000 

Now we are ready to spin the roulette wheel 20 times; each time we select 
a single chromosome for a new population. Let us assume that a (random) 
sequence of 20 numbers from the range [0 .. 1] is: 

0.513870 0.175741 0.308652 0.534534 0.947628 
0.171736 0.702231 0.226431 0.494773 0.424720 
0.703899 0.389647 0.277226 0.368071 0.983437 
0.005398 0.765682 0.646473 0.767139 0.780237 

The first number r = 0.513870 is greater than qlO and smaller than qu, 
meaning the chromosome Vu is selected for the new population; the second 
number r = 0.175741 is greater than q3 and smaller than q4, meaning the 
chromosome v 4 is selected for the new population, etc. 

Finally, the new population consists of the following chromosomes: 

V~ = (011001111110110101100001101111000) (vu) 
v~ = (100011000101101001111000001110010) (V4) 
v~ = (001000100000110101111011011111011) (V7) 
v~ = (011001111110110101100001101111000) (vu) 
v~ = (000101010011111111110000110001100) (VI9) 
Vs = (100011000101101001111000001110010) (V4) 
v~ = (111011101101110000100011111011110) (VIS) 
V~ = (000111011001010011010111111000101) (vs) 
v~ = (011001111110110101100001101111000) (vu) 
v~o = (000010000011001000001010111011101) (V3) 
V~I = (111011101101110000100011111011110) (VIS) 
V~2 = (010000000101100010110000001111100) (V9) 
~3 = (000101000010010101001010111111011) (V6) 
vi4 = (100001100001110100010110101100111) (V8) 
vis = (101110010110011110011000101111110) (V20) 
V~6 = (100110100000001111111010011011111) (VI) 
V~7 = (000001111000110000011010000111011) (VlO) 
V~8 = (111011111010001000110000001000110) (VI3) 
Vi9 = (111011101101110000100011111011110) (VIS) 
V~O = (110011110000011111100001101001011) (VI6) 

Now we are ready to apply the first recombination operator, crossover, to 
the individuals in the new population (vectors yD. The probability of crossover 
Pc = 0.25, so we expect that (on average) 25% of chromosomes (i.e., 5 out of 
20) undergo crossover. We proceed in the following way: for each chromosome 
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in the (new) population we generate a random number r from the range [0 .. 1]; 
if r < 0.25, we select a given chromosome for crossover. 

Let us assume that the sequence of random numbers is: 

0.822951 0.151932 0.625477 0.314685 0.346901 
0.917204 0.519760 0.401154 0.606758 0.785402 
0.031523 0.869921 0.166525 0.674520 0.758400 
0.581893 0.389248 0.200232 0.355635 0.826927 

This means that the chromosomes v~, viI, vb, and V~8 were selected for 
crossover. (We were lucky: the number of selected chromosomes is even, so 
we can pair them easily. If the number of selected chromosomes were odd, we 
would either add one extra chromosome or remove one selected chromosome 
- this choice is made randomly as well.) Now we mate selected chromosomes 
randomly: say, the first two (i.e., v~ and V~l) and the next two (i.e., V~3 and 
V~8) are coupled together. For each of these two pairs, we generate a random 
integer number pos from the range [1..32] (33 is the total length - number of 
bits - in a chromosome). The number pos indicates the position of the crossing 
point. The first pair of chromosomes is 

v~ = (1000110001101101001111000001110010) 
V~l = (1110111011101110000100011111011110) 

and the generated number pos = 9. These chromosomes are cut after the 9th 
bit and replaced by a pair of their offspring: 

V~ = (1000110001101110000100011111011110) 
Vql = (1110111011101101001111000001110010). 

The second pair of chromosomes is 

vb = (0001010000100101010011010111111011) 
V~8 = (1110111110100010001110000001000110) 

and the generated number pos = 20. These chromosomes are replaced by a pair 
of their offspring: 

VQ3 = (0001010000100101010010000001000110) 
VQ8 = (1110111110100010001111010111111011). 

The current version of the population is: 

V~ = (011001111110110101100001101111000) 
v~ = (100011000101110000100011111011110) 
v~ = (001000100000110101111011011111011) 
v~ = (011001111110110101100001101111000) 
v~ = (000101010011111111110000110001100) 
v~ = (100011000101101001111000001110010) 
v~ = (111011101101110000100011111011110) 
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v~ = (000111011001010011010111111000101) 
v~ = (011001111110110101100001101111000) 
v~o = (000010000011001000001010111011101) 
V~l = (111011101101101001111000001110010) 
V~2 = (010000000101100010110000001111100) 
V~3 = (000101000010010101000000001000110) 
V~4 = (100001100001110100010110101100111) 
V~5 = (101110010110011110011000101111110) 
V~6 = (100110100000001111111010011011111) 
V~7 = (000001111000110000011010000111011) 
V~8 = (111011111010001000111010111111011) 
V~9 = (111011101101110000100011111011110) 
v~o = (110011110000011111100001101001011) 

The next recombination operator, mutation, is performed on a bit-by-bit 
basis. The probability of mutation Pm = 0.01, so we expect that (on average) 
1 % of bits would undergo mutation. There are m x pop....size = 33 x 20 = 660 bits 
in the whole population; we expect (on average) 6.6 mutations per generation. 
Every bit has an equal chance to be mutated, so, for every bit in the population, 
we generate a random number r from the range [0 .. 1]; if r < 0.01, we mutate 
the bit. 

This means that we have to generate 660 random numbers. In a sample 
run, 5 of these numbers were smaller than 0.01; the bit number and the random 
number are listed below: 

Bit Random 
position number 

112 0.000213 
349 0.009945 
418 0.008809 
429 0.005425 
602 0.002836 

The following table translates the bit position into chromosome number and 
the bit number within the chromosome: 

Bit Chromosome Bit number within 
position number chromosome 

112 4 13 
349 11 19 
418 13 22 
429 13 33 
602 19 8 

This means that four chromosomes are affected by the mutation operator; 
one of the chromosomes (the 13th) has two bits changed. 
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The final population is listed below; the mutated bits are typed in boldface. 
We drop primes for modified chromosomes: the population is listed as new 
vectors Vi: 

VI = (011001111110110101100001101111000) 
V2 = (100011000101110000100011111011110) 
V3 = (001000100000110101111011011111011) 
V4 = (011001111110010101100001101111000) 
Vs = (000101010011111111110000110001100) 
V6 = (100011000101101001111000001110010) 
V7 = (111011101101110000100011111011110) 
Vs = (000111011001010011010111111000101) 
V9 = (011001111110110101100001101111000) 
VIO = (000010000011001000001010111011101) 
VII = (111011101101101001011000001110010) 
VI2 = (010000000101100010110000001111100) 
VI3 = (000101000010010101000100001000111) 
VI4 = (100001100001110100010110101100111) 
VIS = (101110010110011110011000101111110) 
VI6 = (100110100000001111111010011011111) 
VI7 = (000001111000110000011010000111011) 
VIS = (111011111010001000111010111111011) 
VI9 = (111011100101110000100011111011110) 
V20 = (110011110000011111100001101001011) 

We have just completed one iteration (i.e., one generation) of the while loop 
in the genetic procedure (Figure 0.1 from the introduction). It is interesting to 
examine the results of the evaluation process of the new population. During the 
evaluation phase we decode each chromosome and calculate the fitness function 
values from (XI, X2) values just decoded. We get: 

eval(vd = f(3.130078, 4.996097) = 23.410669 
eval(v2) = f(5.279042, 5.054515) = 18.201083 
eval(v3) = f(-0.991471,5.680258) = 16.020812 
eval(v4) = f(3.128235,4.996097) = 23.412613 
eval(vs) = 1(-1.746635,5.395584) = 20.095903 
eval(v6) = f(5.278638, 5.593460) = 17.406725 
eval(v7) = 1(11.089025,5.054515) = 30.060205 
eval(vs) = f(-1.255173,4.734458) = 25.341160 
eval(v9) = f(3.130078,4.996097) = 23.410669 
eval(vlO) = f( -2.516603,4.390381) = 19.526329 
eval(vll) = f(l1.088621,4.743434) = 33.351874 
eval(vI2) = f(0.795406, 5.381472) = 16.127799 
eval(vI3) = f( -1.811725,4.209937) = 22.692462 
eval(v14) = f(4.910618, 4.703018) = 17.959701 
eval(vIS) = 1(7.935998,4.757338) = 13.666916 
eval(vI6) = 1(6.084492,5.652242) = 26.019600 
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eval(V17) = 1(-2.554851,4.793707) = 21.278435 
eval(vls) = 1(11.134646,5.666976) = 27.591064 
eval(vI9) = 1(11.059532,5.054515) = 27.608441 
eval( V20) = 1(9.211598,4.993762) = 23.867227 

Note that the total fitness of the new population F is 447.049688, much 
higher than total fitness of the previous population, 387.776822. Also, the best 
chromosome now (vn) has a better evaluation (33.351874) than the best chro­
mosome (VIS) from the previous population (30.060205). 

Now we are ready to run the selection process again and apply the genetic 
operators, evaluate the next generation, etc. After 1000 generations the popu­
lation is: 

VI = (111011110110011011100101010111011) 
V2 = (111001100110000100010101010111000) 
V3 = (111011110111011011100101010111011) 
V4 = (111001100010000110000101010111001) 
Vs = (111011110111011011100101010111011) 
V6 = (111001100110000100000100010100001) 
V7 = (110101100010010010001100010110000) 
Vs = (111101100010001010001101010010001) 
V9 = (111001100010010010001100010110001) 
VIO = (111011110111011011100101010111011) 
Vn = (110101100000010010001100010110000) 
VI2 = (110101100010010010001100010110001) 
V13= (111011110111011011100101010111011) 
VI4 = (111001100110000100000101010111011) 
VIS = (111001101010111001010100110110001) 
VI6 = (111001100110000101000100010100001) 
VI7 = (111001100110000100000101010111011) 
VIS = (111001100110000100000101010111001) 
VI9 = (111101100010001010001110000010001) 
V20 = (111001100110000100000101010111001) 

The fitness values are: 

eval(vl) = 1(11.120940,5.092514) = 30.298543 
eval(v2) = 1(10.588756,4.667358) = 26.869724 
eval(v3) = 1(11.124627,5.092514) = 30.316575 
eval(v4) = 1(10.574125,4.242410) = 31.933120 
eval(vs) = 1(11.124627,5.092514) = 30.316575 
eval(v6) = 1(10.588756,4.214603) = 34.356125 
eval(v7) = 1(9.631066,4.427881) = 35.458636 
eval(vs) = 1(11.518106,4.452835) = 23.309078 
eval(v9) = 1(10.574816,4.427933) = 34.393820 
eval(vlO) = 1(11.124627,5.092514) = 30.316575 
eval(vn) = 1(9.623693,4.427881) = 35.477938 
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eval(V12) = f(9.631066, 4.427933) = 35.456066 
eval(v13) = f(11.124627, 5.092514) = 30.316575 
eval(v14) = f(10.588756,4.242514) = 32.932098 
eval(vls) = f(10.606555,4.653714) = 30.746768 
eval(vlS) = f(1O.588814, 4.214603) = 34.359545 
eval(v17) = f(10.588756,4.242514) = 32.932098 
eval(vls) = f(10.588756,4.242410) = 32.956664 
eval(v19) = f(11.518106,4.472757) = 19.669670 
eval(v2o) = f(1O.588756,4.24241O) = 32.956664 

However, if we look carefully at the progress during the run, we may discover 
that in earlier generations the fitness values of some chromosomes were better 
than the value 35.477938 of the best chromosome after 1000 generations. For 
example, the best chromosome in generation 396 had value of 38.827553. This 
is due to the stochastic errors of sampling - we discuss this issue in Chapter 
4. 

It is relatively easy to keep track of the best individual in the evolution 
process. It is customary (in genetic algorithm implementations) to store "the 
best ever" individual at a separate location; in that way, the algorithm would 
report the best value found during the whole process (as opposed to the best 
value in the final population). 
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Species do not evolve to perfection, but 
quite the contrary. The weak, in fact, 

always prevail over the strong, not only 
because they are in the majority, but also 

because they are the more crafty. 

Friedrich Nietzsche, The Twilight of the Idols 

The theoretical foundations of genetic algorithms rely on a binary string rep­
resentation of solutions, and on the notion of a schema (see e.g., [89]) - a 
template allowing exploration of similarities among chromosomes. A schema is 
built by introducing a don't care symbol (*) into the alphabet of genes. A schema 
represents all strings (a hyperplane, or subset of the search space), which match 
it on all positions other than '*'. 

For example, let us consider the strings and schemata of the length 10. The 
schema (* 1 1 1 1 001 00) matches two strings 

{(0111100100),(1111100100)}, 

and the schema (* 1 * 1 1 00 1 00) matches four strings: 

{(0101100100),(0111100100), (1101100100), (1111100100)}. 

Of course, the schema (1 0 0 1 1 1 0 0 0 1) represents one string only: 
(1001110001), and the schema (**********) represents all strings oflength 10. 
It is clear that every schema matches exactly 2r strings, where r is the number 
of don't care symbols '*' in a schema template. On the other hand, each string of 
the length m is matched by 2m schemata. For example, let us consider a string 
(1001110001). This string is matched by the following 210 schemata: 

(1001110001) 
(*001110001) 
(1*01110001) 
(1 0 * 1 1 1 0 0 0 1) 

(1001 1 1000*) 
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(**01110001) 
(*0*1110001) 

(1 0 0 1 1 1 0 0 * *) 
(***1110001) 

(**********), 

Considering strings of the length m, there are in total 3m possible schemata. 
In a population of size n, between 2m and n . 2m different schemata may be 
represented. 

Different schemata have different characteristics. We have already noticed 
that the number of don't care conditions * in a schema determines the number 
of strings matched by the schema. There are two important schema properties, 
order and defining length; the Schema Theorem will be formulated on the basis 
of these properties. 

The order of the schema S (denoted by o( S)) is the number of 0 and 1 
positions, i.e., fixed positions (non-don't care positions), present in the schema. 
In other words, it is the length of the template minus the number of don't care 
(*) symbols. The order defines the speciality of a schema. For example, the 
following three schemata, each of length 10, 

S1 = (***00 1*11 0), 
S2 = (****00**0*), 
S3=(11101**001), 

have the following orders: 

o(Sd = 6, 0(S2) = 3, and 0(S3) = 8, 

and the schema S3 is the most specific one. 
The notion of the order of a schema is useful in calculating survival proba­

bilities of the schema for mutations; we discuss it later in the chapter. 
The defining length of the schema S (denoted by 8( S)) is the distance be­

tween the first and the last fixed string positions. It defines the compactness of 
information contained in a schema. For example, 

8(S1) = 10 - 4 = 6, 8(S2) = 9 - 5 = 4, and 8(S3) = 10 - 1 = 9. 

Note that the schema with a single fixed position has a defining length of zero. 
The notion of the defining length of a schema is useful in calculating survival 

probabilities of the schema for crossovers; we discuss it later in the chapter. 
As discussed in the introduction (Figure 0.1), the simulated evolution pro-

cess consists of four consecutively repeated steps: 

t+-t+1 
select P(t) from P(t -1) 
recombine P(t) 
evaluate P(t) 
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The first step (t +- t + 1) simply moves the evolution clock one unit further; 
during the last step (evaluate P(t)) we just evaluate the current population. The 
main phenomenon of the evolution process occurs in two remaining steps of the 
evolution cycle: selection and recombination. We discuss the effect of these two 
steps on the expected number of schemata represented in the population. We 
start with the selection step; we illustrate all formulae by a running example. 

Let us assume, the population size pop...size = 20, the length of a string 
(and, consequently, the length of a schema template) is m = 33 (as in the 
running example discussed in the previous chapter). Assume further that (at 
the time t) the population consists of the following strings: 

VI = (100110100000001111111010011011111) 
V2 = (111000100100110111001010100011010) 
V3 = (000010000011001000001010111011101) 
V4 = (100011000101101001111000001110010) 
Vs = (000111011001010011010111111000101) 
V6 = (000101000010010101001010111111011) 
V7 = (001000100000110101111011011111011) 
Vs = (100001100001110100010110101100111) 
V9 = (010000000101100010110000001111100) 
VIO = (000001111000110000011010000111011) 
VII = (011001111110110101100001101111000) 
VI2 = (110100010111101101000101010000000) 
VI3 = (111011111010001000110000001000110) 
VI4 = (010010011000001010100111100101001) 
VIS = (111011101101110000100011111011110) 
VI6 = (110011110000011111100001101001011) 
VI7 = (011010111111001111010001101111101) 
VIS = (011101000000001110100111110101101) 
VI9 = (000101010011111111110000110001100) 
V20 = (101110010110011110011000101111110) 

Let us denote by e(S, t) the number of strings in a population at the time 
t, matched by schema S. For example, for a given schema 

So = (**** 111 **************************), 

e(SO, t) = 3, since there are 3 strings, namely V13, V15, and V16, matched by the 
schema So. Note that the order of the schema So, o(So) = 3, and its defining 
length o(So) = 7 - 5 = 2. 

Another property of a schema is its fitness at time t, eval(S, t). It is defined 
as the average fitness of all strings in the population matched by the schema 
S. Assume there are p strings {Vi!' ... ' Vip} in the population matched by a 
schema S at the time t. Then 

eval(S, t) = E}=I eval(vij)/p. 
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During the selection step, an intermediate population is created: pop_size = 
20 single string selections are made. Each string is copied zero, one, or more 
times, according to its fitness. As we have seen in the previous chapter, in a 
single string selection, the string Vi has probability Pi = eval(Vi)/ F( t) to be 
selected (F(t) is the total fitness of the whole population at time t, F(t) = 

l:~~1 eval(vi)). 
After the selection step, we expect to have e(S, t + 1) strings matched by 

schema S. Since (1) for an average string matched by a schema S, the probability 
of its selection (in a single string selection) is equal to eval(S, t)/ F(t), (2) the 
number of strings matched by a schema S is e(S, t), and (3) the number of 
single string selections is pop--size, it is clear that 

e(S, t + 1) = e(S, t) . pop--size . eval(S, t)/ F(t), 

We can rewrite the above formula: taking into account that the average fitness 
of the population F(t) = F(t)/pop--size, we can write: 

e(S, t + 1) = e(S, t). eval(S, t)/ F(t). (3.1 ) 

In other words, the number of strings in the population grows as the ratio 
of the fitness of the schema to the average fitness of the population. This means 
that an "above average" schema receives an increasing number of strings in 
the next generation, a "below average" scheme receives decreasing number of 
strings, and an average schema stays on the same level. 

The long-term effect of the above rule is also clear. If we assume that a 
schema S remains above average by to% (i.e., eval(S, t) = F(t) + to· F(t)), then 

e(S, t) = e(S,O)(l + to)t, 

and to = (eval(S,t) - F(t))/F(t) (E > 0 for above average schemata and to < 0 
for below average schemata). 

This is a geometric progression equation: now we can say not only that an 
"above average" schema receives an increasing number of strings in the next 
generation, but that such a schema receives an exponentially increasing number 
of strings in the next generations. 

We call the equation (3.1) the reproductive schema growth equation. 
Let us return to the example schema, So. Since there are 3 strings, namely 

VI3, VIS, and VI6 (at the time t) matched by the schema So, the fitness eval(So) 
of the schema is 

eval(So, t) = (27.316702 + 30.060205 + 23.867227)/3 = 27.081378. 

At the same time, the average fitness of the whole population is 

F(t) = l:1~1 eval(vj)/pop_size = 387.776822/20 = 19.388841, 

and the ratio of the fitness of the schema So to the average fitness of the popu­
lation is 
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eval(So, t)/ F(t) = 1.396751. 

This means that if the schema So stays above average, then it receives an expo­
nentially increasing number of strings in the next generations. In particular, if 
the schema So stays above average by the constant factor of 1.396751, then, at 
time t + 1, we expect to have 3 x 1.396751 = 4.19 strings matched by So (i.e., 
most likely 4 or 5), at time t + 2: 3 x 1.3967512 = 5.85 such strings (i.e., very 
likely, 6 strings), etc. 

The intuition is that such a schema So defines a promising part of the search 
space and is being sampled in an exponentially increased manner. 

Let us check these predictions on our running example for the schema So. 
In the population at the time t, the schema So matched 3 strings, V13, VIS, and 
V16' In the previous chapter we simulated the selection process using the same 
population. The new population consists of the following chromosomes: 

V~ = (011001111110110101100001101111000) (vn) 
v~ = (100011000101101001111000001110010) (V4) 
v; = (001000100000110101111011011111011) (V7) 
v~ = (011001111110110101100001101111000) (vn) 
v~ = (000101010011111111110000110001100) (VI9) 
v~ = (100011000101101001111000001110010) (V4) 
v~ = (111011101101110000100011111011110) (VIS) 
V~ = (000111011001010011010111111000101) (vs) 
v~ = (011001111110110101100001101111000) (vn) 
v~o = (000010000011001000001010111011101) (V3) 
V~I = (111011101101110000100011111011110) (VIS) 
V~2 = (010000000101100010110000001111100) (V9) 
V~3 = (000101000010010101001010111111011) (V6) 
V~4 = (100001100001110100010110101100111) (vs) 
v~s = (101110010110011110011000101111110) (V20) 
V~6 = (111001100110000101000100010100001) (VI) 
V~7 = (111001100110000100000101010111011) (VlO) 
v~s = (111011111010001000110000001000110) (vd 
V~9 = (111011101101110000100011111011110) (VIS) 
V~o = (110011110000011111100001101001011) (VI6) 

Indeed, the schema So now (time t + 1) matches 5 strings: v~, v~ll v~s, V~9' and 

v~o' 
However, selection alone does not introduce any new points (potential solu­

tions) for consideration from the search space; selection just copies some strings 
to form an intermediate population. So the second step of the evolution cycle, 
recombination, takes the responsibility of introducing new individuals in the 
population. This is done by two genetic operators: crossover and mutation. We 
discuss the effect of these two operators on the expected number of schemata 
in the population in turn. 

Let us start with crossover and consider the following example. As discussed 
earlier in the chapter, a single string from the population, say, V~8 
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(111011111010001000110000001000110), 

is matched by 230 schemata; in particular, the string is matched by these two 
schemata: 

So = (**** 1 11 ******** ******************) and 
Sl = (111 **************************** 10). 

Let us assume further that the above string was selected for crossover (as hap­
pened in Chapter 2). Assume further (according to experiments from Chapter 
2, where V~8 was crossed with V~3) that the generated crossing site pos = 20. It 
is clear that the schema So survives such a crossover, i.e., one of the offspring 
still matches So. The reason is that the crossing site preserves the sequence' 111 ' 
on the fifth, sixth, and seventh positions in the string in one of the offsprings: 
a pair 

V~8 = (1110111110100010001110000001000110), 
V~3 = (0001010000100101010011010111111011), 

would produce 

V~8 = (1110111110100010001111010111111011), 
V~3 = (0001010000100101010010000001000110). 

On the other hand, the schema Sl would be destroyed: none of the offspring 
would match it. The reason is that the fixed positions '111' at the beginning 
of the template and the fixed positions '10' at the end are placed in different 
offspring. 

It should be clear that the defining length of a schema plays a significant 
role in the probability of its destruction and survival. Note, that the defining 
length of the schema So was 8(So) = 2, and the defining length of the schema 
Sl was 8(Sl) = 32. 

In general, a crossover site is selected uniformly among m - 1 possible sites. 
This implies that the probability of destruction of a schema S is 

Pd(S) = ~:], 

and consequently, the probability of schema survival is 

Ps(S) = 1-~. 

Indeed, the probabilities of survival and destruction of our example schemata 
So and Sl are: 

Pd(SO) = 2/32, Ps(So) = 30/32, Pd(St} = 32/32 = 1, Pd(Sd = 0, 

so the outcome was predictable. 
It is important to note that only some chromosomes undergo crossover and 

the selective probability of crossover is Pc. This means that the probability of a 
schema survival is in fact: 
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P.(S) = 1- Pc· ~~l· 
Again, referring to our example schema So and the running example (Pc = 0.25): 

P.(So) = 1 - 0.25 . -f2 = 63/64 = 0.984375. 

Note also that even if a crossover site is selected between fixed positions 
in a schema, there is still a chance for the schema to survive. For example, if 
both strings V;8 and V;3 started with '111' and ended with '10', the schema Sl 
would survive crossover (however, the probability of such event is quite small). 
Because of that, we should modify the formula for the probability of schema 
survival: 

P.(S) 2: 1- Pc· ~~l· 
So the combined effect of selection and crossover gives us a new form of the 

reproductive schema growth equation: 

~(S, t + 1) 2: ~(S, t) . eval(S, t)/ F(t) [1 - Pc· ~(~)1] . (3.2) 

The equation (3.2) tells us about the expected number of strings matching 
a schema S in the next generation as a function of the actual number of strings 
matching the schema, relative fitness of the schema, and its defining length. It 
is clear that above-average schemata with short defining length would still be 
sampled at exponentially increased rates. For the schema So: 

eval(So, t)/ F(t) [1 - Pc· ~~U = 1.396751 ·0.984375 = 1.374927. 

This means that the short, above-average schema So would still receive an ex­
ponentially increasing number of strings in the next generations: at time (t + 1) 
we expect to have 3 x 1.374927 = 4.12 strings matched by So (only slightly 
less than 4.19 - a value we got considering selection only), at time (t + 2): 
3 X 1.3749272 = 5.67 such strings (again, slightly less than 5.85). 

The next operator to be considered is mutation. The mutation operator 
randomly changes a single position within a chromosome with probability Pm. 
The change is from zero to one or vice versa. It is clear that all of the fixed 
positions of a schema must remain unchanged if the schema survives mutation. 
For example, consider again a single string from the population, say, V;9: 

(111011101101110000100011111011110) 

and schema So: 

So = (**** 111 **************************). 

Assume further that the string V;9 undergoes mutation, i.e., at least one bit is 
flipped, as happened in the previous chapter. (Recall also that four strings un­
derwent mutation there: one of these strings, V;3' was mutated at two positions, 
three other strings - including V;9 - at one.) Since V;9 was mutated at the 
8th position, its offspring, 
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V~9 = (111011100101110000100011111011110) 

still is matched by the schema So. If the selected mutation positions were from 
1 to 4, or from 8 to 33, the resulting offspring would still be matched by So. 
Only 3 bits (fifth, sixth, and seventh - the fixed bit positions in the schema 
So) are "important": mutation of at least one of these bits would destroy the 
schema So. Clearly, the number of such "important" bits is equal to the order 
of the schema, i.e., the number of fixed positions. 

Since the probability of the alteration of a single bit is Pm, the probability 
of a single bit survival is 1 - Pm. A single mutation is independent from other 
mutations, so the probability of a schema S surviving a mutation (i.e., sequence 
of one-bit mutations) is 

Since Pm ~ 1, this probability can be approximated by: 

Ps(S) ~ 1 - o(S) . Pm. 

Again, referring to our example schema So and the running example (Pm = 
0.01): 

Ps(So) ~ 1 - 3 . 0.01 = 0.97. 

The combined effect of selection, crossover, and mutation gives us a new form 
of the reproductive schema growth equation: 

e(S, t + 1) ? e(S, t) . eval(S, t)/ F(t) [1 - Pc· ~(~)1 - o(S) . Pm] . (3.3) 

As in the simpler forms (equations (3.1) and (3.2)), equation (3.3) tells us about 
the expected number of strings matching a schema S in the next generation as 
a function of the actual number of strings matching the schema, the relative 
fitness of the schema, and its defining length and order. Again, it is clear that 
above-average schemata with short defining length and low-order would still be 
sampled at exponentially increased rates. 

For the schema So: 

eval(So, t)/ F(t) [1 - Pc· !'~~ - o(So) . Pm] = 1.396751·0.954375 = 
1.333024. 

This means that the short, low-order, above-average schema So would still re­
ceive an exponentially increasing number of strings in the next generations: at 
time (t + 1) we expect to have 3 x 1.333024 = 4.00 strings matched by So 
(not much less than 4.19 - a value we got considering selection only, or than 
4.12 - a value we got considering selections and crossovers), at time (t + 2): 
3 x 1.3330242 = 5.33 such strings (again, not much less than 5.85 or 5.67). 

Note that equation (3.3) is based on the assumption that the fitness function 
f returns only positive values; when applying GAs to optimization problems 
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where the optimization function may return negative values, some additional 
mapping between optimization and fitness functions is required. We discuss 
these issues in the next chapter. 

In summary, the growth equation (3.1) shows that selection increases the 
sampling rates of the above-average schemata, and that this change is exponen­
tial. The sampling itself does not introduce any new schemata (not represented 
in the initial t = 0 sampling). This is exactly why the crossover operator is intro­
duced - to enable structured, yet random information exchange. Additionally, 
the mutation operator introduces greater variability into the population. The 
combined (disruptive) effect of these operators on a schema is not significant if 
the schema is short and low-order. The final result of the growth equation (3.3) 
can be stated as: 

Theorem 1 (Schema Theorem.) Short, low-order, above-average schemata 
receive exponentially increasing trials in subsequent generations of a genetic 
algorithm. 

An immediate result of this theorem is that GAs explore the search space 
by short, low-order schemata which, subsequently, are used for information ex­
change during crossover: 

Hypothesis 1 (Building Block Hypothesis.) A genetic algorithm seeks 
near-optimal performance through the juxtaposition of short, low-order, high­
performance schemata, called the building blocks. 

As stated in [72]: 

"Just as a child creates magnificent fortresses through the arrange­
ment of simple blocks of wood, so does a genetic algorithm seek near 
optimal performance through the juxtaposition of short, low-order, 
high performance schemata." 

We have seen a perfect example of a building block through this chapter: 

So = (**** 111 **************************). 

So is a short, low-order schema, which (at least in early populations) was also 
above average. This schema contributed towards finding the optimum. 

Although some research has been done to prove this hypothesis [18], for 
most nontrivial applications we rely mostly on empirical results. During the 
last fifteen years many GAs applications were developed which supported the 
building block hypothesis in many different problem domains. Nevertheless, 
this hypothesis suggests that the problem of coding for a genetic algorithm is 
critical for its performance, and that such a coding should satisfy the idea of 
short building blocks. 

Earlier in the chapter we stated that a population of pop-size individuals of 
length m processes at least 2m and at most 2pop-size schemata. Some of them are 
processed in a useful manner: these are sampled at the (desirable) exponentially 
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increasing rate, and are not disrupted by crossover and mutation (which may 
happen for long defining length and high-order schemata). 

Holland [89] showed, that at least pop_size3 of them are processed usefully 
- he has called this property an implicit parallelism, as it is obtained without 
any extra memory/processing requirements. It is interesting to note that in a 
population of pop..size strings there are many more than pop_size schemata Tep­
resented. This constitutes possibly the only known example of a combinatorial 
explosion working to our advantage instead of our disadvantage. 

In this chapter we have provided some standard explanations for why genetic 
algorithms work. Note, however, that the building block hypothesis is just an 
article of faith, which for some problems is easily violated. For example, assume 
that the two short, low-order schemata (this time, let us consider schemata of 
the total length of 11 positions): 

S1 = (111********) and 
S2 = (********* 1 1) 

are above average, but their combination 

S3 = (1 1 1 ****** 1 1), 

is much less fit than 

S4 = (000 ****** 00). 

Assume further that the optimal string is So = (1111111111111) (S3 matches it). 
A genetic algorithm may have some difficulties in converging to so, since it may 
tend to converge to points like (00011111100). This phenomenon is called de­
ception [18], [72]: some building blocks (short, low-order schemata) can mislead 
genetic algorithm and cause its convergence to suboptimal points. 

Three approaches were proposed to deal with deception (see [73]). The first 
one assumes prior knowledge of the objective function to code it in an appro­
priate way (to get 'tight' building blocks). For example, prior knowledge about 
the objective function, and consequently about the deception, might result in 
a different coding, where the five bits required to optimize the function are 
adjacent, instead of being six positions apart. 

The second approach uses the third genetic operator, inversion. Simple in­
version is (like mutation) a unary operator: it selects two points within a string 
and inverts the order of bits between selected points, but remembering the bit's 
'meaning'. This means that we have to identify bits in the strings: we do so by 
keeping bits together with a record of their original positions. For example, a 
string 

s = ((1,0)(2,0)(3,0) I( 4,1 )(5,1 )(6,0)(7,1 )1(8,0)(9,0)(10,0)(11,1)) 

with two marked points, after inversion becomes 

s' = ((1,0)(2,0)(3,0) 1(7,1 )(6,0)(5,1)( 4,1 )1(8,0)(9,0)(10,0)(11,1)). 
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A genetic algorithm with inversion as one of the operators searches for the best 
arrangements of bits for forming building blocks. For example, the desirable 
schema considered earlier 

S3 = (111 ****** 1 1), 

rewritten as 

might be regrouped (after successful inversion) into 

making an important building block. However, as stated in [73]: 

"An earlier study [70] argued that inversion - a unary operator 
- was incapable of searching efficiently for tight building blocks 
because it lacked the power of juxtaposition inherent in binary op­
erators. Put another way, inversion is to orderings what mutation 
is to alleles: both fight the good fight against search-stopping lack 
of diversity, but neither is sufficiently powerful to search for good 
structures, allelic or permutational, on its own when good structures 
require epistatic interaction of the individual parts." 

The third approach to fight the deception was proposed recently [73], [77]: a 
messy genetic algorithm (mCA). Since mCAs have other interesting properties 
as well, we discuss them briefly in the next chapter (Section 3). 
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A man once saw a butterfly 
struggling to emerge from 

its cocoon, too slowly 
for his taste, so he began 
to blow on it gently. The 

warmth of his breath speeded 
up the pro<;ess all right. But 

what emerged was not a butterfly 
but a creature with mangled 

wings. 

Anthony de Mello, One Minute Wisdom 

GA theory provides some explanation why, for a given problem formulation, we 
may obtain convergence to the sought optimal point. Unfortunately, practical 
applications do not always follow the theory, with the main reasons being: 

• the coding of the problem often moves the GA to operate in a different 
space than that of the problem itself, 

• there is a limit on the hypothetically unlimited number of iterations, and 

• there is a limit on the hypothetically unlimited population size. 

One of the implications of these observations is the inability of GAs, under 
certain conditions, to find the optimal solutions; such failures are caused by 
a premature convergence to a local optimum. The premature convergence is a 
common problem of genetic algorithms and other optimization algorithms. If 
convergence occurs too rapidly, then the valuable information developed in part 
of the population is often lost. Implementations of genetic algorithms are prone 
to converge prematurely before the optimal solution has been found, as stated 
in [21]: 

" ... While the performance of most implementations is comparable 
to or better than the performance of many other search techniques, 
it [GA] still fails to live up to the high expectations engendered by 
the theory. The problem is that, while the theory points to sampling 
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rates and search behavior in the limit, any implementation uses a 
finite population or set of sample points. Estimates based on finite 
samples inevitably have a sampling error and lead to search trajecto­
ries much different from those theoretically predicted. This problem 
is manifested in practice as a premature loss of diversity in the pop­
ulation with the search converging to a sub-optimal solution." 

Most of known research in this area relates to: 

• the magnitude and kind of errors introduced by the sampling mechanism, 
and 

• the characteristics of the function itself. 

These two issues are closely related; however, we discuss them in turn (Sections 
4.1 and 4.2). The last section presents some additional ideas for enhancing the 
genetic search. 

4.1 Sampling mechanism 

The first, and possibly the most recognized work, was due to Dejong [41] in 
1975. He considered several variations of the simple selection presented in the 
previous chapter. The first variation, named the elitist model, enforces pre­
serving the best chromosome. The second variation, the expected value model, 
reduces the stochastic errors of the selection routine. This is done by introduc­
ing a count for each chromosome v, which is set initially to the f(v)lf value 
and decreased by 0.5 or 1 when the chromosome is selected for reproduction 
with crossover or mutation, respectively. When the chromosome count falls be­
low zero, the chromosome is not available for selection any longer. In the third 
variation, the elitist expected value model, the first two variations are combined 
together. In the fourth model, the crowding factor model, a newly generated 
chromosome replaces an "old" one and the doomed chromosome is selected 
from those which resemble the new one. 

In 1981 Brindle [23] considered some further modifications: deterministic 
sampling, remainder stochastic sampling without replacement, stochastic tour­
nament, remainder stochastic sampling with replacement, and stochastic tour­
nament. This study confirmed the superiority of some of these modifications 
over simple selection. In particular, the remainder stochastic sampling with re­
placement method, which allocates samples according to the integer part of the 
expected value of occurrences of each chromosome in a new population and 
where the chromosomes compete according to the fractional parts for the re­
maining places in the population, was the most successful one and adopted by 
many researchers as standard. In 1987 Baker [11] provided a comprehensive 
theoretical study of these modifications using some well defined measures, and 
also presented a new improved version called stochastic universal sampling. This 
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method uses a single wheel spin. This wheel, which is constructed in the stan­
dard way (Chapter 2), is spun with a number of equally spaced markers equal 
to the population size as opposed to a single one. 

Other methods to sample a population are based on introducing artificial 
weights: chromosomes are selected proportionally to their rank rather than ac­
tual evaluation values (see e.g., [10], [192]). These methods are based on a belief 
that the common cause of rapid (premature) convergence is the presence of super 
individuals, which are much better than the average fitness of the population. 
Such super individuals have a large number of offspring and (due to the con­
stant size of the population) prevent other individuals from contributing any 
offspring in next generations. In a few generations a super individual can elimi­
nate desirable chromosomal material and cause a rapid convergence to (possibly 
local) optimum. 

There are many methods to assign a number of offspring based on ranking. 
For example, Baker [10] took a user defined value, MAX, as the upper bound for 
the expected number of offspring, and a linear curve through MAX was taken 
such that the area under the curve equaled the population size. In that way 
we can easily determine the difference between expected numbers of offspring 
between "adjacent" individuals. For example, for MAX = 2.5 and pop....size = 
100, the difference between expected numbers of offspring between "adjacent" 
individuals would be 0.025. 

Another possibility is to take a user defined parameter q and define the 
nonlinear function: 

prob(rank) = q(l _ qyank-l. 

The function returns the probability of an individual ranked in position rank 
(rank = 1 means the best individual, rank = pop....size the worst one) to be 
selected in a single selection. For example, if q = 0.04 and pop....size = 50, 
prob(l) = 0.04, prob(2) = 0.04 . 0.96 = 0.0384, prob(3) = 0.04 . 0.96 . 0.96 = 
.036864, etc. Note that 

L:r~...8ize prob(i) = L:r~...8ize q(l _ q)i ~ 1. 

Such approaches, though shown to improve genetic algorithm behavior in 
some cases, has some apparent drawbacks. First, they put the responsibility on 
the user to decide when to use these mechanisms. Second, they ignore the in­
formation about the relative evaluations of different chromosomes. Third, they 
treat all cases uniformly, regardless of the magnitude of the problem. Finally, 
selection procedures based on ranking violate the Schema Theorem. On the 
other hand, as shown in some research studies [11], [192], they prevent scal­
ing problems (discussed in the next section), they control better the selective 
pressure, and (coupled with one-at-a-time reproduction) they give the search a 
greater focus. 

In [8] the authors discuss different categories of selection procedures. They 
divide selection procedures into dynamic and static methods - a static selec­
tion requires that selection probabilities remain constant between generations 
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(for example, ranking selection), whereas a dynamic selection does not have 
such a requirement (e.g., proportional selection). Another division of selection 
procedures is into extinctive and preservative methods - preservative selection 
requires non-zero selection probability for each individual, whereas extinctive 
selection does not. Extinctive selections are further divided into left and right 
selections: in left extinctive selection the best individuals are prevented from 
reproduction in order to avoid premature convergence due to super individuals 
(right selection does not). Additionally, some selection procedures are pure in 
the sense that parents are allowed to reproduce in one generation only (i.e., the 
life time of each individual is limited to one generation only regardless of its 
fitness). We shell return to extinctive, pure selections in Chapter 8, when we 
discuss evolution strategies and compare them with genetic algorithms. Some 
selections are generational in the sense that the set of parents is fixed until all 
offspring for the next generation are completely produced; in selections on-the­
fly an offspring replaces its parent immediately. Some selections are elitist in 
the sense that some (or all) of the parents are allowed to undergo selection with 
their offspring - we have already seen such selection in the elitist model [41]. 

It seems that there are two important issues in the evolution process of the 
genetic search: population diversity and selective pressure. These factors are 
strongly related: an increase in the selective pressure decreases the diversity of 
the population, and vice versa. In other words, strong selective pressure "sup­
ports" the premature convergence of the GA search; a weak selective pressure 
can make the search ineffective. Thus it is important to strike a balance between 
these two factors. As observed by Whitley [192]: 

"It can be argued that there are only two primary factors (and 
perhaps only two factors) in genetic search: population diversity and 
selective pressure [ ... ] In some sense this is just another variation on 
the idea of exploration versus exploitation that has been discussed 
by Holland and others. Many of the various parameters that are used 
to 'tune' genetic search are really indirect means of affecting selective 
pressure and population diversity. As selective pressure is increased, 
the search focuses on the top individuals in the population, but 
because of this 'exploitation' genetic diversity is lost. Reducing the 
selective pressure (or using larger population) increases 'exploration' 
because more genotypes and thus more schemata are involved in the 
search." 

In most of the experiments discussed in this volume, we used a new, two-step 
variation of the basic selection algorithm. However, this modification is not just 
a new selection mechanism; it can use any of the sampling methods devised so far 
and is itself designed to decrease the (possible) undesirable influence of some 
functions' characteristics. It falls into the category of dynamic, preservative, 
generational, and elitist selection. 

The structure of the modified genetic algorithm (modGA) is shown in Fig­
ure 4.1. The modification with respect to the classical genetic algorithm is that 
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in the modGA we do not perform the selection step "select P(t) from P(t-1)", 
but rather we select independently r (not necessarily distinct) chromosomes 
for reproduction and r (distinct) chromosomes to die. These selections are per­
formed with respect to the relative fitness of the strings: a string with a better 
than average performance has' a higher chance to be selected for reproduction; 
strings with a worse than average performance have higher chances to be se­
lected to die. After the "select-parents" and "select-dead" steps of the modGA 
are performed, there are three (not necessarily disjoint) groups of strings in the 
population: 

• r (not necessarily distinct) strings to reproduce (parents), 

• precisely r strings to die (dead), and 

• the remaining strings, called neutral strings. 

The number of neutral strings in a generation (at least pop...size - 2r and at 
most pop...size - r) depends on the number of selected distinct parents and on 
the number of overlapping strings in categories "parents" and "dead". Then a 
new population P(t + 1) is formed, consisting of the pop...size - r strings (all 
strings except these selected to die) and r offspring of the r parents. 

procedure modGA 
begin 

t+-O 
initialize P(t) 
evaluate P(t) 
while (not termination-condition) do 
begin 

h-t+1 
select-parents from P(t - 1) 
select-dead from P(t - 1) 
form P(t): reproduce the parents 
evaluate P(t) 

end 
end 

Fig. 4.1. The algorithm modGA 

As presented, the algorithm has a potentially problematic step: how to select 
the r chromosomes to die. Obviously, we wish to perform this selection in such 
a way that stronger chromosomes have smaller chances of dying. We achieved 
this by changing the method of forming the new population P(t + 1) to the 
following one: 

step 1: Select r parents from P(t). Each selected chromosome (or rather each 
of selected copies of some chromosomes) is marked as applicable to exactly 
one fixed genetic operation. 
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step 2: Select pop...size - r distinct chromosomes from P(t) and copy them to 
P(t+l). 

step 3: Let r parent chromosomes breed to produce exactly r offspring. 

step 4: Insert these r new offspring into population P(t + 1). 

The above selections (steps 1 and 2) are done according to the chromosomes' 
fitness (stochastic universal sampling method). 

There are a few important differences between different selection routines 
discussed earlier and the one described above. Firstly, both parent and offspring 
have a very good chance to be present in a new generation: an above average 
individual has a good chances to be selected as a parent (step 1) and, in the 
same time, to be selected in a new population of pop...size - r elements (step 
2). If so, one (or more) of its offspring would take some of the remaining r 

positions. Secondly, we apply genetic operators on whole individuals as opposed 
to individual bits (classical mutation). This would provide an uniform treatment 
of all operators used in evolution program (an evolution program, GENOCOP, 
uses six "genetic" operators; see Chapter 7). So, if three operators are used (e.g., 
mutation, crossover, inversion), some of the parents would undergo mutation, 
some others crossover, and the rest inversion. 

The modified approach (modGA) enjoys similar theoretical properties as 
the classical genetic algorithm. We can rewrite the growth equation (3.3) from 
Chapter 3 as: 

~(S, t + 1) '2 ~(S, t) . Ps(S) . Pg(S), (4.1 ) 

where Ps(S) represents the probability of the survival of the schema Sand 
Pg(S) represents the probability of the growth of the schema S. The growth 
of the schema S happens during the selection stage (growing phase) where 
several copies of above-average schemata are copied into a new population. The 
probability Pg(S) of the growth of the schema S, pg(S) = eval(S, t)/ F(t), and 
Pg(S) > 1 for better-than-average schemata. Then the selected chomosomes 
must survive the genetic operators crossover and mutation (shrinking phase). 
As discussed in Ohapter 3, the probability Ps(S) of survival of the schema S, 

Ps(S) = 1 - Pc~:l - Pm . o(S) < 1. 

Formula (4.1) implies that for short, low-order schemata, Pg(S) . Ps(S) > 1; 
because of this, such schemata receive an exponentially increasing number of 
trials in subsequent generations. The same holds for the modified (modGA) 
version of the algorithm. The expected number of chromosomes of the schema 
S in the modGA algorithm is also a product of the number of chromosomes 
in the old population ~(S,t), the probability of survival (Ps(S) < 1), and the 
probability of the growth Pg(S) - the only difference is in interpretation of 
growing and shrinking phases and their relative order. In the modGA version, 
the shrinking phase is the first one: n - r chromosomes are selected for the new 
population. The probability of survival is defined as a fraction of chromosomes 
of the schema S which were not selected to die. The growing phase is next and 
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is manifested in the arrival of r new offspring. The probability of the growth 
Pg(S) of the schema S is a probability that the schema S expands by a new 
offspring generated from the r parents. Again, for short, low-order schemata, 
Ps (S) . Pg (S) > 1 holds and such schemata receive exponentially increasing trials 
in subsequent generations. 

One of the ideas of the modGA algorithm is a better utilization of the 
available storage resource: population size. The new algorithm avoids leaving 
exact multiple copies of the same chromosome in the new populations (which 
may still happen accidently by other means but is very unlike). On the other 
hand, the classical algorithm is quite vulnerable to creation of such multiple 
copies. Moreover, such multi-occurrences of super individuals create a possibility 
for a chain reaction: there is an chance for an even larger number of such exact 
copies in the next population, etc. This way the already limited population 
size can actually represent only a decreasing number of unique chromosomes. 
Lower space utilization decreases the performance of the algorithm; note that 
the theoretical foundations of genetic algorithms assume infinite population 
size. In the modGA algorithm we may have a number of family members for a 
chromosome, but all such members are different (by a family we mean offspring 
of the same parent). 

As an example consider a chromosome with an expected value of appear­
ances in P(t + 1) equal P = 3. Also assume that the classical genetic algorithm 
has probability of crossover and mutation Pc = 0.3 and Pm = 0.003, a rather 
usual scenario. Following the selection, there will be exactly P = 3 copies of 
this chromosome in P(t + 1) before reproduction. After reproduction, assuming 
chromosome length m = 20, the expected number of exact copies of this chro­
mosome remaining in P(t + 1) will be p. (1 - Pc - Pm' m) = 1.92. Therefore, 
it is safe to say that the next population will have two exact copies of such a 
chromosome, reducing the number of different chromosomes. 

Additional feature of modGA is a better time complexity of the whole algo­
rithm in comparison with the classical genetic algorithm. In the latter, mutation 
works at bit level, so we have to generate a random number for every bit in a 
population. Sometimes the length of a chromosome is quite significant (for ex­
ample, in experiments reported in [123], a chromosome consisted of 100,000 
bits!) and consequently the performance of a genetic algorithm is quite poor. 

The modification used in the modGA is based on the idea of the crowding 
factor model [41], where a newly generated chromosome replaces some old one. 
But the difference is that in the crowding factor model the dying chromosome 
is selected from those which resemble the new one, whereas in the modGA the 
dying chromosomes are those with lower fitness. 

The modGAs, for small values of the parameter r, belong to a class of 
Steady State GAs (SSGA) [191], [182]; the main difference between GAs and 
SSGAs is that in the latter only few members of the population are changed 
(within each generation). There is also some similarity between the modGA 
and classifier systems (Chapter 12): a genetic component of a classifier system 
changes the population as little as possible. In the modGA we can regulate such 
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a change using the parameter r, which determines the number of chromosomes 
to reproduce and the number of chromosomes to die. In the modGA, pop....size-r 
chromosomes are placed in a new population without any change. In particular, 
for 7' = 1, only one chromosome is replaced in each generation. 

4.2 Characteristics of the function 

The modGA algorithm provides a new mechanism for forming a new population 
from the old one. However, it seems that some additional measures might be 
helpful in fighting problems related to the characteristic of the function being 
optimized. Over the years we have seen three basic directions. One of them 
borrows the simulated annealing technique of varying the system's entropy, 
(see e.g., [170], where the authors control the rate of population convergence by 
thermodynamic operators, which use a global temperature parameter). 

Another direction is based on allocation of reproductive trials according to 
rank rather than actual evaluation values (as discussed in the previous section), 
since ranking automatically introduces a uniform scaling across the population. 

The last direction concentrates on trying to fix the function itself by intro­
ducing a scaling mechanism. Following Goldberg [72, pp. 122-124] we divide 
such mechanisms into three categories: 

1. Linear Scaling. In this method the actual chromosomes' fitness is scaled 
as 

The parameters a, b are normally selected so that the average fitness is 
mapped to itself and the best fitness is increased by a desired multiple 
of the average fitness. This mechanism, though quite powerful, can in­
troduce negative evaluation values that must be dealt with. In addition, 
the parameters a, b are normally fixed for the population life and are not 
problem dependent. 

2. Sigma Truncation. This method was designed as an improvement of linear 
scaling both to deal with negative evaluation values and to incorporate 
problem dependent information into the mapping itself. Here the new 
fitness is calculated according to: 

If = Ii + a -C * 0"), 

where c is chosen as a small integer and 0" is the population's standard 
deviation; possible negative evaluations f' are set to zero. 

3. Power Law Scaling. In this method the initial fitness is taken to some 
specific power: 

If = lik, 
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with some k close to one. The parameter k scales the function f; however, 
in some studies [62] it was concluded that the choice of k should be prob­
lem dependent. In the same study the author used k = 1.005 to obtain 
some experimental improvements. 

In most of our experiments we used a method based on power scaling. How­
ever, we not only define k as a dynamic problem dependent parameter, but we 
also incorporate another desirable parameter, the age of population. 

The most noticeable problem associated with the characteristic of the func­
tion under consideration involves differences in relative fitness. As an example 
consider two functions: fl(X) and f2(X) = fl(x)+const. Since they are both ba­
sically the same (i.e., they share the same optima), one would expect that both 
can be optimized with similar degree of difficulty. However, if const ~ ft(x), 
then the function h(x) will suffer from (or enjoy) much slower convergence 
than the function ft(x). In fact, in the extreme case, -the second function will 
be optimized using a totally random search; such a behavior may be tolerable 
during the very early life of the population but would be devastating later on. 
Conversely, fl (x) might be converging too fast, pushing the algorithm into a 
local optimum. 

In addition, due to the fixed size of the population, the behavior of a GA 
may be different from run to run - this is caused by errors of finite sampling. 
Consider a function f3(X) with a sample x! E P(t) close to some local opti­
mum and f(xD much greater than the average fitness J(xt) (i.e., x: is a super 
individual). Furthermore, assume that there is no x} close to the sought global 
maximum. This might be the case for a highly non-smooth function. In such a 
case, there is a fast convergence towards that local optimum. Because of that, 
the population P( t + 1) becomes over-saturated with elements close to that so­
lution, decreasing the chance of a global exploration needed to search for other 
optima. While such a behavior is permissible at the later evolutionary stages, 
and even desired at the very final stages, it is quite disturbing at the early ones. 
Moreover, normally late populations (during late stages of the algorithm) are 
saturated with chromosomes of similar fitness as all of those are closely related 
(by the mating processes). Therefore, using the traditional selective techniques 
the sampling actually becomes random. Such a behavior is exactly the opposite 
of the most desirable one, where there is a decreased influence of relative chro­
mosomes fitness on the selection process during the initial stages of population 
life and increased influence at late stages. 

To deal with such problems it is helpful to provide for two factors: 

• an a priori measure of possible problematic characteristics of the function, 
and 

• the incorporation of such a measure into the sampling mechanism to ac­
commodate for the anticipated problems. 

We are mostly interested in some average function behavior with respect to 
its mean. However, we know such behavior only through finite sampling repre­
sented in the population. Therefore, we define such a measure using statistical 
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random sample variance and mean (we call such a measure a span): 

This measure can be rewritten as: 

St = 
n2Ei_d(xD2 _ _ 2n_-_1 

(n - 1) . (Ei=l f(xD)2 n-1 

Genetic algorithm applications normally require that all chromosomes eval­
uate to nonnegative numbers; such a requirement relates to the sampling mech­
anism and can be easily enforced. In such a case max(st) = v'1i'"=1 since 
Ei Jl :::; (Ei fi)2. However, such a maximal value is obtained only when all but 
one evaluations are zero - a very unlikely case. Experiments show that most 
spans are much less than one. Moreover, we have determined experimentally 
that s* = 0.1 gives a good trade-off between the space exploration and the 
speed of convergence; therefore, one should treat all cases with respect to the 
relationship between St and s*. To improve the efficiency we do not want to cal­
culate St at each iteration. This is actually not necessary as this measure finds 
the function's characteristics determinable from a random sampling. We have 
determined experimentally that very often the initial population provides a very 
good approximation. However, if desired, such sampling may be performed for 
a desired time before the algorithm actually starts iterating (we call such span 

so). 
For experimenting with our GA modifications we decided to use a single 

family of functions: 

#elems (. 2) z· X· 
f(x) = a + L sin(xi)' sin2m --' , 

i=1 7r 

which is a sine modulation of a (#elems )-dimensional function of components 
of nonlinearly increasing frequency. All Xi E (0,7r) for i = 1, ... ,#elem. This 
function, given appropriate parameters a and m, simulates functions of totally 
different characteristics: 

A: a = 0.1, m = 1. This function, even though nontrivial, exhibits rather nice 
characteristics: its average span So ~ 0.1 matches the most desired s*. 

B: a = 0.1, m = 250. This function is difficult to analyze numerically due to 
its high non-smoothness. This characteristic is captured in its So ~ 1.0. 
Because of this, any numerical method (including GA) will tend to fall to 
false optima. 

c: a = 1000, m = 1. This function is a constant transformation of the A 
function. Such a shift causes the average span to be decreased dramatically 
to So ~ 0.001. 
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Fig.4.2. Cross-sections of functions A, B, and C 

For these particular experiments we used #elems = 10. To visualize better the 
characteristics of these functions, their cross-sections are given in Figure 4.2. 

For the construction of our scaling mechanism, which we call a non-uniform 
scaling, we use two dynamic parameters: span s and population age t (this pa­
rameter is taken to be the iteration number of the algorithm). What we seek is a 
mechanism which produces more random search for small ages and increasingly 
selects only the best chromosomes at late stages of the population life. More­
over, the net effect of such a mechanism should depend on the spanj higher 
span should cause the whole mechanism to put less emphasis on chromosomes' 
fitness, somehow randomizing the sampling. The scaling itself uses the power 
law scaling: 

where k '" 0 forces a random search, while k > 1 forces sampling allocated to 
only the fittest chromosomes. We construct k so that it changes from small to 
large values over the population age (with largest change very early and very 
late), and k's magnitude is larger and the speed of change smaller for problems 
with lower span. The following equation satisfies these goals: 

k = (S*)Pl . tanp2 .(so/s*)Q (_t_.~) 
So T + 1 2 ' 

where PI is a system parameter determining the influence of span s on the 
magnitude of kj P2 and a are system parameters determining the speed of 
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changes of k. For all experiments we used the following parameter setting: 0: = 
0.1 pI = 0.05 p2 = 0.1 s* = 0.1. The values of the parameter k as a function of 
t are displayed in Figure 4.3. 

k for function A k for function B k for function C 
So = 0.1 So = 1.0 So = 0.001 

1 ............. . 1 .............................. . 1 ................................................... . 

~ ____________ ~~t L-____________ ~~t ~ ____________ ~~t 
t = T t =T t= T 

Fig.4.3. k values for functions A, B, and C 

To judge the quality of our two implementations (modGA and modGA-S 
with the non-uniform scaling mechanism turned on) we used a classical GA 
implementation as a control algorithm. All three algorithms used the same 
sampling mechanism (remainder stochastic with replacement) and the same 
binary representation, 30 bits to code one variable; therefore, for the used 
#elems = 10 the length of the chromosomes was 300. Furthermore, for the 
best objective comparison, we used exactly the same operators (mutation and 
single-point crossover only) applied with the same frequency, the same popu­
lation size (pop...size = 50), and the same number of iterations (5000). Finally, 
we decided on the following two measures of the algorithm's performance: 

• Accuracy - defined as the value of the best found chromosome relative to 
the value of the global optimum found in a separate GA run with extended 
resources: 

fbest _ a 

fglobal - a 

We subtract the a parameter so that we can easily compare the results of 
different functions. 

• Imprecision - defined as the standard deviation of the optimal vector 
found. This measure evaluates the closeness of individual components se­
lected in the found optimal chromosome as follows: 

",#elems(. d )2 
L...,i=l zn eXi 

#elems -1 

where index; is the index of the i - th component of the found optimal 
chromosome (each dimension has its peaks ordered from 0 to the number 
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of dimensions minus one according to the modulated values of its peaks). 
For example, imprecision=O means that the generated chromosome cor­
rectly selected the best modulated values along all dimensions; however, 
it does not have to generate the best function value due to local imper­
fectness associated with finite iteration time. 

The results are summarized in Table 4.1; they represent the average of 
twenty-five independent runs. As expected, all systems performed quite worse 
(accuracy) while optimizing function B. Moreover, high imprecision indicates 
that the search was progressing in the wrong directions. Among the other two 
functions, function A was optimized slighly better on the average, but with a 
higher imprecision. This result indicates that function C was being searched 
in better directions, but with insufficient time available; given a longer time 
better precision should generate better accuracy. The reason this function was 
explored in better directions was that the high bias value (a) was prohibiting 
any premature convergence. 

Across different systems, all results indicate better performance of the new 
GA algorithm modGA than the classical one. While such improvements were 
anticipated for difficult functions A and B, modGA's superior behavior on 
function C came as a warm surprise. In addition, the non-uniform power scaling 
(system modGA-S) improved all results of the new GA in terms of both accuracy 
and imprecision. These results indicate that such a mechanism improves the GA 
performance for all function characteristics: higher accuracy means that better 
local tuning was performed (due to increased k at late search stages) while lower 
imprecision means that fewer faulty convergences were obtained. 

As to the increased computational complexity of calculating the k parame­
ter, it was rather an insignificant change for the following reasons: 

• The span s capturing the characteristics of the optimized function was 
calculated only once at iteration t = O. Moreover, to increase the quality 
of this measure approximated by the final sampling, it was performed 
without the population size restriction; the number of such samples was 
set to 200 . 

• The formula can be partially rewritten to account for the constant and 
incremental parts of it. 

Actually, the average CPU usage of the algorithm modGA-S was lower than 
that of the classical one due to the fact that the algorithm modGA itself can 
be implemented more efficiently than the traditional one. 

4.3 Other ideas 

In the previous sections of this chapter we have discussed some issues connected 
with removing possible errors in sampling mechanisms. The basic aim of that 
research was to enhance genetic search; in particular, to fight the premature 
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Accuracy [%] Imprecision 
function Classical modGA modGA-S Classical modGA modGA-S 

A 96.05 96.61 97.18 1.049 0.974 0.847 
B 74.83 83.17 83.64 2.243 2.108 2.035 
C 95.71 96.47 97.58 0.873 0.876 0.870 

Table4.1. Output summary for the three test functions 

convergence of GAs. During the last few years there have been some other 
research efforts in the quest for better schema processing, but using different 
approaches. In this section we discuss some of them. 

The first direction is related to the genetic operator, crossover. This oper­
ator was inspired by a biological process; however, it has some drawbacks. For 
example, assume there are two high performance schemata: 

SI = (001 ******** 01) and 
S2 = (**** 1 1 ****** *). 

There are also two strings in a population, VI and V2, matched by SI and S2, 
respectively: 

VI = (0010001101001) and 
V2 = (1110110001000). 

Clearly, the crossover cannot combine certain combinations of features en­
coded on chromosomes; it is impossible to get a string to be matched by a 
schema 

S3 = (001 * 11 *****01), 

since the first schema will be destroyed. 
Additional argument against the classical, one-point crossover is in some 

asymmetry between mutation and crossover: a mutation depends on the length 
of the chromosome and crossover does not. For example, if the probability of 
mutation is Pm = 0.01, and the length of a chromosome is 100, the expected 
number of mutated bits within the chromosome is one. If the length of a chro­
mosome is 1000, the expected number of mutated bits within the chromosome is 
ten. On the other hand, in both cases, one-point crossover combines two strings 
on the basis of one cross site, regardless the length of the strings. 

Some researchers (see, e.g., [52] or [182]) have experimented with other 
crossovers. For example, two-point crossover selects two crossing sites and chro­
mosomal material is swapped between them. Clearly, strings VI and V2 may 
produce a pair of offspring 

V~ = (001101100101001) and 
v~ = (111100011101000), 
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where v~ is matched by 

S3 = (0 0 1 * 1 1 * * * * * 0 1), 

which was not possible with one-point crossover. 
Similarly, there are schemata that two-point crossover cannot combine. We 

can experiment then with multi-point crossover [52), a natural extension of two­
point crossover. Note, however, that since multi-point crossover must alternate 
segments (obtained after cutting a chromosome into s pieces) between the two 
parents, the number of segments must be even, i.e., a multi-point crossover is 
not a nat1,l~al extension of single-point crossover. 

Schaffer and Morishima [157) experimented with a crossover which adapts 
the distribution of its crossover points by the same processes already in place 
(survival of the fittest and recombination). This was done by introducing special 
marks into string representation. These marks keep track of the sites in the 
string where crossover occurred. The hope was that the crossover sites would 
undergo an evolution process: if a particular site produces poor offspring, the site 
dies off (and vice versa). Experiments indicated [157) that adaptive crossover 
performed as well or better than a classical GA for a set of test problems. 

Some researchers [52) experimented with other crossovers: segmented cross­
over and shuffle crossover. Segmented crossover is a variant of the multi-point 
crossover, which allows the number of crossover points to vary. The (fixed) 
number of crossover points (or segments) is replaced by a segment switch rate. 
This rate specifies the probability that a segment will end at any point in the 
string. For example, if the segment switch rate is s = 0.2, then, starting from the 
beginning of a segment, the chances of terminating this segment at each bit are 
0.2. In other words, with the segment switch rate s = 0.2, the expected number 
of segments will be m/5, however, unlike multi-point crossover, the number of 
crossover points will vary. Shuffle crossover should be perceived as an additional 
mechanism which can be applied with other crossovers. It is independent of the 
number of crossover points. The shuffle crossover (1) randomly shuffles the bit 
positions of the two strings in tandem, (2) crosses the strings, i.e., exchanges 
segments between crossover points, and (3) unshuffles the strings. 

A further generalization of one-point, two-point, and multi-point crossover 
is the uniform crossover [174], [182): for each bit in the first offspring it decides 
(with some probability p) which parent will contribute its value in that position. 
The second offspring would receive the bit from the other parent. 
For example, for p = 0.5 (0.5-uniform crossover), the strings 

VI = (0010001101001) and 
V2 = (1110110001000) 

may produce the following pair of offspring: 

V~ = (010d201bI2021101bOl0l02) and 
v~ = (12121102010111020211020211), 
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where subscripts 1 and 2 indicate the parent (vectors VI and V2, respectively) 
for a given bit. If P = 0.1 (O.l-uniform crossover), two strings VI and V2 may 
produce 

V~ = (010IltOI120t11110t1201011t) and 
v~ = (12121202011202020211020202). 

Since the uniform crossover exchanges bits rather than segments, it can 
combine features regardless their relative location. For some problems [182] 
this ability outweighs the disadvantage of destroying building blocks. However, 
for other problems, the uniform crossover was inferior to two-point crossover. 
Syswerda [182] compared theoretically the 0.5-uniform crossover with one-point 
and two-point crossovers. Spears and De Jong [174] provided an analysis of 
p-uniform crossovers, i.e., crossovers which involve on average m . P crossover 
points. 

In [52] several experiments are reported for various crossover operators. The 
results indicate that the 'loser' is one-point crossover; however, there is no clear 
winner. A general comment on the above experiments is that each of these 
crossovers is particularly useful for some classes of problems and quite poor 
for other problems. This strengthens our idea of problem dependent operators 
leading us towards evolution programs. 

Several researchers looked also at the effect of control parameters of a GA 
(population size, probabilities of operators) on the performance of the system. 
Grefenstette [80] applied a meta-GA to control parameters of another GA. Gold­
berg [71] provides a theoretical analysis of the optimal population size. A com­
plete study on influence of the control parameters on the genetic search (online 
performance for function optimization) is presented in [159]. The results sug­
gest that (1) mutation plays a stronger role than has previously been admitted 
(mutation is regarded as a background operator), (2) the importance of the 
crossover rate is smaller than expected, (3) the search strategy based on se­
lection and mutation only might be a powerful search procedure even without 
the assistance of crossover (like evolution strategies, presented in Chapter 8). 
However, GAs still lack good heuristics to determine good values for their pa­
rameters: there is no single setting which would be universal for all considered 
problems. It seems that finding good values for the GA parameters is still more 
an art than a science. 

Until this chapter we have discussed two basic genetic operators: crossover 
(one-point, two-point, uniform, etc.) and mutation, which were applied to in­
dividuals or single bits at some fixed rates (probabilities of crossover Pc and 
mutation Pm). As we have seen in the running example of Chapter 2, it was 
possible to apply crossover and mutation to the same individual (e.g., VI3). In 
fact, these two basic operators can be viewed as one recombination operator, 
the "crossover and mutation" operator, since both operations can be applied 
to individuals at the same time. One possibility in experimenting with genetic 
operators is to make them independent: one or the other of these operators will 
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be applied during the reproduction event, but not both [38]. There are a few 
advantages of such separation. Firstly, a mutation will not be applied to the 
result of the crossover operator any longer, making the whole process conceptu­
ally simpler. Secondly, it is easier to extend a list of genetic operators by adding 
new ones: such a list may consist of several, problem dependent operators. This 
is precisely the idea behind evolution programming: there are many problem 
dependent "genetic operators", which are applied to individual data structures. 
Recall also, that for evolution programs presented in this book, we have devel­
oped a special selection routine modGA (previous section) which facilitates the 
above idea. Moreover, we can go further. Each operator may have its own fitness 
which would undergo some evolution process as well. Operators are selected and 
applied randomly, however, according to their fitness. This idea is not new and 
has been around for some time [37], [54], [38], but it is getting a new meaning 
and significance in the evolution programming technique. 

Another interesting direction in search for a better schema processing, men­
tioned already in the previous chapter in connection with a deception problem, 
was proposed recently [73], [77]: a messy genetic algorithm (mGA). 

The mGAs differ from classical GAs in many ways: representation, oper­
ators, size of population, selection, and phases of the evolution process. We 
discuss them briefly in turn. 

First of all, each bit of a chromosome is tagged with its name (number) -
the same trick we used discussing inversion operator in the previous chapter. 
Additionally, strings are of variable length and there is no requirement for a 
string to have full gene complements. A string may have redundant and even 
contradictory genes. For example, the following strings are legitimate chromo­
somes in mG A: 

Vl = ((7,1)(1,0)), 
V2 = ((3,1)(9,0)(3,1)(3,1),(3,1)), 
Va = ((2,1)(2,0)(4,1)(5,0)(6,0)(7,1)(8,1)). 

The first number in each parenthesis indicate a position, the second number the 
value of the bit. Thus the first string, Vl, specifies two bits: bit 1 on the 7th 
position and bit ° on the 1st position. 

To evaluate such strings, we have to deal with overspecification (string Va, 
where two bits are specified on the 2nd position) and underspecification (all 
three vectors are underspecified, assuming 9 bit positions) problems. Overspec­
ification can be handled in many ways; for example, some voting procedure 
(deterministic or probabilistic) can be used, or a positional precedence. Under­
specification is harder to deal with, and we refer the interested reader to the 
source information [73], [76], [77]. 

Clearly, variable-length, overspecified or underspecified strings would influ­
ence the operators used. Simple crossover is replaced by two (even simpler) 
operators: splice and cut. The splice operator concatenates two selected strings 
(with the specified splice probability). For example, splicing strings Vl with V2 

we get 



72 4. GAs: Selected Topics 

V4 = ((7,1)(1,0)(3,1)(9,0)(3,1)(3,1), (3, 1)). 

The cut operator cuts (with some cut probability) the selected string at a po­
sition determined randomly along its length. For example, cutting string Va at 
position 4, we get 

Vs = ((2,1)(2,0)(4,1)(5,0)) and 
V6 = ((6,0)(7,1)(8,1)). 

In addition, there is an unchanged mutation operator, which changes ° to 1 (or 
vice versa) with some specified probability. 

There are some other differences between GA and mGA. Messy genetic 
algorithms (for reliable selection regardless of function scaling) use a form of 
tournament selection [73]: they divide the evolution process into two phases 
(the first phase selects building blocks, and only in the second phase are genetic 
operators invoked), and the population size changes in the process. 

Messy genetic algorithms were tested on several deceptive functions with 
very good results [73], [76]. As stated by Goldberg [73]: 

"A difficult test function has been designed, and in two sets of ex­
periments the mGA is able to find its global optimum. [ ... ] In all 
runs on both sets of experiments, the mGA converges to the test 
function global optimum. By contrast, a simple GA using a random 
ordering of the string is able to get only 25% of the subfunctions 
correct." 

and in [76]: 

"Because mGAs can converge in these worst-case problems, it is be­
lieved that they will find global optima in all other problems with 
bounded deception. Moreover, mGAs are structured to converge in 
computational time that grows only as a polynomial function of 
the number of decision variables on a serial machine and as a log­
arithmic function of the number of decision variables on a parallel 
machine. Finally, mGAs are a practical tool that can be used to 
climb a function's ladder of deception, providing useful and rela­
tively inexpensive intermediate results along the way." 

There were also some other attempts to enhance genetic search. A modi­
fication of GAs, called Delta Coding, was proposed recently by Whitley et al. 
[195]. Schraudoph and Belew [161] proposed a Dynamic Parameter Encoding 
(DPE) strategy, where the precision of the encoded individual is dynamically 
adjusted. These algorithms are discussed later in the book (Chapter 8). 
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Numerical Optimization 



5. Binary or Float? 

There were rules in the 
monastery, but the Master 

always warned against 
the tyranny of the law. 

Anthony de Mello, One Minute Wisdom 

As discussed in the previous chapter, there are some problems that GA ap­
plications encounter that sometimes delay, if not prohibit, finding the optimal 
solutions with the desired precision. One of the implications of these problems 
was premature convergence of the entire population to a non-global optimum 
(Chapter 4); other consequences include inability to perform fine local tuning 
and inability to operate in the presence of nontrivial constraints (Chapters 6 
and 7). 

The binary representation traditionally used in genetic algorithms has some 
drawbacks when applied to multidimensional, high-precision numerical prob­
lems. For example, for 100 variables with domains in the range [-500,500] 
where a precision of six digits after the decimal point is required, the length 
of the binary solution vector is 3000. This, in turn, generates a search space of 
about 101000. For such problems genetic algorithms perform poorly. 

The binary alphabet offers the maximum number of schemata per bit of 
information of any coding [72] and consequently the bit string representation 
of solutions has dominated genetic algorithm research. This coding also facili­
tates theoretical analysis and allows elegant genetic operators. But the 'implicit 
parallelism' result does not depend on using bit strings [4] and it may be worth­
while to experiment with large alphabets and (possibly) new genetic operators. 
In particular, for parameter optimization problems with variables over contin­
uous domains, we may experiment with real-coded genes together with special 
"genetic" operators developed for them. 
In [75] Goldberg wrote: 

"The use of real-coded or floating-point genes has a long, if contro­
versial, history in artificial genetic and evolutionary search schemes, 
and their use as of late seems to be on the rise. This rising usage has 
been somewhat surprising to researchers familiar with fundamental 
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genetic algorithm (GA) theory ([72], [89]), because simple analyses 
seem to suggest that enhanced schema processing is obtained by us­
ing alphabets of low cardinality, a seemingly direct contradiction of 
empirical findings that real codings have worked well in a number 
of practical problems." 

In this chapter we describe the results of experiments with various modifica­
tions of genetic operators on floating point representation. The main objective 
behind such implementations is (in line with the principle of evolution program­
ming) to move the genetic algorithm closer to the problem space. Such a move 
forces, but also allows, the operators to be more problem specific - by utilizing 
some specific characteristics of real space. For example, this representation has 
the property that two points close to each other in the representation space 
must also be close in the problem space, and vice versa. This is not generally 
true in the binary approach, where the distance in a representation is normally 
defined by the number of different bit positions, even though some approaches 
(e.g., Gray coding, see [159]) reduces such discrepancy. We use a floating point 
representation as it is conceptually closest to the problem space and also allows 
for an easy and efficient implementation of closed and dynamic operators (see 
also Chapters 6 and 7). 

Subsequently, we empirically compared a binary and floating point imple­
mentations using various new operators on many test cases. In this chapter, we 
illustrate the differences between binary and float representations on one typi­
cal test case of a dynamic control problem. This is a linear-quadratic problem, 
which is a particular case of a problem we use in the next chapter (together 
with two other dynamic control problems) to illustrate the progress of our evo­
lution program in connection with premature convergence and local fine tuning. 
As expected, the results are better than those from binary representation. The 
same conclusion was also reached by other researchers e.g., [38]. 

5.1 The test case 

For experiments we have selected the following dynamic control problem: 

( 
N-l ) 

min x~ + t;(x% + u%) , 

subject to 
Xk+I = Xk + Uk, k = 0,1, ... , N - 1, 

where Xo is a given initial state, Xk E R is a state, and U E RN is the sought 
control vector. The optimal value can be analytically expressed as 

J* = Kox~, 

where Kk is the solution of the Riccati equation: 
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During the experiments a chromosome represented a vector of the control 
states u. We have also assumed a fixed domain (-200,200) for each Ui (ac­
tual solutions fall within this range for the class of tests performed). For all 
subsequent experiments we used Xo = 100 and N = 45, i.e., a chromosome 
u = (uo, ... , U44), having the optimal value J* = 16180.4. 

5.2 The two implementations 

For the study we have selected two genetic algorithm implementations differing 
only by representation and applicable genetic operators, and equivalent other­
wise. Such an approach gave us a better basis for a more direct comparison. 
Both implementations used the same selective mechanism: stochastic universal 
sampling [11]. 

5.2.1 The binary implementation 

In the binary implementation each element of a chromosome vector was coded 
using the same number of bits. To facilitate fast run-time decoding, each element 
occupied its own word (in general it occupied more than one if the number of 
bits per element exceeded the word size, but this case is an easy extension) of 
memory: this way elements could be accessed as integers, which removed the 
need for binary to decimal decoding. Then, each chromosome was a vector of N 
words, which equals the number of elements per chromosome (or a multiple of 
such for cases where multiple words were required to represent a desired number 
of bits). 

The precision of such an approach depends (for a fixed domain size) on 
the number of bits actually used and equals (UB - LB)/(2n - 1), where UB 
and LB are domain bounds and n is the number of bits per one element of a 
chromosome. 

5.2.2 The floating point implementation 

In the floating point (FP) implementation each chromosome vector was coded 
as a vector of floating point numbers, of the same length as the solution vector. 
Each element was forced to be within the desired range, and the operators were 
carefully designed to preserve this requirement. 

The precision of such an approach depends on the underlying machine, but 
is generally much better than that of the binary representation. Of course, we 
can always extend the precision of the binary representation by introducing 
more bits, but this considerably slows down the algorithm (see Section 5.4). 
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In addition, the FP representation is capable of representing quite large 
domains (or cases of unknown domains). On the other hand, the binary repre­
sentation must sacrifice precision with an increase in domain size, given fixed 
binary length. Also, in the FP representation it is much easier to design special 
tools for handling nontrivial constraints: this is discussed fully in Chapter 7. 

5.3 The experiments 

The experiments were conducted on a DEC3100 workstation. All results pre­
sented here represent the average values obtained from 10 independent runs. 
During all experiments the population size was kept fixed at 60, and the number 
of iterations was set at 20,000. Unless otherwise stated, the binary representa­
tion used n = 30 bits to code one variable (one element of the solution vector), 
making 30·45 = 1350 bits for the whole vector. 

Because of possible differences in interpretation of the mutation operator, 
we accepted the probability of chromosomes' update as a fair measure for com­
paring the floating point and binary representations. All experimental values 
were obtained from runs with the operators set to achieve the same such rate; 
therefore, some number of iterations can be approximately treated interchange­
ably with the same number of function evaluations. 

5.3.1 Random mutation and crossover 

In this part of the experiment we ran both implementations with operators 
which are equivalent (at least for the binary representation) to the traditional 
ones. 

5.3.1.1 Binary. The binary implementation used traditional operators ofmu­
tation and crossover. However, to make them more similar to those of the FP 
implementation, we allowed crossover only between elements. The probability of 
crossover was fixed at 0.25, while the probability of mutation varied to achieve 
the desired rate of chromosome update (shown in Table 5.1). 

Probability of chromosome's update 
implementation 0.6 0.7 0.8 0.9 0.95 
Binary, Pm 0.00047 0.00068 0.00098 0.0015 0.0021 
FP,Pm 0.014 0.02 0.03 0.045 0.061 

Table 5.1. Probabilities of chromosome's update versus mutation rates 
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5.3.1.2 FP. The crossover operator was quite analogous to that of the binary 
implementation (split points between float numbers) and applied with the same 
probability (0.25). The mutation, which we call random, applies to a floating 
point number rather that to a bit; the result of such mutation is a random value 
from the domain (LB, U B). 

Probability of chromosome's update standard 
implementation 0.6 0.7 0.8 0.9 0.95 deviation 
Binary 42179 46102 29290 52769 30573 31212 
FP 46594 41806 47454 69624 82371 11275 

Table 5.2. Average results as a function of probability of chromosome's update 

5.3.1.3 Results. The results (Table 5.2) are slightly better for the binary case; 
however, it is rather difficult to judge them better as all fell well away from 
the optimal solution (16180.4). Moreover, an interesting pattern emerged that 
showed the FP implementation to be more stable, with much lower standard 
deviation. 

In addition, it is interesting to note that the above experiment was not quite 
fair for the FP representation; its random mutation behaves "more" randomly 
than that of the binary implementation, where changing a random bit doesn't 
imply producing a totally random value from the domain. As an illustration let 
us consider the following question: what is the probability that after mutation 
an element will fall within 8% of the domain range (400, since the domain is 
(-200,200)) from its old value? The answer is: 

FP: Such probability clearly falls in the range (8,2. 8). For example, for 8 = 0.05 
it is in (0.05,0.1). 

Binary: Here we need to consider the number of low-order bits that can be 
safely changed. Assuming n = 30 as an element length and m as the 
length of permissible change, m must satisfy m :S n + log28. Since m 
is an integer, then m = l n + log2 8 J = 25 and the sought probability is 
min = 25/30 = 0.833, a quite different number. 

Therefore, we will try to design a method of compensating for this drawback in 
the following subsection. 

5.3.2 Non-uniform mutation 

In this part of the experiments we ran, in addition to the operators discussed 
in Section 5.3.1, a special dynamic mutation operator aimed at both improving 
single-element tuning and reducing the disadvantage of random mutation in the 
FP implementation. We call it a non-uniform mutation; a full discussion of this 
operator is presented in the next chapter. 
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5.3.2.1 FP. The new operator is defined as follows: if s! = (Vb ... , vm ) is a 
chromosome (t is the generation number) and the element Vk was selected for 
this mutation, the result is a vector S!+l = (VI, ... , v~, ... ,vm ), where 

V' _ {Vk+~(t,UB-Vk) 
k - Vk - ~(t,vk - LB) 

if a random digit is 0, 
if a random digit is 1, 

and LB and U B are lower and upper domain bounds of the variable Vk. The 
function .6.(t,y) returns a value in the range [O,y] such that the probability 
of ~(t, y) being close to 0 increases as t increases. This property causes this 
operator to search the space uniformly initially (when t is small), and very 
locally at later stages; thus increasing the probability of generating the new 
number closer to its successor than a random choice. We have used the following 
function: 

.6.(t,y) = y. (1 _ r(l-~)b), 
where r is a random number from [0 .. 1], T is the maximal generation number, 
and b is a system parameter determining the degree of dependency on iteration 
number (we used b = 5). 

5.3.2.2 Binary. To be more than fair to the binary implementation, we mod­
eled the dynamic operator into its space, even though it was introduced mainly 
to improve the FP mutation. Here, it is analogous to that of the FP, but with 
a differently defined v~: 

v~ = mutate(vk, V(t,n)), 

where n = 30 is the number of bits per one element of a chromosome; 
mutate( Vk, pos) means: mutate value of the k-th element on pos bit (0 bit is the 
least ,significant ), and 

V(t ) - { L..:1(t,n)J 
,n - r ..:1 ( t, n)l 

if a random digit is 0, 
if a random digit is 1, 

with the b parameter of ..:1 adjusted appropriately if similar behavior is desired 
(we used b = 1.5). 

5.3.2.3 Results. We repeated similar experiments to those of Section 5.3.1.3 
using also the non-uniform mutations applied at the same rate as the previously 
defined mutations. 

Now the FP implementation shows a better average performance (Table 
5.3). In addition, again the binary's results were more unstable. However, it is 
interesting to note here that despite its high average, the binary implementation 
produced the two single best results for this round (16205 and 16189). 

5.3.3 Other operators 

In this part of the experiment we decided to implement and use as many addi­
tional operators as could be easily defined in both representation spaces. 



5.4 Time performance 81 

Probability of standard 
chromosome's update deviation 

implementation 0.8 0.9 
Binary 35265 30373 40256 
FP 20561 26164 2133 

Table 5.3. Average results as a function of probability of chromosome's update 

5.3.3.1 Binary. In addition to those previously described we implemented a 
multi-point crossover, and also allowed for crossovers within bits of an element. 
The multi-point operator had the probability of application to a single element 
controlled by a system parameter (set at 0.3). 

5.3.3.2 FP. Here we also implemented a similar multi-point crossover. In ad­
dition, we implemented single and multi-point arithmetical crossovers; they av­
erage values of two elements rather that exchange them, at selected points. Such 
operators have the property that each element of the new chromosomes is still 
within the original domain. More details of these operators are provided in the 
next two chapters. 

Probability of standard 
chromosome's update deviation Best 

implementation 0.7 0.8 0.9 
Binary 23814 19234 27456 6078 16188.2 
FP 16248 16798 16198 54 16182.1 

Table 5.4. Average results as a function of probability of chromosome's update 

5.3.3.3 Results. Here the FP implementation shows an outstanding superi­
ority (Table 5.4); even though the best results are not so very different, only 
the FP was consistent in achieving them. 

5.4 Time performance 

Many complain about the high time complexity of GAs on nontrivial problems. 
In this section we compare the time performance of both implementations. The 
results presented in Table 5.5 are those for runs of Section 5.3.3. 

Table 5.5 compares CPU time for both implementations on varying number 
of elements in the chromosome. The FP version is much faster. even for the 
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N umber of elements (N) 
implementation 5 15 25 35 45 
Binary 1080 3123 5137 7177 9221 
FP 184 398 611 823 1072 

Table 5.5. CPU time (sec) as a function of number of elements 

moderate 30 bits per variable in the binary implementation. For large domains 
and high precision the total length of the chromosome grows, and the relative 
difference would expand as further indicated in Table 5.6. 

Number of bits per binary element 
implementation 51 10 I 20 I 30 I 40 I 50 
Binary 4426 I 5355 I 74381 9219 110981 112734 
FP 1072 (constant) 

Table 5.6. CPU time (sec) as a function of number of bits per element; N = 45 

5.5 Conclusions 

The conducted experiments indicate that the floating point representation is 
faster, more consistent from run to run, and provides a higher precision (espe­
cially with large domains where binary coding would require prohibitively long 
representation). At the same time its performance can be enhanced by special 
operators to achieve high (even higher than that of the binary representation) 
accuracy. In addition, the floating point representation, as intuitively closer to 
the problem space, is easier for designing other operators incorporating problem 
specific knowledge. This is especially essential in handling nontrivial, problem­
specific constraints (Chapter 7). 

These conclusions are in accordance with the reasons of the users of genetic­
evolutionary techniques who prefer floating point representation given in [75J: 
(1) comfort with one-gene-one-variable correspondence, (2) avoidance of Ham­
ming cliffs and other artifacts of mutation operating on bit strings treated as 
unsigned binary integers, (3) fewer generations to population conformity. 
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Weeks later, when a visitor asked him 
what he taught his disciples, he said, 

'To get their priorities right: Better 
have the money than calculate it; better 

have the experience than define it.' 

Anthony de Mello, One Minute Wisdom 

Genetic algorithms display inherent difficulties in performing local search for 
numerical applications. Holland suggested [89] that the genetic algorithm should 
be used as a preprocessor to perform the initial search, before turning the search 
process over to a system that can employ domain knowledge to guide the local 
search. As observed in [81]: 

"Like natural genetic systems, GAs progress by virtue of changing 
the distribution of high performance substructures in the overall 
population; individual structures are not the focus of attention. Once 
the high performance regions of the search space are identified by 
a GA, it may be useful to invoke a local search routine to optimize 
the members of the final population." 

Local search requires the utilization of schemata of higher order and longer 
defining length than those suggested by the Schema Theorem. Additionally, 
there are problems where the domains of parameters are unlimited, the number 
of parameters is quite large, and high precision is required. These requirements 
imply that the length of the (binary) solution vector is quite significant (for 100 
variables with domains in the range [-500,500], where the precision of six digits 
after the decimal point is required, the length of the binary solution vector is 
3000). As mentioned in the previous chapter, for such problems the performance 
of genetic algorithms is quite poor. 

To improve the fine local tuning capabilities of a genetic algorithm, which 
is a must for high precision problems, we designed a special mutation operator 
whose performance is quite different from the traditional one. Recall that a 
traditional mutation changes one bit of a chromosome at a time; therefore, 
such a change uses only local knowledge - only the bit undergoing mutation is 
known. Such a bit, if located in the left portion of a sequence coding a variable, is 
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very significant to the absolute magnitude of the mutation effect on the variable. 
On the other hand, bits far to the right of such a sequence have quite a smaller 
influence while mutated. We decided to use such positional global knowledge 
in the following way: as the population ages, bits located further to the right 
of each sequence coding one variable get higher probability of being mutated, 
while those on the left have such a probability decreasing. In other words, such 
a mutation causes global search of the search space at the beginning of the 
iterative process, but an increasingly local exploitation later on. We call this a 
non-uniform mutation and discuss it later in the chapter. First, we discuss the 
problems used for a test bed for this new operator. 

6.1 The test cases 

In general, the task of designing and implementing algorithms for the solution 
of optimal control problems is a difficult one. The highly touted dynamic pro­
gramming is a mathematical technique that can be used in variety of contexts, 
particularly in optimal control [17]. However, this algorithm breaks down on 
problems of moderate size and complexity, suffering from what is called "the 
curse of dimensionality" [14]. 

Optimal control problems are quite difficult to deal with numerically. Some 
numerical dynamic optimization programs available for general users are typ­
ically offspring of the static packages [24] and they do not use dynamic­
optimization specific methods. Thus the available programs do not make an 
explicit use of the Hamiltonian, transversality conditions, etc. On the other 
hand, if they did use the dynamic-optimization specific methods, they would be 
even more difficult for a layman to handle. 

On the other hand, to the best of the author's knowledge, it is only recently 
that GAs have been applied to optimal control problems [132]' [130]. We believe 
that previous GA implementations were too weak to deal with problems where 
high precision was required. In this chapter we present our modification of a 
GA designed to enhance its performance. We show the quality and applicability 
of the developed system by a comparative study of some dynamic optimization 
problems. Later, the system evolved to include typical constraints for such op­
timization problems - this is discussed in the next chapter (Section 7.2.). As 
a reference for these test cases (as well as many other experiments discussed 
later in the book), we use a standard computational package used for solving 
such problems: the Student Version of General Algebraic Modeling System with 
MINOS optimizer [24]. We will refer to this package in the rest of the book as 
GAMS. 

Three simple discrete-time optimal control models (frequently used in ap­
plications of optimal control) have been chosen as test problems for the evo­
lution program: the linear-quadratic problem, the harvest problem, and the 
(discretized) push-cart problem. We discuss them in turn. 
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6.1.1 The linear-quadratic problem 

The first test problem is a one-dimensional linear-quadratic model: 

(6.1 ) 

subject to 
Xk+l = a· Xk + b· Uk, k = 0,1, ... , N - 1, (6.2) 

where Xo is given, a, b, q, S, T" are given constants, Xk E R, is the state and Uk E R 
is the control of the system. 

The value for the optimal performance of (6.1) subject to (6.2) is 

J* = Kox~, (6.3) 

where Kk is the solution of the Riccati equation: 

(6.4) 

In the sequel, the problem (6.1) subject to (6.2) will be solved for the sets 
of the parameters displayed in Table 6.1. 

Case N Xo S T" q a b 
I 45 100 1 1 1 1 1 

II 45 100 10 1 1 1 1 
III 45 100 1000 1 1 1 1 
IV 45 100 1 10 1 1 1 
V 45 100 1 1000 1 1 1 

VI 45 100 1 1 0 1 1 
VII 45 100 1 1 1000 1 1 

VIII 45 100 1 1 1 0.01 1 
IX 45 100 1 1 1 1 0.01 
X 45 100 1 1 1 1 100 

Table6.1. Ten test cases 

In the experiments the value of N was set at 45 as this was the largest hori­
zon for which a comparative numerical solution from CAMS was still achievable. 

6.1.2 The harvest problem 

The harvest problem is defined as: 

N-l 

max L .,fiik, (6.5) 
k=o 
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subject to the equation of growth, 

(6.6) 

and one equality constraint, 
(6.7) 

where initial state Xo is given, a is a constant, and Xk E R and Uk E R+ are the 
state and the (nonnegative) control, respectively. 

The optimal value J* of (6.5) subject to (6.6) and (6.7) is: 

J* = Xo • (aN - 1)2 
aN - 1 • (a -1)" 

(6.8) 

Problem (6.5) subject to (6.6) and (6.7) will be solved for a = 1.1, Xo = 100, 
and the following values of N = 2, 4, 10, 20, 45. 

6.1.3 The push-cart problem 

The push-cart problem is to maximize the total distance xl(N) traveled in a 
given time (a unit, say), minus the total effort. The system is second order: 

1 
x2(k+l)= 2x2(k)-Xl(k)+ N2 U (k), 

and the performance index to be maximized is: 

1 N-l 

xl(N) - -N L u2(k). 
2 k=O 

For this problem the optimal value of index (6.11) is: 

1 3N -1 1 N-l 

J* = "3 - 6N2 - 2N3 L k2. 
k=O 

(6.9) 

(6.10) 

(6.11) 

(6.12) 

The push-cart problem will be solved for different values N = 5, 10, 15, 20, 
25,30, 35, 40, 45. Note that different N correspond to the number of discretiza­
tion periods (of an equivalent continuous problem) rather than to the actual 
length of the optimization horizon which will be assumed as one. 

6.2 The evolution program for numerical optimization 

The evolution program we have built for numerical optimization problems is 
based on the floating point representation, and some new (specialized) genetic 
operators; we discuss them in turn. 
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6.2.1 The representation 

In floating point representation each chromosome vector is coded as a vector of 
floating point numbers of the same length as the solution vector. Each element 
is initially selected as to be within the desired domain, and the operators are 
carefully designed to preserve this constraint (there is no such problem in the 
binary representation, but the design of the operators is rather simple; we do not 
see that as a disadvantage; on the other hand, it provides for other advantages 
mentioned below). 

The precision of such an approach depends on the underlying machine, but 
is generally much better than that of the binary representation. Of course, we 
can always extend the precision of the binary representation by introducing 
more bits, but this considerably slows down the algorithm, as discussed in the 
previous chapter. 

In addition, the floating point representation is capable of representing quite 
large domains (or cases of unknown domains). On the other hand, the binary 
representation must sacrifice precision with an increase in domain size, given 
fixed binary length. Also, in the floating point representation it is much easier 
to design special tools for handling nontrivial constraints: this is discussed fully 
in next chapter. 

6.2.2 The specialized operators 

The operators we use are quite different from the classical ones, as they work 
in a different space (real valued). However, because of intuitive similarities, we 
will divide them into the standard classes, mutation and crossover. In addition, 
some operators are non-uniform, i.e., their action depends on the age of the 
population. 

Mutation group: 

• uniform mutation, defined similarly to that of the classical version: 
if xl = (VI"'" Vn ) is a chromosome, then each element Vk has exactly 
equal chance of undergoing the mutative process. The result of a single 
application of this operator is a vector (VI, ... ,vA" ... ,vn ), with 1 :S k :S n, 
and vA, a random value from the domain of the corresponding parameter 
domaink' 

• non-uniform mutation is one of the operators responsible for the fine 
tuning capabilities of the system. It is defined as follow: The non-uniform 
mutation operator was defined as follows: if s~ = (Vb"" vm ) is a chro­
mosome and the element Vk was selected for this mutation (domain of 
Vk is [lk,ukJ), the result is a vector S~+I = (VI, ... ,Vk, ... ,vm ), with 
k E {1, ... , n}, and 

if a random digit is 0, 
if a random digit is 1, 
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where the function 6(t, y) returns a value in the range [0, y] such that 
the probability of 6( t, y) being close to 0 increases as t increases. This 
property causes this operator to search the space uniformly initially (when 
t is small), and very locally at later stages. We have used the following 
function: 

6(t,y) = y. (1 _ r(l-io)b) , 

where r is a random number from [0 .. 1], T is the maximal generation 
number, and b is a system parameter determining the degree of non­
uniformity. Figure 6.1 displays the value of 6 for two selected times; this 
picture clearly indicates the behavior of the operator. 

~(t, y) ~(t,y) 

y tiT = 0.50 b = 2 y tiT = 0.90 b = 2 

~ ____________ ~~--.r 
~ ____________ ~_r 

1 1 

Fig. 6.1. 6(t,y) for two selected times 

Moreover, in addition to the standard way of applying mutation we have 
some new mechanisms: e.g., non-uniform mutation is also applied to a whole 
solution vector rather than a single element of it, causing the whole vector to 
be slightly slipped in the space. 

Crossover group: 

• simple crossover, defined in the usual way, but with the only permissible 
split points between v's, for a given chromosome x . 

• arithmetical crossover is defined as a linear combination of two vectors: 
if s~ and s~ are to be crossed, the resulting offspring are S~+l = a . s~ + 
(1 - a) . s~ and s~+l = a· s~ + (1 - a) . s~ This operator can use a parameter 
a which is either a constant (uniform arithmetical crossover), or a variable 
whose value depends on the age of population (non-uniform arithmetical 
crossover) . 

Here again we have some new mechanisms to apply these operators; e.g., the 
arithmetical crossover may be applied either to selected elements of two vectors 
or to the whole vectors. 
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6.3 Experiments and results 

In this section we present the results of the evolution program for the optimal 
control problems. For all test problems, the population size was fixed at 70, and 
the runs were made for 40,000 generations. For each test case we have made three 
random runs and reported the best results; it is important to note, however, that 
the standard deviations of such runs were almost negligibly small. The vectors 
(Uo, ••• ,UN-I) were initialized randomly (but within a desired domains). Tables 
6.2, 6.3, and 6.4 report the values found along with intermediate results at some 
generation intervals. For example, the values in column "10,000" indicate the 
partial result after 10,000 generations, while running 40,000. It is important to 
note that such values are worse than those obtained while running only 10,000 
generation, due to the nature of some genetic operators. In the next section we 
compare these results with the exact solutions and solutions obtained from the 
computational package GAMS. 

Generations Factor 
Case 1 100 1,000 10,000 20,000 30,000 40,000 

I 17904.4 3.87385 1.73682 1.61859 1.61817 1.61804 1.61804 10" 
II 13572.3 5.56187 1.35678 1.11451 1.09201 1.09162 1.09161 105 

III 17024.8 2.89355 1.06954 1.00952 1.00124 1.00102 1.00100 107 

IV 15082.1 8.74213 4.05532 3.71745 3.70811 3.70162 3.70160 104 

V 5968.42 12.2782 2.69862 2.85524 2.87645 2.87571 2.87569 105 

VI 17897.7 5.27447 2.09334 1.61863 1.61837 1.61805 1.61804 104 

VII 2690258 18.6685 7.23567 1.73564 1.65413 1.61842 1.61804 104 

VIII 123.942 72.1958 1.95783 1.00009 1.00005 1.00005 1.00005 104 

IX 7.28165 4.32740 4.39091 4.42524 4.31021 4.31004 4.31004 105 

X 9971341 148233 16081.0 1.48445 1.00040 1.00010 1.00010 104 

Table 6.2. Evolution program for the linear-quadratic problem (6.1)-(6.2) 

Note, that the problem (6.5)-{6.7) has the final state constrained. It differs 
from the problem (6.1)-{6.2) in the sense that not every randomly initialized 
vector (uo, •. • , UN"':I) of positive real numbers generates an admissible sequence 
Xk {see condition (6.6)) such that Xo = XN, for given a and Xo. In our evolution 
program, we have generated a random sequence of Uo, ..• , UN-2, and have set 
UN-I = a· XN-I - XN. For negative UN-ll we have discarded the sequence and 
repeated the initialization process (we discuss this process in detail in the next 
chapter, Section 7.2). The same difficulty occurred during the reproduction pro­
cess. An offspring (after some genetic operations) need not satisfy the constraint 
Xo = XN. In such a case we replaced the last component of the offspring vector U 

using the formula UN_l = a·XN_I-XN. Again, if UN_I turns out to be negative, 
we do not introduce such offspring into the new population. 
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It is the only test problem considered in this chapter which includes a non­
trivial constraint. We discuss the general issue of constrained optimal control 
problems in the next chapter. 

Generations 
N 1 100 1,000 10,000 20,000 30,000 40,000 
2 6.3310 6.3317 6.3317 6.3317 6.3317 6.3317 6.331738 
4 12.6848 12.7127 12.7206 12.7210 12.7210 12.7210 12.721038 
8 25.4601 25.6772 25.9024 25.9057 25.9057 25.9057 25.905710 

10 32.1981 32.5010 32.8152 32.8209 32.8209 32.8209 32.820943 
20 65.3884 68.6257 73.1167 73.2372 73.2376 73.2376 73.237668 
45 167.1348 251.3241 277.3990 279.0657 279.2612 279.2676 279.271421 

Table 6.3. Evolution program for the harvest problem (6.5)-(6.7) 

Generations 
N 1 100 1,000 10,000 20,000 30,000 40,000 
5 -3.008351 0.081197 0.119979 0.120000 0.120000 0.120000 0.120000 

10 -5.668287 -0.011064 0.140195 0.142496 0.142500 0.142500 0.142500 
15 -6.885241 -0.012345 0.142546 0.150338 0.150370 0.150370 0.150371 
20 -7.477872 -0.126734 0.149953 0.154343 0.154375 0.154375 0.154377 
25 -8.668933 -0.015673 0.143030 0.156775 0.156800 0.156800 0.156800 
30 -12.257346 -0.194342 0.123045 0.158241 0.158421 0.158426 0.158426 
35 -11.789546 -0.236753 0.110964 0.159307 0.159586 0.159592 0.159592 
40 -10.985642 -0.235642 0.072378 0.160250 0.160466 0.160469 0.160469 
45 -12.789345 -0.342671 0.072364 0.160913 0.161127 0.161152 0.161152 

Table 6.4. Evolution program for the push-cart problem (6.9)-(6.11) 

6.4 Evolution program versus other methods 

In this section we compare the above results with the exact solutions as well as 
those obtained from the computational package GAMS. 

6.4.1 The linear-quadratic problem 

Exact solutions of the problems for the values of the parameters specified in 
Table 6.1 have been obtained using formulae (6.3) and (6.4). 
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To highlight the performance and competitiveness of the evolution program, 
the same test problems were solved using GAMS. The comparison may be re­
garded as not totally fair for the evolution program since GAMS is based on 
search methods particularly appropriate for linear-quadratic problems. Thus the 
problem (6.1 )-(6.2) must be an easy case for this package. On the other hand, if 
for these test problems the evolution program proved to be competitive, or close 
to, there would be an indication that it should behave satisfactorily in general. 
Table 6.5 summarizes the results, where columns D refer to the percentage of 
the relative error. 

Exact solution Evolution Program GAMS 
Case value value D value D 

I 16180.3399 16180.3928 0.000% 16180.3399 0.000% 
II 109160.7978 109161.0138 0.000% 109160.7978 0.000% 

III 10009990.0200 10010041.3789 0.000% 10009990.0200 0.000% 
IV 37015.6212 37016.0426 0.000% 37015.6212 0.000% 
V 287569.3725 287569.4357 0.000% 287569.3725 0.000% 

VI 16180.3399 16180.4065 0.000% 16180.3399 0.000% 
VII 16180.3399 16180.3784 0.000% 16180.3399 0.000% 

VIII 10000.5000 10000.5000 0.000% 10000.5000 0.000% 
IX 431004.0987 431004.4182 0.000% 431004.0987 0.000% 
X 10000.9999 10001.0038 0.000% 10000.9999 0.000% 

Table 6.5. Comparison of solutions for the linear-quadratic problem 

As shown above, the performance of GAMS for the linear-quadratic problem 
is perfect. However, this was not at all the case for the second test problem. 

6.4.2 The harvest problem 

To begin with, none of the GAMS solutions WaS identical with the analytical one. 
The difference between the solutions increased with the optimization horizon as 
shown in Table 6.6, and for N > 4 the system failed to find any value. 

It appears that GAMS is sensitive to non-convexity of the optimizing prob­
lem and to the number of variables. Even adding an additional constraint to 
the problem (Uk+! > 0.1 . Uk) to to restrict the feasibility set so that the GAMS 
algorithm does not "lose itself"l has not helped much (see column "GAMS+"). 
As this column shows, for optimization horizons sufficiently long there is no 
chance to obtain a satisfactory solution from GAMS. 

lThis is "unfair" from the point of view of the genetic algorithm which works without such 
help. 
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N Exact solution GAMS GAMS+ Genetic Alg 
value D value D value D 

2 6.331738 4.3693 30.99% 6.3316 0.00% 6.3317 0.000% 
4 12.721038 5.9050 53.58% 12.7210 0.00% 12.7210 0.000% 
8 25.905710 * 18.8604 27.20% 25.9057 0.000% 

10 32.820943 * 22.9416 30.10% 32.8209 0.000% 
20 73.237681 * * 73.2376 0.000% 
45 279.275275 * * 279.2714 0.001% 

Table6.6. Comparison of solutions for the harvest problem. The symbol * means 
that the GAMS failed to report a reasonable value 

6.4.3 The push-cart problem 

Exact solution GAMS GA 
N value value D value D 
5 0.120000 0.120000 0.000% 0.120000 0.000 % 

10 0.142500 0.142500 0.000% 0.142500 0.000 % 
15 0.150370 0.150370 0.000% 0.150370 0.000 % 
20 0.154375 0.154375 0.000% 0.154375 0.000 % 
25 0.156800 0.156800 0.000% 0.156800 0.000 % 
30 0.158426 0.158426 0.000% 0.158426 0.000 % 
35 0.159592 0.159592 0.000% 0.159592 0.000 % 
40 0.160469 0.160469 0.000% 0.160469 0.000 % 
45 0.161152 0.161152 0.000% 0.161152 0.000 % 

Table6.7. Comparison of solutions for the push-cart problem 

For the push-cart problem both GAMS and the evolution program produce 
very good results (Table 6.7). However, it is interesting to note the relationship 
between the times different search algorithms need to complete the task. 

For most optimization programs, the time necessary for an algorithm to 
converge to the optimum depends on the number of decision variables. This re­
lationship for dynamic programming is exponential ("curse of dimensionality"). 
For the search methods (like GAMS) it is usually "worse than linear". 

Table 6.8 reports the number of iterations the evolution program needed to 
obtain an exact solution (with six decimal place rounding), the time needed for 
that, and the total time for all 40,000 iterations (for unknown exact solution 
we cannot determine the precision of the current solution). Also, the time for 
GAMS is given. Note that GAMS was run on PC Zenith z-386/20 and the 
evolution program on a DEC-3100 station. 
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N No. of Time Time for 40,000 Time for 
iterations needed iterations CAMS 

needed (CPU sec) (CPU sec) (CPU sec) 
5 6234 65.4 328.9 31.5 

10 10231 109.7 400.9 33.1 
15 19256 230.8 459.8 36.6 
20 19993 257.8 590.8 41.1 
25 18804 301.3 640.4 47.7 
30 22976 389.5 701.9 58.2 
35 23768 413.6 779.5 68.0 
40 25634 467.8 850.7 81.3 
45 28756 615.9 936.3 95.9 

Table 6.S. Time performance of evolution program and GAMS for the push-cart 
problem (6.9)-(6.11): number of iterations needed to obtain the result with precision 
of six decimal places, time needed for that number of iterations, time needed for all 
40,000 iterations 

It is clear that the evolution program is much slower than CAMS: there is a 
difference in absolute values of CPU time as well as computers used. However, let 
us compare not the times needed for both systems to complete their calculations, 
but rather their growth rates of the time as a function of the size of the problem. 
Figure 6.2 show the growth rate of the time needed to obtain the result for the 
evolution program and CAMS. 

CPU time, CA CPU time, CAMS 

100 I....--e-________ ~-N 10 '---&-____ -&-__ N 

10 45 10 45 

Fig. 6.2. Time as a function of problem size (N) 

These graphs are self-explanatory: although the evolution program is gen­
erally slower, its linear growth rate is much better than that of CAMS (which 
is at least quadratic). Similar results hold for the linear-quadratic problem and 
the harvest problem. 
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6.4.4 The significance of non-uniform mutation 

It is interesting to compare these results with the exact solutions as well as 
those obtained from another GA, exactly the same but without the non-uniform 
mutation on. Table 6.9 summarizes the results; columns labeled D indicate the 
relative errors in percents. 

GA GA 
Exact solution w / non-uniform mutation w /0 non-uniform mutation 

Case value value D value D 
I 16180.3399 16180.3939 0.000% 16234.3233 0.334% 

II 109160.7978 109163.0278 0.000% 113807.2444 4.257% 
III 10009990.0200 10010391.3989 0.004% 10128951.4515 1.188% 
IV 37015.6212 37016.0806 0.001% 37035.5652 0.054% 
V 287569.3725 287569.7389 0.000% 298214.4587 3.702% 

VI 16180.3399 16180.6166 0.002% 16238.2135 0.358% 
VII 16180.3399 16188.2394 0.048% 17278.8502 6.786% 

VIII 10000.5000 10000.5000 0.000% 10000.5000 0.000% 
IX 431004.0987 431004.4092 0.000% 431610.9771 0.141% 
X 10000.9999 10001.0045 0.000% 10439.2695 4.380% 

Table 6.9. Comparison of solutions for the linear-quadratic dynamic control problem 

The genetic algorithm using the non-uniform mutation clearly outperforms 
the other one with respect to the accuracy of the found optimal solution; while 
the enhanced GA rarely erred by more than a few thousandths of one percent, 
the other one hardly ever beat one percent. Moreover, it also converged much 
faster to that solution. 

As an illustration of the non-uniform mutation's effect on the evolution­
ary process check Figure 6.3; the new mutation causes quite an increase in the 
number of improvements observed in the population at the end of the popula­
tion's life. Moreover, a smaller number of such improvements prior to that time, 
together with an actually faster convergence, clearly indicates a better overall 
search. 

6.5 Conclusions 

In this chapter we have studied a new operator, a non-uniform mutation, to 
improve the fine local tuning capabilities of a GA. The experiments were suc­
cessful on the three discrete-time optimal control problems which were selected 
as test cases. In particular, the results were encouraging because the closeness of 
the numerical solutions to the analytical ones was satisfying. Additionally, the 
computation effort was reasonable (for the 40,000 generations, a few minutes of 
CPU time on a CRAY Y-MP and up to 15 minutes on a DEC-3IOO station). 
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# improvements # improvements 

T = 40,000, t increments 400 T = 40,000, t increments 400 
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Fig. 6.3. Number of improvements on case I of the linear-quadratic dynamic control 
problem 

The numerical results were compared with those obtained from a search­
based computational package (GAMS). While the evolution program gave us 
results comparable with the analytic solutions for all test problems, GAMS 
failed for one of them. The developed evolution program displayed some qualities 
not always present in the other (gradient-based) systems: 

• The optimization function for the evolution program need not be contin­
uous. At the same time some optimization packages will not accept such 
functions at all. 

• Some optimization packages are all-or-nothing propositions: the user has 
to wait until the program completes. Sometimes it is not possible to get 
partial (or approximate) results at some early stages. Evolution programs 
give the users additional flexibility, since the user can monitor the "state 
of the search" during the run time and make appropriate decisions. In 
particular, the user can specify the computation time (s)he is willing to 
pay for (longer time provides better precision in the answer). 

• The computational complexity of evolution programs grows at a linear 
rate; most of other search methods are very sensitive to the length of the 
optimization horizon. As usual, we can easily improve the performance of 
the system using parallel implementations; often this is difficult for other 
optimization methods. 

In general, an evolution program as an optimization system for optimal 
control problems, to be interesting for practitioners, has to be more control­
problem specific than the system here introduced. In particular the system has 
to allow for at least: 

• inequality constraints on the state variables, 

• inequality constraints on the control variables, 

• an equality constraint on the final state, 

• inequality constraints between state and control variables. 
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In our experiments a model with one equality constraint on the final state 
was successfully handled (the harvest problem). In the next chapter (Section 
7.2) we discuss a construction of the system GAFOC which satisfies the above 
requirements. 



7. Handling Constraints 

A traveler in quest of the divine 
asked the Master how to distinguish 
a true teacher from a false one when 

he got back to his own land. 

Said the Master, 'A good teacher 
offers practice; a bad one offers 

theories. ' 

'But how shall I know good practice 
from bad?' 

'In the same way that the farmer 
knows good cultivation from bad.' 

Anthony de Mello, One Minute Wisdom 

The central problem in applications of genetic algorithms is that of constraints 
- few approaches to the constraint problem in genetic algorithms have previ­
ously been proposed. One of these uses penalty functions as an adjustment to 
the optimized objective function, other approaches use "decoders" or "repair" 
algorithms, which avoid building an illegal individual, or repair one, respec­
tively. However, these approaches suffer from the disadvantage of being tailored 
to the specific problem and are not sufficiently general to handle a variety of 
problems. 

Our approached is based on the evolution programming principle: appro­
priate data structures and specialized "genetic" operators should do the job of 
taking care of constraints. 

In this chapter we discuss two evolution programs (GENOCOP and GAFOC); 
the former, presented in Section 7.11 optimizes a function with a set of linear 
constraints, the latter (Section 7.2) optimizes constrained control problems. Be­
fore we present them in detail, we discuss briefly other traditional constraint­
handling methods for genetic algorithms. 

One way of dealing with candidates that violate the constraints is to gener­
ate potential solutions without considering the constraints and then to penalize 
them by decreasing the "goodness" of the evaluation function. In other words, 

1 Portions reprinted, with permission, from the Communications of the ACM, 1992. 
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a constrained problem is transformed to an unconstrained problem by associ­
ating a penalty with all constraint violations and the penalties are included in 
the function evaluation. Thus, the original problem of optimizing a function 
f(Xl, X2, .. . , Xq) is transformed into optimization of the function: 

where p is the total number of constraints, 8 is a penalty coefficient, ( is -1 for 
maximization and +1 minimization problems, and iPi is a penalty related to the 
i-th constraint (i = 1, ... ,p). 

However, though the evaluation function is usually well defined, there is 
no accepted methodology for combining it with the penalty. Let us repeat this 
important citation (already given in the Introduction) from [34]: 

"If one incorporates a high penalty into the evaluation routine and 
the domain is one in which production of an individual violating 
the constraint is likely, one runs the risk of creating a genetic al­
gorithm that spends most of its time evaluating illegal individuals. 
Further, it can happen that when a legal individual is found, it 
drives the others out and the population converges on it without 
finding better individuals, since the likely paths to other legal indi­
viduals require the production of illegal individuals as intermediate 
structures, and the penalties for violating the constraint make it 
unlikely that such intermediate structures will reproduce. If one im­
poses moderate penalties, the system may evolve individuals that 
violate the constraint but are rated better than those that do not 
because the rest of the evaluation function can be satisfied better 
by accepting the moderate constraint penalty than by avoiding it". 

In [169] and [153] the authors present the most recent approaches for us­
ing penalty functions in GAs for constrained optimization problems. However, 
the paper by Siedlecki and Sklansky [169] discusses a particular constrained 
optimization problem. This problem is frequently encountered in the design of 
statistical pattern classifiers; however, the proposed method is problem spe­
cific. The paper by Richardson, Palmer, Liepins, and Hillard [153] examines the 
penalty approach, discussing the strengths and weaknesses of various penalty 
function formulations, and illustrates a technique for solving three-dimensional 
constrained problems. However, in the last section of their article the authors 
say: 

"The technique used to solve the three-dimensional problem de­
scribed above can't be generalized since quantities like the trend 
and maximum derivative are seldom available". 

We do not believe this to be a promising direction. For a heavily constrained 
problem, such as the transportation problem, the probability of generating an 
infeasible candidate is too great to be ignored. At the best, the technique based 
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on penalty functions seems to work reasonably well for narrow classes of prob­
lems and for few constraints. 

The difficulties arising in designing a genetic algorithm with penalty func­
tions for a particular constrained problem are discussed later in Section 7.1.7.2. 

Another approach concentrates on the use of special representation map­
pings (decoders) which guarantee (or at least increase the probability of) the 
generation of a feasible solution, and on the application of special repair al­
gorithms to "correct" any infeasible solutions so generated. However, decoders 
are frequently computationally intensive to run [33], not all constraints can be 
easily implemented this way, and the resulting algorithm must be tailored to 
the particular application. The same is true for repair algorithms. Again, we 
do not believe this is a promising direction for incorporating constraints into 
genetic algorithms (see Section 7.1.7.3). Repair algorithms and decoders may 
work reasonably well but are highly problem specific, and the chances of build­
ing a general genetic algorithm to handle different types of constraints based 
on this principle seem to be slim. 

7.1 An evolution program: the GENOCOP system 

We consider a class of optimization problems that can be formulated as follows: 
Optimize a function f(xt, X2, ... , Xq), subject to the following sets of linear 
constraints: 

1. Domain constraints: Ii :::; Xi :::; Ui for i = 1,2, ... , q. We write I:::; x:::; u, 
where I = (It, .. . ,lq), u = (ut, .. . , uq), x = (xt, . .. , xq). 

2. Equalities: Ax = b, where x = (xt, ... ,xq ), A = (a;j), b = (bt, ... ,bp ), 

1:::; i :::; p, and 1 :::; j :::; q (p is the number of equations). 

3. Inequalities: Cx:::; d, where x = (XI,"" Xq), C = (C;j), d = (dt, ... , dm ), 

1 :::; i :::; m, and 1 :::; j :::; q (m is the number of inequalities). 

This formulation is general enough to handle a large class of standard Oper­
ations Research optimization problems with linear constraints and any objective 
function. The example considered later, the nonlinear transportation problem, 
is one of many problems in this class. 

The proposed system (GENOCOP, for GEnetic algorithm for Numerical 
Optimization for COnstrained Problems) provides a way of handling constraints 
that is both general and problem independent. It combines some of the ideas 
seen in the previous approaches, but in a totally new context. The main idea 
behind this approach lies in (1) an elimination of the equalities present in the 
set of constraints, and (2) careful design of special "genetic" operators, which 
guarantee to keep all "chromosomes" within the constrained solution space. This 
can be done very efficiently for linear constraints and, while we do not claim 
these results extend easily to nonlinear constraints, the former class contains 
many interesting optimization problems. 
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7.1.1 The idea 

Before we discuss the details of GENOCOP system, we present a small example 
which should provide some insight into the working of the system. 
Let us assume we wish to optimize a function of six variables: 

subject to the following constraints: 

Xl + X2 + X3 = 5 
X4 + X5 + Xs = 10 
Xl + X4 = 3 
X2 + Xs = 4 
Xl ;::: 0, X2 ;::: 0, X3 ;::: 0, X4 ;::: 0, X5 ;::: 0, Xs ;::: o. 

This problem is equivalent to the transportation problem (see Chapter 9) 
with two sources and three destinations. 

We can take advantage of the presence of four independent equations and 
express four variables as functions of the remaining two: 

X3 = 5 - Xl - X2 

X4 = 3 - Xl 

X5 = 4 - X2 

Xs = 3 + Xl + X2. 

We have reduced the original problem to the optimization problem of a 
function of two variables Xl and X2: 

subject to the following constraints (inequalities only): 

Xl ;::: 0, X2 ;::: 0 
5 - Xl - X2 ;::: 0 
3 - Xl;::: 0 
4 - X2 ;::: 0 

3 + Xl + X2 ;::: o. 
These inequalities can be further reduced to: 

Os Xl S 3 
Os X2 S 4 
Xl + X2 S 5. 

This would complete the first step of our algorithm: elimination of equalities. 

Now let us consider a single point from the search space, x = (Xl, X2) = 
(1.8,2.3). If we try to change the value of variable Xl without changing the 
value of X2 (uniform mutation, see Section 7.1.5), the variable Xl can take any 
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value from the range [0, 5 - X2] = [0, 2.7]. Additionally, if we have two points 
within search space, x = (xt, X2) = (1.8,2.3) and x' = (x~, x~) = (0.9,3.5), 
then any linear combination ax + (1 - a)x', 0 :::; a :::; 1, yields a point within 
search space, i.e., all constraints must be satisfied (whole arithmetical crossover, 
see Section 7.1.5). Therefore, both examples of operators would avoid moving 
a vector outside the constrained solution space. 

The above example explains the main idea behind the GENOCOP system. 
Linear constraints were of two types: equalities and inequalities. We first elim­
inated all the equalities, reducing the number of variables and appropriately 
modifying the inequalities. Reducing the set of variables both decreased the 
length of the representation vector and reduced the search space. Since we were 
left with only linear inequalities, the search space was convex - which, in the 
presence of closed operators, could be searched efficiently. The problem then 
became one of designing such closed operators. We achieved this by defining 
them to be context-dependent, that is, dynamically adjusting to the current 
context. 

Now we are ready to discuss details of the GENOCOP system. 

7.1.2 Elimination of equalities 

Suppose the equality constraint set is represented in matrix form: 

Ax=b. 

We assume there are p independent equality equations (there are easy meth­
ods to verify this), i.e., there are p variables Xill Xi2' ... , Xip ({it, ... , ip} S; 
{1,2, ... ,q}) which can be determined in terms of the other variables. These 
can, therefore, be eliminated from the problem statement, as follows. 

We can split the array A vertically into two arrays Al and A2 , such that 
the j-th column of the matrix A belong to Al iff j E {il , ... , ip}. Thus All 
exists. Similarly, we split matrix C and vectors x, I, u (ie. Xl = (XiI,"" Xip), 

h = (l;I,···,lip )' and UI = (UiI," .,Uip ))' 

Then 

and it is easily seen that 

Using the above rule, we can eliminate the variables XiI" •• , Xip replacing 
them by a linear combination of remaining variables. However, each variable Xij 

(j = 1,2, ... , p) is constrained additionally by a domain constraint: lij :::; Xi, :::; 

Uij' Eliminating all variables Xij leads us to introduce a new set of inequalities: 

h :::; Allb - All A2X2 :::; Ut, 

which is added to the original set of inequalities. 
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The original set of inequalities, 

Cx:::;d, 

can be represented as 

This can be transformed into 

So, after eliminating the p variables Xi!, ••• , Xip ' the final set of constraints 
consists of the following inequalities only: 

1. original domain constraints: 12 :::; x 2 :::; U2, 

3. original inequalities (after removal of Xl variables): (C2 - CIAt l A2)x2 :::; 
d - CIAtlb. 

7.1.3 Representation issues 

As in the previous chapter, we have accepted the floating point representation 
for chromosomes. The floating point representation is, of course, not essential 
to the implementation of this constraints handling methodology. Rather, it was 
selected to simplify genetic operators' definitions and for obtaining a better 
performance of the genetic algorithm itself. 

7.1.4 Initialization process 

A genetic algorithm requires a population of potential solutions to be initialized 
and then maintained during the process. The GENOCOP system generates an 
initial set of potential solutions as follows: 

• a subset of potential solutions is selected randomly from the space of the 
whole feasible region, 

• the remaining subset of potential solutions consists entirely of points on 
the boundary of the solution space. 

Their proportion prop is related to the relative frequences of different opera­
tors: some operators (like boundary mutation, Section 7.1.5) move the offspring 
towards the boundary of the solution space, whereas others (like arithmetical 
crossovers) spread the offspring over the whole feasible space. 
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7.1.5 Genetic operators 

The operators used in the GENOCOP system are quite different from the clas­
sical ones for the following reasons: 

1. We deal with a real valued space Rq, where a solution is coded as a vector 
with floating point type components, 

2. The genetic operators are dynamic, i.e., a value of a vector component 
depends on the remaining values of the vector, 

3. Some genetic operators are non-uniform, i.e., their action depends on the 
age of the population. 

The value of the i-th component of a feasible solution s = (Vb"" vm ) is 
always in some (dynamic) range [l,u]; the bounds 1 and u depend on the other 
vector's values Vb" ., Vi-I, Vi+!, •. . , Vm , and the set of inequalities. We say that 
the i-th component (i-th gene) of the vector s is movable if 1 < u. 

It is important to understand how these differences affect the genetic op­
erators. The first one affects only the way a mutation is performed after an 
appropriate gene has been selected. In contrast, the next two affect both the 
selection of a gene for mutation and the selection of crossover points. They also 
dictate the space (domain) and probability distribution for the mutation and 
the behavior during crossover. 

Before we describe the operators, we present two important characteristics 
of convex spaces (due to the linearity of the constraints, the solution space is 
always a convex space S), which play an essential role in the definition of these 
operators: 

1. For any two points 8} and 82 in the solution space S, the linear combina­
tion a· 8} + (1 - a) . 82, where a E [0,1], is a point in S. 

2. For every point 80 E S and any line p such that 80 E p, P intersects the 
boundaries of S at precisely two points, say 1;° and u;o. 

Since we are only interested in lines parallel to each axis, to simplify the no­
tation we denote by l(i) and Uri) the i-th components of the vectors 1; and u;, 
respectively, where the line p is parallel to the axis i. We assume further that 

l(i) ~ uri)' 
Because of intuitive similarities, we cluster the operators into the standard 

two classes, mutation and crossover. The proposed crossover and mutation op­
erators use the two properties to ensure that the offspring of a point in the con­
vex solution space S belongs to S. However, some operators (e.g., non-uniform 
mutation) have little to do with GENOCOP methodology; they have other "re­
sponsibilities" like fine tuning and prevention of premature convergence. 

Mutation group: Mutations are quite different from the traditional ones with 
respect to both the actual mutation (a gene, being a floating point number, 
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is mutated in a dynamic range) and to the selection of an applicable gene. A 
traditional mutation is performed on static domains for all genes. In such a 
case the order of possible mutations on a chromosome does not influence the 
outcome. This is not true any more with dynamic domains. To solve the problem 
we proceed as follows: we randomly select Pum . pop_size chromosomes for uniform 
mutation, Pbm· pop_size chromosomes for boundary mutation, and Pnm· pop_size 
chromosomes for non-uniform mutation (all with possible repetitions), where 
Pum, Pbm, and Pnm are probabilities of the three mutations defined below. Then, 
we perform these mutations in a random fashion on the selected chromosome. 

• uniform mutation is defined similarly as in the previous chapter: we 
select a random gene k (from the set of movable genes of the given chro­
mosome s determined by its current context). If s~ = (VI' ... ' vrn) is a 
chromosome and the k-th component is the selected gene, the result is a 
vector s~+1 = (VI, ... ,V~, ... ,vrn)' where vI, is a random value (uniform 

probability distribution) from the range [l(Z) , Uri)]. The dynamic values l(i) 
and u(Z) are easily calculated from the set of constraints (inequalities). 

• boundary mutation is a variation of uniform mutation with vk being 

either liz) or Uri) with equal probability. 

• non-uniform mutation, as discussed in the previous chapter, is one of 
the operators responsible for the fine tuning capabilities of the system. 
Let us recall its definition: if s~ = (VI' ... ' Vrn) is a chromosome and the 
element Vk was selected for this mutation from the set of movable genes, 
the result is a vector s~+1 = (VI, ... ,V~, ... ,vm), with k E {I, ... ,n}, and 

if a random digit is 0, 

if a random digit is 1. 

The function 6.(t,y) returns a value in the range [O,y] such that the 
probability of 6.( t, y) being close to ° increases as t increases. This prop­
erty causes this operator to search the space uniformly initially (when 
t is small), and very locally at later stages. We have used the following 
function: 

6.(t,y) = y. (1- r(1-*)b) , 
where r is a random number from [0 .. 1], T is the maximal generation 
number, and b is a system parameter determining the degree of non­
uniformity. 

Crossover group: Chromosomes are randomly selected in pairs for application 
of the crossover operators according to appropriate probabilities. 

• simple crossover is defined as follows: if s~ = (VI' ... ' Vrn) and s~ = 
(WI' ... ' W m ) are crossed after the k-th position, the resulting offspring 
are: 
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S~+I = (Vb"" Vk, Wk+b"" wm) and S~+I = (WI,"" Wk, Vk+b"" v m ). 

Note that the only permissible split points are between individual floating 
points (using float representation it is impossible to split anywhere else). 

However, such an operator may produce offspring outside of the convex 
solution space S. To avoid this problem, we use the property of the convex 
spaces that there exist a E [0, 1] such that 

S~+I = (VI"'" Vk, Wk+I . a + Vk+I . (1 - a), ... , Wm . a + Vm . (1 - a)) E S, 
S;;;I = (WI"'" Wk, Vk+l . a + Wk+I . (1 - a), ... , Vm . a + Wm . (1 - a)) E S. 

The only question yet to be answered is how to find the largest a to 
obtain the greatest possible information exchange: due to the real interval, 
we cannot perform an extensive search. In GENOCOP we implemented 
a binary search (to some depth only for efficiency). Then, a takes the 
largest appropriate value found, or ° if no value satisfied the constraints. 
The necessity for such actions is small in general and decreases rapidly 
over the life of the population. Note that the value of a is determined 
separately for each single arithmetical crossover and each gene . 

• single arithmetical crossover is defined as follows: if s~ = (VI, ... ,vm ) 

and s~ = (WI"'" Wm) are to be crossed, the resulting offspring are s~+1 = 
(VI,""Vk,""vm ) and s~+1 = (Wb""W~"", wm), where k E [I,m], 
v~ = a 'Wk + (I-a) 'Vk, and w~ = a 'Vk+ (1- a) ·Wk. Here, a is a dynamic 
parameter calculated in the given context (vectors sv, sw) so that the 
operator is closed (points X~+I and x~+1 are in the convex constrained 
space S). Actually, a is a random choice from the following range: 

where 

{ 
[max(o:, {3),min(" 0)], 

a E [0,0], 
[maxh, 0), min( 0:, {3)], 

if Vk > Wk, 

if Vk = Wk, 

if Vk < Wk, 

0: = (1(k) - Wk)/(Vk - Wk), {3 = (U(k) - Vk)/(Wk - Vk), 

, = (l(k) - Vk)/(Wk - Vk), 0 = (u(k) - Wk)/(Vk - Wk). 

To increase the applicability of this operator (to ensure that a will be 
non-zero, which actually always nullifies the results of the operator) it is 
wise to select the applicable gene as a random choice from the intersection 
of movable genes of both chromosomes. Again, note that the value of a 
is determined separately for each single arithmetical crossover and each 
gene . 

• whole arithmetical crossover is defined as a linear combination of 
two vectors: if s~ and s~ are to be crossed, the resulting offspring are 
s~+1 = a . s~ + (1 - a) . s~ and S~+I = a . s~ + (1 - a) . s~. This operator 
uses a simpler static system parameter a E [0 .. 1], as it always guarantees 
closure (according to characteristic (1) of this section). 
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7.1.6 An example of the GENOCOP approach 

In this section we present an example of the GENOCOP approach for solving 
a transportation problem (for a full discussion on the transportation problem, 
see Chapter 9). 

We consider the following transportation problem: 

minimize (10XI + 20X3 + llx4 + 12xs + 7X6 + 9X7 + 20xs + 14xlO + 
16xll + 18xI2), 

where (sources): 

Xl + X2 + X3 + X4 = 15 
Xs + X6 + X7 + Xs = 25 
X9 + XlO + Xll + X12 = 5 (*) 

and (destinations): 

Xl + Xs + X9 = 5 
X2 + X6 + XlO = 15 
X3 + X7 + Xll = 15 
X4 + Xs + Xl2 = 10 

Amount transported 
5 15 15 10 

15 Xl X2 X3 X4 

25 Xs X6 X7 Xs 
5 X9 XIO Xll Xl2 

One of these seven equalities can be removed to obtain six independent equa­
tions - we eliminate the equality (*). We can therefore eliminate six variables 
forming vector Xl. The problem specific domain constraints are: 

o ~ Xl ~ 5 o ~ X7 ~ 15 
o ~ X2 ~ 15 o ~ Xs ~ 10 
o ~ X3 ~ 15 o ~ X9 ~ 5 
o ~ X4 ~ 10 o ~ XIO ~ 5 
o ~ Xs ~ 5 o ~ Xll ~ 5 
o ~ X6 ~ 15 o ~ Xl2 ~ 5 

In our notation, 

1 1 1 1 0 0 0 0 0 0 0 0 
0 0 0 0 1 1 1 1 0 0 0 0 

A= 
1 0 0 0 1 0 0 0 1 0 0 0 
0 1 0 0 0 1 0 0 0 1 0 0 
0 0 1 0 0 0 1 0 0 0 1 0 
0 0 0 1 0 0 0 1 0 0 0 1 

(there are six equations, since one equation was eliminated), 
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1 1 1 1 ° ° ° ° ° ° 1 ° 
A I = 1 ° ° ° 1 1 

A2 = 
° 1 ° ° ° ° ° ° 1 ° ° ° ° ° ° 1 ° ° 

b = (15,25,5,15,15,10), 
x = (Xl, X2, X3, X4, Xs, X6, X7, Xs, X9, XlO, Xu, X12), 

Xl = (Xl, X2, X3, X4, Xs, X9), 

x 2 = (X6, X7, Xs, XlO, Xu, XI2), 

1 = (0,0,0,0,0,0,0,0,0,0,0,0), 
It = (0,0,0,0,0,0), 
12 = (0,0,0,0,0,0), 
U = (5,15,15,10,5,15,15,10,5,5,5,5), 
UI = (5,15,15,10,5,5), 
U2 = (15,15,10,5,5,5), 

° ° ° ° ° 1 1 1 ° ° ° ° ° ° ° 1 ° ° 1 ° ° 1 ° ° 1 

° ° ° ° 
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° ° ° ° ° 1 

The set of inequalities (aside from the domain constraints) is empty. It is an 
easy exercise to get: 

Xl = X6 + X7 + Xs + XlO + Xu + Xl2 - 25, 
X2 = 15 - X6 - XlO 

X3 = 15 - X7 - Xu 

X4 = 10 - Xs - Xl2 

Xs = 25 - X6 - X7 - Xs 

X9 = 5 - XlO - Xu - X12 

i.e., Xl = All b - All A2x2 • 

The new inequalities 

are 

° ::; X6 + X7 + Xs + XIO + Xu + Xl2 - 25 ::; 5, ° ::; 15 - X6 - XlO ::; 15, 
0::; 15 - X7 - Xu ::; 15, ° ::; 10 - Xs - Xl2 ::; 10, ° ::; 25 - X6 - X7 - Xs ::; 5, ° ::; 5 - XlO - Xu - X12 ::; 5, 

The above set together with the problem specific domain constraints 
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OS X6 S 15 
OS X7 S 15 
OS Xs S 10 
OS XlO S 5 
OS Xn S 5 
OS X12 S 5 

constitutes the full set of constraints for the new six variable problem. The 
variables are independent and there are now no equations connecting them. 

At this stage the structure of an individual solution is fixed (vector x 2 ). 

Using the initialization routine (Section 7.1.4), a population offeasible solutions 
is created. These individuals undergo evolution; the genetic operators are closed 
in the space of feasible solutions and cause the system to converge. Having 
found the best chromosome x 2 , we restore the original twelve variables: these 
constitute the solution vector. 

An example of a possible uniform mutation follows. 
Assume the following vector undergoes uniform mutation: 

g = (7.70,14.39,0.00,0.79,0.43,3.03) 

and that the second component (corresponding to variable X7) is selected for 
mutation. From the set of inequalities it follows that 

o S X6 + X7 + Xs + XlO + Xn + X12 - 25 S 5, 

which (for fixed X6 = 7.70, Xs = 0.00, XlO = 0.79, Xn = 0.43, X12 = 3.03) gives 

13.05 S X7 S 18.05. 

Other inequalities containing X7 do not impose new limitations; the problem­
specific domain constraints require that X7 S 15. So, this mutation operation 
would change the value of variable X7 from 14.39 into a random value within 
the range [13.05, 15.0j. 0 

7.1.7 Comparison of the GA approaches 

In this section we compare the different genetic algorithm approaches for solving 
constrained optimization problems and our evolution program, the GENOCOP 
system. 

7.1. 7.1 The problem. To get some indication of the usefulness of the pro­
posed approach, we have selected a single example of a 7 x 7 transportation 
problem (Table 7.1) and compared results from different approaches. 

The problem is to minimize a function 

subject to fourteen (thirteen independent) equations: 
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20 20 20 23 26 
27 Xl X2 X3 X4 X5 

28 X8 X9 XIO Xu X12 

25 XI5 Xl6 XI7 Xl8 Xl9 

20 X22 X23 X24 X25 X26 

20 X29 X30 X31 X32 X33 

20 X36 X37 X38 X39 X40 

20 X43 X44 X45 X46 X47 

Table 7.1. The 7 X 7 transportation problem 

Xl + X2 + X3 + X4 + X5 + X6 + X7 = 27 
X8 + X9 + XIO + Xll + X12 + Xl3 + Xl4 = 28 
Xl5 + Xl6 + Xl7 + Xl8 + Xl9 + X20 + X21 = 25 
X22 + X23 + X24 + X25 + X26 + X27 + X28 = 20 
X29 + X30 + X31 + X32 + X33 + X34 + X35 = 20 
X36 + X37 + X38 + X39 + X40 + X41 + X42 = 20 
X43 + X44 + X45 + X46 + X47 + X48 + X49 = 20 

Xl + X8 + Xl5 + X22 + X29 + X36 + X43 = 20 
X2 + X9 + Xl6 + X23 + X30 + X37 + X44 = 20 
X3 + XIO + Xl7 + X24 + X31 + X38 + X45 = 20 
X4 + Xll + Xl8 + X25 + X32 + X39 + X46 = 23 
X5 + Xl2 + Xl9 + X26 + X33 + X40 + X47 = 26 
X6 + Xl3 + X20 + X27 + X34 + X41 + X48 = 25 
X7 + X14 + X21 + X28 + X35 + X42 + X49 = 26 

25 26 
X6 X7 

XI3 Xl4 

X20 X21 

X27 X28 

X34 X35 

X41 X42 

X48 X49 

The behavior of nonlinear optimization algorithms depends markedly on 
the form of the objective function. It is clear that different solution techniques 
may respond quite differently. 

For purposes of testing, we have arbitrarily classified potential objective 
functions into those that might conceivably be seen in practical OR problems 
(practical), those that are mainly seen in textbooks on optimization (reason­
able) and those that are more often seen as difficult test cases for optimization 
techniques (other). In brief, these may be described as follows: 

• practical functions 
Typically piece-wise linear cost functions, these appear often in practice 
either because of data limitations or because the operation of the facility 
has domains where different costs apply. Often they are not smooth and 
certainly the derivatives can be discontinuous. They will often cause dif­
ficulties for gradient methods though approximations to turn them into 
differentiable functions are possible. Examples: A(x) and B(x). 
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• reasonable functions 
These functions are smooth and often simple powers of the flows. They 
can be further classified into convex and concave functions. Examples: 
C(x) and D(x). 

• other functions 
These typically have multiple valleys (or peaks) with sub-optima that will 
cause difficulties for any gradient method. They are invented as severe 
tests of optimization algorithms and, we conjecture, infrequently appear 
in practice. Examples: E(x) and F(x). 

Listed below are the two examples from each group of objective functions 
used in the tests. They are all separable functions of the components of the 
solution vector with no cross terms. The continuous versions of their graphs 
(already modified for the GAMS system) are presented in Figure 7.1. 

• function A 

A(x) = 

0, if 0 < x :::; S 
Cij, if S < x :::; 2S 
2Cij, if 2S < x :::; 3S 
3Cij, if 3S < x :::; 4S 
4Cij, if 4S < x :::; 5S 
5Cij, if 5S < x 

where S is less than a typical x value. 

• function B 

{ 
Cij ~, if 0 :::; x :::; S 

B(x) = Cij, if S < x:::; 2S 
cij(l + "'-;8), if 2S < x 

where S is of the order of a typical x value. 

• function C 

• function D 
D( x) = Cij"/X 

• function E 

1 1 1 
E(x) = cij(l + (x _ 2S)2 + 1 + (x - ~S)2 + 1 + (x - tS )2) 

where S is of the order of a typical x value. 

• function F 
F(x) = cijx(sin(x ~;) + 1) 

where S is of the order of a typical x value. 
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Objective function A arc cost (parameter - 10) Objective function B arc cost (parameter = 5) 
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Objective function C arc cost Objective function D arc cost (parameter = 1) 
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Objective function E arc cost Objective function F arc cost 
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:; 
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Flow on arc Flow on arc 

Fig. 7.1. Six test functions A - F 

The objective function for the transportation problem is of the form 

where f(x) is one of the functions above, the parameters C;j are obtained from 
the parameter matrix (see Figure 7.2), and S is obtained from the attributes 
of the problem to be tested. To derive S, it is necessary to estimate the value 
of a typical x value; this was done by the way of preliminary runs to estimate 
the number and magnitudes of non-zero Xij'S. In this way the average flow on 
each arc was estimated and a value for S found. For function A we used S = 2, 
while for B, E, and F, we used S = 5. 
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Note that the objective function is identical on each arc, so a cost-matrix was 
used to provide a variation between arcs. The matrix provides the c;/s which 
act to scale the basic function shape, thus providing 'one degree' of variability. 

7.1.7.2 Penalty functions. The major issue in using the penalty function 
approach is assigning weights to the constraints: these weights play the role of 
penalties if a potential solution does not satisfy them. In experiments for the 
above transportation problem, the evaluation function, eval, is composed of the 
optimization function f and the penalty P: 

eval(x) = f(x) + P, 

For our experiments we have used a suggestion [153] to start with relaxed 
penalties and to tight them as the run progresses. We used 

t) - 14 P = k . (T P • f . 2:i=l di 

where 1 is the average fitness of the population at the given generation t, k and 
p are parameters, T is the maximum number of generations, and di returns the 
"degree of constraint violation". For example, for a constraint 

2:iEWXi = val, W ~ {1, ... ,49}, 

and a chromosome (VI' ••• , V49), the penalty (degree of constraint violation) di 

IS 

di = I 2:iEW Vi - vall· 

We experimented with various values of p (close to 1), k (close to 14, where 
14 is total number of constraints), and T = 8000. 

This method did not lead to feasible solutions: in over 1200 runs (with 
different seeds for random number generator and various values for parameters 
k and p) the best chromosomes (after 8000 generations) violated at least 3 
constraints in a significant way. For example, very often the algorithm converged 
to the solution where the numbers on one diagonal were equal to 20 and all 
others were zeros: 

Xl = X9 = X17 = X25 = X33 = X41 = X49 = 20 
and Xi = 0 for other i. 

It is interesting to compare this "solution" with the arc parameter matrix given 
in Figure 7.2: this matrix has zeros on the diagonal, which was the reason for 
the faulty convergence. 

It should be clear that the methods based on penalty functions must fail for 
such a heavily constrained problem. The presence of fourteen constraints (which 
are equations) reduces the probability of locating a feasible solution; when all 
constraints are essential and must be satisfied, the chances for finding a feasible 
solution are less than slim. 
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Number of Sources: 7 
Number of Destinations: 7 
Source Flows: 27 28 25 20 20 20 20 
Destination Flows: 20 20 20 23 26 25 26 

Arc Parameter Matrix (Source by Destination): 

0 21 50 62 93 77 1000 
21 0 17 54 67 1000 48 
50 17 0 60 98 67 25 
62 54 60 0 27 1000 38 
93 67 98 27 0 47 42 
77 1000 67 1000 47 0 35 

1000 48 25 38 42 35 0 

Fig. 7.2. Example problem description 

7.1.7.3 Repair algorithms. Since the genetic operators often change a fea­
sible solution of the transportation problem into a nonfeasible one, we may try 
to design appropriate repair algorithms for each operator to restore feasibility. 

There are several problems to resolve. To simplify discussion, we will view 
a solution as a table. Assume that two random points (Vi and Vm , where i < m) 
are selected such that they do not belong to the same row or column. Let us 
assume that Vi, Vi> Vk, Vm (i < j < k < m) are components of a solution-vector 
(selected for mutation) such that Vi and Vk, as well as Vj and Vm , belong to a 
single column, and Vi and Vj, as well as Vk and Vm , belong to a single row. That 
is, in matrix representation: 

Vi Vj 

Assume that mutation changes the value of Vi. Further assume, that the 
new value for the Vi component of the solution vector is now Vi + C (c > 0). The 
easiest repair algorithm would update the bits for the three other components 
of solution vector Vj, Vk, Vm , in the following way: 

• vj = Vj - c, 

• v~ = Vk - C, 
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• v:" = Vm + C. 

However, it may happen that Vj < c, Vk < c, or that v:" > Um (urn IS 

the maximum value from the domain of variable xm ). We could set C = 
min(Vj,Vk,Um - vrn), and the repair algorithm would work. 

The situation is more complex if we try to repair a chromosome after ap­
plying the crossover operator. Breaking a vector at a random point could result 
in a pair of chromosomes violating numerous constraints. IT we try to modify 
these solutions to obey all constraints, they would lose most similarities with 
the parents. Moreover, the way to do this is far from obvious: if a vector x 
is outside the search space, "repairing" it might be as difficult as solving the 
original problem. Even if we succeeded in building a system based on repair 
algorithms, such a system would be highly problem specific with little chances 
for generalizations. 

For these reasons we have not developed any system based on this approach. 
However, we developed another system using specialized data structures and 
operators: the system (GENETIC-2) is described in Chapter 9. 

7.1.7.4 The GENOCOP system. In the selected problem, there are thirteen 
independent and one dependent equality constraint sets; therefore, we eliminate 
thirteen variables: Xl, ... , Xs, X15, X22, X29, X36, X44. All remaining variables are 
renamed YI, .•. , Y36, preserving order, i.e., YI = X9, Y2 = XIO, ... , Y6 = X14, 
Y7 = X16, ... , Y36 = X49' Each chromosome is a float vector (YI, ... , Y36). Each 
of these variables has to satisfy four two-sided inequalities resulting from the 
original domains and our transformations. For example, for the first variable YI 
(which corresponds to the original X9) we have: 

o ::; YI ::; 20 

93 - Ef~2 Yi + Y31 ::; YI ::; 113 + Y31 - Ef~2 Yi 

Ef!31 Yi - 20 - Y7 - Yl3 - Yl9 - Y25 ::; YI ::; Ef!31 Yi - 20 - Y7 - Y13-

Y19 - Y25 

8 - E~=2 Yi ::; YI ::; 28 - E~=2 Yi· 

The GENOCOP finds an optimal chromosome after a number of genera­
tions, and the equalities allow us to restore the original forty-nine variables; 
these constitute the sought solution. 

Again, for each function (A-F) we have repeated 3 separate runs of 8,000 
generations; the best of those are reported in Table 7.2, along with intermediate 
results at some generation intervals. 

The times of computations in the GENOCOP system are not meaningful; 
this is due to the pilot implementation of the system for the 7 x 7 problem, 
which was partially hard-coded. The parameters used by GENOCOP in all runs 
are displayed in Table 7.3. 
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Generations 
Function· 1 100 500 1,000 2,000 4,000 8,000 

A 1085.8 856.5 273.4 230.5 153.0 94.5 24.15 
B 932.4 595.8 410.6 258.4 250.3 209.2 205.60 
C 83079.1 28947.2 14122.7 4139.0 2944.1 2772.7 2571.04 
D 1733.6 1106.9 575.3 575.3 480.2 480.2 480.16 
E 225.2 207.2 204.9 204.9 204.9 204.9 204.82 
F 3799.3 1719.0 1190.1 550.8 320.9 166.4 119.61 

Table 7.2. Progress of the GENOCOP for the 7 X 7 transportation problem 

Parameter Value 
pop..size 40 
probJllutum .08 
probJllutbm .03 
probJllutnm .07 
prob_crosssc .10 
prob_crosssa .10 
prob_crosswa .10 
a .25 
b 2.0 
prop 0.5 

Table7.3. Parameters used for the GENOCOP on the 7 X 7 transportation prob­
lem: population size (pop..size), probability of uniform mutation (probJllutum), prob­
ability of boundary mutation (probJllutbm), probability of non-uniform mutation 
(probJllutnm ), probability of simple crossover (prob-<:rosssc), probability of single 
arithmetical crossover (prob_crosssa ), probability of whole arithmetical crossover 
(prob_crosswa ), a coefficient (a) for whole arithmetical crossover, a coefficient (b) for 
function /::;. of the non-uniform mutation, and prop, the proportion of initial potential 
solutions from the boundary of the solution space (Section 7.1.4) 

7.1. 7.5 Comparison. In testing an optimization algorithm on a linear prob­
lem it is possible to compare its solution with the known global optimum found 
using the standard linear programming technique - and, therefore, to deter­
mine how efficient the optimization algorithm is in absolute terms. For nonlinear 
objective functions the optimum may not be known. In such cases the results 
must be compared with those of other systems that can converge to a possibly 
good optimum. 

We have chosen to compare the GENa COP algorithm with GAMS [24]: we 
used the MINOS version of the optimizer. 
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Forfunctions C, E, and F, the GAMS application was straightforward: using 
built-in nonlinear functions. Due to the requirement for gradient estimation of 
objective functions, GAMS could not handle functions A, Band D directly. 
In the case of A and B, the expression could not be formulated in GAMS 
while in the case of D (the square root function) difficulty was encountered in 
measuring gradients near zero. Therefore, we made the following modifications 
to the problem for the GAMS runs: 

• function A 
Separate arc-tangent functions are used to approximate each of the five 
steps. A parameter, PA, was used to control the 'tightness' of the fit. The 
cost on arc [i,j] is: 

• function B 

[ 

arctan(PA(xij - S))/rr + ~ + 1 
arctan(PA(Xij - 2S))/rr + ~ + 

Cij· arctan(PA(Xij - 3S))/rr + ~ + 
arctan(PA(Xij - 4S))/rr + ~ + 
arctan(PA(Xij - 5S))/rr + ~ 

The arc-tangent function was again used, this time to approximate each 
of the three gradients. A parameter, PB , was used to control the tightness 
of the fit. The cost on arc [i,j] is: 

• function D 
In order to avoid gradient problems at or near zero, the function D was 
changed to: 

D'(x) = D(x + E) . 

For each problem, multiple GAMS runs were made under different values 
of the parameter and the best result chosen. (The final objective function was 
calculated after the optimization based on the true function, rather than the 
modified function used within the optimization itself). GAMS was run on an 
Olivetti 386 with a math co-processor. 

The comparative results of GAMS and GENOCOP are reported in Table 
7.4. In addition, all the best transportation flows for both systems and all six 
functions are given in Figure 7.3. 

It is clear that the proposed method performs much better than than the 
commercial package GAMS for most of the problems attempted. It is interesting 
to see that for practical cost functions (A and B) and for highly "irregular" cost 
function (F), the performance of GENOCOP is very good. For other functions 
(relatively smooth) the performance of GAMS and GENOCOP is quite similar. 
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Function GAMS GENOCOP % difference 
A 96.00 24.15 +297.52% 
B 1141.60 205.60 +455.25% 
C 2535.29 2571.04 -1.41% 
D 565.15 480.16 +17.70% 
E 208.25 204.82 +1.67% 
F 43527.54 119.61 +36291.22% 

Table 7.4. GENOCOP versus GAMS: results for 7 X 7 problem with cost matrix of 
Figure 7.2 

Comparing GENOCOP and GAMS we should also stress the fact that the 
GENOCOP system allows the user to provide the desired number of iterations, 
which influences the precision of the result. Also, any time during the execution 
of the program the user can request a current solution which always obeys the 
constraints. On the other hand, the GAMS is "all or nothing" proposition. An 
additional difference is that the GENOCOP's user can declare any function for 
optimization, as a C procedure. An example declaration (for function A) may 
look like: 

sum = O.Oj 
for (i = OJ i < kj + + i) 

for (j = OJ j < nj + + j){ 

} 

if ((x[i]b] 2:: 0.0) && (x[i]b] S 2.0) 
sum = sumj else 

if ((x[i]b] > 2.0) && (x[i]b] S 4.0)) 
sum = sum + cost[i][j] * x[i]b]/5.0j else 

if ((x[i]b] > 4.0) && (x[i]b] S 6.0)) 
sum = sum + 2 * cost[i]b] * x[i]b]/5.0j else 

if ((x[iW] > 6.0) && (x[i]b] S 8.0)) 
sum = sum + 3 * cost[i]b] * x[i]b]/5.0j else 

if ((x[i]b] > 8.0) && (x[i]b] S 10.0)) 
sum = sum + 4 * cost[i]b] * x[i][j]/5.0j else 

if (x[i]b] > 10.0) 
sum = sum + 5 * cost[i]b] * x[i]b]/5.0j 

Note that the implemented function is not continuous. On the other hand, 
in GAMS the user has to approximate such a noncontinuous function by a 
continuous one, as we did and discussed earlier in this section. 

The much better results of GENOCOP against GAMS are mainly due to the 
fact that GENOCOP does not make any assumptions on the characteristic of 
the optimized function. Because of that, GENOCOP avoids some local optima 
which are reported as final solutions in the other system. 
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GENOCOP: function A Cost = 24.15 
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Fig. 7.3. Transportation flows 
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It also seems that the set of parameters we used for our experiments in 
GENOCOP should give satisfactory performance for many types of functions 
(in all experiments for all functions A-F the set of parameters was invariant; we 
were changing only the seed for the random number generator). However, some 
further experiments are required, and it might be desirable to add a parameter 
tuning module to the GENOCOP system. 
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7.2 An evolution program: the G AFOC system 

Now we return to dynamic control problems discussed earlier in the previ­
ous chapter. Let us denote by x = (xo, ... , XN) a vector of states, and by 
u = (uo, ... , UN-I) a vector of controls of a system. We consider a class Z of 
optimization problems with a linear state equation, that can be formulated as 
follows: 

Optimize a function J(x, u), subject to 

k = 0,1, .. . ,]V - 1, 

and some (or all) constraints from the following categories: 

1. Final state XN = C, where C is some constant, 

2. Boundaries for all states: a :s; Xk :s; (3, k = 1, ... , ]V, 

3. Boundaries for all controls: , :s; Uk :s; 8, k = 0, 1, ... ,]V - 1, 

4. Relationship between states and controls, rXk :s; Uk or rXk ?:: Uk, k = 

0,1, ... ,]V - 1. 

For a given problem, parameters a and b are given together with the initial state 
Xo of the system and the objective function J. 

This formulation is general enough to handle a large class of standard dis­
crete optimal control problems. In Chapter 6 we considered three optimal con­
trol problems as test cases for new "genetic" operators responsible for fine local 
tuning. The first two, the linear-quadratic problem and the harvest problem 
belong to the class Z. The linear-quadratic problem was to minimize a function 
J: 

J(x, u) = q. xJv + 2:,;:0:01(8' X~ + r· u~), 
subject to 

xk+l=a,xk+b'Uk, k=O,I, ... ,]V-l. 

Note that we do not have any additional constraints here (a" = -00, (3,8 = 
+00). 
The harvest problem was defined as maximization of the function J: 

J ( u) = Z=;:O:01 VUk, 
subject to the equation of growth 

(i.e., b = -1). Additionally, there was one final state constraint Xo = XN, (i.e., 
XN = C, where the constant C has the same value as initial state xo), and 
Uk ?:: ° (i.e., , = 0) for k = 0, ... ,]V - 1. 

In this section we present an evolution program (GAFOC, for Genetic Al­
gorithm For Optimal Control problems) for the class of problems in Z. This 
class includes typical (daily life) applications of optimal control problems. 
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7.2.1 GENOCOP and GAFOC 

Note that since every state Xk+1 is a (linear) function of the previous state Xk 

and a control Uk, the objective function J(x, u) depends only on a control vector 
u. Also, every state Xk is a function of Xo, and Uo, ... ,Uk-I, i.e., 

k + b "k-I i Xk = a Xo L-i=O a Uk-I-i, 

(k = 1,2, ... , N). In all considered constraints (which, for problems in Z, are 
linear) on components of the vector u , we can replace Xk by the above (linear) 
expression. In that way we can transform any problem in Z into an optimization 
problem with linear constraints. In other words, the set of problems solvable by 
GAFOC is a subset of problems solvable by GENOCOP system. 

For example, the linear-quadratic problem becomes: 

minJ(u) = q. (aN. Xo + b2:=f:"(/ a i UN_I_i)2+ 

s· (X5 + u5) + 2:=t',;/ (s . (ak Xo + b 2:=7':-~ aiUk_I_i)2 + r . uD· 

The harvest problem is: 

max J ( u) = 2:=t'';OI y'Uk, 

subject to 

_ _ N "N-I i d 
Xo - XN - a • Xo - L-i=O a Uk-I-i an 
Uk ?:: 0, for k = 0,1, ... ,N - 1. 

If we can use GENOCOP to optimize these problems, what would be the 
advantage of building a specific evolution program (GAFOC) for optimal control 
problems (from the class of problems Z)? 

Actually, there are some advantages. Throughout the book we see a tradeoff 
between weaker and stronger methods for problem solving. Genetic algorithms 
as such are too weak to be useful in many applications. This is why we incorpo­
rated problem-specific knowledge into our systems, getting evolution programs. 
GENOCOP is a stronger method than a GA and can be applied to a function 
with linear constraints only. The results of GENOCOP were much better than 
those of GAs. We hope for the same edge when we move closer to the specific 
class of optimal control problems. GAFOC should outperform GENOCOP for 
the problems from Z. 

We use similar reasoning in Chapter 9, where we discuss an evolution pro­
gram (GENETIC-2) for the linear transportation problem. GENETIC-2 works 
only for transportation problems (which are a subset of problems handled by 
the GENOCOP system because of the linear constraints), and gives slightly 
better results than GENOCOP. 

The second advantage of building a specific evolution program for optimal 
control problems is a possibility of generalizing the system into one which han­
dles nonlinear state equations: we can have 
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where the function 9 need not be linear. In fact, if the above equation provides 
the value of Uk as a function of Xk and Xk+l, i.e., 

Uk = h(Xk' Xk+I), k = 0,1, ... , N - 1, 

then after a few modifications, the system GAFOC would still function. 
An additional reason for presenting the GAFOC system is to demonstrate 

the elegance and efficiency of an evolution program developed for a particu­
lar class of problems. Note that the classical GA, as a weak method, would 
maintain a population of potential solutions (vectors u). During the evaluation 
part, the GA system would generate a sequence of states (x) and impose some 
penalties for those states which are outside the bounds [0',,8] or which do not 
satisfy other constraints (Uk:::; Xk, Uk 2: Xk, or XN = C). This approach would 
have little chance of generating any legitimate solution. On the other hand, 
an evolution program would use problem-specific knowledge (i.e., for the class 
of problems Z) to hide the constraints using appropriate data structures and 
"genetic" operators. We discuss these issues in the next section. 

7.2.2 The GAFOC system 

We discuss the major components of the GAFOC system in turn. 

7.2.2.1 Representation. As in the GENOCOP system, GAFOC maintains 
a population of float number vectors; each vector u = (uo, Ull ... ,UN-I) is a 
control vector for any problem in Z. 

7.2.2.2 Initial population. As discussed at the beginning of this section, 
there are a few constraints which may appear for a given problem. These are: 

1. Final state XN = C, where C is a constant, 

2. Boundaries for states: a :::; Xk :::; ,8, k = 1, ... ,N, 

3. Boundaries for controls: I :::; Uk :::; 8, k = 0,1, ... , N - 1, 

4. Relationship between states and controls, TXk :::; Uk or TXk > Uk, k 
O,l, ... ,N-1. 

The GAFOC system initializes a population in a way that all of these con­
straints are satisfied. The procedure initialization used by the GAFOC system 
is described below: 
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procedure initialization; 
begin 

success = FALSE 
status = TRUE 
if (TXk :::; Uk) then left = TRUE else left = FALSE 
if (TXk 2: Uk) then right = TRUE else right = FALSE 
if (XN = C) then final = TRUE else final = FALSE 
k=O 
repeat 

if left then lhs = TXk else lhs = -00 

if right then rhs = TXk else rhs = +00 

if (b > 0) then 
left-range = max{( a - a . xk)/b", lhs} 
right-range = min{(,8 - a· xk)/b,o,rhs} 

else left-range = max{(,8 - a . xk)/b", lhs} 
right-range = min{ (a - a . xk)/b, 0, rhs} 

if right-range - left-range < 0 then status = FALSE 
if status then generate the k-th component of the vector u, such that: 

left-range:::; Uk :::; right-range 
calculate Xk+l = a . Xk + b· Uk 
k=k+l 

until k = N 
if final then UN-l = (C - a· xN-t}/b 
if (maxb, lhs} :::; UN_I:::; min{ 0, rhs} AND status) then success = TRUE 

end 

The Boolean variables left, right, and final are initialized to TRUE if the problem 
requires relationship between states and controls (TXk :::; Uk or TXk 2: Uk) or a 
constraint on its final state (XN = C), respectively, otherwise they are initialized 
to FALSE. Next Boolean variable, status, is initialized to TRUE; its value is 
changed into FALSE if it is impossible to generate Uk, i.e., right-range is smaller 
than left-range in some iteration. The last Boolean variable, success, retains 
is initial value TRUE only if the initialization procedure generated a control 
vector (status = TRUE) and the vector satisfies all constraints. 

The procedure initialization generates a control vector U; for b > 0, its 
k-th component is randomly selected from the range 

max{( a - a . xk)/b", lhs} :::; Uk :::; min{(,8 - a . Xk)/b, 0, r·hs} 

(the range is different for b < 0). The presence of, and ° in the above formula 
is clear: all controls Uk must be taken from the range b, oj. Also, if Xk :::; Uk, 
then lhs = Xk, enforcing this relationship between state and control (similarly 
for Uk :::; Xh, rhs = Xk). Finally, 

is equivalent to (b > 0) 
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and to 

which guarantee that the next state, Xk+1 stays in boundaries [a, .B]. Similar 
reasoning applies to the case of b < o. 

If XN = C (i.e., final = TRUE), the procedure replaces the last component 
of the vector u: 

UN-l = (C - a· XN_l)/b. 

This implies 

XN = a· XN-l + b· UN-l = C, 

however, the new component UN -1 need not belong to the range b, S], nor satisfy 
relationship between state and control (rxN_l ~ UN_lor UN-l ~ rXN-l). In 
such a case the initialization would fail (success = FALSE). 

The success rate of such initialization procedure might be quite low - let 
us consider the following example. 

Assume a = O,.B = 4, I = -1, S = 1, Xo = 1, a = 2, b = 1. This means that 

0~xk~4, 

-1 ~ Uk ~ 1, 
Xk+l = 2 . Xk + Uk, 

Xo = 1, 

for k = 0, ... , N - 1. 
The first component Uo of the control vector is randomly selected from the 

range [-1, +1]: for any number e from this range, the next state Xl = 2·xo+e = 
2+e stays within its boundaries, [0,4]. Assume, then, that the procedure selects 
e = 0.6 as the value of the Uo; consequently, Xl = 2.6. However, during the next 
iteration, it is impossible to generate value for Ul: even for the smallest Ul = -1, 
the value for the next state X2 = 2 . Xl + Ul = 5.2 - 1 = 4.2, which is outside 
the required range. Consequently, status = FALSE and success = FALSE. 

It seems that for the above problem the generated values of control vector u 
should stay very low (close to -1) all the time. One "larger" value of Uk would 
push the state component outside the required range in the next few iterations. 
This is why the initialization procedure, for cases like the above example, may 
have a low success rate. 

To increase the success rate of the initialization procedure, a minor modi­
fication was introduced: we modified the way the components of the vector u 
are generated. First we select a random fraction p. from the range [0, 1] and the 
random bit b (0 or 1). If b = 0 we generate components of the vector u from 
the range [left-range, r], if b = 1 we generate components of the vector u from 
the range [r, right-range], where r =left-range + (right-range - left-range)·p.. 
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Let us refer to the last example to see the improvement. If f1 = 0.02 and b = 
0, the first component of the vector u is generated from the range [-1, -0.96]. 
Consequently, the resulting state Xl stays within the range [1,1.04]. Note that 
f1 = 0.02 and b = 0 stay constant through all iterations during the initialization 
of a single vector u, resulting in values Uk close to -1. This allows us to build 
much longer vectors than with random selection from the range [-1, 1]. 

We performed many experiments with the initialization procedure on many 
optimal control problems. For all test cases of the linear-quadratic problem 
(Chapter 6, Figure 6.2) the success rate of the initialization procedure was 
100%, for other problems (like the harvest problem), the success rate was lower. 
However, the performace of the initialization procedure is not very important: 
the procedure is run only once at the beginning of the evolution program until 
we complete the whole set of individuals of the population. 

7.2.2.3 Evaluation. For any problem in Z, the objective function J is given. 
As described earlier, any control vector u implies all states Xk, (k = 1, ... , N), 
hence eval(u) = J(u,x). 

7.2.2.4 Genetic operators. The operators used in the GAFOC system were 
already described in Chapter 6. 

The arithmetical crossover, defined as a linear combination of two (legiti­
mate) control vectors, u l and u 2 : 

u = a· u l + (1 - a) . u 2 , 

always produces a legitimate solution (for a E [0 .. 1]). This means that if a 
pair of control vectors u l = (U6," . ,utv_l) and u 2 = (u5, .. . ,UJ..,_l) satisfy all 
constraints: 

a ~ xi ~ /3, for k = O, ... ,N, and i = 1,2, 
I ~ ui ~ 8, for k = 0, ... , N - 1, and i = 1,2, 
ui ~ Txi (or Txi ~ ui), for k = 0, ... ,N -1, and i = 1,2, and 
xiv = C, for i = 1,2, 

then their offspring u = (uo, ... , UN -1) (after applying arithmetical crossover) 
would satisfy these constraints as well: 

a ~ Xk ~ /3, for k = 0, ... ,N, 
I ~ Uk ~ 8, for k = 0, ... ,N - 1, 
Uk ~ TXk (or TXk ~ Uk), for k = 0, ... , N - 1, 
XN= C. 

The simple crossover, however, may produce non-legitimate offspring: the par­
ents 

u l = (U6,' .. ,Utv_l) and 
u 2 = (u5,···,uJ..,_1) 
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(for some 0 :::; k :::; N - 2). The last components of these vectors are modified 
into 

U'}Y_l = (C - a· x'}Y_l)/b and U'7v_l = (C - a· X'7v_l)/b, 

where Xll and X,2 are new state vectors resulting from controls ull and U'2. 

The vectors u ll and U,2 need not satisfy the constraints: for example u'! = u; 
(p > k) was selected from the range 

[(a - a· x!)/b, (f3 - a· x!)/bJ, 

whereas now u'! must satisfy 

[(a - a· x'!)/b, (f3 - a· x'!)/bj. 

The system would discard such offspring to maintain a population of legitimate 
individuals only. However, as the evolution process progresses, the success rate of 
simple crossover would increase: this is due to the convergence of the population. 

The non-uniform mutation is responsible for the fine-tuning capabilities of 
the system. Again, its usefulness increases (together with its success rate) along 
with the evolution process. 

7.2.2.5 Parameters. For all experiments, we have used pop..J3ize = 70. 
The runs were made for 40,000 generations. The parameter a (for arithmeti­
cal crossover) was 0.25; the probability of applying arithmetical and simple 
crossovers were Pac = 0.15 and Psc = 0.05, respectively. The probability of 
applying non-uniform mutation was Pnm = 0.10. 

7.2.3 Experiments and results 

We have performed a series of experiments with the GAFOC system. Some 
of the results were reported earlier in Chapter 6, where we tested specialized 
operators on three optimal control problems. Below we report the results on 
another test problem, which involves some yet untested constraints. 
The selected test case was the problem of optimal allocation between consump­
tion and investment: 

subject to 

Xk+l = a(xk - Uk), for k = 0,1, ... , N - 1, 

and additional constraints: 
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Xk 2: 0, for k = 0,1, ... ,N, 
Uk 2: 0, for k = 0,1, ... ,N -1, and 
Uk S Xk, for k = 0,1, ... ,N - 1 (right = TRUE, left = FALSE, 
7' = 1). 

The optimal control vector for this problem is given by the formula 

A JAI/" Uk = Xk k' 

where A~/" satisfies the difference equation 

A I /" 1 A I /" 
k = + I' k+I> 

where AN is given (AN = s), and 1 = (q. al-")l/,,. 
The optimal value of the objective function is 

It is possible to show that for N ---t 00 

Uk ---t (1 - I)Xk, and 
J* ---t x~-" j(1- I)"· 

The problem was solved for the following parameter values: a = 1.02, q = 0.95, 
s = 0.5, v = 0.5, Xo = 1, and N = 5,10,20,45. The initialization procedure 
gave a success rate of 100% for the above problem. After 10,000 generations, 
the GAFOC system provided exact (i.e., six decimal places) solutions for N = 
5,10,20, and 45 (see Table 7.5). 

N Exact solution GAFOC Error 
5 2.105094 2.105094 0.000% 

10 2.882455 2.882455 0.000% 
20 3.198550 3.198550 0.000% 
45 3.505587 3.505587 0.000% 

Table7.5. Comparison of solutions for the optimal allocation problem 

We did not compare the results of GANOCOP and GAFOC, since the full 
version of the GENOCOP system is still under construction. However, we ex­
pect GAFOC, as a stronger method which incorporates problem-specific knowl­
edge by means of representing state and control vectors separately, to perform 
better than GENOCOP on optimal control problems. A similar experiment is 
described in Chapter 9, where we compare GENETIC-2 (a system for opti­
mizing transportation problems) with GENOCOP. As expected, GENETIC-2 
perform better than GENOCOP. 
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It were not best that we should think alike; 
it is difference of opinion 

that makes horse races. 

Mark Twain, Pudd'nhead Wilson 

Evolution strategies (ESs) are algorithms which imitate the principles of natural 
evolution as a method to solve parameter optimization problems [7], [162]. They 
were developed in Germany during the 1960s. As stated in [162]: 

"In 1963 two students at the Technical University of Berlin met and 
were soon collaborating on experiments which used the wind tun­
nel of the Institute of Flow Engineering. During the search for the 
optimal shapes of bodies in a flow, which was then a matter of labori­
ous intuitive experimentation, the idea was conceived of proceeding 
strategically. However, attempts with the coordinate and simple gra­
dient strategies were unsuccessful. Then one of the students, Ingo 
Rechenberg, now Professor of Bionics and Evolutionary Engineer­
ing, hit upon the idea of trying random changes in the parameters 
defining the shape, following the example of natural mutations. The 
evolution strategy was born." 

(The second student was Hans-Paul Schwefel, now Professor of Computer Sci­
ence and Chair of System Analysis). 

Early evolution strategies may be perceived as evolution programs where a 
floating point number representation is used, with mutation being the only re­
combination operator. They have been applied to various optimization problems 
with continuously changeable parameters. Only recently they were extended for 
discrete problems [7], [84]. 

In this chapter we describe the early ESs based on a two-member population 
and the mutation operator, and various multimembered population ESs (Section 
8.1). Section 8.2 compares ESs with GAs. Section 8.3 presents other strategies 
proposed recently by various researchers. 
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8.1 Evolution of evolution strategies 

The earliest evolution strategies were based on a population consisting of one 
individual only. There was also only one genetic operator used in the evolution 
process: a mutation. However, the interesting idea (not present in GAs) was to 
represent an individual as a pair of float-valued vectors, i.e., v = (x, (T). Here, 
the first vector x represents a point in the search space; the second vector (T IS 

a vector of standard deviations: mutations are realized by replacing x by 

Xt+l = xt + N(O, (T), 

where N(O, (T) is a vector of independent random Gaussian numbers with a 
mean of zero and standard deviations (T. (This is in accordance with the biolog­
ical observation that smaller changes occur more often than larger ones.) The 
offspring (the mutated individual) is accepted as a new member of the popula­
tion (it replaces its parent) iff it has better fitness and all constraints (if any) are 
satisfied. For example, if f is the objective function without constraints to be 
maximized, an offspring (xt+1, (T) replaces its parent (xt, (T ) iff f(x t+l ) > f(xt ). 

Otherwise, the offspring is eliminated and the population remain unchanged. 

Let us illustrate a single step of such an evolution strategy, considering a 
maximization problem we used as an example (for a simple genetic algorithm) 
in Chapter 2: 

f( XI, X2) = 21.5 + XI • sin( 47rXI) + X2 • sin(207rX2), 

where -3.0 ::; Xl ::; 12.1 and 4.1 ::; X2 ::; 5.8. 
As explained earlier, a population would consist of a single individual (x, (T ), 

where x = (XI, X2) is a point within the search space (-3.0 ::; XI ::; 12.1 and 
4.1 ::; X2 ::; 5.8) and (T = (0"1,0"2) represents two standard deviations to be 
used for the mutation operation. Let us assume that at some time t the single 
element population consists of the following individual: 

(xt,(T) = ((5.3,4.9),(1.0,1.0)), 

and that the mutation results in the following change: 

xi+1 = xi + N(O, 1.0) = 5.3 + 0.4 = 5.7 

Since 

x~+1 = x~ + N(O, 1.0) = 4.9 - 0.3 = 4.6. 

f(x t ) = f(5.3,4.9) = 18.383705 < 24.849532 = f(5.7,4.6) = 
f(x t+1), 

and both xi+1 and x~+1 stay within their ranges, the offspring will replace its 
parent in the single-element population. 

Despite the fact that the population consists of a single individual which 
undergoes mutation, the evolution strategy discussed above is called a "two­
membered evolution strategy". The reason is that the offspring competes with 
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its parent and at the competition stage there are (temporarily) two individuals 
in the population. 

The vector of standard deviations u remains unchanged during the evolution 
process. If all components of this vector are identical, i.e., u = (0", ... ,0"), and 
the optimization problem is regula~, it is possible to prove the convergence 
theorem [7]: 

Theorem 1 (Convergence Theorem.) For 0" > 0 and a regular optimiza­
tion problem with fopt > -00 (minimalization) or fopt < 00 (maximization), 

p {limt--+oo f(xt ) = fopd = 1 

holds. 

The Convergence Theorem states that the global optimum is found with 
probability one for sufficiently long search time; however, it does not provide 
any clues for the convergence rate (quotient of the distance covered towards the 
optimum and the number of elapsed generations needed to cover this distance). 
To optimize the convergence rate, Rechenberg proposed a "1/5 success rule": 

The ratio cp of successful mutations to all mutations should be 1/5. 
Increase the variance of the mutation operator, if cp is greater than 
1/5; otherwise, decrease it. 

The 1/5 success rule emerged as a conclusion of the process of optimizing con­
vergence rates of two functions (the so-called corridor model and sphere model; 
see [7] for details). The rule was applied every k generations (k is another pa­
rameter of the method): 

{

Cd. ut, if cp(k) < 1/5, 
u t+1 = Ci· u t , if cp(k) > 1/5, 

ut, if Ps(k) = 1/5, 

where cp( k) is the success ratio of the mutation operator during the last k 
generations, and c; > 1, Cd < 1 regulate the increase and decrease rates for the 
variance of the mutation. Schwefel in his experiments [162] used the following 
values: Cd = 0.82, Ci = 1.22 = 1/0.82. 

The intuitive reason behind the 1/5 success rule is the increased efficiency of 
the search: if successful, the search would continue in "larger" steps; if not, the 
steps would be shorter. However, this search may lead to premature convergence 
for some classes of functions - this resulted in a refinement of the method: 
increased population size. 

The multi membered evolution strategy differs from the previous two-mem­
bered strategy in the size of the population (pop_size> 1). Additional features 
of multimembered evolution strategies are: 

1 An optimization problem is regular if the objective function! is continuous, the domain 
of the function is a closed set, for all f > 0 the set of all internal points ofthe domain for which 
the function differs from the optimal value less than f is non-empty, and for all Xo the set of 
all points for which the function has values less than or equal to !(xo) (for minimalization 
problems; for maximization problems the relationship is opposite) is a closed set. 
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• all individuals in the populations have the same mating probabilities, 

• possibility of introduction of a recombination operator (in the GA commu­
nity called "uniform crossover"), where two (randomly selected) parents, 

(xt,u l ) = ((xL ... ,x~)'(O"L··.,O"~)) and 
(X2,u 2) = ((xL···,x;'),(O"i,···,O";)), 

produce an offspring, 

(x,u) = ((xii, ... , x~n), (O"il, ... , O"~n)), 

where qi = 1 or qi = 2 with equal probability for all i = 1, ... , n. 

The mutation operator and the adjustment of u remain without changes. 
There is still a similarity between two-membered and multimembered evo­

lution strategies: both of them produce a single offspring. In the two-membered 
strategy, the offspring competes against its parent. In the multi membered strat­
egy the weakest individual (among pop_size + 1 individuals; i.e., original pop_size 
individuals plus one offspring) is eliminated. A convenient notation, which ex­
plains also further refinement of evolution strategies, is: 

(1 + 1 )-ES, for a two membered evolution strategy, and 
(f-L + 1 )-ES, for a multimembered evolution strategy, 

where f-L = pop_size. 

The multi membered evolution strategies evolved further [162] to mature as 

(f-L + A)-ESs and (f-L, A)-ESs; 

the main idea behind these strategies was to allow control parameters (like 
mutation variance) to self-adapt rather than changing their values by some 
deterministic algorithm. 

The (f-L+ A )-ES is a natural extension of a multimembered evolution strategy 
(f-L + 1 )-ES, where f-L individuals produce A offspring. The new (temporary) 
population of (f-L + A) individuals is reduced by a selection process again to 
f-L individuals. On the other hand, in the (f-L, A)-ES, the f-L individuals produce 
A offspring (A > f-L) and the selection process selects a new population of f-L 
individuals from the set of A offspring only. By doing this, the life of each 
individual is limited to one generation. This allows the (f-L, A)-ES to perform 
better on problems with an optimum moving over time, or on problems where 
the objective function is noisy. 

The operators used in the (f-L + A)-ESs and (f-L, A)-ESs incorporate two-level 
learning: their control parameter u is no longer constant, nor it is changed by 
some deterministic algorithm (like the 1/5 success rule), but it is incorporated 
in the structure of the individuals and undergoes the evolution process. To 
produce an offspring, the system acts in several stages: 

• select two individuals, 
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and apply a recombination (crossover) operator. There are two types of 
crossovers: 

- discrete, where the new offspring is 

(x, 0' ) = ((x~t, ... , x~n), (CTit, ... ,CT!n)), 
where qi = 1 or qi = 2 (so each component comes from the first or 
second preselected parent), 

.,... intermediate, where the new offspring is 

(x,O') = (((x~+xn/2, ... , (x~+x~)/2), ((CT}+CTD/2, ... , (CT~+ 
CT~)/2)). 

Each of these operators can be applied also in a global mode, where the 
new pair of parents is selected for each component of the offspring vector . 

• apply mutation to the offspring (x, 0') obtained; the resulting new off­
spring is (x', 0"), where 

0" = 0' • eN (O,L1O") and 

x' = x + N(O,O"), 

where ..10' is a parameter of the method. 

To improve the convergence rate of ESs, Schwefel [162] introduced an ad­
ditional control parameter 6. This new control correlates mutations. For the 
ESs discussed so far (with the dedicated CTi for each Xi), the preferred direction 
of the search can be established only along the axes of the coordinate system. 
Now, each individual in the population is represented as 

(x,0',6). 

The recombination operators ate similar to those discussed in the previous para­
graph, and the mutation creates offspring (x', 0", 6' ) from the (x,0',6) in the 
following way: 

0' I = 0' . eN (O,L1O"), 

6 ' = 6 + N(O, ..16), and 
x' = x + C(O, 0", 6 ' ), 

where ..16 is an additional parameter of the method, and C(O, 0' ',6') denotes 
a vector of independent random Gaussian numbers with mean zero and appro­
priate probability density (for details, see [162] or [7]). 

Evolution strategies perform very well in numerical domains, since they were 
(at least, initially) dedicated to (real) function optimization problems. They are 
examples of evolution programs which use appropriate data structures (float 
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vectors extended by control strategy parameters) and "genetic" operators for 
the problem domain. 

It is interesting to compare genetic algorithms and evolution strategies, 
their differences and similarities, their strengths and weaknesses. We discuss 
these issues in the following section. 

8.2 Comparison of evolution strategies and genetic algo­
rithms 

The basic difference between evolution strategies and genetic algorithms lies in 
their domains. Evolution strategies were developed as methods for numerical 
optimization. They adopt a special hill-climbing procedure with self-adapting 
step sizes (T and inclination angles 8. Only recently have ESs been applied 
to discrete optimization problems [84). On the other hand, genetic algorithms 
were formulated as (general purpose) adaptive search techniques, which allocate 
exponentially increasing number of trials for above-average schemata. GAs were 
applied in a variety of domains, and a (real) parameter optimization was just 
one field of their applications. 

For that reason, it is unfair to compare the time and precision performance 
of ESs and G As using a numerical function as the basis for the comparison. 
However, both ESs and GAs are examples of evolution programs and some 
general discussion of similarities and differences between them is quite natural. 

The major similarity between ESs and GAs is that both systems maintain 
populations of potential solutions and make use of the selection principle of the 
survival of the fitter individuals. However, there are many differences between 
these approaches. 

The first difference between ESs and classical GAs is in the way they repre­
sent the individuals. As mentioned on several occasions, ESs operate on floating 
point vectors, whereas classical GAs operate on binary vectors. 

The second difference between GAs and ESs is hidden in the selection pro­
cess itself. In a single generation of the ES, p, parents generate intermediate 
population which consists of A offspring produced by means of the recombina­
tion and mutation operators (for (p, + A)-ES), plus (for (p" A)-ES) the original 
p, parents. Then the selection process reduces the size of this intermediate pop­
ulation back to p, individuals by removing the least fit individuals from the 
population. This population of p, individuals constitutes the next generation. In 
a single generation of the GA, a selection procedure selects pop..size individuals 
from the pop..size-sized population. The individuals are selected' with repeti­
tion, i.e., a strong individual has a good chance to be selected several times to 
a new population. In the same time, even the weakest individual has a chance 
of being selected. 

In ESs, the selection procedure is deterministic: it selects the best p, out 
of p, + A ((p, + A)-ES) or A ((p" A)-ES) individuals (no repetitions). On the 
other hand, in GAs, the selection procedure is random, selecting pop_size out of 
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pop...J3ize individuals (with repetition), the chances of selection are proportional 
to the individual's fitness. Some GAs, in fact, use ranking selection; however, 
strong individuals can still be selected a few times. In other words, selection 
in ESs is static, extinctive, and (for (/1, '\)-ES) generational, whereas in GAs 
selection is dynamic, preservative, and on-the-fly (see Chapter 4). 

The relative order of the procedures selection and recombination constitutes 
the third difference between GAs and ESs: in ESs, the selection process follows 
application of recombination operators, whereas in GAs these steps occur in the 
opposite order. In ESs, an offspring is a result of crossover of two parents and 
a further mutation. When the intermediate population of /1 +.\ (or .\) individ­
uals is ready, the selection procedure reduces its size back to /1 individuals. In 
GAs, we select an intermediate population first. Then we apply genetic oper­
ators (crossover and mutation) to some individuals (selected according to the 
probabilities of crossover) and some genes (selected according to the probability 
of mutation). 

The next difference between ESs and GAs is that reproduction parameters 
for GAs (probability of crossover, probability of mutation) remain constant 
during the evolution process, whereas ESs change them (0" and 8) all the time: 
they undergo mutation and crossover together with the solution vector x, since 
an individual is understood as a triplet (x, 0", 8). This is quite important - self­
adaptation of control parameters in ESs is responsible for the fine local tuning 
of the system. 

ESs and GAs also handle constraints in a different way. Evolution strategies 
assume a set of q ?::: 0 inequalities, 

as part of the optimization problem. If, during some iteration, an offspring 
does not satisfy all of these constraints, then the offspring is disqualified, i.e., 
it is not placed in a new population. If the rate of occurrence of such illegal 
offspring is high, the ESs adjust their control parameters, e.g., by decreasing 
the components of the vector 0". The major strategy for genetic algorithms 
(already discussed in Chapter 7) for handling constraints is to impose penalties 
on individuals that violate them. That reason is that for heavily constrained 
problems we just cannot ignore illegal offspring (GAs do not adjust their control 
parameters) - otherwise the algorithm would stay in one place most of the 
time. At the same time, very often various decoders or repair algorithms are 
too costly to be considered (the effort to construct a good repair algorithm is 
similar to the effort to solve the problem). The penalty function technique has 
many disadvantages, one of which is problem dependence. 

The above discussion implies that ESs and GAs are quite different with 
respect to many details. However, looking closer at the development of ESs and 
GAs during the last twenty years, one has to admit that the gap between these 
approaches is getting smaller and smaller. 

Let us talk about some issues surrounding ESs and GAs again, this time 
from a historical perspective. 
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Quite early, there were signs that genetic algorithms display some diffi­
culties in performing local search for the numerical applications (see Chapter 
6). Many researchers experimented with different representations (Gray codes, 
floating point numbers) and different operators to improve the performance of 
the GA-based system. Today the first difference between GAs and ESs is not 
the issue any more: most GA applications for parameter optimization problems 
use floating point representation [38], adapting operators in appropriate way 
(see Chapter 5). It seems that the GA community borrowed the idea of vector 
representation from ESs. 

Some papers, e.g., [56], [57], suggest that genetic algorithms are not funda­
mentally different from "evolutionary programming techniques", i.e., evolution 
strategies, which rely on random mutation and hill-climbing only (save and 
mutate the best). In particular, they suggest that the usage of operators more 
complex than mutation does not improve the algorithm's convergence. This 
contradicts Holland's work [89], where the relative unimportance of mutation is 
highlighted. A mutation is treated as a background (secondary) operator which 
guarantees only that every point in a search space can be reached. 

The results of our experiments with our evolution programs provide an in­
teresting observation: neither crossover nor mutation alone is satisfactory in the 
evolutionary process. Both operators (or rather both families of these operators) 
are necessary in providing a good performance of the system. The crossover op­
erators are very important in exploring promising areas in the search space and 
are responsible for earlier (but not premature) convergence; in many systems 
(in particular those who work on richer data structures (Part III of the book) a 
decrease in the crossover rates deteriorates their performance. At the same time, 
the probability of applying mutation operators is quite high: the GENETIC-2 
system (Chapter 9) uses a high mutation rate of 0.2. 

A similar conclusion was reached by ES community: as a consequence, the 
crossover operator was introduced into ESs. Note that early ESs were based on a 
mutation operator only and the crossover operator was incorporated much later 
[162]. It seems that the score between GAs and ESs is even: the ES community 
borrowed the idea of crossover operators from GAs. 

There are further interesting issues concerning relationships between ESs 
and GAs. Recently, some other crossover operators were introduced into GAs 
and ESs simultaneously [128], [129], [165]. Two vectors, Xl and X2 may produce 
two offspring, YI and Y2, which are a linear combination of their parents, i.e., 

YI = a . Xl + (1 - a) . X2 and 
Y2 = (1 - a) . Xl + a· X2. 

Such a crossover was called 

• in GAs: a guaranteed average crossover [37] (when a = 1/2), or an arith­
metical crossover [128], [129], and 

• in ESs: an intermediate crossover [165]. 
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The self-adaptation of control parameters in ESs has its counterpart in GAs 
research. In general, the idea of adapting a genetic algorithm during its run was 
expressed some time ago; the ARGOT system [167] adapts the representation 
of individuals (see Section 8.3). The problem of adapting control parameters 
for genetic algorithms has also been recognized for some time [80], [37], [54]. It 
was obvious from the start that finding a good settings for GA parameters for 
a particular problem is not a trivial task. Several approaches were proposed. 
One approach [80] uses a supervisor genetic algorithm to optimize the parame­
ters of the "proper" genetic algorithm for a class of problems. The parameters 
considered were population size, crossover rate, mutation rate, generation gap 
(percentage of the population to be replaced during each generation), and scal­
ing window, and a selection strategy (pure or elitist). The other approach [37] 
involves adapting the probabilities of genetic operators: the idea is that the 
probability of applying an operator is altered in proportion to the observed per­
formance of the individuals created by this operator. The intuition is that the 
operators currently doing "a good job" should be used more frequently. In [54] 
the author experimented with four strategies for allocating the probability of 
the mutation operator: (1) constant probability, (2) exponentially decreasing, 
(3) exponentially increasing, and (4) a combination of (2) and (3). 

Also, if we recall non-uniform mutation (described in Chapter 6), we notice 
that the operator changes its action during the evolution process. 

Let us compare briefly the genetic-based evolution program GENOCOP 
(Chapter 7) with an evolution strategy. Both systems maintain populations of 
potential solutions and use some selection routine to distinguish between 'good' 
and 'bad' individuals. Both systems use float number representation. They pro­
vide high precision (ES through adaptation of control parameters, GENOCOP 
through non-uniform mutation). Both systems handle constraints gracefully: 
GENOCOP takes advantage of the presence of linear constraints, ES works on 
sets of inequalities. Both systems can easily incorporate the 'constraint handling 
ideas' from each other. The operators are similar. One employs intermediate 
crossover, the other arithmetical crossover. Are they really different? 

An interesting comparison between ESs and GAs from the perspective of 
evolution strategies is presented in [88]. 

8.3 Other evolution programs 

As we have already discussed earlier, (classical) genetic algorithms are not ap­
propriate tools for local fine tuning. For that reason, GAs give less precise so­
lutions to numerical optimization problems than, for example, ESs, unless the 
representation of individuals in GAs is changed from binary into floating point 
and the (evolution) system provides specialized operators (like non-uniform 
mutation: Chapter 6). However, in the last decade there have been some other 
attempts to improve (directly or indirectly) this characteristic of GAs. 
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An interesting modification of GAs, called Delta Coding, was proposed re­
cently by Whitley et al. [195]. The main idea behind this strategy is that it 
treats individuals in the population not as potential solutions to the problem, 
but rather as additional (small) values (called: delta values), which are added 
to the current potential solution. The (simplified) Delta Coding algorithm is 
listed in Figure 8.1. 

procedure Delta Coding 
begin 

apply G A on level x 

save the best solution (x) 
while (not termination-condition) do 
begin 

apply GA on level 8 
save the best solution (0) 
modify the best solution (x level): 

x+-x+o 
end 

end 

Fig. 8.1. A (simplified) Delta Coding algorithm 

The Delta Coding algorithm applies genetic algorithm techniques on two 
levels: the level of potential solutions to the problem (level x) and (iterative 
phase) the level of delta changes (level 8). The best solution found on level x 
by a single application of a GA is saved (x) and kept as a reference point. Then 
several iterations of the inner (level 8) GA are executed. A termination of a 
single execution of a GA on this level (i.e., when GA converges) results in the 
best modification vector 8, which updates the values of x. After an update, the 
next iteration takes place. Each application of GA during the iteration phase 
reinitializes randomly the population of 0 'so Of course, to evaluate individual 
0, we evaluate x + o. 

The original Delta Coding algorithm is more complex, since it operates on 
bit strings. By doing this, Delta Coding preserves the theoretical foundations 
of genetic algorithms (since at each iteration there is a single run of GA). The 
termination conditions for GAs on both levels are expressed by means of the 
Hamming distance between the best and the worst element in the population 
(the algorithms terminate if the Hamming distance is not greater than one). 
Additionally, there is a variable len to denote the number of bits representing 
a single component of the vector 8 (actually, only len-l represent the absolute 
value of the component; the last bit is reserved for the sign of the value). If the 
best solution from the 8 level yields a vector 

0= (0,0, ... ,0), 

(i.e., no change for the best potential solution x), the variable len is increased 
by one (to increase the precision of the solution), otherwise it is decreased by 
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one. Note also that Delta Coding makes mutations unnecessary, due to reini­
tialization of populations on level 8 for each iteration. 

We can simplify the original Delta Coding algorithm (Figure 8.1 provides 
such a simplified view) and improve its precision and time performance, if we 
represent both vectors x and 0 as sequences of floating point numbers. 

Some of the ideas present in Delta Coding algorithm appeared earlier in 
the literature. For example, Schraudoph and Belew [161] proposed a Dynamic 
Parameter Encoding (DPE) strategy, where the precision of the encoded indi­
vidual is dynamically adjusted. In this system, each component of the solution 
vector is represented by a fixed-length binary string; however, when (in some it­
eration) a genetic algorithm converges, the most significant bit of the solution is 
dropped (of course, after saving it!), the remaining bits are shifted one position 
left, and a new bit is introduced. This new bit in the least significant position 
increases precision by a finer partitioning of the search space. The process is 
repeated until some global termination condition is met. 

The idea of reinitializing the population was discussed in [71], where Gold­
berg investigates the properties of systems which use small population size, but 
reinitialize it every time the genetic algorithm converges (and save the best in­
dividuals, of course!). The outline of such a strategy (called serial selection) is 
given in Figure 8.2. 

procedure Serial Selection 
begin 

generate a (small) population 
while (not termination-condition) do 
begin 

apply GA 
save the best solution (x) 
generate a new population by transferring 

the best individuals of the converged 
population and then generating the 
remaining individuals randomly 

end 
end 

Fig. 8.2. GA based on re-initialization population 

Reinitializations of populations introduce diversity among individuals with 
a positive effect on system performance [71]. 

Some proposed strategies included a learning component, in a similar way 
as in evolution strategies. Grefenstette [80] proposed optimizing control param­
eters of a genetic algorithm (population size, crossover and mutation rates, etc.) 
by another, supervisor genetic algorithm. Shaefer [167] discussed the ARGOT 
strategy (Adaptive Representation Genetic Optimizer Technique), where the 
system learns the best internal representation for the individuals. 
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Another interesting evolution program, a selective evolutionary strategy 
(IRM, for immune recruitment mechanism), was proposed recently [16] as an 
optimization technique in real spaces (a similar system for optimizing functions 
in Hamming spaces was called GIRM). The strategy combines some previously 
seen ideas for directing the search in a desirable direction (e.g., tabu search). 
As in all evolution programming techniques, an offspring is generated from the 
current population. In classical genetic algorithms, such offspring replaces its 
parent. In evolution strategies, the offspring competes with its parent (early 
ESs), it competes with parents and other offspring ((fL + >')-ES), or it competes 
with other offspring ((fL, >')-ES). In IRM systems, an offspring has to pass an 
additional test of affinity with its neighbors. The test checks whether it displays 
sufficient similarity with its close neighbors. 

In general, a possible candidate k would pass the affinity test, if 

Eim(k,i). Ii> T, 

where i indexes different species already present in the population, Ii is the 
concentration of the species i, m(k, i) is an affinity function for species k and i, 
and T is the recruitment threshold. 

The IRM strategy directs the search by accepting only individuals which 
satisfy the affinity test. Similar ideas were formulated by Glover [64], [67] in 
Scatter and Tabu Search. The Scatter Search techniques, like other evolution 
programs, maintain a population of potential solutions (vectors xi are called 
reference points). This strategy unites preferred subsets of reference points to 
generate trial points (offspring) by weighted linear combinations, and selects the 
best members to become the source of new reference points (new population). 
A new twist here is the use of multicrossover (called weighted combination), 
where several (more than two) parents contribute in producing an offspring. In 
[67] Glover extended the idea of the Scatter Search by combining it with a Tabu 
Search - a technique which restricts the selection of new offspring (it requires 
memory where a historical set of individuals is kept) [65], [66]. 

It seems that the most promising direction in the search for the "optimal 
optimizer" lies somewhere among these ideas. Each strategy provides a new 
insight which might be useful in developing an evolution program for some 
class of problems. As stated in [67]: 

"The use of structural combinations makes it possible to combine 
component vectors in a way that is materially different from the 
results of [classical] crossover operations. Integrating such an ap­
proach with genetic algorithms may open the door to new types 
of search procedures. The fact that weighted and adaptive struc­
tured combinations can readily be created to exploit contexts where 
crossover has no evident meaning (or has difficulty insuring feasi­
bility) suggests that such integrated search procedures may have 
benefits in settings where genetic algorithms presently have limited 
applications. " 

To see this clearly, let us move to the next chapter. 
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Evolution Programs 



9. The Transportation Problem 

Necessity knows no law. 

Publilius Syrus, Moral Sayings 

In Chapter 7 we compared different GA approaches for handling constraints us­
ing an example of the transportation problem. It seems that for this particular 
class of problems we can do better: we can use a more appropriate (natural) 
data structure (for a transportation problem, a matrix) and specialized "ge­
netic" operators which operate on matrices. Such an evolution program would 
be much stronger method than GENOCOP: the GENOCOP optimizes any 
function with linear constraints, whereas the new evolution program optimizes 
only transportation problems (these problems have precisely n + k - 1 equali­
ties, where nand k denote the number of sources and destinations, respectively; 
see the description of the transportation problem below). However, it would be 
very interesting to see what can we gain by introducing extra problem-specific 
knowledge into an evolution program. 

Section 9.1 presents an evolution program for the linear transportation 
problem!, and Section 9.2 presents one for the nonlinear transportation problem2 

9.1 The linear transportation problem 

The transportation problem (see, for example, [186]) is one of the simplest com­
binatorial problems involving constraints that has been studied. It seeks the de­
termination of a minimum cost transportation plan for a single commodity from 
a number of sources to a number of destinations. It requires the specification of 
the level of supply at each source, the amount of demand at each destination, 
and the transportation cost from each source to each destination. 

Since there is only one commodity, a destination can receive its demand 
from one or more sources. The objective is to find the amount to be shipped 

1 Portions reprinted, with permission, from IEEE Transactions on Systems, Man, and Cy­
bernetics, Vol. 21, No.2, pp. 445-452, 1991. 

2Portions reprinted, with permission, from OREA Journal on Computing, Vol. 3, No.4, 
1991, pp. 307-316, 1991. 
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from each source to each destination such that the total transportation cost is 
minimized. 

The transportation problem is linear if the cost on a route is directly pro­
portional to the amount transported; otherwise, it is nonlinear. While linear 
problems can be solved by OR methods, the nonlinear case lacks a general 
solving methodology. 

Assume there are n sources and k destinations. The amount of supply at 
source i is sour(i) and the demand at destination j is dest(j). The unit trans­
portation cost between source i and destination j is cost(i,j). If Xij is the 
amount transported from source i to destination j then the transportation prob­
lem is given as: 

subject to 

2::j=1 Xij ~ sour( i), for i = 1,2, ... , n, 
2::i=1 Xij ~ dest(j), for j = 1,2, ... ,k, 

Xij ~ 0, for i = 1,2, ... ,n and j = 1,2, ... ,k. 

The first set of constraints stipulates that the sum of the shipments from a 
source cannot exceed its supply; the second set requires that the sum of the 
shipments to a destination must satisfy its demand. If fij(Xij) = costij . Xij for 
all i and j, the problem is linear. 

The above problem implies that the total supply 2:::=1 sour( i) must at 
least equal total demand 2::7=1 dest(j). When the total supply equals the total 
demand, the resulting formulation is called a balanced transportation problem. 
It differs from the above only in that all the corresponding constraints are 
equations; that is, 

2::7=1 Xij = sour( i), for i = 1,2, ... ,n, 
2::i=1 Xij = dest(j), for j = 1,2, ... ,k. 

If all sour( i) and dest(j) are integers, any optimal solution to a bal­
anced linear transportation problem is an integer solution, i.e., all Xij (i = 
1,2, ... , n, j = 1,2, ... , k) are integers. Moreover, the number of positive inte­
gers among the Xij is at most k + n - 1. In this section we assume a balanced 
linear transportation problem. An example follows. For other information on the 
transportation problem and balancing, the reader is referred to any elementary 
text on operations research such as [186). 

Example 9.1. Assume 3 sources and 4 destinations. The supply is: 

sour(l) = 15, sour(2) = 25, and sour(3) = 5. 

The demand is: 

dest{l) = 5, dest(2) = 15, dest(3) = 15, and dest(4) = 10. 
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Note that the total supply and demand equal 45. 
The unit transportation cost cost( i, j) (i = 1,2,3, and j = 1,2,3,4) is given 

in the table below. 

Cost 
10 0 20 11 
12 7 9 20 
0 14 16 18 

The optimal solution is shown below. The total cost is 315. The solution 
consists of integer values of Xij. 

Amount transported 
5 15 15 10 I 

15 0 5 0 10 
25 0 10 15 0 
5 5 0 0 0 

D 

9.1.1 Classical genetic algorithms 

By a "classical" genetic algorithm we mean, of course, one where the chromo­
somes (i.e., representations of solutions) are bit strings - lists of Os and Is. 
A straightforward approach in defining a bit vector for a solution in the trans­
portation problem is to create a vector (vo, V2, ... , vp ) ( p = n· k), such that 
each component Vi (i = I,2, ... ,p), is a bit vector (wh, ... ,w~) and represents 
an integer associated with row j and column m in the allocation matrix, where 
j = l(i -I)/k + IJ and m = (i -1) mod k+ 1. The length of the vectors w (pa­
rameter s) determines the maximum integer (2 S+1 - 1) that can be represented. 

Let us discuss briefly the consequences of the above representation on con­
straint satisfaction, the evaluation function and genetic operators. 

Constraint satisfaction: It is clear that every solution vector must satisfy 
the following: 

• Vq ~ 0 for all q = 1,2, ... , k . n, 

• 'Li::f+1 Vi = sour[c+ IJ, for c = O,I, ... ,n -1, 

• 'Lj:'''m,step k Vj = dest[mJ, for m = 1,2 ... , k. 

Note that the first constraint is always satisfied (we interpret a sequence 
of Os and Is as a positive integer). The other two constraints provide the 
totals for each source and each destination, though these formulas are not 
symmetrical. 
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Evaluation function: The natural evaluation function expresses the total cost 
of transporting items from sources to destinations and is given by the 
formula: 

where j = L(i - 1) I k + 1 J and m = (i - 1) mod k + 1. 

Genetic operators: There is no natural definition of genetic operators for 
the transportation problem with the above representation. Mutation is 
usually defined as a change in a single bit in a solution vector. This would 
correspond to a change of one integer value, Vi. This, in turn, for our 
problems, would trigger a series of changes in different places (at least 
three other changes) in order to maintain the constraint equalities. Note 
also that we always have to remember in which column and row a change 
was made - despite a vector representation we think and operate in terms 
ofrows and columns (sources and destinations). This is a reason for quite 
complex formulae; the first sign of this complexity is loss of symmetry in 
expressing the constraints. 

There are some other open questions as well. Mutation is understood as 
a minimal change in a solution vector, but as we noted earlier, a single 
change in one integer would trigger at least three other changes in appro­
priate places. Assume that two random points (Vi and Vm , where i < m) 
are selected such that they do not belong to the same row or column. 
Let us assume that Vi, Vj, Vk, Vrn (i < j < k < m) are components of 
a solution vector (selected for mutation) such that Vi and Vk as well as 
Vj and Vrn belong to a single column, and Vi and Vj as well as Vk and Vm 

belong to a single row. Now in trying to determine the smallest change 
in the solution vector we have a difficulty. Should we increase or decrease 
Vi? We can choose to change it by 1 ( the smallest possible change) or by 
some random number in the range (0,1, ... ,Vi). If we increase the value 
Vi by a constant C we have to decrease each of the values Vj and Vk by 
the same amount. What happens if Vj < C or Vk < C? We could set 
C = min( Vi, Vj, Vk), but then most mutations would result in no change, 
since the probability of selecting three non-zero elements would be close 
to zero (less than lin for vectors of size n2 ). 

Thus methods involving single bit changes result in inefficient mutation 
operators with complex expressions for checking the corresponding row or 
column of the selected element. 

As discussed in Chapter 7 (Section 7.1.7.3), the situation is even worse if 
we try to define a crossover operator. 

We conclude that the above vector representation is not the most suitable 
for defining genetic operators in constrained problems of this type. 
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9.1.2 Incorporating problem-specific knowledge 

Can we improve the representation of a solution while preserving the basic 
structure of this vector representation? We believe so, but we have to incorporate 
problem-specific knowledge into the representation. 

First let us describe a way to create a solution which satisfies all constraints. 
We will call this procedure an initialization - it will be a fundamental com­
ponent of the mutation operator when we discuss genetic operators for two­
dimensional structures. It creates a matrix of at most k + n - 1 non-zero ele­
ments such that all constraints are satisfied. After sketching the algorithm we 
explain it using the matrix from Example 1. 

input: arrays dest[k], sour[n]; 
output: an array (v )ij such that Vij ?: 0 for all i and j, 
2:]=1 Vij = dest[ i] for i = 1,2, ... ,n, and 
2::'=1 Vij = soudj] for j = 1,2 ... ,k, 
i.e., all constraints are satisfied. 

procedure initialization; 
begin 

set all numbers from 1 to k . n as unvisited 
repeat 

select an unvisited random number q 
from 1 to k· n and set it as visited 

set (row) i = l (q - 1) / k + 1 J 
set (column) j = (q - 1) mod k + 1 
set val = min( sour[i], dest[j]) 
set Vij = val 
set sour[i] = sour[i] - val 
set dest[j] = dest[j] - val 

until all numbers are visited. 
end 

Example 9.2. With the matrix from Example 9.1, i.e., 

sour[l] = 15, sour[2] = 25, and sour[3] = 5 
dest[l] = 5, dest[2] = 15, dest[3] = 15, and dest[4] = 10. 

There are altogether 3 . 4 = 12 numbers, all of them are unvisited at the 
beginning. Select the first random number, say, 10. This translates into row 
number i = 3 and column number j = 2. The val = min(sour[3], dest[2]) = 5, 
so V32 = 5. Note also that after the first iteration, sour[3] = 0 and dest[2] = 10. 

We repeat these calculations with the next three random (unvisited) num­
bers, say 8, 5, and 3 (corresponding to row 2 and column 4, to row 2 and column 
1, and to row 1 and column 3, respectively). The resulting matrix Vij (so far) 
has the following contents: 
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0 10 0 0 
0 15 
10 5 10 
0 5 

Note that the values of sour[il and destlil are those given after 4 iterations. 
If the further sequence of random numbers is 1, 11, 4, 12, 7, 6, 9, 2, the final 

matrix produced (with the assumed sequence of random numbers ( 10, 8,5,3, 
1,11,4,12,7,6,9,2 )) is: 

0 0 0 0 
0 0 0 15 0 
0 5 10 0 10 
0 0 5 0 0 

Obviously, after 12 iterations all (local copies of ) sour[il and destlil = O. 
Note also, that there are several sequences of numbers for which the procedure 
initialization would produce the optimal solution. For example, the optimal 
solution (given in Example 1) can be achieved for any of the following sequences: 
( 7,9,4,2,6, *, *, *, *, *, *, * ) (where * denotes any unvisited number), as 
well as for many other sequences. 

This technique can generate any feasible solution that contains at most 
k + n - 1 non-zero integer elements. It will not generate other solutions which, 
though feasible, do not share this characteristic. The initialization procedure 
would certainly have to be modified when we attempt to solve non-linear ver­
sions of the transportation problem. 

This knowledge of the problem and its solution characteristics gives us an­
other opportunity to represent a solution to the transportation problem as a 
vector. A solution vector will be a sequence of k . n distinct integers from the 
range (1, k . n), which (according to procedure initialization) would produce 
an acceptable solution. In other words, we would view a solution-vector as a 
permutation of numbers, and we would look for particular permutations which 
correspond to the optimal solution. 

Let us discuss briefly the implications of this representation on constraint 
satisfaction, evaluation function and genetic operators. 

Constraint satisfaction: Any permutation of k· n distinct numbers produces 
a unique solution which satisfies all constraints. This is guaranteed by 
procedure initialization. 

Evaluation function: This is relatively easy: any permutation would corre­
spond to a unique matrix, say, (Vij). The evaluation function is 
L:~=l L:j=l Vij' cost[illil 

Genetic operators: These are also straightforward: 

• inversion: any solution vector (XI, X2, ... , Xq) (q = k· n) can be easily 
inverted into another solution vector (Xq, Xq_l," • ,Xl) 
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• mutation: any two elements of a solution vector (Xll X2,"" Xq), say 
Xi and Xj can be swapped easily resulting in another solution vector . 

• crossover: this is little more complex. Note that an arbitrary (blind) 
crossover operator would result in illegal solutions: applying such a 
crossover operator to sequences: 

( 1,2,3,4,5,6,1 7,8,9, 10, 11, 12 ) and 
( 7,3,1,11,4,12,15,2,10,9,6,8 ) 

would result (where the crossover point is after the 6th position) in 

( 1, 2, 3, 4, 5, 6, 5, 2, 10, 9, 6, 8 ) and 
( 7, 3,1,11,4,12,7,8,9, 10, 11, 12 ) 

neither of which is a legal solution. 

Thus we have to use some form of heuristic crossover operator. There 
is some similarity between these sequences of solution vectors and those 
for the traveling salesman problem (see [81]). Here we use a heuristic 
crossover operator (of the PMX family of crossover operators, see [70] 
and Chapter 10), which, given two parents, creates an offspring by the 
following procedure: 

1. make a copy of the second parent, 

2. choose an arbitrary part from the first parent, 

3. make minimal changes in the offspring necessary to achieve the cho­
sen pattern. 

For example, if the parents are as in the example above, and the chosen 
part is 

(4,5,6,7), 

the resulting offspring is 

( 3, 1, 11,4,5,6,7,12,2, 10,9,8 ). 

As required, the offspring bears a structural relationship to both parents. 
The roles of the parents can then be reversed in constructing a second 
offspring. 

A genetic system GENETIC-l has been built on the above principles. The 
results of experiments with it are discussed in the next section. 
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9.1.3 A matrix as a representation structure 

Perhaps the most natural representation of a solution for the transportation 
problem is a two-dimensional structure. After all, this is how the problem is 
presented and solved by hand. In other words, a matrix V = (Vij) (1 ~ i ~ 
k, 1 ~ j ~ n) may represent a solution. 

Let us discuss the implications of the matrix representation on constraint 
satisfaction, evaluation function and genetics operators. 

Constraint satisfaction: It is clear that every solution matrix V (Vij) 

should satisfy the following: 

• Vij ::::: 0 for all i = 1, ... , k, and j = 1, ... , n, 

• ~:=I Vij = dest[j] for j = 1, ... , n, 

• ~j=I Vij = sour[i] for i = 1, ... , k. 

This is similar to the set of constraints in the straightforward approach 
(Section 9.1.2), but the constraints are expressed in an easier and more 
natural way. 

Evaluation function: The natural evaluation function expresses is the usual 
objective function: 

Again, the formula is much simpler than in the straightforward approach 
and faster than in the system GENETICS-I, where each sequence has to 
be converted (initialized) into a solution matrix before evaluation. 

Genetic operators: We define here two genetic operators, mutation and 
crossover. It is difficult to define a meaningful inversion operator in this 
case. 

• mutation: 
Assume that {iI, i2 , ••• , ip} is a subset of {I, 2, ... , k} , and {jI,j2, ... , 
jg} is a subset of {I,2, ... ,n} such that 2 ~p ~ k, 2 ~ q ~ n. 
Let us denote a parent for mutation by (k x n) matrix V = (Vij). 

Then we can create a (p x q) submatrix W = (Wij) from all elements 
of the matrix V in the following way: an element Vij E V is in W if 
and only if i E {il)i2, ... ,ip} and j E {jI,j2, ... ,jg} (if i = iT and 
j = js, then the element Vij is placed in the r-th row and s-th column 
of the matrix W). 

Now we can assign new values sourw[i] and destw[j] (1 ~ i ~ p, 
1 ~ j ~ q) for matrix W: 

sourw[i] = ~jE{jl,h, ... ,jq} Vij, 1 ~ i ~ p, 
destw[j] = ~iE{il,i2, ... ,ip} Vij, 1 ~ j ~ q. 
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We can use the procedure initialization (Section 9.1.3) to assign 
new values to the matrix W such that all constraints sOUTw[i] and 
destw[j] are satisfied. After that, we replace appropriate elements 
of matrix V by a new elements from the matrix W. In this way all 
global constraints (sour[i] and destljD are preserved. 

The following example will illustrate the mutation operator. 

Example 9.3. Given a problem with 4 sources and 5 destinations 
and the following constraints: 

sour[l] = 8, sour[2] = 4, sour[3] = 12, sour[4] = 6, 
dest[l] = 3, dest[2] = 5, dest[3] = 10, dest[14] = 7, dest[5] = 5. 

Assume that the following matrix V is selected as a parent for mu­
tation: 

0 0 5 0 3 
0 4 0 0 0 
0 0 5 7 0 
3 1 0 0 2 

Select (at random) the two rows {2,4} and three columns {2,3,5}. 
The corresponding submatrix W is: 

[I]I[]J 
~ 

Note, that sourw[l] = 4, sou1W[2] = 3, destw [l] = 5, destw[2] = 0, 
destw[3] = 2. After the reinitialization of matrix W, the matrix may 
get the following values: 

[I[Q]l] 
cmIQJ 

So, finally, the offspring of matrix V after mutation is: 

0 0 5 0 3 
0 2 0 0 2 
0 0 5 7 0 
3 3 0 0 0 

• crossover: 

D 

Assume that two matrices VI = (vIj ) and V2 = (vlj) are selected as 
parents for the crossover operation. Below we describe the skeleton 
of an algorithm we use to produce the pair of offspring V3 and Et. 
Create two temporary matrices: DIV = (divij) and REM = (remij). 
These are defined as follows: 
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diVij = l(v}j + v;j)/2J 
remij = (vIj + V;j) mod 2 

Matrix DIV keeps rounded average values from both parents, the 
matrix REM keeps track of whether any rounding was necessary. 

Matrix REM has some interesting properties: the number of Is in 
each row and each column is even. In other words, the values of 
sourREM[i] and destREM[j] (the marginal sums of rows and columns, 
respectively, of the matrix REM) are even integers. We use this 
property to transform the matrix REM into two matrices REM! 
and REM2 such that 

REM = REM! + REM2, 
sourREMl [i] = sourREM2[i] = sourREM[i]/2, for i = 1, ... , k, 
destREMl [j] = destREM2 [j] = destREMli]/2, for j = 1, ... ,n. 

Then we produce two offspring of VI and V2 : 

V3 = DIV + REM! 
V4 = DIV + REM2. 

The following example will illustrate the case. 

Example 9.4. Take the same problem as described in Example 9.1. 

Let us assume that the following matrices VI and V2 were selected as 
parents for crossover: 

VI V2 

1 0 0 7 0 0 0 5 0 3 
0 4 0 0 0 0 4 0 0 0 
2 1 4 0 5 0 0 5 7 0 
0 0 6 0 0 3 1 0 0 2 

The matrices DIV and REM are: 
DIV REM 
0 0 2 3 1 1 0 1 1 1 
0 4 0 0 0 0 0 0 0 0 
1 0 4 3 2 0 1 1 1 1 
1 0 3 0 1 1 1 0 0 0 

The two matrices REM! and REM2 are: 

REM! 
0 0 1 0 1 1 0 0 1 0 
0 0 0 0 0 0 0 0 0 0 
0 1 0 1 0 0 0 1 0 1 
1 0 0 0 0 0 1 0 0 0 

Finally, two offspring V3 and V4 are: 
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0 0 3 3 2 1 0 2 4 1 
0 4 0 0 0 0 4 0 0 0 
1 1 4 4 2 1 0 5 3 3 
2 0 3 0 1 1 1 3 0 1 

o 

An evolution system GENETIC-2 has been built on the above principles. We 
have carried out experiments in first tuning and then comparing the the mod­
ified classical (vector based) GENETIC-l and the alternative (matrix based) 
GENETIC-2 versions of the algorithm to solve the standard linear transporta­
tion problem. 

Our purpose is not, of course, to compare the genetic methods with the 
standard optimization algorithm, for on every efficiency measure we choose, 
genetic methods will be unable to compete. This situation is different when we 
apply the methods to the nonlinear case. Rather, by using a range of problems of 
different sizes with known solutions, we aim to investigate the effects of problem 
representation (GENETIC-l versus GENETIC-2). 

Some randomly generated artificial problems and some published examples 
comprise the test problems. The artificial problems had randomly generated 
unit costs, supply and demand values, though the problems remained balanced. 
We felt that published examples would contain more typical cost structures 
than artificial problems. For example, a production-inventory problem has a 
recognizable pattern of costs when represented as a transportation problem. 

In every case the problem was first solved using a standard transportation 
algorithm so that the optimum value was known for use as a stopping criterion 
and for later comparison of the techniques. 

The problems were limited in size by the computers we were using (Mac­
intosh SE/30, Macintosh II, AT&T 3B2 and Sun 3/60 machines, the latter 
two running under versions of the Unix operating system). The problems are 
referenced in Table 9.1. 

Problem Name SIze Reference 
probOl to prob15 4 by 4 problems 

to 10 by 10 generated randomly 
sas218 5 by 5 [155], p.218 
taha170 3 by 4 [186], p.170 
taha197 5 by 4 [186], p.197 
win268 9 by 5 [196], p.268 

Table 9.1. The problems used 



152 9. The Transportation Problem 

In comparing optimization algorithms one first has to decide on the criteria 
to be used. One obvious criterion is the number of generations required to reach 
an optimum value, perhaps combined with the time or the number of operations 
required to co~plete each generation. A serious problem is that in some cases 
the genetic algorithms take many generations to reach an optimum. Moreover 
with some settings of the parameters no optimum is reached before the run has 
to be stopped. The number of generations needed also varies markedly with the 
random number starting seed used as well as the problem being solved. We felt 
that this measure, though natural, could not easily be used for these particular 
experiments. 

Alternative, and more practical, criteria are based on the closeness to the 
optimum value reached in a fixed number of generations. We chose the percent­
age above the known optimum value reached in 100 generations. Observations 
were also made for 1000 generations but in most cases, for the problems studied 
here, the solution reached by then is at or very close to the optimum for both 
algorithms and comparisons are inconclusive. 

Other workers have found (see, for example, [80]) that changing the pa­
rameters of the genetic algorithm can make a difference to its performance. We 
first deal with the results from experiments in tuning the parameters for the 
two methods. We kept the population size fixed at 40 and the number of the 
solutions chosen for reproduction in each generation fixed at 10 (25% of the 
population). This latter number is also the number of solutions removed each 
generation. We were then able to adjust the values of the mutation parame­
ters, cross, inv, and mut, i.e., the number of parents chosen to reproduce by 
crossover, inversion, and mutation, respectively, keeping their sum at 10. The 
number subject to crossover, cross, has to be even since crossovers occur be­
tween pairs of parents. Inversion is only possible in the vector-based version, 
GENETIC-I. We also fixed the probability distribution parameter sprob that 
controls the geometric distribution used for choosing parents and those to be 
removed. 

Over 1000 runs were carried out during the tuning process. Runs were made 
for five different random number seeds for each chosen combination of parame­
ters. The average objective value of the five runs was converted into a percentage 
above the known optimum. 

Figure 9.1 shows an example of the effect of varying the number of crossover 
pairs, cross, in the two programs for one particular published problem, sas218. 
Similar, though not identical, results were found for other published problems 
and for the artificial problems. Because we fixed the total number of parents, 
more crossovers implies fewer mutations and, for the vector model, fewer inver­
sions. Each point in the figure is the average of five runs with different starting 
seeds. The percentage above the known optimum reached in 100 generations is 
graphed. 

In general the matrix based GENETIC-2 version gave smoother curves as a 
function of the number of crossover pairs. Usually, the fewer the crossovers the 
better, with the best results occurring at zero crossover pairs. But results are 
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Fig. 9.1. Problem sas218 using the two algorithms 

affected by the choice of problem. Problem sas218 is different from most others 
in that the best results are obtained with 2 to 4 crossover pairs. The GENETIC-
1 results show generally increasing percentage values with crossovers, though, 
again, this is not universal. In both cases, as the figure demonstrates, the situ­
ation deteriorates when all pairs are used in a crossover mode, leaving none for 
random mutation. The GENETIC-2 model is particularly sensitive to this ef­
fect and in this case is much worse than GENETIC-l for the runs demonstrated 
here. 

For the class of problems studied we find that, though results differ over the 
problems, a small proportion of crossovers works best for both models, and, for 
the vector model, zero inversions are best. 

Once optimum tuning parameters had been obtained, we carried out com­
parisons between the models running on the collection of problems. Once again 
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the results quoted are in every case the average of five runs with different start­
ing seeds. 

Figure 9.2 shows the results of runs on the whole set of problems for 2 
crossover pairs graphed against problem size, (n * k). In every case the matrix­
based GENETIC-2 performs better (i.e., gets closer to the optimum in 100 
generations) than the vector-based GENETIC-I. Never did the vector version 
outperform the matrix version on the same problem. GENETIC-I was also much 
more unreliable than GENETIC-2. This effect is particularly striking with some 
problems, as can be seen by the outliers in the figure. 
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Fig.9.2. GENETIC-1 versus GENETIC-2 

9.1.4 Conclusions 

80 100 

We conclude that in these experiments the matrix based algorithm (GENETIC-
2) performs better than the vector based version (GENETIC-I) using our cri-
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terion. Note that this comparison is between a matrix based version and a 
specially developed vector based model. While the matrix based algorithm in­
cludes problem-specific knowledge in a natural manner, the vector based model 
also must rely on additional assumptions in order to proceed: a special initial­
ization routine, based on a detailed analysis of the problem, had to be devised 
in order to make the vector based version work at all. For that reason the special 
vector based version (GENETIC-I) cannot easily be generalized but the matrix 
approach (GENETIC-2) is potentially very fruitful for generalization, including 
to the more complicated nonlinear versions of the transportation problem. Here, 
GENETIC-I cannot work properly: procedure initialization, which serves as 
a basis of this system, depends heavily on knowledge of the solution form in the 
linear case. When the optimal solution need not be a matrix of integers and the 
number of non-zeros can be much larger than k + n - 1, the G ENETIC-I system 
must fail. Even if we change initialization (for example, for each selected i-th 
row and j-th column, variable val is assigned a random number from the range 
(0, min( sour[i], dest[j]))), a vector representing the sequence of initialization 
points should be extended to record all selected random numbers as well. We 
conclude that all of these difficulties are due to the artificial representation of 
a solution as a vector. 

The genetic algorithm is very slow and can in no way be compared with 
the special optimizing techniques based on the standard linear programming 
algorithm. The latter solves the problem in a number of iterations of the order 
of the problem size (n * k), whereas each generation of the genetic method 
involves constructing a set of potential solutions to the problem. However it 
holds promise of being useful for non-linear and fixed-charge problems where 
the standard transportation methods cannot be used (next section). 

9.2 The nonlinear transportation problem 

We discuss our evolution program for the balanced nonlinear transportation 
problem in terms of the five components for genetic algorithms: representation, 
initialization, evaluation, operators, and parameters. The algorithm was named 
GENETIC-2 (as in the linear case). 

9.2.1 Representation 

As with the linear case, we have selected a two-dimensional structure for rep­
resenting a solution (a chromosome) to the transportation problem: a matrix 
V = (Xij) (1 :::; i :::; k, 1 :::; j :::; n). This time each Xij is a real number. 

9.2.2 Initialization 

The initialization procedure is identical to the one from the linear case (Section 
9.1.3). As in the linear case, it creates a matrix of at most k + n - 1 non-zero 
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elements such that all constraints are satisfied. Although other initialization 
procedures are feasible, this method will generate a solution that is at a vertex 
of the simplex which describes the convex boundary of the constrained solution 
space. 

9.2.3 Evaluation 

In this case we have to minimize cost, a nonlinear function of the matrix entries. 
A number of functions were selected (these are described in Chapter 7) and the 
results of tests with them are presented in Section 9.2.6. 

9.2.4 Operators 

We define two genetic operators, mutation and arithmetical crossover . 

• mutation: 
Two types of mutation operators are defined. The first, mutation-I, is 
identical to that used in the linear case and introduces as many zero entries 
into the matrix as possible. The second, mutation-2, is modified to avoid 
choosing zero entries by selecting values from a range. The mutation-
2 operator is identical to mutation-I except that in recalculating the 
contents of the chosen sub-matrix a modified version of the initialization 
routine is used. 

It is changed from that described in Section 9.1.3 as follows: The line 

set val = min ( sour[i], dest[j]) 

is replaced by: 

set vall = min ( sour[i], dest[j]) 
if (i is the last available row) or 

(j is the last available column) 
then val = vall 
else set val = random (real) number from (0, vall) 

This change provides real numbers instead of integers and zeros but the 
procedure must be further modified as it currently produces a matrix 
which may violate the constraints. 

For example, using the matrix from Example 9.1, suppose that the se­
quence of selected numbers is (3,6,12,8,10,1,2,4,9,11,7,5) and that the 
first real number generated for number 3 (first row, third column) is 7.3 
(which is within the range (0.0,min(sour[I],dest[3])) = (0.0,15.0)). The 
second random real number for 6 (second row, second column) is 12.1, and 
the rest of the real numbers generated by the new initialization algorithm 
are: 3.3,5.0,1.0,3.0,1.9,1.7,0.4,0.3,7.4,0.5. The resulting matrix is: 
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5.0 15.0 15.0 10.0 
15.0 3.0 1.9 7.3 1.7 
25.0 0.5 12.1 7.4 5.0 
5.0 0.4 1.0 0.3 3.3 

Only by adding 1.1 to the element Xn can we satisfy the constraints. So 
we need to add a final line to the mutation-2 algorithm: 

make necessary additions 

This completes the modification of the it initialization procedure . 

• Crossover 

Starting with two parents (matrices U and V) the crossover operator will 
produce two children X and Y, where 

X = CI • U + C2 . V and Y = CI . V + C2 . U, 

(where CI, C2 2: 0 and CI + C2 = 1). Since the constraint set is convex this 
operation ensures that both children are feasible if both parents are. This 
is a significant simplification of the linear case where there was an addi­
tional requirement to maintain all components of the matrix as integers. 

9.2.5 Parameters 

In addition to the set of control parameters used for the linear case (population 
size, mutation and crossover rates, random number starting seed, etc.) a few 
more are needed. These are the crossover proportions, CI and C2, and ml, a 
parameter to determine the proportion of mutation-1 in the mutations applied. 

9.2.6 Experiments and results 

In testing the GENETIC-2 algorithm on the linear transportation problem (Sec­
tion 9.1) we can compare its solution with the known optimum found using the 
standard algorithm. Hence we can determine how efficient the genetic algorithm 
is in absolute terms. Once we move to nonlinear objective functions, the opti­
mum may not be known. Testing is reduced to comparing the results with those 
of other nonlinear solution methods that may themselves have converged to a 
local optimum. 

As usual, we compare the GENETIC-2 algorithm method with the GAMS 
system as a typical example of an industry-standard efficient method of solution. 
This system, being essentially a gradient-controlled method, found some of the 
problems we set up difficult or impossible to solve. In these cases modifications 
to the objective functions could be made so that the method could at least find 
an approximate solution. 

The objective for the transportation problem was then of the form 
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L f(Xij) 
ij 

where f(x) is one of the six selected functions (discussed in the Chapter 7), 
the Cij parameters are obtained from the parameter matrix and S from the 
attributes of the problem to be tested. S is approximated from the average 
non-zero arc flow determined from a number of preliminary runs to make sure 
the flows occurred in the interesting part of the objective function. 

In some sense it is desirable to use completely randomly structured objective 
functions on each arc. Given that our objective is to demonstrate how the 
algorithm performs on a variety of problems the question reduces to asking how 
much variation between arcs is required for a particular function form. When 
the function is identical on each arc the problem may have many solutions with 
the same cost, reducing the information obtained when analyzing the algorithm. 

In our experiments a cost-matrix was used to provide variation between arcs. 
The matrix provides the c;/s which act to scale the basic function shape, thus 
providing 'one degree' of variability. More matrices (providing more degrees of 
variability) were not required. 

As discussed in Chapter 7, functions C, E, and F could be implemented 
directly in GAMS using the built-in nonlinear functions but it could not handle 
functions A, Band D directly. Expressions A and B cannot be formulated in 
GAMS while for D (the square-root function) difficulty is encountered in mea­
suring gradients near zero. In the previous chapter we provided the description 
of the modifications made for the GAMS runs. 

As for the linear case, for each problem, multiple GAMS runs were made 
under different values of the modification parameter and the best result chosen. 
The best values for the three parameters were found to be: PA between 1 and 
20, PB very large (e.g., 1000), and E (for function D) between 1 and 7. The final 
result values were always calculated after the optimization using the unmodified 
function, instead of the modified function. 

For the main set of experiments, five 10 X 10 transportation matrices were 
used with each function. They were constructed from a set of independent uni­
formly distributed Cij values and randomly chosen source and destination vec­
tors with a total flow of 100 units. Each function-matrix combination was given 
5 runs using different random number starting seeds for the genetic algorithm. 
Problems were run for 10,000 generations. 

For function A, S was set to 2, while for functions B, E, and F a value of 5 
was used. 

The 10 x 10 node problems reach the limit of the student version of GAMS 
(where allowable problem size is restricted). From a listing of some example 
problems tested on the GAMS system, it appears that with the full version 
(where problem size is limited by available memory and internal limits) on 
a 640k memory AT computer, a 25 x 25 node problem should be possible. 
Note that an N x N node problem would be formulated by GAMS as having 
N2 variables, 2N constraints and a nonlinear objective function. Clearly, larger 
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problems could be formulated on bigger systems (especially a mainframe) or 
with specialized solvers. 

However, using much larger problems to compare the genetic system with 
nonlinear programming type solvers may be of limited value. Results of the 10 x 
10 runs demonstrate the tendency for GAMS (and presumably, similar systems) 
to fall into local (non-global) optima. Ignoring the time spent evaluating the 
objective function and using the number of solutions tested as the measure of 
time it is clear that standard nonlinear programming techniques will always 
'finish' faster than genetic systems. This is because they typically explore only 
a particular path within the current local optimum zone. They will do well only 
if the local optimum is a relatively good one. 

A set of parameters were chosen for GENETIC-2 after experience with the 
linear problems and on the basis of tuning runs with the nonlinear problems. 
The population size was fixed at 40. The mutation rate was Pm = 20% with the 
proportion of mutation-1 being 50%, and the crossover rate was Pc = 5%. The 
crossover proportions were Cl = .35 and ~ = .65. 

It may appear that the chosen mutation rate is too high and the crossover 
rate too low in comparison with classical genetic algorithms. However, our op­
erators are different from the classical ones, because (1) we select parents for 
mutations and crossovers, i.e., the whole structure (as opposed to single bits) 
undergoes mutation, and (2) mutation-1 creates an offspring 'pushing' the par­
ent towards the surface of the solution space, whereas crossover and mutation-2 
'push' the offspring towards the center of the solution space. 

The use of high mutation rates may also suggest that the algorithm is 
nearly a random search. However, the random search algorithm (crossover rate 
0%) performs quite poorly in comparison to the tuned algorithm used here. To 
demonstrate this, we tabulate below (Table 9.2) some typical results for different 
values of parameters Pm and Pc using functions A and F and for a particular 
7 x 7 transportation problem. The values given are the average minimum cost 
achieved for 5 runs with different seeds in 10,000 generations. 

Function Pc = 0% Pc = 25% Pc = 5% 
Pm = 25% Pm = 0% Pm = 20% 

A 45.8 181.0 0.0 
F 178.7 189.6 110.9 

Table 9.2. Results for different values of Pc and Pm 

The 7 x 7 transportation problem used was the same as the one given in 
Figure 7.3 in Chapter 7; the solutions found by the algorithm GENETIC-2 for 
different values of parameters Pc and Pm are given in Figure 9.3. 

The GENETIC-2 system was run on SUN SPARCstation 1 computers while 
GAMS was run on an Olivetti 386. Although speed comparisons between the 
two machines are difficult it should be noted that in general G AMS finished each 
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'Pc = 0%. pm = 25%, function A, Cost::;: 45.8 pc = 0%, pm = 25%, function F, Cost = 178.7 

20.00 0.00 0.00 1.00 2.00 2.00 2.00 15.00 6.00 0.00 6.00 0.00 0.00 0.00 
0.00 20.00 1.00 2.00 2.00 2.00 1.00 0.00 14.00 0.00 14.00 0.00 0.00 0.00 
0.00 0.00 19.00 0.00 2.00 1.00 3.00 0.00 0.00 20.00 0.00 0.00 0.00 5.00 
0.00 0.00 0.00 20.00 0.00 0.00 0.00 5.00 0.00 0.00 3.00 6.00 0.00 6.00 
0.00 0.00 0.00 0.00 20.00 0.00 0.00 0.00 0.00 0.00 0.00 20.00 0.00 0.00 
0.00 0.00 0.00 0.00 0.00 20.00 0.00 0.00 0.00 0.00 0.00 0.00 20.00 0.00 
0.00 0.00 0.00 0.00 0.00 0.00 20.00 0.00 0.00 0.00 0.00 0.00 5.00 15.00 

Pc = 25%, Pm = 0%. function A. Cost = 181.2 Pc = 25%. pm = 0%, function F, Cost = 189.6 

18.25 0.00 0.11 1.81 3.30 3.S3 0.00 20.00 0.25 0.00 0.75 0.00 6.00 0.00 
0.00 18.21 3.94 3.05 0.00 1.9i 0.82 0.00 5.75 0.00 22.25 0.00 0.00 0.00 
1.75 1.79 13.24 1.46 1.46 1.48 3.83 0.00 0.00 20.00 0.00 0.00 0.00 5.00 
0.00 0.00 1.91 14.81 1.18 0.35 1.69 0.00 14.00 0.00 0.00 6.00 0.00 0.00 
0.00 0.00 0.72 0.97 18.10 0.21 0.00 0.00 0.00 0.00 0.00 20.00 0.00 0.00 
0.00 0.00 0.02 0.11 1.96 11.30 0.00 0.00 0.00 0.00 0.00 0.00 14.00 6.00 
0.00 0.00 0.05 0.14 0.00 D.l6 19.65 0.00 0.00 0.00 0.00 0.00 5.00 15.00 

Pc = 5%, pm = 20%. function A, Cost = 0.0 Pc = 5%, pm = 20%, function F, Cost = 110.9 

19.87 0.00 0.68 1.80 1.33 1.80 1.51 14.31 6.31 6.39 0.00 0.00 0.00 0.00 
0.08 20.00 1.00 1.90 1.48 1.61 1.92 0.00 13.69 0.31 14.00 0.00 0.00 0.00 
0.00 0.00 18.32 1.89 1.08 1.i8 1.93 0.00 0.00 13.31 6.00 0.00 0.00 5.69 
0.05 0.00 0.00 17.09 1.91 0.96 0.00 5.69 0.00 0.00 3.00 6.00 0.00 5.31 
0.00 0.00 0.00 0.00 19.92 0.00 0.08 0.00 0.00 0.00 0.00 20.00 0.00 0.00 
0.00 0.00 0.00 0.00 0.00 18.60 1.40 0.00 0.00 0.00 0.00 0.00 19.31 0.69 
0.00 0.00 0.00 0.31 0.28 0.25 19.16 0.00 0.00 0.00 0.00 0.00 5.69 14.31 

Fig. 9.3. Solutions found by GENETIC-2 for different values of Pc and Pm 

run well before the genetic system. An exception is case A (in which GAMS 
evaluates numerous arc-tangent functions) where the genetic algorithm took no 
more than 15 minutes to complete while GAMS averaged about twice that. For 
cases A,B, and D, where the extra GAMS modification parameter meant that 
multiple runs had to be performed to find its best solution, the genetic system 
overall was much faster. 

A typical comparison of the optima between GENETIC-2 (averaged over 5 
seeds) and GAMS is shown in the Table 9.3 for a single 10 x 10 problem; its 
description is given in Figure 9.4. 

Function GAMS GENETIC-2 % difference 
A 281.0 202.0 -28.1% 
B 180.8 163.0 -9.8% 
C 4402.0 4556.2 +3.5% 
D 408.4 391.1 -4.2% 
E 145.1 79.2 -45.4% 
F 1200.8 201.9 -83.2% 

Table 9.3. Comparison between GAMS and GENETIC-2 
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Number of Sources: 10 
Number of Destinations: 10 

Source Flows: 8 8 2 26 12 1 6 18 18 1 
Destination Flows: 19 2 33 5 11 11 2 14 2 1 

Arc Parameter Matrix (Source by Destination): 

15 3 23 1 19 14 6 16 41 33 
13 17 30 36 20 17 26 19 3 33 
37 17 30 5 48 27 8 25 36 21 
13 13 31 7 35 11 20 41 34 3 
31 24 8 30 28 33 2 8 8 
32 36 12 9 18 1 44 49 11 11 
49 6 17 0 42 45 22 9 10 47 

2 21 18 40 47 27 27 40 19 42 
13 16 25 21 19 0 32 20 32 35 
23 42 2 0 9 30 5 29 31 29 

Fig. 9.4. Example problem description 

Figure 9.5 displays the results for all five considered problems. For the class 
of 'practical' problems, A and B, CENETIC-2 is, on average, better than CAMS 
by 24.5% in case A and by 11.5% in case B. For the 'reasonable' functions 
the results were different. In case C (the square function), the genetic system 
performed worse by 7.5% while in case D (the square-root function), the genetic 
system was better by just 2.0%, on average. For the 'other' functions, E and F, 
the genetic system dominates; it resulted in improvements of 33.0% and 54.5% 
over CAMS, averaging over the five problems. 

9.2.7 Conclusions 

Our objective was to investigate the behavior of a type of genetic algorithm 
on problems with multiple constraints and nonlinear objective functions. The 
transportation problem was chosen for study as it provided a relatively simple 
convex feasible set. This was to make it is easier to maintain feasibility in the 
solutions. We were then able to examine the influence of the objective function 
alone on the algorithm's behavior. 

The results demonstrate the efficiency of the genetic method in finding the 
global optimum in difficult problems, though CAMS did well on the smooth 
monotonic, 'reasonable', functions. The gradient controlled techniques are most 
suited to these situations. For function C, CAMS found better solutions much 
faster than CENETIC-2. 
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Fig. 9.5. Results 

For the 'practical' problems, the gradient techniques have difficulty 'seeing 
around the corner' to new zones of better costs. The genetic type of algorithm, 
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taking a more global approach, is able to move to new zones readily, hence 
generating much better solutions. 

The 'other' problems, although they are both smooth, have significant struc­
tural features that were admittedly designed to cause real difficulties for the 
gradient methods. GENETIC-2 excelled over GAMS here even more than in 
the 'practical' cases. 

It is also interesting to compare GENOCOP (Chapter 7) with GENETIC-2 
(see Table 9.4). In general, their results are very similar. However, note again 
that the matrix approach was tailored to the specific (transportation) problem, 
whereas GENOCOP is problem independent and works without any hard-coded 
domain knowledge. In other words, while one might expect the GENOCOP to 
perform similarly well for other constrained problems, GENETIC-2 cannot be 
used at all. 

Function GENETIC-2 GENOCOP % difference 
A 00.00 24.15 
B 203.81 205.60 0.87% 
C 2564.23 2571.04 0.26% 
D 480.16 480.16 0.00% 
E 204.73 204.82 0.04% 
F 110.94 119.61 7.24% 

Table9.4. GENETIC-2 versus GENOCOP: the results for the 7 x 7 problem, with 
transportation cost functions A-F (previous chapter) and cost matrix given in Figure 
7.3 

While comparing all three systems (GAMS, GENOCOP, GENETIC-2), it is 
important to underline that two of them, GAMS and GENOCOP, are problem 
independent: they are capable of optimizing any function subject to any set of 
linear constraints. The third system, GENETIC-2, was designed for transporta­
tion problems only: the particular constraints are incorporated into matrix data 
structures and special "genetic" operators. 

GENETIC-2 was specifically tailored to transportation problems but an 
important characteristic is that it handles any type of cost function (which 
need not even be continuous). It is also possible to modify it to handle many 
similar operations research problems including allocation and some scheduling 
problems. This seems to be a promising research direction which may result in a 
generic technique for solving matrix based constrained optimization problems. 



10. The Traveling Salesman Problem 

There is nothing worse for mortals 
than a wandering life. 

Homer, Odyssey 

In the next chapter, we present several examples of evolution programs tailored 
to specific applications (graph drawing, minimum spanning tree, scheduling). 
The traveling salesman problem (TSP) is just one of such applications; however, 
we treat it as a special problem - the mother of all problems - and discuss it 
in a separate chapter. What are the reasons? 

Well, there are many. First of all, the TSP is conceptually very simple: 
the traveling salesman must visit every city in his territory exactly once and 
then return to the starting point. Given the cost of travel between all cities, 
how should he plan his itinerary for minimum total cost of the entire tour? 
The search space for the TSP is a set of permutations of n cities. Any single 
permutation of n cities yields a solution (which is a complete tour of n cities). 
The optimal solution is a permutation which yields the minimum cost of the 
tour. The size of the search space is n!. 

The TSP is a relatively old problem: it was documented as early as 1759 by 
Euler (though not by that name), whose interest was in solving the knights' tour 
problem. A correct solution would have a knight visit each of the 64 squares of 
a chessboard exactly once in its tour. 

The term 'traveling salesman' was first used in a 1932 a German book 
The traveling salesman, how and what he should do to get commissions and be 
successful in his business, written by a veteran traveling salesman (see [115]). 
Though not the main topic of the book, the TSP and scheduling are discussed 
in the last chapter. 

The TSP was introduced by the RAND Corporation in 1948. The Corpora­
tion's reputation helped to make the TSP a well known and popular problem. 
The TSP also became popular at that time due to the new subject of linear 
programming and attempts to solve combinatorial problems. 

The Traveling Salesman Problem was proved to be NP-hard [61]. It arises 
in numerous applications and the number of cities might be quite significant -
as stated in [103]: 
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"Circuit board drilling applications with up to 17,000 cities are men­
tioned in [120], X-ray crystallography instances with up to 14,000 
cities are mentioned in [19], and instances arising in VLSI fabri­
cation have been reported with as many as 1.2 million cities [107]. 
Moreover, 5 hours on a multi-million dollar computer for an optimal 
solution may not be cost-effective if one can get within a few percent 
in seconds on a PC. Thus there remains a need for heuristics." 

During the last decades, several algorithms emerged to approximate the optimal 
solution: nearest neighbor, greedy algorithm, nearest insertion, farthest inser­
tion, double minimum spanning tree, strip, spacefilling curve, algorithms by 
Karp, Litke, Christofides, etc. [103] (some of these algorithms assume that the 
cities correspond to points in the plane under some standard metric). Another 
group of algorithms (2-opt, 3-opt, Lin-Kernighan) aims at a local optimization: 
an improvement of a tour by local perturbations. The TSP also became a tar­
get for the GA community: several genetic-based algorithms were reported [59], 
[70], [79], [81], [102], [117], [142], [145], [166], [175], [179], [188], [193]. These al­
gorithms aim at producing near-optimal solutions by maintaining a population 
of potential solutions which undergoes some unary and binary transformations 
('mutations' and 'crossovers') under a selection scheme biased towards fit indi­
viduals. It is interesting to compare these approaches, paying particular atten­
tion to the representation and genetic operators used - this is what we intend 
to do in this chapter. In other words, we shall trace the evolution of evolution 
programs for TSP. 

To underline some important characteristics of the TSP, let us consider the 
CNF -satisfiability problem first. A logical expression in conjunctive normal form 
(CNF) is a sequence of clauses separated by the Boolean operator A; a clause is 
a sequence of literals separated by the Boolean operator V; a literal is a logical 
variable or its negation; a logical variable is a variable that may be assigned 
values TRUE or FALSE (lor 0). 

For example, the following logical expression is in CNF: 

(a V b V c) A (b V c V d V e) A (a V c) A (a V c V e), 

where a, b, c, d, and e are logical variables; a denotes the negation of variable 
a (a has the value TRUE if and only if a has the value FALSE). 

The problem is to determine whether there exists a truth assignment for the 
variables in the expression, so that the whole expression evaluates to TRUE. 
For example, the above CNF logical expression has several truth assignments, 
for which the whole expression evaluates to TRUE, e.g., any assignment with a 
= TRUE and c = TRUE. 

If we try to apply a genetic algorithm to the CNF-satisfiability problem, we 
notice that it is hard to imagine a problem with better suited representation: 
a binary vector of fixed length (the length of the vector corresponds to the 
number of variables) should do the job. Moreover, there are no dependencies 
between bits: any change would result in a legal (meaningful) vector. Thus we 
can apply mutations and crossovers without any need for decoders or repair 
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algorithms. However, the choice of the evaluation function is the hardest task. 
Note that all logical expressions evaluate to TRUE or FALSE, and if a specific 
truth assignment evaluates the whole expression to TRUE, then the solution to 
the problem is found. The point is that during the search for a solution, all chro­
mosomes (vectors) in a population would evaluate to FALSE (unless a solution 
is found), so it is impossible to distinguish between 'good' and 'bad' chromo­
somes. In short, the CNF-satisfiability problem has natural representation and 
operators, without any natural evaluation function. For a further discussion on 
the problems related to a selection of an appropriate evaluation function, the 
reader is referred to [46]. 

On the other hand, the TSP has an extremely easy (and natural) evaluation 
function: for any potential solution (a permutation of cities), we can refer to the 
table with distances between all cities and (after n - 1 addition operations) we 
get the total length of the tour. Thus, in a population of tours, we can easily 
compare any two of them. However, the choice of the representation of a tour 
and the choice of operators to be used are far from clear. 

An additional reason for treating the TSP in a separate chapter is that simi­
lar techniques were used for variety of other sequencing problems, like scheduling 
and partitioning. Some of these problems are discussed in the next chapter. 

There is an agreement in the GA community that the binary representation 
of tours is not well suited for the TSP. It is not hard to see why: after all, we 
are interested in the best permutation of cities, i.e., 

where (ill i2 , ••• ,in) is a permutation of {I, 2, ... ,n}. The binary code of these 
cities will not provide any advantage. Just the opposite is true: the binary 
representation would require special repair algorithms, since a change of a single 
bit may result in a illegal tour. As observed in [193]: 

"Unfortunately, there is no practical way to encode a TSP as a bi­
nary string that does not have ordering dependencies or to which 
operators can be applied in a meaningful fashion. Simply crossing 
strings of cities produces duplicates and omissions. Thus, to solve 
this problem some variation on standard genetic crossover must be 
used. The ideal recombination operator should recombine critical 
information from the parent structures in a non-destructive, mean­
ingful manner." 

It is interesting to note that a recent paper by Lidd [117] describes a GA 
approach for the TSP with a binary representation and classical operators 
(crossover and mutation). The illegal tours are evaluated on the basis of com­
plete (not necessarily legal) tours created by a greedy algorithm. The reported 
results are of surprisingly high quality, however, the largest considered test case 
consisted of 100 cities only. 
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During the last few years there have been three vector representations con­
sidered in connection with the TSP: adjacency, ordinal, and path representa­
tions. Each of these representations has its own "genetic" operators - we shall 
discuss them in turn. Since it is relatively easy to come up with some sort of 
mutation operator which would introduce a small change into a tour, we shall 
concentrate on crossover operators. In all three representations, a tour is de­
scribed as a list of cities. In the following discussions we use a common example 
of 9 cities numbered from 1 to 9. 

Adjacency Representation: 
The adjacency representation represents a tour as a list of n cities. The city 

j is listed in the position i if and only if the tour leads from city i to city j. For 
example, the vector 

(2 4 8 3 9 7 1 5 6) 

represents the following tour: 

1-2-4-3-8-5-9-6-7 

Each tour has only one adjacency list representation; however, some adjacency 
lists can represent illegal tours, e.g., 

(2 4 8 1 9 3 5 7 6), 

which leads to 

1-2-4-1, 

i.e., the (partial) tour with a (premature) cycle. 
The adjacency representation does not support the classical crossover op­

erator. A repair algorithm might be necessary. Three crossover operators were 
defined and investigated for the adjacency representation: alternating edges, 
subtour chunks, and heuristic crossovers [79] . 

• alternating-edges crossover builds an offspring by choosing (at random) an 
edge from the first parent, then selects an appropriate edge from the sec­
ond parent, etc. - the operator extends the tour by choosing edges from 
alternating parents. If the new edge (from one of the parents) introduces 
a cycle into the current (still partial) tour, the operator selects instead a 
(random) edge from the remaining edges which does not introduce cycles. 
For example, the first offspring from the two parents 

PI = (2 3 8 7 9 1 4 5 6) and 
P2 = (7 5 1 6 9 2 8 4 3) 

might be 

01 = (2 5 8 7 9 1 6 4 3), 
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where the process started from the edge (1,2) from the parent Ph and the 
only random edge introduced during the process of alternating edges was 
(7,6) instead of (7,8), which would have introduced a premature cycle . 

• subtour-chunks crossover constructs an offspring by choosing a (random 
length) subtour from one of the parents, then choosing a (random length) 
sub tour from another parent, etc. - the operator extends the tour by 
choosing edges from alternating parents. Again, if some edge (from one 
of the parents) introduces a cycle into the current (still partial) tour, the 
operator selects instead a (random) edge from the remaining edges which 
does not introduce cycles. 

• heuristic crossover builds an offspring by choosing a random city as the 
starting point for the offspring's tour. Then it compares the two edges 
(from both parents) leaving this city and selects the better (shorter) edge. 
The city on the other end of the selected edge serves as a starting point 
in selecting the shorter of the two edges leaving this city, etc. If, at some 
stage, a new edge would introduce a cycle into the partial tour, then the 
tour is extended by a random edge from the remaining edges which does 
not introduce cycles. 

In [102], the authors modified the above heuristic crossover by changing 
two rules: (1) ifthe shorter edge (from a parent) introduces a cycle in the 
offspring tour, check the other (longer) edge. If the longer edge does not 
introduce a cycle, accept it; otherwise (2) select the shortest edge from a 
pool of q randomly selected edges (q is a parameter of the method). 

The effect of this operator is to glue together short subpaths of the parent 
tours. However, it may leave undesirable crossings of edges - it is why the 
heuristic crossover is not appropriate for fine local tuning of the tours. Suh 
and Gucht [179] introduced an additional heuristic operator (based on 2-
opt algorithm [119]) appropriate for local tuning. The operator randomly 
selects two edges, (i j) and (k m), and checks whether 

dist(i,j) + dist(k, m) > dist(i, m) + dist(k,j), 

where dist( a, b) is a given distance between cities a and b. If this is the 
case, the edges (i j) and (k m) in the tour are replaced by edges (i m) 
and (k j). 

An advantage of adjacency representation is that it allows schemata analysis 
similar to one discussed in Chapter 4, where binary strings were considered. 
Schemata correspond to natural building blocks, i.e., edges; for example, the 
schema 

(* * * 3 * 7 * * *) 

denotes the set of all tours with edges (43) and (6 7). However, the main dis­
advantage of this representation is relatively poor results for all operators. The 
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alternating-edges crossover often disrupts good tours due to its own operation 
by alternating edges from two parents. The subtour-chunk crossover performs 
better than alternating-edges crossover, since the disruption rate is lower. How­
ever, the performance is still quite low. The heuristic crossover, of course, is the 
best operator here. The reason is that the first two crossovers are blind, i.e., 
they do not take into account the actual lengths of the edges. On the other 
hand, heuristic crossover selects the better edgne out of two possible edges -
this is the reason it performs much better than the other two. However, the 
performance of the heuristic crossover is not outstanding: in three experiments 
reported [79] on 50, 100, and 200 cities, the system found tours within 25%, 
16%, and 27% of the optimum, in approximately 15000, 20000, and 25000 gen­
erations, respectively. 

Ordinal Representation: 
The ordinal representation represents a tour as a list of n cities; the i-th 

element of the list is a number in the range from 1 to n - i + 1. The idea behind 
the ordinal representation is as follows. There is some ordered list of cities C, 
which serves as a reference point for lists in ordinal representations. Assume, 
for example, that such an ordered list (reference point) is simply 

c = (1 2 3 4 5 6 7 8 9). 

A tour 

1-2-4-3-8-5-9-6-7 

is represented as a list 1 of references, 

1 = (1 1 2 1 4 1 3 1 1), 

and should be interpreted as follows: 

• the first number on the list 1 is 1, so take the first city from the list C 
as the first city of the tour (city number 1), and remove it from C. The 
partial tour is 

1 

• the next number on the list 1 is also 1, so take the first city from the 
current list C as the next city of the tour (city number 2), and remove it 
from C. The partial tour is 

1 - 2 

• the next number on the list 1 is 2, so take the second city from the current 
list C as the next city of the tour (city number 4), and remove it from C. 
The partial tour is 

1-2-4 
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• the next number on the list 1 is 1, so take the first city from the current 
list C as the next city of the tour (city number 3), and remove it from C. 
The partial tour is 

1-2-4-3 

• the next number on the list 1 is 4, so take the fourth city from the current 
list C as the next city of the tour (city number 8), and remove it from C. 
The partial tour is 

1-2-4-3-8 

• the next number on the list 1 is again 1, so take the first city from the 
current list C as the next city of the tour (city number 5), and remove it 
from C. The partial tour is 

1-2-4-3-8-5 

• the next number on the list 1 is 3, so take the third city from the current 
list C as the next city of the tour (city number 9), and remove it from C. 
The partial tour is 

1-2-4-3-8-5-9 

• the next number on the list 1 is 1, so take the first city from the current 
list C as the next city of the tour (city number 6), and remove it from C. 
The partial tour is 

1-2-4-3-8-5-9-6 

• the last number on the list 1 is 1, so take the first city from the current 
list C as the next city of the tour (city number 7, the last available city), 
and remove it from C. The final tour is 

1-2-4-3-8-5-9-6-7 

The main advantage of the ordinal representation is that the classical 
crossover works! Any two tours in the ordinal representation, cut after some 
position and crossed together, would produce two offspring, each of them being 
a legal tour. For example, the two parents 

Pl = (1 1 2 1 1 4 1 3 1 1) and 
P2 = (5 1 55 15332 1), 

which correspond to the tours 

1-2-4-3-8-5-9-6-7~d 

5 - 1 - 7 - 8 - 9 - 4 - 6 - 3 - 2, 

with the crossover point marked by 'I', would produce the following offspring: 



172 10. The Traveling Salesman Problem 

01 = (1 1 2 1 5 3 3 2 1) and 
02 = (5 1 554 131 1); 

these offspring correspond to 

1-2-4-3-9-7-8-6-5~d 

5 - 1 - 7 - 8 - 6 - 2 - 9 - 3 - 4. 

It is easy to see that partial tours to the left of the crossover point do not 
change, whereas partial tours to the right of the crossover point are disrupted 
in a quite random way. Poor experimental results indicate [79J that this repre­
sentation together with classical crossover is not appropriate for the TSP. 

Path Representation: 
The path representation is perhaps the most natural representation of a 

tour. For example, a tour 

5-1-7-8-9-4-6-2-3 

is represented simply as 

(5 1 7 8 94 6 2 3). 

Until recently, three crossovers were defined for the path representation: partially 
-mapped (PMX), order (OX), and cycle (eX) crossovers. We will now discuss 
them in turn. 

• PMX - proposed by Goldberg and Lingle [70J - builds an offspring 
by choosing a subsequence of a tour from one parent and preserving the 
order and position of as many cities as possible from the other parent. 
A subsequence of a tour is selected by choosing two random cut points, 
which serve as boundaries for swapping operations. For example, the two 
parents (with two cut points marked by 'I') 

PI = (1 2 3 1 4 5 6 7 1 8 9) and 
P2 = (4 5 2 1 1 8 7 6 1 9 3) 

would produce offspring in the following way. First, the segments between 
cut points are swapped (the symbol 'x' can be interpreted as 'at present 
unknown'): 

01 = (x X xiI 8 76 1 x x) and 
02 = (x X x 1 4 5 6 7 1 x x). 

This swap defines also a series of mappings: 

1 +-+ 4, 8 +-+ 5, 7 +-+ 6, and 6 +-+ 7. 

Then we can fill further cities (from the original parents), for which there 
is no conflict: 
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01 = (x 2 3 11 8 7 6 I x 9) and 
02 = (x x 2 I 4 5 6 7 I 9 3). 

Finally, the first x in the offspring 01 (which should be 1, but there was 
a conflict) is replaced by 4, because of the mapping 1 +-+ 4. Similarly, 
the second x in the offspring 01 is replaced by 5, and the x and x in the 
offspring 02 are 1 and 8. The offspring are 

01 = (423 11 876 I 5 9) and 
02 = (1 8 2 I 4 5 6 7 I 9 3). 

The PMX crossover exploits important similarities in the value and or­
dering simultaneously when used with an appropriate reproductive plan 
[70] . 

• OX - proposed by Davis [31] - builds offspring by choosing a sub­
sequence of a tour from one parent and preserving the relative order of 
cities from the other parent. For example, two parents (with two cut points 
marked by 'I') 

PI = (1 2 3 I 4 5 6 7 I 8 9) and 
P2 = (45 2 11 8 76 I 9 3) 

would produce the offspring in the following way. First, the segments 
between cut points are copied into offspring: 

01 = (x X x I 45 6 7 I x x) and 
02 = (x X x 11 8 7 6 I x x). 

Next, starting from the second cut point of one parent, the cities from 
the other parent are copied in the same order, omitting symbols already 
present. Reaching the end of the string, we continue from the first place 
of the string. The sequence of the cities in the second parent (from the 
second cut point) is 

9 - 3 - 4 - 5 - 2 - 1 - 8 - 7 - 6; 

after removal of cities 4, 5, 6, and 7, which are already in the first offspring, 
we get 

9 - 3 - 2 - 1 - 8. 

This sequence is placed in the first offspring (starting from the second cut 
point): 

01 = (2 1 8 I 4 5 6 7 I 9 3). 

Similarly we get the other offspring: 

02 = (3 4 5 I 1 8 7 6 I 9 2). 
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The OX crossover exploits a property of the path representation, that the 
order of cities (not their positions) are important, i.e., the two tours 

9-3-4-5-2-1-8-7-6~d 

4-5-2-1-8-7-6-9-3 

are in fact identical. 

• ex - proposed by Oliver [145] - builds offspring in such a way that 
each city (and its position) comes from one of the parents. We explain 
the mechanism of the cycle crossover using the following example. Two 
parents 

PI = (1 2 3 4 5 6 7 8 9) and 
P2 = (4 1 28 76935) 

would produce the first offspring by taking the first city from the first 
parent: 

01 = (1 x x x x x x x x). 

Since every city in the offspring should be taken from one of its parents 
(from the same position), we do not have any choice now: the next city to 
be considered must be city 4, as the city from the parent P2 just "below" 
the selected city 1. In PI this city is at position '4', thus 

01 = (1 x x 4 x x x x x). 

This, in turn, implies city 8, as the city from the parent P2 just "below" 
the selected city 4. Thus 

01 = (1 x x 4 x x x 8 x); 

Following this rule, the next cities to be included in the first offspring are 
3 and 2. Note, however, that the selection of city 2 requires selection of 
city 1, which is already on the list - thus we have completed a cycle 

01 = (1 2 3 4 x x x 8 x). 

The remaining cities are filled from the other parent: 

01 = (1 2 3 4 7 6 9 8 5). 

Similarly, 

02 = (4 1 2856739). 

The ex preserves the absolute position of the elements III the parent 
sequence. 
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It is possible to define other operators for the path representation. For exam­
ple, Syswerda [183] defined two modified versions of the order crossover operator. 
(However, this work was in connection with the scheduling problem and we will 
discuss this problem in the next chapter). The first modification (called order­
based crossover) selects (randomly) several positions in a vector, and the order 
of cities in the selected positions in one parent is imposed on the corresponding 
cities in the other parent. For example, consider two parents 

PI = (1 2 3 4 5 6 7 8 9) and 
P2 = (4 1 2876935). 

Assume that the selected positions are 3rd, 4th, 6th, and 9th; the ordering of 
the cities in these positions from parent P2 will be imposed on parent Pl. The 
cities at these positions (in the given order) in P2 are 2,8,6, and 5. In parent PI 
these cities are present at positions 2, 5, 6, and 8. In the offspring the elements 
on these positions are reordered to match the order of the same elements from 
P2 (the order is 2 - 8 - 6 - 5). The first offspring is a copy of PIon all positions 
except positions 2, 5, 6, and 8: 

01 = (1 x 3 4 x x 7 x 9). 

All other elements are filled in the order given in parent P2, i.e., 2, 8, 6, 5, so 
finally, 

01 = (1 2 3 4 8 6 7 5 9). 

Similary, we can construct the second offspring: 

02 = (3 1 2 8 7 4 6 9 5). 

The second modification (called position-based crossover) is more similar 
to the original order crossover. The only difference is that in position-based 
crossover, instead of selecting one subsequence of cities to be copied, several 
cities are (randomly) selected for that purpose. 

It is interesting to note that these two operators (order-based crossover and 
position based crossover) are, in some sense, equivalent to each other. An order­
based crossover with some number of positions selected as crossover points, and 
a position-based crossover with compliment positions as its crossover points 
will always produce the same result. This means that if the average number of 
crossover points is m/2 (m is the total number of cities), these two operators 
should give the same performance. However, if the average number of crossover 
points is, say, milO, then the two operators display different characteristics. For 
more information on these operators and some theoretical and empirical results 
comparing some of them, the reader is referred to [72], [59], [145], [175], and 
[182]. 

In surveying different reordering operators which have emerged during the 
last few years, we should mention the inversion operator as well. Simple inversion 
[89] selects two points along the length of the chromosome, which is cut at 
these points, and the substring between these points is reversed. For example, 
a chromosome: 
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(1 2 I 3 4 5 6 I 7 8 9) 

with two cut points marked by 'I', is changed into 

(1 2 I 6 5 4 3 I 7 8 9). 

Such simple inversion guarantees that the resulting offspring is a legal tour; 
some theoretical investigations [89] indicate that the operator should be useful 
in finding good string orderings. It is reported [193] that in a 50-city TSP, a 
system with inversion outperformed a system with a "cross and correct" opera­
tor. However, an increase in the number of cut points decreases the performance 
of the system. Also, inversion (like a mutation) is a unary operator, which can 
only supplement recombination operators - the operator is unable to recom­
bine information by itself. Several versions of the inversion operator have been 
investigated [72]. Holland [89] provides a modification of a schema theorem to 
include its effect. 

At this point we should also mention recent attempts to solve the TSP using 
evolution strategies [84], [165]. One of the attempts [84] experimented with four 
different mutations operators (mutation is still the basic operator in evolution 
strategies - see Chapter 8): 

• inversion - as described above; 

• insertion - selects a city and inserts it in a random place; 

• displacement - selects a subtour and inserts it in a random place; 

• reciprocal exchange - swaps two cities. 

Also, a version of the heuristic crossover operator was used. In this modification, 
several parents contribute in producing offspring. After selecting the first city of 
the offspring tour (randomly), all left and right neighbors of that city (from all 
parents) are examined. The city which yields the shortest distance is selected. 
The process continues until the tour is completed. 

Another application of evolution strategy [165] generates a (float) vector 
on n numbers (n corresponds to the number of cities). The evolution strategy 
is applied as for any continuous problem. The trick is in coding. Components 
of the vector are sorted and their order determines the tour. For example, the 
vector 

v = (2.34, -1.09, 1.91,0.87, -0.12, 0.99, 2.13,1.23,0.55) 

corresponds to the tour 

2 - 5 - 9 - 4 - 6 - 8 - 3 - 7 - 1, 

since the smallest number, -1.09 is the second component of the vector v, the 
second smallest number, -0.12 is the fifth component of the vector v, etc. 

Most of the operators discussed so far take into account cities (i.e., their 
positions and order) as opposed to edges - links between cities. What might 
be important is not the particular position of a city in a tour, but rather the 
linkage of this city with other cities. As observed by Homaifar and Guan [94]: 
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"Considering the problem carefully, we can argue that the basic 
building blocks for TSP are edges as opposed to the position repre­
sentation of cities. A city or shorth path in a given position with­
out adjacent or surrounding information has little meaning for con­
structing a good tour. However, it is hard to argue that injecting 
city a in position 2 is better than injecting it in position 5. Al­
though this is the extreme case, the underlying assumption is that 
a good operator should extract edge information from parents as 
much as possible. This assumption can be partially explained from 
the experimental results in Oliver's paper [145] that OX does 11% 
better than PMX, and 15% better than the cycle crossover." 

Grefenstette [SI] developed a class of heuristic operators that emphasizes edges. 
They work along the following lines: 

1. randomly select a city to be the current city c of the offspring, 

2. select four edges (two from each parent) incident to the current city c, 

3. define a probability distribution over selected edges based on their cost. 
The probability for the edge associated with a previously visited city is 0, 

4. select an edge. If at least one edge has non-zero probability, selection 
is based on the above distribution; otherwise, selection is random (from 
unvisited cities), 

5. the city on 'the other end' of the selected edge becomes the current city 
c, 

6. if the tour is complete, stop; otherwise, go to step 2. 

However, as reported in [SI], such operators transfer around 60% of the 
edges from parents - which means that 40% of edges are selected randomly. 

Whitley, Starweather, and Fuquay [193] have developed a new crossover 
operator: the edge recombination crossover (ER), which transfers more than 
95% of the edges from the parents to the single offspring. The ER operator 
explores the information on edges in a tour, e.g., for the tour 

(3 1 2 S 74 6 9 5), 

the edges are (3 1), (1 2), (2 S), (S 7), (74), (46), (6 9), (95), and (5 3). After 
all, edges - not cities - carry values (distances) in the TSP. The objective 
function to be minimized is the total of edges which constitute a legal tour. 
The position of a city in a tour is not important: tours are circular. Also, the 
direction of an edge is not important: both edges (3 1) and (1 3) signal only 
that cities 1 and 3 are directly connected. 

The general idea behind the ER crossover is that an offspring should be built 
exclusively from the edges present in both parents. This is done with help of the 
edge list created from both parent tours. The edge list provides, for each city 
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c, all other cities connected to city c in at least one of the parents. Obviously, 
for each city c there are at least two and at most four cities on the list. For 
example, for the two parents 

PI = (1 2 3 4 5 6 7 8 9) and 
P2 = (4 1 2876935), 

the edge list is 

city 1: edges to other cities: 9 24 
city 2: edges to other cities: 1 3 8 
city 3: edges to other cities: 2 4 9 5 
city 4: edges to other cities: 3 5 1 
city 5: edges to other cities: 4 6 3 
city 6: edges to other cities: 5 7 9 
city 7: edges to other cities: 6 8 
city 8: edges to other cities: 7 9 2 
city 9: edges to other cities: 8 1 6 3. 

The construction of the offspring starts with a selection of an initial city from 
one of the parents. In [193] the authors selected one of the initial cities (e.g., 1 
or 4 in the example above). The city with the smallest number of edges in the 
edge list is selected. If these numbers are equal, a random choice is made. Such 
selection increases the chance that we complete a tour with all edges selected 
from the parents. With a random selection, the chance of having edge failure, 
i.e., being left with a city without a continuing edge, would be much higher. 
Assume we have selected city 1. This city is directly connected with three other 
cities: 9, 2, and 4. The next city is selected from these three. In our example, 
cities 4 and 2 have three edges, and city 9 has four. A random choice is made 
between cities 4 and 2; assume city 4 was selected. Again, the candidates for the 
next city in the constructed tour are 3 and 5, since they are directly connected to 
the last city, 4. Again, city 5 is selected, since it has only three edges as opposed 
to the four edges of city 3. So far, the offspring has the following shape: 

(1 4 5 x x x x x x). 

Continuing this procedure we finish with the offspring 

(1 4 5 6 7 8 2 3 9), 

which is composed entirely of edges taken from the two parents. From a series 
of experiments [193], edge failure occured at a very low rate (1 % - 1.5%). 

The ER operator was tested [193] on three TSPs with 30, 50, and 75 cities 
- in all cases it returned a solution better than the previously "best known" 
sequence. 

Two years later, the edge recombination crossover was further enhanced 
[175]. The idea was that the 'common subsequences' were not preserved in the 
ER crossover. For example, if the edge list contains the row with three edges 
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city 4: edges to other cities: 3 5 1, 

one of these edges repeats itself. Referring to the previous example, it is the 
edge (4 5). This edge is present in both parents. However, it is listed as other 
edges, e.g., (4 3) and (4 1), which are present in one parent only. The proposed 
solution [175] modifies the edge list by storing 'flagged' cities: 

city 4: edges to other cities: 3 -5 1; 

the character '-' means simply that the flagged city 5 should be listed twice. In 
the previous example of two parents 

PI = (1 2 3 4 5 6 7 8 9) and 
P2 = (4 1 2876935), 

the (enhanced) edge list is: 

city 1: edges to other cities: 9 -2 4 
city 2: edges to other cities: -1 3 8 
city 3: edges to other cities: 2 4 9 5 
city 4: edges to other cities: 3 -5 1 
city 5: edges to other cities: -4 6 3 
city 6: edges to other cities: 5 -7 9 
city 7: edges to other cities: -6 -8 
city 8: edges to other cities: -7 9 2 
city 9: edges to other cities: 8 1 6 3. 

The algorithm for constructing a new offspring gives priority to flagged entries: 
this is important only in the cases where three edges are listed - in two other 
cases either there are no flagged cities, or both cities are flagged. This enhance­
ment (plus a modification for making better choices when random edge selection 
is necessary) further improved the performance of the system [175]. 

The edge recombination operators indicate clearly that the path represen­
tation might be too poor to represent important properties of a tour - this 
is why it was complemented by the edge list. Are there other representations 
more suitable for the traveling salesman problem? Well, we cannot give a pos­
itive 'yes' for the answer. However, it is worthwhile to experiment with other, 
possibly non-vector, representations. 

During the last two years, there were at least three independent attempts to 
construct an evolution program using matrix representation for chromosomes. 
These were by Fox and McMahon [59], Seniw [166], and Homaifar and Guan 
[94], We discuss them briefly, in turn. 

Fox and McMahon [59] represented a tour as a precedence binary matrix 
M. Matrix element mij in row i and column j contains a 1 if and only if the 
city i occurs before city j in the tour. For example, a tour 

(3 1 2 8 7 4 6 9 5) 
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1 2 3 4 5 6 7 8 9 
1 0 1 0 1 1 1 1 1 1 
2 0 0 0 1 1 1 1 1 1 
3 1 1 0 1 1 1 1 1 1 
4 0 0 0 0 1 1 0 0 1 
5 0 0 0 0 0 0 0 0 0 
6 0 0 0 0 1 0 0 0 1 
7 0 0 0 1 1 1 0 0 1 
8 0 0 0 1 1 1 1 0 1 
9 0 0 0 0 1 0 0 0 0 

Fig. 10.1. Matrix representation of a tour 

is represented in matrix form in Figure 10.1. 
In this representation, the n x n matrix M representing a tour (total order 

of cities) has the following properties: 

1. the number of Is is exactly n(n2-l) , 

2. mii = 0 for all 1 :::; i :::; n, and 

3. if mij = 1 and mjk = 1 then mik = l. 

If the number of Is in the matrix is less than n(n2-l) , and the two other require­
ments are satisfied, then the cities are partially ordered. This means that we 
can complete such a matrix (in at least one way) to get a legal tour (total order 
of cities). As stated in [59J: 

"The Boolean matrix representation of a sequence encapsulates all 
of the information about the sequence, including both the micro­
topology of individual city-to-city connections and the macro-topolo­
gy of predecessors and successors. The Boolean matrix representa­
tion can be used to understand existing operators and to develop 
new operators that can be applied to sequences to produce desired 
effects while preserving the necessary properties of the sequence." 

The two new operators developed in [59J were intersection and union. Both 
are binary operators (crossover-like operators). As for other evolution programs 
(e.g., GENETIC-2 for the transportation problem; Chapter 9), such operators 
should combine the features of both parents and preserve constraints (require­
ments) at the same time. 

The intersection operator is based on the observation that the intersection 
of bits from both matrices results in a matrix where (1) the number of Is is not 
greater than n(n2-1), and (2) the two other requirements are satisfied. Thus, we 
can complete such a matrix to get a legal tour (total order of cities). 

For example, two parents 
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PI = (1 2 3 4 5 6 7 8 9) and 
P2 = (4 1 2876935) 

are represented by two matrices (Figure 10.2). 

The intersection of these two matrices gives the matrix displayed in Figure 
10.3. 

1 2 3 4 5 6 7 8 9 1 2 3 4 5 6 7 8 9 
1 0 1 1 1 1 1 1 1 1 1 0 1 1 0 1 1 1 1 1 
2 0 0 1 1 1 1 1 1 1 2 0 0 1 0 1 1 1 1 1 
3 0 0 0 1 1 1 1 1 1 3 0 0 0 0 1 0 0 0 0 
4 0 0 0 0 1 1 1 1 1 4 1 1 1 0 1 1 1 1 1 
5 0 0 0 0 0 1 1 1 1 5 0 0 0 0 0 0 0 0 0 
6 0 0 0 0 0 0 1 1 1 6 0 0 1 0 1 0 0 0 1 
7 0 0 0 0 0 0 0 1 1 7 0 0 1 0 1 1 0 0 1 
8 0 0 0 0 0 0 0 0 1 8 0 0 1 0 1 1 1 0 1 
9 0 0 0 0 0 0 0 0 0 9 0 0 1 0 1 0 0 0 0 

Fig. 10.2. Two parents 

1 2 3 4 5 6 7 8 9 
1 0 1 1 0 1 1 1 1 1 
2 0 0 1 0 1 1 1 1 1 
3 0 0 0 0 1 0 0 0 0 
4 0 0 0 0 1 1 1 1 1 
5 0 0 0 0 0 0 0 0 0 
6 0 0 0 0 0 0 0 0 1 
7 0 0 0 0 0 0 0 0 1 
8 0 0 0 0 0 0 0 0 1 
9 0 0 0 0 0 0 0 0 0 

Fig. 10.3. First phase of the intersection operator 

The partial order imposed by the result of intersection requires that city 1 
precedes cities 2, 3, 5, 6, 7, 8, and 9; city 2 precedes cities 3, 5, 6, 7, 8, and 9; 
city 3 precedes city 5; city 4 precedes cities 5, 6, 7, 8, and 9; and cities 6, 7, and 
8 precede city 9. 

During the next stage of the intersection operator, one of the parents is 
selected; some Is (that are unique to this parent) are 'added', and the matrix 
is completed into a sequence through an analysis of the sums of the rows and 
columns. For example, the matrix from Figure 10.4 is a possible result after 
completing the second stage; it represents a tour 

(1 2 4 8 7 6 3 5 9). 
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1 2 3 4 5 6 7 8 9 
1 0 1 1 1 1 1 1 1 1 
2 0 0 1 1 1 1 1 1 1 
3 0 0 0 0 1 0 0 0 1 
4 0 0 1 0 1 1 1 1 1 
5 0 0 0 0 0 0 0 0 1 
6 0 0 1 0 1 0 0 0 1 
7 0 0 1 0 1 1 0 0 1 
8 0 0 1 0 1 1 1 0 1 
9 0 0 0 0 0 0 0 0 0 

Fig. lOA. Final result of the intersection 

The union operator is based on the observation that the subset of bits 
from one matrix can be safely combined with a subset of bits from the other 
matrix, provided that these two subsets have empty intersection. The operator 
partitions the set of cities into two disjoint groups (in [59] a special method 
was used to make this partition). For the first group of cities, it copies the bits 
from the first matrix; and for the second group of cities, it copies the bits from 
the second matrix. Finally, it completes the matrix into a sequence through an 
analysis of the sums of the rows and columns (as for intersection operator). 

For example, the two parents PI and P2 and the partition of cities into {I, 
2,3, 4} and {5, 6,7,8, 9} produce the matrix (Figure 10.5), which is completed 
as for the intersection operator. 

1 0 1 1 1 x x x x x 
2 0 0 1 1 x x x x x 
3 0 0 0 1 x x x x x 
4 0 0 0 0 x x x x x 
5 x x x x 0 0 0 0 0 
6 x x x x 1 0 0 0 1 
7 x x x x 1 1 0 0 1 
8 x x x x 1 1 1 0 1 
9 x x x x 1 0 0 0 0 

Fig.lO.5. First phase of the union operator. 
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The experimental results on different topologies of the cities (random, clus­
ters, concentric circles) reveal an interesting characteristic of the union and 
intersection operators, which makes progress even when the elitism (preserving 
the best) option was not used. This was not the case for either ER or PMX op­
erators. A solid comparison of several binary and unary (swap, slice, and invert) 
operators in terms of performance, complexity, and execution time is provided 
in [59]. 

The second approach in using matrix representation was described by one 
of my Master students, David Seniw [166]. Matrix element mij in the row i and 
column j contains a 1 if and only if the tour goes from city i directly to city j. 
This means that there is only one nonzero entry for each row and each column 
in the matrix (for each city i there is exactly one city visited prior to i, and 
exactly one city visited next to i). For example, a chromosome in Figure 10.6(a) 
represents a tour that visits the cities (1,2,4,3,8,6,5,7,9) in this order. Note 
also that this representation avoids the problem of specifying the starting city, 
i.e., Figure 10.6(a) also represents the tours (2,4,3,8,6,5,7,9,1), (4,3,8,6, 
5, 7, 9, 1, 2), etc. 

1 2 3 4 5 6 7 8 9 1 2 3 4 5 6 7 8 9 
1 0 1 0 0 0 0 0 0 0 1 0 1 0 0 0 0 0 0 0 
2 0 0 0 1 0 0 0 0 0 2 0 0 0 1 0 0 0 0 0 
3 0 0 0 0 0 0 0 1 0 3 0 0 0 0 0 0 0 1 0 
4 0 0 1 0 0 0 0 0 0 4 0 0 0 0 1 0 0 0 0 
5 0 0 0 0 0 0 1 0 0 5 0 0 0 0 0 0 1 0 0 
6 0 0 0 0 1 0 0 0 0 6 0 0 0 0 0 0 0 0 1 
7 0 0 0 0 0 0 0 0 1 7 1 0 0 0 0 0 0 0 0 
8 0 0 0 0 0 1 0 0 0 8 0 0 0 0 0 1 0 0 0 
9 1 0 0 0 0 0 0 0 0 9 0 0 1 0 0 0 0 0 0 

(a) (b) 

Fig. 10.6. Binary matrix chromosomes 

It is interesting to note that each complete tour is represented as a binary 
matrix with only one bit in each row and one bit in each column set to one. 
However, not every matrix with these properties would represent a single tour. 
Binary matrix chromosomes may represent multiple subtours. Each sub tour will 
eventually loop back onto itself, without connecting to any other subtour in the 
chromosome. For example, a chromosome from Figure 10.6(b) represents two 
subtours (1, 2, 4, 5, 7) and (3, 8, 6, 9). 

The subtours were allowed in the hope that natural clustering would take 
place. After the evolution program terminated, the best chromosome is reduced 
to a single tour by successively combining pairs of subtours using a deterministic 
algorithm. Sub tours of one city (a tour leaving a city to travel right back to 
itself), having a distance cost of zero, were not allowed. A lower limit of q = 3 
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cities in a subtour was set in an attempt to prevent the GA from reducing a 
TSP problem to a large number of subtours each with very few cities (q is a 
parameter of the method). 

Figure 1O.7(a) depicts the sub tours resulting from a sample run of the al­
gorithm on a number of cities intentionally placed in clusters. As expected, the 
algorithm developed isolated subtours. Figure 10. 7(b) depicts the tour after the 
subtours have been combined. 

,---------/ '"., 

I / \ 
I 

Fig. 10.7. Separate subtours and the final tour 

Two genetics operators were defined: mutation and crossover. The mutation 
operator takes a chromosome, randomly selects several rows and columns in that 
chromosome, removes the set bits in the intersections of those rows and columns, 
and randomly replaces them in possibly a different configuration. 

For example, let us consider the tour from Figure 10.6(a), representing the 
tour: 

(1, 2, 4, 3, 8, 6, 5, 7, 9). 

Assume that rows 4 and 6 and columns 2, 3, and 5 are randomly selected to 
participate in a mutation. The marginal sums for these rows and columns are 
calculated. The bits at the intersections of these rows and colunms are removed 
and replaced randomly, though they must agree with the marginal sums. In 
other words, the submatrix corresponding to rows 4 and 6, and columns 2, 3, and 
5 from the original matrix (Figure 10.8(a)), is replaced by another submatrix 
(Figure 1 0.8(b)). 

The resulting chromosome represents a chromosome with two subtours: 

(1,2,4,5,7) and (3,8,6,9) 
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Fig. 10.8. Part of chromosome before (a) and after (b) mutation 

and is represented in Figure 10.6(b). 
The crossover operator begins with a child chromosome that has all bits reset 

to zero. The operator first examines the two parent chromosomes, and when it 
discovers the same bit (identical row and column) set (i.e., 1) in both parents, 
it sets a corresponding bit in the child (phase 1). The operator then alternately 
copies one set bit from each parent, until no bits exist in either parent which may 
be copied without violating the basic restrictions of chromosome construction 
(phase 2). Finally, if any rows in the child chromosome still do not contain a set 
bit, the chromosome will be filled in randomly (final phase). As the crossover 
traditionally produces two child chromosomes, the operator is executed a second 
time with the parent chromosomes transposed. 

The crossover operator takes the common bits between the two parent chro­
mosomes and places them in the initially empty child chromosome (phase 1). 
Then it alternately copies a bit from each parent until no more bits can be 
copied from either parent without violating the chromosome limitations (phase 
2). If there are still empty places in the child chromosome, the chromosome will 
be filled in randomly (final phase). This produces the first child, after which the 
operator is run a second time with the parent chromosomes transposed. This 
will produce two offspring. 

The following example of crossover starts with the first parent chromosome 
in Figure 10.9(a) representing two subtours: 

(1,5,3,7,8) and (2,4,9,6). 

and the second parent chromosome (Figure 10.9(b)) representing a single tour: 

(1,5, 6, 2, 7,8,3,4,9). 

The first two phases of building the first offspring are displayed in Figure 10.10. 
The first offspring for crossover, after the final phase, is displayed in Figure 

10.11. It represents a subtour: 

(1, 5, 6, 2, 3,4,9, 7, 8). 

The second offspring represents 

(1, 5, 3, 4, 9) and (2, 7, 8, 6). 

Note that there are common segments of the parent chromosomes in both off­
spring. 

This evolution program gave a reasonable performance on several test cases 
from 30 cities to 512 cities. However, it is not clear what is the influence of the 
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1 2 3 4 5 6 7 8 9 1 2 3 4 5 6 7 8 9 
1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 
2 0 0 0 1 0 0 0 0 0 2 0 0 0 0 0 0 1 0 0 
3 0 0 0 0 0 0 1 0 0 3 0 0 0 1 0 0 0 0 0 
4 0 0 0 0 0 0 0 0 1 4 0 0 0 0 0 0 0 0 1 
5 0 0 1 0 0 0 0 0 0 5 0 0 0 0 0 1 0 0 0 
6 0 1 0 0 0 0 0 0 0 6 0 1 0 0 0 0 0 0 0 
7 0 0 0 0 0 0 0 1 0 7 0 0 0 0 0 0 0 1 0 
8 1 0 0 0 0 0 0 0 0 8 0 0 1 0 0 0 0 0 0 
9 0 0 0 0 0 1 0 0 0 9 1 0 0 0 0 0 0 0 0 

(a) (b) 

Fig. 10.9. First (a) and second (b) parents 

1 2 3 4 5 6 7 8 9 1 2 3 4 5 6 7 8 9 
1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 
2 0 0 0 0 0 0 0 0 0 2 0 0 1 0 0 0 0 0 0 
3 0 0 0 0 0 0 0 0 0 3 0 0 0 0 0 0 0 0 0 
4 0 0 0 0 0 0 0 0 1 4 0 0 0 0 0 0 0 0 1 
5 0 0 0 0 0 0 0 0 0 5 0 0 0 0 0 1 0 0 0 
6 0 1 0 0 0 0 0 0 0 6 0 1 0 0 0 0 0 0 0 
7 0 0 0 0 0 0 0 1 0 7 0 0 0 0 0 0 0 1 0 
8 0 0 0 0 0 0 0 0 0 8 1 0 0 0 0 0 0 0 0 
9 0 0 0 0 0 0 0 0 0 9 0 0 0 0 0 0 0 0 0 

(a) (b) 

Fig. 10.10. Offspring for crossover, after (a) phase 1 and (b) phase 2 

parameter q (minimum number of cities in a sub tour) on the quality of the final 
solution. Also, the algorithms for combining several subtours into a single tour 
are far from obvious. On the other hand, the method has some similarities with 
Litke's recursive clustering algorithm [120], which recursively replaces clusters 
of size B by single representative cities until less than B cities remain. Then, 
the smaller problem is solved optimally. All clusters are expanded one by one 
and the algorithm sequences the expanded set between the two neighbors in the 
current tour. 

The third approach based on matrix representation was recently proposed 
by Homaifar and Guan [94]. As in the previous approach, the mij element of 
the binary matrix M is set to 1 if and only if there is an edge from city i to 
city j. However, they used different crossover operators and heuristic inversion 
- we discuss them in turn. 
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1 2 3 4 5 6 7 8 9 

1 0 0 0 0 1 0 0 0 0 
2 0 0 1 0 0 0 0 0 0 
3 0 0 0 1 0 0 0 0 0 
4 0 0 0 0 0 0 0 0 1 
5 0 0 0 0 0 1 0 0 0 
6 0 1 0 0 0 0 0 0 0 
7 0 0 0 0 0 0 0 1 0 
8 1 0 0 0 0 0 0 0 0 
9 0 0 0 0 0 0 1 0 0 

Fig.IO.II. Offspring for crossover, after the final phase 

Two matrix crossover (MX) operators were defined [94]. These operators 
exchange all entries of the two parent matrices either after a single crossover 
point (I-point crossover) or between two crossover points (2-point crossover). An 
additional "repair algorithm" is run to (1) remove duplications, i.e., to ensure 
that each row and each column has precisely one 1, and (2) cut and connect 
cycles (if any) to produce a legal tour. 

A 2-point crossover is illustrated by the following example. Two parent 
matrices are given in Figure 10.12; they represent two legal tours: 

(1 2 4 3 8 6 5 7 9) and (1 4 3 6 5 7 2 8 9) 

Two crossovers points were selected; these are points between columns 2 and 
3 (first point), and between columns 6 and 7 (second point). The crossover points 
cut the matrices vertically: for each matrix, the first two columns constitute the 
first part of the division, columns 3, 4, 5, and 6 the middle part, and the last 
three columns the third part. 
After the first step of the 2-point MX operator, entries of both matrices are 
exchanged between the crossover points (i.e., entries in columns 3, 4, 5, and 6). 
The intermediate result is given in Figure 10.13. 

Both offspring, (a) and (b) are illegal; however, the total number of Is in each 
intermediate matrix is correct (i.e., 9). The first step of the "repair algorithm" 
moves some Is in matrices in such a way that each row and each column has 
precisely one 1. For example, in the offspring from Figure 10.13(a) the duplicate 
Is occur in rows 1 and 3. The algorithm may move the entry m14 = 1 into 
m84, and the entry m38 = 1 into m28' Similarly, in the other offspring (Figure 
10.13(b)) the duplicate Is occur in rows 2 and 8. The algorithm may move the 
entry m24 = 1 into m34, and the entry m86 = 1 into m16. After the completion 
of the first step of the repair algorithm, the first offspring represents a (legal) 
tour, 

(1 2 8 4 3 6 5 7 9), 
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1 2 3 4 5 6 7 8 9 1 2 3 4 5 6 7 8 9 
1 0 1 0 0 0 0 0 0 0 1 0 0 0 1 0 0 0 0 0 
2 0 0 0 1 0 0 0 0 0 2 0 0 0 0 0 0 0 1 0 
3 0 0 0 0 0 0 0 1 0 3 0 0 0 0 0 1 0 0 0 
4 0 0 1 0 0 0 0 0 0 4 0 0 1 0 0 0 0 0 0 
5 0 0 0 0 0 0 1 0 0 5 0 0 0 0 0 0 1 0 0 
6 0 0 0 0 1 0 0 0 0 6 0 0 0 0 1 0 0 0 0 
7 0 0 0 0 0 0 0 0 1 7 0 1 0 0 0 0 0 0 0 
8 0 0 0 0 0 1 0 0 0 8 0 0 0 0 0 0 0 0 1 
9 1 0 0 0 0 0 0 0 0 9 1 0 0 0 0 0 0 0 0 

(a) (b) 

Fig. 10.12. Binary matrix chromosomes with crossover points marked 

1 2 3 4 5 6 7 8 9 1 2 3 4 5 6 7 8 9 

1 0 1 0 1 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 
2 0 0 0 0 0 0 0 0 0 2 0 0 0 1 0 0 0 1 0 
3 0 0 0 0 0 1 0 1 0 3 0 0 0 0 0 0 0 0 0 
4 0 0 1 0 0 0 0 0 0 4 0 0 1 0 0 0 0 0 0 
5 0 0 0 0 0 0 1 0 0 5 0 0 0 0 0 0 1 0 0 
6 0 0 0 0 1 0 0 0 0 6 0 0 0 0 1 0 0 0 0 
7 0 0 0 0 0 0 0 0 1 7 0 1 0 0 0 0 0 0 0 
8 0 0 0 0 0 0 0 0 0 8 0 0 0 0 0 1 0 0 1 
9 1 0 0 0 0 0 0 0 0 9 1 0 0 0 0 0 0 0 0 

(a) (b) 

Fig. 10.13. Two intermediate offspring after the first step of MX operator 

and the second offpring represents a tour which consists of two subtours, 

(1 6 5 7 2 8 9) and (3 4). 

The second step of the repair algorithm should be applied to the second 
offspring only. During this stage, the algorithm cuts and connects sub tours to 
produce a legal tour. The cut and connect phase takes into account the existing 
edges in the original parents. For example, the edge (2 4) is selected to connect 
these two subtours, since this edge is present in one of the parents. Thus the 
complete tour (a legal second offspring) is 

(1 6 5 7 24 3 8 9). 

The second operator used by Homaifar and Guan [94J to complement MX 
crossover was heuristic inversion. The operator reverses the order of cities be-
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tween two cut points (just as simple inversion did - we discussed it earlier in 
this chapter). If the distance between the two cut points is large (high order 
inversion), the operator explores connections between 'good' paths, otherwise 
(low order inversion), the operator performs local search. However, there are 
two differences between classical and proposed inversion operators. The first is 
that the resulting offspring is accepted only if the new tour is better than the 
original. The second difference is that the inversion procedure selects a single 
city in a tour and checks for improvement for inversions of the (lowest possi­
ble) order 2. The first inversion which results in an improvement is accepted 
and the inversion procedure terminates. Otherwise, inversions of the order 3 are 
considered, and so on. 

The reported results [94] indicate that evolution program with 2-point MX 
and inversion operators performed successfully on 30-100- city TSP problems. 
In the most recent experiment, the result of this algorithm for a 318-city problem 
was only 0.6% away from the optimal solution. 

In this chapter we did not provide the exact results of various experiments 
for different data structures and 'genetic' operators. Rather, we made a general 
overview of numerous attempts in building a successful evolution program for 
the TSP. One of the reasons is that most of the quoted performance results 
heavily depend on many details (population size, number of generations, size of 
the problem, etc.). Moreover, many results were related to relatively small sizes 
of the TSP (up to 100 cities); as observed in [103]: 

"It does appear that instances as small as 100 cities must now be 
considered to be well within the state of the global optimization art, 
and instances must be considerably larger than this for us to be sure 
that heuristic approaches are really called for." 

However, most of the papers cited in this chapter compare the proposed ap­
proach with other approaches. For these comparisons, two families of test cases 
were used: 

• random collection of cities. Here, an empirical formula for the expected 
length of L * of a minimal TSP tour is useful: 

L * = k,,;;;;:-Ji, 

where n is the number of cities, R is the area of the square box within 
which the cities were randomly placed, and k is an empirical constant of 
approximately 0.765 (see [177]) . 

• publicly available collection of cities (partly with optimal solutions), com­
piled by Gerhard Reinelt (Institut fur Mathematik, Universitat Augs­
burg). The collection is available via ftp as follows: 
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ftp titan.rice.edu (or, ftp 128.42.1.30) 
Login Userid : anonymous 
Password: anonymous 
ftp> cd public 
ftp> type binary 
ftp> get tsplib.tar.Z 

More information on a traveling salesman problem library is provided in [150]. 

To get a complete picture of the application of genetic algorithm techniques 
to the TSP, we should report the work of other researchers, e.g., [142] and [188], 
who used GAs for local optimization of the TSP. Local optimization algorithms 
(2-opt, 3-opt, Lin-Kernighan) are quite efficient. As stated in [103]: 

"Given that the problem is NP-hard, and hence polynomial-time 
algorithms for finding optimal tours are unlikely to exist, much at­
tention has been addressed to the question of efficient approximation 
algorithms, fast algorithms that attempt only to find near-optimal 
tours. To date, the best such algorithms in practice have been based 
on (or derived from) a general technique known as local optimiza­
tion, in which a given solution is iteratively improved by making 
local changes." 

Local optimization algorithms, for a given (current) tour, specify a set of neigh­
boring tours and replace the current tour by a (possibly) better neighbor. This 
step is applied until a local optimum is reached. For example, the 2-opt algo­
rithm defines neighboring tours as tours where one can be obtained from the 
other by modifying two edges only. 

Local search algorithms served as the basis for the development of the ge­
netic local search algorithm [188], which 

• uses a local search algorithm to replace each tour in the current population 
(of size J.L) by a (local optimum) tour, 

• extends the population by additional A tours - offspring of the recombi­
nation operator applied to some tours in the current population, 

• uses (again) a local search algorithm to replace each of the A offspring in 
the extended population by a (local optimum) tour, 

• reduces the extended population to its original size, J.L, according to some 
selection rules (survival of the fittest), 

• repeats the last three steps until some stopping condition is met (evolution 
process). 

Note that there are some similarities between the genetic local search algorithm 
and the (J.L + A) evolution strategy (Chapter 8). As in the (J.L + A)-ES, J.L in­
dividuals produce A offspring and the new (extended) population of (J.L + A) 
individuals is reduced by a selection process again to J.L individuals. 
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The above genetic local search algorithm [188] is similar to a genetic al­
gorithm for the TSP proposed earlier by Miihlenbein, Gorges-Schleuter, and 
Kramer [142], which encourages "intelligent evolution" of individuals. The al­
gorithm 

• uses a local search algorithm (opt-2) to replace each tour in the current 
population by a (local optimum) tour, 

• selects partners for mating (above-average individuals get more offspring), 

• reproduces (crossover and mutation), 

• searches for the minimum by each individual (reduction, problem solver, 
expansion), 

• repeats the last three steps until some stopping condition is met (evolution 
process). 

The crossover used in this algorithm is a version of the order crossover (OX). 
Here, two parents (with two cut points marked by 'I'), 

PI = (1 2 3 I 4 5 6 7 I 8 9) and 
P2 = (4 5 2 11 8 7 6 I 9 3), 

would produce the offspring in the following way. First, the segments between 
cut points are copied into offspring: 

01 = (x X x I 4 5 6 7 I x x) and 
02 = (x X x 11 8 7 6 I x x). 

Next, (instead of starting from the second cut point of one parent as was the 
case for OX), the cities from the other parent are copied in the same order from 
the beginning of the string, omitting symbols already present: 

01 = (2 1 8 I 4 5 6 7 I 9 3) and 
02 = (2 3 4 11 8 7 6 I 5 9). 

The experimental results were at least encouraging. The algorithm found a tour 
for the 532 city problem and the length was found to be 27702, which is within 
0.06% of the optimal solution (27686, found by Padberg and Rinaldi [146]). 

It seems that a good evolution program for the TSP should incorporate local 
improvement operators (mutation group), based on algorithms for local opti­
mization, together with carefully designed binary operator(s) (crossover group), 
which would incorporate heuristic information about the problem. We conclude 
this chapter by a simple observation: the quest for an evolution program for the 
TSP, which would include 'the best' representation and 'genetic' operators to 
be performed on them, is still going on! 



11. Drawing Graphs, Scheduling, and 
Partitioning 

Said a disappointed visitor, 
'Why has my stay here yielded 

no fruit?' 

'Could it be because you lacked 
the courage to shake the tree?' 

said the Master benignly. 

Anthony de Mello, One Minute Wisdom 

As stated in the Introduction, it seems that most researchers "modified" their 
implementations of genetic algorithms either by using non-standard chromo­
some representation or by designing problem-specific genetic operators (e.g., 
[63], [185], [29], [36], etc.) to accommodate the problem to be solved, thus build­
ing efficient evolution programs. The first two modifications were discussed in 
detail in the previous two chapters (Chapters 9 and 10) for the transportation 
problem and the traveling salesman problem, respectively. In this chapter, we 
have made a somewhat arbitrary selection of a few other evolution programs de­
veloped by the author and other researchers, which are based on non-standard 
chromosome representation and/or problem-specific knowledge operators. We 
present systems for the graph drawing problem (Section 11.1), scheduling prob­
lems (Section 11.2), the timetable problem (Section 11.3), and partitioning 
problems (Section 11.4). The described systems and the results of their appli­
cations provide an additional argument to support the evolution programming 
approach, which promotes creation of data structures together with operators 
for a particular class of problems. 

11.1 Drawing a directed graph 

Drawing a directed graph can be considered as a problem of finding a layout 
of nodes and arcs on a page which is optimized according to certain aesthetic 
criteria chosen to characterize "good" drawings of graphs. For most reasonable 
aesthetic criteria, however, finding an exact solution for large graphs turns out 
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to be prohibitively expensive. The problem of drawing directed graphs has be­
come of great practical importance with the recent development of interactive 
software tools. Such systems often use diagrams such as transition diagrams or 
structure diagrams, that are essentially some form of directed graph, to rep­
resent and illustrate various aspects of software systems. Since these diagrams 
are often generated or modified by the system, the system must be able to dis­
play the resulting diagrams in an intelligible fashion. In these systems, ensuring 
reasonable response time is important and a layout that is nearly optimal is 
generally quite acceptable. It is therefore desirable to investigate methods for 
finding approximate solutions. 

A large number of algorithms have been proposed for drawing graphs. The 
kinds of algorithms used, and their costs, vary according to the class of graph for 
which they are intended (e.g., trees, planar graphs, hierarchic graphs or general 
undirected graphs), the aesthetic criteria they consider, and the methods they 
use for optimizing the layout. In most cases, finding optimal layouts for large 
graphs is prohibitively expensive, so a number of heuristic methods have been 
investigated that find approximate solutions in a reasonable amount of time. A 
good discussion of the problem of drawing graphs, aesthetic criteria that have 
been considered, and various methods that have been proposed is given in [187). 
A more extensive bibliography is given in [51). 

Eades and Lin [50) discuss an approach to drawing directed graphs that is 
based upon the following three aesthetic criteria1: 

C1 Arcs pointing upward should be avoided. 
C2 Nodes should be distributed evenly over the page. 
C3 There should be as few arcs crossing as possible. 

Eades and Lin's approach works in three stages, addressing each of these criteria 
in turn. At each stage the problem of satisfying the corresponding criterion is 
formulated as a graph-theoretic problem. 

In the first stage, the graph is turned into a directed acyclic graph (DAG) 
by reversing some of the arcs. The resulting DAG can be arranged so that all 
arcs point downwards by performing a topological sort. The DAG thus obtained 
is then used as the input to stages 2 and 3, and the arcs that were reversed are 
restored to their proper direction after all three stages have been completed. 
The major problem at stage 1 is to find a minimal set of arcs to reverse; this is 
called the "feedback arc set problem" and is known to be NP-hard [25). 

In the second stage, nodes are distributed evenly on the page. This is done 
by arranging the graph in layers and allocating nodes to layers in such a way 
as to match the height and width of the graph to the size of the page. This is 
equivalent to the "multiprocessor scheduling problem" and is also known to be 
NP-hard [25). 

In the third stage, nodes are ordered within layers so as to minimize the 
number of arc crossings. This problem is also NP-hard, even when there are 
only two layers in the graph. 

IThe first criterion assumes that the preferred direction for arcs is downwards, but this 
can easily be modified so that the preferred direction is left to right. 
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Since all three stages are NP-hard, Eades and Lin discuss a number of 
heuristics that can be used at each stage and discuss some of their properties. 
At stage 3 they add dummy nodes to arcs spanning more than one layer, so 
that stage 3 can be done a layer at a time. In the resulting graph, any bends in 
arcs occur at dummy nodes. 

In order to investigate the applicability of genetic algorithms to the problem 
of drawing directed graphs, we have implemented two systems, called GRAPH-l 

and GRAPH-2, which use genetic algorithms to find layouts for directed graphs. 
We have based our approach loosely on that described by Eades and Lin, but 
for our initial implementations we have only considered aesthetic criteria C1 

and C3 • The way in which we approach C1 does not place all nodes on separate 
layers, so we do some of what their stage 2 does. At present, however, we do 
not attempt to spread nodes evenly on the page; we are currently developing 
an additional procedure to address this. 

GRAPH-l tries to optimize the layout ofthe graph according to both C1 and 
C3 at once, as in classical genetic algorithms. GRAPH-2 tackles the problem in 
two phases, first optimizing according to criterion C}, then optimizing according 
to criterion C3 • This is closer to Eades and Lin's approach, and leads to a genetic 
algorithm for an optimization task with a decomposed evaluation function. 

In formulating the graph drawing problem, we consider the page to be di­
vided into a number of squares. The graph will be drawn with each node in one 
square and arcs drawn as straight lines between squares. The graph is assumed 
to have N nodes, numbered 1 through N, and the page is assumed to be H 
squares high and W squares wide. The size of square used is arbitrary, but it 
determines the "granularity" of layouts considered and hence the precision with 
which a near-optimal layout can be obtained. 

In constructing evaluation functions for our systems, we need to consider, 
for a given candidate, the number of arcs that do not point downwards and the 
number of arc crossings. In order to allow more possible solutions to be explored, 
we consider arcs pointing upwards and arcs pointing horizontally separately. In 
GRAPH-2, we will also need to consider whether two nodes occupy the same 
square on the page. These are calculated, for a candidate M, by the following 
functions: 

• n,,(M) is the number of upward pointing arcs in M, 

• nh(M) is the number of horizontal arcs in M, 

• nc( M) is the number of crossings between arcs in M, and 

• no(M) is the number of nodes in M which occupy the same square. 

Each evaluation function will be a linear combination of some of these functions, 
with weightings chosen according to the penalty to be associated with each 
feature. 
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11.1.1 Graph-l 

In GRAPH-l we use perhaps the most natural data structure for representing 
a solution for the problem of graph layout: an H x W matrix whose elements 
correspond to the squares on the page. Each matrix element is set to n if node n 
is located in the corresponding square on the page, and 0 if that square is empty. 
Figure 11.1 shows a graph, G1 , used in our experiments; Figure 11.2 shows the 
genetic representation used by GRAPH-l for this graph when the page size is 
6 x 10. 
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Fig. ILL Example graph G1 

0 0 0 1 0 0 0 0 0 
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0 14 17 18 5 0 0 0 0 

0 0 0 0 6 0 0 0 0 

Fig. 11.2. Genetic representation of G1 for a 6 x 10 page 

Every candidate in the initial population has each natural number between 
and N, inclusive, assigned to a random element in the matrix, and Os in 

the rest. In order to avoid invalid solutions being generated, every candidate 
generated must satisfy the constraint that each natural number between 1 and 
N, inclusive, occurs exactly once in the matrix. 

The evaluation function used in G RAPH-l, for matrix M, is: 
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The coefficients au, ah, and ac determine the significance of upward pointing, 
horizontal and crossing arcs, respectively. The minimum value of this function 
is 1, which occurs when all arcs point downward and no arcs cross. In our 
experiments, we have used au = 2, ah = ac = l. 

The genetic operators used in GRAPH-l were designed to preserve the con­
straint mentioned above. 

Swap-rows: Select two arbitrary rows in the matrix and swap 
them. 

Swap-columns: The same operator for columns. 

Swap-in-row: Select a row; if the row contains at least two nodes, 
select two nodes and swap them. 

Swap-in-col: The same for columns. 

Single-mutate: Relocate a single node in a matrix. This preserves 
the intuition behind the classical mutation operator which is 
to perform the smallest possible change. 

Small-mutate: Select two entries in a matrix and swap them. 

Large-cont-mutate: Select two disjoint parts of a matrix, each 
consisting of contiguous rows and columns, and swap them. 

Invert-a-row: Reverse the order of elements in a row. 

Invert-a-column: Reverse the order of elements in a column. 

Invert-part-row: Reverse the order of some elements in a row. 

Invert-part-column: Reverse the order of some elements in a col-
umn. 

Crossover: Select some rows and columns; for each row i and col­
umn j selected, swap the corresponding elements of the two 
parent matrices. Following this operation, some repairs may be 
necessary to ensure that the resulting matrices are valid solu­
tions (i.e., that they satisfy the constraint mentioned above). 

Cont-crossover: Same as the previous operator, but selected rows 
and columns constitute contiguous sets. 

11.1.2 Graph-2 

In G RAPH-2 we split the optimization task into separate phases. The first phase 
only considers the directions of arcs - whether they point upwards, downwards 
or horizontally. Once a satisfactory population is found, it is used to generate 
the initial population for the second phase, which only considers whether arcs or 
nodes cross. Once a satisfactory population is found here, an evaluation function 
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which is a combination of the two previous ones is used to determine the best 
candidate for the ultimate layout for the output graph. 

The data structure used in GRAPH-2 is a 2 x N matrix, in which the i­
th column represents the (x, y) coordinates of node i. Phase 1 ignores the x 
coordinates, while phase 2 utilizes both coordinates. Figure 11.3 shows another 
graph, G2 , used in our experiments; Figure 11.4 shows the genetic representation 
of this graph used by GRAPH-2 when the page size is 5 x 9. 

Every candidate in the initial population has each node allocated to a ran­
dom square on the page. At no point in our algorithm do we ensure that every 
node is allocated to a different square. Later, we will see why we do not need 
to explicitly preserve this constraint. 

10 

Fig. 11.3. Example graph G2 

N 1 2 3 4 5 6 7 8 9 10 

x 4 2 6 0 3 5 8 2 6 4 

Y 4 3 3 2 2 2 2 1 1 0 

Fig. 11.4. Genetic representation of G2 for a 5 X 9 page 

As stated earlier, phase 1 only considers the direction of arcs (whether 
they point upwards, downwards or horizontally). Consequently, the evaluation 
function used in phase 1 is: 

Again, in our experiments, we have used au = 2 and ah = 1. 
The genetic operators used at this stage are variations of the three classical 

operators: 
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V-swap: Swap the y coordinates of 2 random nodes within a struc­
ture. 

Y -crossover: Crossover the y coordinates of a random node from 
one structure with the corresponding node of another structure. 

V-mutate: Create a new random y coordinate for any node of a 
structure. 

Note that these operators do nothing to guarantee that two nodes do not 
occupy the same square on the page. They simply help us to search for a low­
cost arrangement of nodes along the vertical dimension. The V-swap operator 
alters two nodes which, if their y coordinates were swapped, would reduce the 
evaluation cost. The V-crossover operator is like the classical crossover operator, 
in that it exchanges useful information between structures. Likewise, the Y­
mutate operator allows new points in the search space to be explored. 

Phase 1 is repeated a number of times with different initial populations. 
Each time the best solution found is saved and the set of vertical arrangements 
thus obtained is used to generate the initial population for phase 2. 

The initial population for phase 2 is constructed by using the good set of 
y coordinates from phase 1 and random x coordinates. This phase considers 
whether arcs cross and whether nodes overlap, since our representation allows 
this to occur. Consequently, the evaluation function used in phase 2 is: 

In our experiments, we have used ac = 1, ao = 2. 
In designing the set of genetic operators to be used at this stage, we must 

take care not to undo the progress made in phase 1. Thus, these operators will 
not change y coordinates. The genetic operators used at this stage are, again, 
variations of the three classical operators: 

X-swap: Swap the x coordinates of 2 random nodes within a struc­
ture. 

X-crossover: Crossover the x coordinate of a random node from 
one structure with the corresponding node of another structure. 

X-mutation: Randomly change the x coordinate of a given struc­
ture's node. 

Note again that these operators do not guarantee that two nodes will not 
occupy the same square on the page. We simply let the evaluation function and 
the power of the genetic algorithm search for the best solution. 

Once phase 2 is complete, we evaluate each structure using a combination 
of the evaluation functions used previously and take the best solution found. 
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11.1.3 Experiments and results 

We have performed a number of .experiments with the systems GRAPH-l and 
GRAPH-2. In this section we present the results of applying these systems to 
the two graphs, Gt and G2 , shown in Figures 11.1 and 11.3. In each case we 
used a page with 10 rows and 6 columns. 

In the system GRAPH-I, we ran the genetic algorithm for 200 generations 
with each graph. The resulting layouts are shown in Figures 11.5 and 11.6. 

Fig. u.s. The result of the GRAPH-l system for Gt 

These results are encouraging, given that the only factors taken into account 
in the evaluation function were the numbers of arcs that cross, point up or 
are horizontal. Both graphs display high regularity and constitute an excellent 
input for the algorithm to distribute nodes evenly on a page. Similar results 
were obtained in experiments with a larger number of nodes and a larger page 
SIze. 

In the system GRAPH-2, for each graph, we ran the genetic algorithm for 
200 generations for each of 10 passes through phase 1, and 200 generations for 
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Fig.U.6. The result of the GRAPH-1 system for G2 

phase 2. Using a population size of 50 meant that the initial population of phase 
2 consisted of 5 structures for every y coordinate arrangement found by phase 
1. The resulting layouts are shown in Figures 11. 7 and 11.8. 

8 

----------13 G 5 

Fig. 11.7. The result of the GRAPH-2 system for G1 
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Fig. u.s. The result of the GRAPH-2 system for G2 

Again, these results are encouraging, given the attributes taken into con­
sideration by the evaluation functions. 

For GI , the general shape of the layout produced by GRAPH-2 is probably 
better than that produced by GRAPH-I. The odd positioning of nodes 1, 8, 
5 and 6 would be rectified by the node distribution algorithm. However, it 
unnecessarily has one arc pointing upwards and one intersection of two arcs. 

For G2 , the general shape of the layout produced by GRAPH-l looks 
marginally better than that produced by GRAPH-2, though this difference 
would probably be negligible once node distribution has been performed. Again, 
GRAPH-2 unnecessarily has one arc pointing upwards and one intersection of 
two arcs. 

These two graphs are not sufficient to make any conclusive comparisons 
between the two systems. However, they do suggest that GRAPH-l is better at 
avoiding crossing arcs, while GRAPH-2 seems to be better at avoiding horizontal 
and upward arcs. Varying the number of generations, the probabilities associ­
ated with the various genetic operators and the weightings used for the various 
aesthetic features would clearly affect the results. Obviously, many more tests 
need to be performed before more definite conclusions can be drawn. 

For several reasons, we are not yet able to evaluate the two presented ap­
proaches fully or compare them with other methods. Firstly, we only have results 
from few sample graphs; we need to test both systems on many other examples. 
Secondly, the algorithm to distribute nodes evenly on the page is still being 
implemented; we need to complete this before we can make meaningful com­
parisons with other methods. Thirdly, the two approaches presented here are, 
in some sense, too different. They use different genetic representations and dif-
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ferent operators, and additionally, the system GRAPH-2 is based on the idea of 
a decomposed evaluation function. 

To allow the various factors involved in these two systems to be compared 
and evaluated more precisely, we plan to implement a variation of G RAP H-1 

which uses the same representation and genetic operators, but has a decomposed 
evaluation function, and a GRAPH-2 which uses the same representation and 
genetic operators, but has a single evaluation function. These should allow more 
meaningful comparisons to be made. 

When we have these systems working well, we plan to incorporate the most 
successful system into an interactive programming tool. We could then allow 
the user to set various operational parameters, so the tradeoff between picture 
quality and speed is under the users' control. In particular, the user could ask 
for high quality drawings at the expense of extra time in order to generate 
publication quality diagrams from the system. We also plan to adding other 
aesthetic criteria (as discused in [187]) and allow user to control which ones are 
used. 

11.2 Scheduling 

A job shop is a process-organized manufacturing facility; its main characteristic 
is a great diversity of jobs to be performed [86]. A job shop produces goods 
(parts); these parts have one or more alternative process plans. Each process 
plan consists of a sequence of operations; these operations require resources and 
have certain (predefined) durations on machines. A job shop processes orders, 
where each order is for some number of the same part. The task of planning, 
scheduling, and controlling the work is very complex, and only limited analytical 
procedures are available to assist in these tasks [86], [60]. 

The job shop scheduling problem is to select a sequence of operations to­
gether with an assignment of start/end times and resources for each operation. 
The main considerations to be taken into account are the cost of having idle 
machine and labor capacity, the cost of carrying in-process inventory, and the 
need to meet certain order completion due dates. As stated in [86]: 

"Unfortunately, these considerations tend to conflict with each 
other. One can have a low cost of idle machine and labor capacity 
by providing only a minimum amount of machinery and manpower. 
However, this would result in considerable work waiting to be done 
and, therefore, large in-process inventories and difficulty in meeting 
completion due dates. On the other hand, one can essentially guar­
antee meeting completion due dates by providing so much machine 
and labor capacity that orders usually would not have to wait to 
be processed. However, this would result in excessive costs for idle 
machine and labor capacity. Therefore, it is necessary to strive for 
an economic compromise between these considerations." 
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There are various versions of the job shop scheduling problem, each char­
acterized by some additional constraints (e.g., maintenance, machine down and 
setup times, etc.). 

Let us consider a simple example of a job shop problem to illustrate the 
above description. 

Example 11.1. Assume there are three orders, 01, 02, and 03. For each order, 
the parts and the number of units to be produced are: 

01 : 30x part a; 
02 : 45x part b; 
03 : 50x part a. 

Each part has one or more alternative process plans: 

a: plan # la (opr2' opr7, aprg); 
a: plan # 2a (aprl' apr3, apr7, aprg); 
a: plan # 3a (oprs, Opr6); 
b : plan # h (apr2' apr6, apr7); 
b : plan # 2b (oprI, aprg); 

where terms apr; denote the required operations to be performed. Each opera­
tion requires some times on one or more machines; these are: 

aprl : (ml 10) (m3 20); 
opr2 : (m2 20); 
apr3 : (m2 20) (m3 30); 
apr4 : (ml 10) (m2 30)(m3 20); 
oprs: (ml 10) (m3 30); 
apr6 : (ml 40); 
Opr7: (m3 20); 
aprg : (ml 50) (m2 30) (m3 10); 
aprg : (m2 20) (m3 40). 

Finally, each machine has its setup time necessary for changes in operation: 

ml : 3; 
m2: 5; 
m3: 7. 

o 

The job shop problem enjoyed some interest in GA community. One of the 
first attempts to approach this problem was reported by Davis [32]. The main 
idea of his approach was to encode the representation of a schedule in such a 
way, that (1) the genetic operators would operate in a meaningful way, and (2) 
a decoder would always produce a legal solution to the problem. This strategy, 
to encode solutions for operations and to decode them for evaluation, is quite 
general and might be applied to a variety of constrained problems - the same 
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idea was used by Jones [104] to approach the partitioning problem (see Section 
11.4). 

In general, we would like to represent information on schedules, e.g., "ma­
chine m2 performs operation 01 on part a from time t1 to time t2". However, 
most operators (mutations, crossovers) applied to such a message would result 
in illegal schedules - this is why Davis [32] used an encoding/decoding strategy. 

Let us see how the encoding strategy was applied to the job shop problem. 
The system developed by Davis [32] maintained a list of preferences for each 
machine; these preferences were linked to times. An initial member of a list is 
a time at which the list went into effect, the remaining part of the list is made 
up of some permutation of the orders, plus two additional elements: 'wait' and 
'idle'. The decoding procedure simulated the job's operations in such way that 
whenever a machine was ready to make a choice, the first allowable operation 
from its preference list was taken. So if the preference list for the machine m1 

was 

m1 : (400301 02 'wait' 'idle'), 

then the decoding procedure at time 40 would search for a part from the order 
03 for the machine m1 to work on. If unsuccessful, the decoding procedure would 
search for a part from the orders 01 and 02 (i.e., first from 01; in the case of 
failure, from 02). This representation guarantees a legal schedule. 

The operators were problem specific (they were derived from deterministic 
methods): 

run-idle: this operator is applied only to preference lists of the machines that 
have been waiting for more than an hour. It inserts the 'idle' as the second 
member of the preference list and reset the first member (time) of the 
preference list to 60 (minutes); 

scramble: the operator "scrambles" the members of a preference list; 

crossover: the operator exchanges preference lists for selected machines. 

The probabilities of these operators varied, from 5% and 40% for scramble and 
crossover, respectively, at the beginning of a run, down to 1% and 5%. The 
probability of run-idle was set to the percentage of the time the machine spent 
waiting, divided by the total time of the simulation. 

However, the experiments were made on a small example of two orders, six 
machines, and three operations [32], thus it is difficult to evaluate the usefulness 
of this approach. 

Another group of researchers approached the job shop problem from the 
TSP point of view [27], [183], [184], [193]. The motivation was that most oper­
ators developed for the TSP were 'blind', i.e., they did not use any information 
about the actual distances between cities (see Chapter 10). This means that 
these operators might be useful in other sequencing problems, where there is no 
distance between two points (cities, orders, jobs, etc.). However, it need not be 
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the case. Although both problems, the TSP and the scheduling problem, are se­
quencing problems, they display different (problem-specific) characteristics. For 
the TSP the important information is adjacency information on cities, whereas 
in the scheduling problem the relative order of items is of main concern. The 
adjacency information is useless for the scheduling problem, whereas the rela­
tive order is not important for the TSP due to cyclic nature of the tours: tours 
(12345678) and (4 5 678123) are, in fact, identical. This is why we need 
different operators for different applications. As observed in [175]: 

"Gil Syswerda [183] conducted a study in which 'edge recombina­
tion' (a genetic operator specifically designed for the TSP) per­
formed poorly relative to other operators on a job sequence schedul­
ing task. While the population size used by Syswerda was small (30 
strings) and good results were obtained on this problem using muta­
tion alone (no recombination), Syswerda's discussion of the relative 
importance of position, order, and adjacency for different sequenc­
ing tasks raises an issue that has not been adequately addressed. 
Researchers, including ourselves [193], [194], seem to tacitly assume 
that all sequencing tasks are similar and that one genetic operator 
should suffice for all types of sequencing problems." 

A similar observation was made one year earlier by Fox and McMahon [59]:2 

"An important concern is the applicability of each genetic operator 
to a variety of sequencing problems. For example, in the TSP, the 
value of a sequence is equivalent to the value of that sequence in 
reverse order. This trait is not true of all sequencing problems. In 
scheduling problems, this is a gross error." 

In [175] six sequencing operators (order crossover, partially mapped crossover, 
cycle crossover, enhanced edge recombination, order-based crossover, and position­
based crossover - all these operators were discussed in the previous chapter) 
were compared on two different sequencing tasks: a 30-city (blind) TSP and 
a 195-element sequencing task for a scheduling application. As expected, the 
results of schedule optimization (as far as the 'goodness' of the six operators is 
concern) were almost the opposite of the results from the TSP. In the case of 
schedule optimization, the enhanced edge recombination operator was the best, 
followed closely by order crossover, order-based crossover, and position-based 
crossover, with PMX and cycle crossovers being the worst. On the other hand, 
in the case of the TSP, the best were position-based and order-based crossovers, 
followed by the cycle crossover and PMX, with order crossover and enhanced 
edge recombination being the worst. These differences can be explained by ex­
amining how these operators preserve adjacency (for the TSP) and order (for 
the scheduling problem) information. 

21991, Reprinted with permission from Rawlins, G., Foundations of Genetic Algorithms. 
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Similar observations can be made for other sequencing (ordering) problems. 
In [38J Davis describes an order-based genetic algorithm for the following graph 
coloring problem: 

Given a graph with weighted nodes and n colors, achieve the highest 
score by assigning colors to nodes, such that no pair of connected 
(by a direct link) nodes can have the same color; the score is the 
total of weights of the colored nodes. 

A simple greedy algorithm would sort the set of nodes in order of decreasing 
weights and process nodes (i.e., assigning the first legal color to the node from 
the list of colors) in this order. Clearly, this is a sequencing problem - at least 
one permutation of nodes would return the maximum profit, so we search for 
the optimal sequence of nodes. It is also clear that the simple greedy algorithm 
does not guarantee the optimum solution: some other techniques should be used. 
Again, on the surface, the problem is similar to the TSP, where we were after 
the best order of cities to be visited by a salesman. However, the 'nature' of the 
problem is very different: for example, in the graph coloring problem there are 
weights for nodes, whereas in the TSP the weights are distributed between nodes 
(as distances). In [38J Davis represented an ordering as a list of nodes (e.g., (2 4 
7 1 48 35 9), as the path representation for the TSP) and used two operators: 
the order-based crossover (discussed in the previous chapter as an operator used 
for the TSP) and scramble sublist mutation. Even mutation, which should carry 
out a local modification of a chromosome, seems to be problem dependent [38J: 

"It is tempting to think of mutations as the swapping of the values 
of two fields on the chromosome. I have tried this on several different 
problems, however, and it doesn't work as well for me as an operator 
I call scramble sublist mutation." 

The scramble sublist mutation selects a sublist of nodes from a parent and 
scrambles it in the offspring, i.e., the parent (with the beginning and the end of 
the selected sublist marked by I): 

p = (2 4 I 7 1 4 8 I 3 5 9) 

may produce the offspring 

o = (2 4 I 4 8 1 7 I 3 5 9). 

However, it remains to be seen how this operator performs for other ordering 
or scheduling problems. Again, let us cite from [38J: 

"Many other types of mutations can be employed on order-based 
problems. Scramble sublist mutation is the most general one I have 
used. To date nothing has been published on these types of opera­
tors, although this is a promising topic for future work." 
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Let us return to the scheduling problems. As mentioned earlier, Syswerda 
[183) developed an evolution program for scheduling problems. However, a sim­
ple chromosome representation was chosen: 

"In choosing a chromosome representation for the [ ... ) scheduler, we 
have two basic elements to choose from. The first is the list of tasks 
to be scheduled. This list is very much like the list of cities to be 
visited in the TSP problem. [ ... ) An alternative to using a sequence 
of tasks is directly to use a schedule as a chromosome. This may 
seem like an overly cumbersome representation, necessitating com­
plicated operators to work on them, but is has a decided advantage 
when dealing with complicated real-world problems like scheduling. 
[ ... ) In our case, the appeal of a clean and simple chromosome rep­
resentation won over the more complicated one. The chromosome 
syntax we use for the scheduling problem is what was described 
above for the. TSP, but instead of cities we will use orderings of 
tasks." 

The chromosome was interpreted by a schedule builder - a piece of software 
which 'understands' the details of the scheduling task. This representation 
was supported with specialized operators. Three mutations were considered: 
position-based mutation (two tasks are selected at random, and the second task 
is placed before the first), order-based mutation (two tasks selected at ran­
dom are swapped), and scramble mutation (same as Davis' scramble sublist 
mutation described in the previous paragraph). All three performed much bet­
ter than random search, with order-based mutation being the clear winner. As 
mentioned earlier, the best crossover operators for the scheduling problem were 
order-based and position-based crossovers. 

It seems, however, that the choice of a simple representation was not the 
best. Judging from other (unrelated) experiments, e.g., transportation problem 
(Chapter 9), we feel that the chromosome representation used should be much 
closer to the scheduling problem. It is true that in a such cases a significant effort 
must be placed in designing problem-specific 'genetic' operators; however, this 
effort would payoff in increased speed and improved performance of the system. 
Moreover, some operators might be quite so simple [183): 

"A simple greedy algorithm running over the schedule could find a 
place for the high-priority task by removing a low-priority task or 
two and replacing them with the high-priority task." 

We believe that in general, and for the scheduling problems in particular, 
this is the direction to follow: to incorporate the problem specific-knowledge 
not only in operators (as was done for a simple chromosome representation), 
but in the chromosome structures as well. The first attempts to apply such an 
approach have already emerged. In their study, Husbands, Mill, and Warrington 
[96) represented a chromosome as a sequence 

(opr1 m1 81) (opr2 m2 82) (Opr3 m3 83) ... , 
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where opri, mi, and Si denote the i-th operation, machine, and setup, respec­
tively. 

In (9) the authors compared three representations, from the simplest (rep­
resentation~l): 

through intermediate (representation-2): 

(01 plan # la) (02 plan # 2b) (03 plan # 2a) ... , 

to the most complex (representation-3): 

(01 (opr2 : m2, Opr7 : m3, Opr9 : m2)) (02 (oprl : m3, Opr9 : m2)) 
(03 (oprl : mb Opr3 : m2, Opr7 : m3, oprs : ml)) ... 

The results for representation-3 were significantly better than for the two other 
representations. In the concluding discussion, the authors observed (9): 

"The operators themselves must be adjusted to suit the domain 
requirements. The chromosome representation should contain all the 
information that pertain to the optimization problem." 

We agree. This is, after all, what evolution programming is all about. 

11.3 The timetable problem 

One of the most interesting problems in Operations Research is the timetable 
problem. The timetable problem has important practical applications: it has 
been intensively studied and it is known to be NP-hard [53). 

The timetable problem incorporates many nontrivial constraints of various 
kinds - this is probably why it was only recently that first (as far as the 
author is aware) attempt was made (28) to apply genetic algorithm techniques 
to approach this problem. There are many versions of the timetable problem; 
one of them can be described by 

• a list of teachers {Tb .. . ,Tm }, 

• a list of time intervals (hours) {HI"'" Hn }, 

• a list of classes {Cb .. . , Ck}. 

The problem is to find the optimal timetable (teachers - times - classes); the 
objective function aims to satisfy some goals (soft constraints). These include 
didactic goals (e.g., spreading some classes over the whole week), personal goals 
(e.g., keeping afternoons free for some part-time teachers), and organizational 
goals (e.g., each hour has an additional teacher available for temporary teaching 
post). 

The constraints include: 



210 11. Drawing Graphs, Scheduling, and Partitioning 

• there is a predefined number of hours for every teacher and every class; a 
legal timetable must "agree" with these numbers, 

• there is only one teacher in a class at a time, 

• a teacher cannot teach two classes at a time, 

• for each class scheduled at some time slot, there is a teacher. 

It seems that the most natural chromosome representation of a potential 
solution of the timetable problem is a matrix representation: a matrix (R)ij 
(1 ~ i ~ m, and 1 ~ j ~ n), where each row corresponds to a teacher, 
and each column to an hour; the elements of the matrix R are classes (rij E 
{Ct,,,.,Ck}).3 

In [28] the constraints were managed mainly by genetic operators (the au­
thors used also a repair algorithm to eliminate cases where more than one 
teacher is present in the same class at the same time). The following genetic 
operators were used: 

mutation of order k: the operator selects two contiguous sequences of k ele­
ments from the same row in the matrix R, and swaps them, 

day mutation: this operator is a special case of the previous one: it selects two 
groups of columns (hours) of the matrix R which correspond to different 
days, and swaps them, 

crossover: given two matrices Rl and R2 , the operator sorts the rows of the 
first matrix in order of decreasing values of a so-called local fitness function 
(a part of the fitness function due only to characteristics specific to each 
teacher) and the best brows (b is a parameter determined by the system 
on the basis of the local fitness function and both parents) are taken as a 
building block; the remaining m - b rows are taken from the matrix R2 • 

The resulting evolution program was successfully tested on data for a large 
school in Milan, Italy [28]. 

11.4 Partitioning objects and graphs 

Several evolution programs were constructed by Jones and Beltramo [104] for 
a class of partitioning problems: partitioning n objects into k categories. These 
programs used different representations and several operators to manipulate 
them. It is interesting to observe the influence of the incorporation of the 
problem-specific knowledge on the performance of the developed evolution pro­
grams. Two test problems were selected: 

3 Actually, in [28] the elements of the matrix R were classes with three possible subscripts 
to include the concepts of sections, temporary teaching posts, etc. 
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• to divide n numbers into k groups to minimize the differences among the 
group sums, and 

• to partition the 48 states of the continental U.S. into 4 color groups to 
minimize the number of bordering state pairs that are in the same group. 

The first group of evolution programs encoded partitions as n-strings of integer 
numbers 

(iI, ... , in), 

where the j-th integer i j E {1, ... , k} indicates the group number assigned to 
object jj this is a group-number encoding. 

The group-number encoding creates a possibility of applying standard op­
erators. A mutation would replace a single (randomly selected) gene i j by a 
(random) number from {1, ... , k}. Crossovers (single-point or uniform) would 
always produce a legitimate offspring. However, as pointed out in [104], an off­
spring (after mutation or crossover) may contain less than k groupSj moreover, 
an offspring of two parents, both representing the same partition, may represent 
totally different partition, due to different numbering of groups. Special repair 
algorithms (rejection method, renumbering the parents) were used to eliminate 
these problems. Also, we can consider applying the edge-based crossover (de­
fined in the previous chapter). Here we assume that two objects are connected 
by an edge, if and only if they are in the same group. The edge-based crossover 
constructs an offspring by combining edges from the parents. 

It is interesting to note that several experiments on the two test problems 
indicate the superiority of the edge-based operator [104]j however, the repre­
sentation used does not support this operator. As reported, it took 2-5 times 
more computation time per iteration than the other crossover methods. This is 
due to inappropriate representation: for example, two parents 

PI = (11222233) and 
P2 = (12222333) 

represent the following edges: 

edges for PI: (12), (34), (35), (36), (45), (46), (56), (78), 
edges for P2: (23), (24), (25), (34), (35), (45), (67), (68), (78). 

An offspring should contain edges present in at least one parent, e.g., 

(11222333) 

represents the following edges: 

(12), (34), (35), (45), (67), (68), (78). 

However, the process of selection of edges is not straightforward: the selection 
of (56) and (67) - where both these edges are represented above - implies the 
presence of the edge (57), which is not there. 

It seems that some other representations might be more suitable for the 
problem. The second group of evolution programs encoded partitions as n+k-l­
strings of distinct integer numbers 
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integers from the range {I, ... , n} represent the objects, and integers from the 
range {n + 1, ... ,n + k - I} represent separators; this is a permutation with 
separators encoding. For example, the 7-string 

(1122233) 

is represented as a 9-string 

(128345967), 

where 8 and 9 are separators. 
Of course, all k-l separators must be used; also, they cannot appear at the 

first or last position, and they cannot appear together, one next to the other 
(otherwise, a string would decode into less than k groups). 

As usual, care should be taken in designing operators. These would be simi­
lar to some operators used for solving the traveling salesman problem, where the 
TSP is represented as a permutation of cities. A mutation would swap two ob­
jects (separators are excluded). Two crossovers were considered: order crossover 
(OX) and partially matched crossover (PMX) - these were discussed in Chap­
ter 10. A crossover would repeat its operation until the offspring4 decodes into 
a partition with k groups. 

Generally, the results of the evolution programs based on permutation with 
separators encoding were better than for the programs based on group-number 
encoding. However, neither coding method makes significant use of the problem­
specific knowledge. One can build a third family of evolution programs, incor­
porating knowledge in the objective function. This very thing was done in [104] 
in the following way. 

The representation used was the simplest one: each n-string represents n 
objects: 

where the i j E {I, ... , n} denotes the object number - hence i j f:. ip for j f:. p. 
The interpretation of this representation uses a greedy heuristic: the first k 
objects in the string are used to initialize k groups, i.e., each of the first k 
objects is placed in a separate group. The remaining objects are added on first­
come first-go basis, i.e., they are added in the order they appear in the string; 
they are placed in a group which yields the best objective value. 

This greedy heuristic also simplifies operators: every permutation encodes 
a valid partition, so we can use the same operators as for the traveling sales­
man problem. Needless to say, the "greedy decoding" approach significantly 
outperforms evolution programs based on other decodings: group-number and 
permutation with separators [104]. 

4Jones and Beltramo [104] produced only one offspring per crossover. 
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Another interesting approach to the partitioning problems is presented in 
[114]. Von Laszewski encodes partitions using group-number encoding, i.e., par­
titions are represented as n-strings of integer numbers, 

where the j-th integer i j E {I, ... , k} indicates the group number assigned to 
object j. However, this representation is supported by "intelligent structural 
operators": structural crossover and structural mutation. We discuss them in 
turn. 

structural crossover: the mechanism of the structural crossover is explained 
by the following example. Assume, there are two selected parents (12-
strings) 

PI = (112311232233) and P2 = (112123122333). 

These strings decode into the following partitions: 

PI : {I, 2, 5, 6}, {3, 7, 9, 1O}, {4, 8,11, 12}, and 
P2: {1,2,4,7}, {3,5,8,9}, {6,10,11,12}. 

First, a random partition is chosen: say, partition #2. This partition is 
copied from PI into P2: 

P~ = (112123222233). 

The copying process (as seen in the above example) usually destroys the 
requirement of equal partition sizes, hence we apply a repair algorithm. 
Note that in the original P2 there were elements assigned to partition #2, 
which were not elements of the copied partition: these were elements 5 
and 8. These elements are erased, 

P~ = (1121 * 32 * 2233), 

and replaced (randomly) by numbers of other partitions, which were over­
written in the copying step. Thus the final offspring might be 

P~' = (112133212233). 

As mentioned earlier, in the group-number coding, two identical parti­
tions may be represented by different strings due to different numbering 
of partitions. To take care of this, before the crossover is executed, the 
codings are adapted to minimize the difference between the two parents. 

structural mutation: typically, a mutation would replace a single component 
of a string by some random number; however, this would destroy the re­
quirement of the equal sizes of partitions. Structural mutation was defined 
as a swap of two numbers in the string. Thus a parent 

5The additional requirement in this version of the partitioning problem was that the sizes 
of the partitions are equal or nearly equal. 
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p = (112133212233) 

may produce the following offspring (the numbers on positions 4 and 6 
are swapped): 

p' = (112331212233). 

The algorithm was implemented as a parallel genetic algorithm enhanced 
with additional strategies (such as a parent replacement strategy); on random 
graphs of 900 nodes with maximum node degree of 4, this evolution program 
significantly outperformed other heuristic algorithms [114]. 
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The real problem is not 
whether machines think, 

but whether men do. 

B.F. Skinner, Contingencies of Reinforcement 

Machine learning is primarily devoted towards building computer programs able 
to construct new knowledge or to improve already possessed knowledge by us­
ing input information; much of this research employs heuristic approaches to 
learning rather than algorithmic ones. The most active research area in recent 
years [140] has continued to be symbolic empirical learning (SEL). This area is 
concerned with creating and/or modifying general symbolic descriptions, whose 
structure is unknown a priori. The most common topic in SEL is developing con­
cept descriptions from concept examples [113], [140]. In particular, the problems 
in attribute-based spaces are of practical importance: in many such domains it 
is relatively easy to come up with a set of example events, on the other hand 
it is quite difficult to formulate hypotheses. The goal of a system implementing 
this kind of supervised learning is: 

Given the initial set of example events and their membership in con­
cepts, produce classification rules for the concepts present in the in­
put set. 

Depending on the output language, we can divide all approaches to automatic 
knowledge acquisition into two categories: symbolic and non-symbolic. Non­
symbolic systems do not represent knowledge explicitly. For example, in sta­
tistical models knowledge is represented as a set of examples together with 
some statistics on them; in a connectionist model, knowledge is distributed 
among network connections [154]. On the other hand, symbolic systems pro­
duce and maintain explicit knowledge in a high-level descriptive language. The 
best known examples of this category of system are AQ and ID families [137] 
and [147]. 

In this chapter we describe two genetic-based machine learning methodolo­
gies and discuss an evolution program (GIL, for Genetic Inductive Learning), 
proposed in [97]. The first two approaches fall somewhere between symbolic 
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and non-symbolic systems: they use (to some extent) a high-level descriptive 
language, on the other hand, the operators used are not defined in that lan­
guage and operate at the non-symbolic level. Even in some recent problem­
oriented representations ([68],[172],[156], [47]) the operators still operate at the 
conservative traditional subsymbolic level. The third system GIL is an evolu­
tion program tailored to "learning from examples"; the system incorporates the 
problem-specific knowledge in data structures and operators. 

Let us consider an example, which will be used throughout the chapter. 

Example 12.1. This is taken from the world of Emerald's robots (see [105] and 
[198]). Each robot is described by the values of six attributes; the attributes with 
their domains are: 

Attributes: 

Head_Shape 
Body..8hape 
Is..8miling 
Holding 
J ackeLColor 
Has_Tie 

Values of Attributes: 

Round, Square, Octagon 
Round, Square, Octagon 
Yes, No 
Sword, Balloon, Flag 
Red, Yellow, Green, Blue 
Yes, No 

The boldface letters are used to identify attributes and their values, e.g., (J 
= Y) means "Jacket_Color is Yellow". The examples of concepts desc~iptions 
(where each concept Ci is described in terms of these six attributes and their 
values) are: 

C1 Head is round and jacket is red, or head is square and is holding a balloon 
C2 Smiling and holding balloon, or head is round 
C3 Smiling and not holding sword 
C4 Jacket is red and is wearing no tie, or head is round and is smiling 
Cs Smiling and holding balloon or sword 

o 

Attributes are of three types: nominal (their domains are sets of values), 
linear (their domains are linearly ordered), and structured (their domains are 
partially ordered). Events represent different decision classes: events from a 
particular class constitute its positive examples, all other events its negative 
examples. Learning examples are given in the form of events, and each event is 
a vector of attribute values. 

The concept descriptions are represented in V L1 (simplified version of the 
Variable Valued Logic System) [137]- a widely accepted language to represent 
input events for any program operating in an attribute-based space. 

A description of a concept C is a disjunction of complexes 

C1 V ... V Ck * C; 
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each complex (Ci) is expressed as a conjunction of selectors, which are (attribute 
relation set..oLvalues) triplets (e.g., (J = R) for "JackeLColor is red"). 

The concepts Cl - Cs can be expressed as 

(S = R) 1\ (J = R) V (S = S) 1\ (H = B) =? Cl 

(I = Y) 1\ (H = B) V (S = R) =? C2 

(I = Y) 1\ (H =1= S) =? C3 

(J = R) 1\ (T =1= Y) V (S = R) 1\ (I = Y) =? C4 

(I = Y) 1\ (H = {B, S}) =? Cs. 

Note that the selector (T =1= Y) can be interpreted as (T = N), since the 
attribute T is a Boolean (nominal) attribute, and the selector (H = {B, S}) is 
interpreted as "Holding Balloon or Sword" (internal disjunction). 

The problem is to construct a system to learn the concepts, i.e., to determine 
decision rules that account for all positive examples and no negative ones. We 
can evaluate and compare systems on all robot descriptions in terms of error 
rates and complexities of generated rules. The system should be able to predict 
a classification of previously unseen examples, or suggest (possibly more than 
one) classifications of partially specified descriptions. 

During the past two decades there has been a growing interest in applying 
evolution programming techniques to machine learning (GBML systems, for ge­
netics based machine learning systems) [48]. This was due to the attractive idea 
that chromosomes, representing knowledge, are treated as data to be manip­
ulated by genetic operators, and, at the same time, as executable code to be 
used in performing some task. However, early applications, although partially 
successful (e.g.,[152],[156],[157]), also encountered many problems [45]. In gen­
eral, in the GA community there are two competing approaches to address the 
problem. As stated by De Jong [45]: 

"To anyone who has read Holland [92], a natural way to proceed is 
to represent an entire rule set as a string (an individual), maintain 
a population of candidate rule sets, and use selection and genetic 
operators to produce new generations of rule sets. Historically, this 
was the approach taken by De Jong and his students while at the 
University of Pittsburgh (e.g., see Smith [172], [173]), which gave 
rise to the phrase 'the Pitt approach'. 

However, during the same time period, Holland developed a model 
of cognition (classifier systems) in which the members of the pop­
ulation are individual rules and a rule set is represented by the 
entire population (e.g., see Holland and Reitman, [90]; Booker [20]). 
This quickly became known as 'the Michigan approach' and initi­
ated a friendly but provocative series of discussions concerning the 
strengths and weaknesses of the two approaches." 

We believe that a third approach based on evolution programming tech­
niques should be the most fruitful one. The idea of incorporating problem­
specific knowledge, as usual by (1) careful design of appropriate data structures, 
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and (2) problem-specific "genetic" operators, must payoff in system precision 
and performance. However, the Pitt approach is closer to our idea of evolu­
tion programming, since it maintains a population of complete solutions (set 
of rules) to the problem, whereas the Michigan approach (classifier systems), 
through bidding, the bucket brigade algorithm, and a genetic component in 
modifying rules, establishes a new methodology very different to evolution pro­
gramming technique. On the other hand, implementations of the Pitt approach, 
even when they represent a chromosome in a high-level description language, do 
not use any learning methodology to modify their operators. This is the basic 
difference between the Pitt approach and the evolution program approach. 

In the sequel, we discuss the basic principles behind the classifier systems 
(the Michigan approach, Section 12.1), the Pitt approach (Section 12.2), and 
Janikow's [97] evolution program (Section 12.3) for inductive learning of decision 
rules in attribute-based examples. 

12.1 The Michigan approach 

Classifier systems are a kind of rule-based system with general mechanisms 
for processing rules in parallel, for adaptive generation of new rules, and for 
testing the effectiveness of existing rules. Classifier systems provide a framework 
in which a population of rules encoded as bit strings evolves on the basis of 
intermittently given stimuli and reinforcement from its environment. The system 
"learns" which responses are appropriate when a stimulus is presented. The rules 
in a classifier system form a population of individuals evolving over time. 

A classifier system (see Figure 12.1) consists of the following components: 

• detector and effector, 

• message system (input, output, and internal message lists), 

• rule system (population of classifiers), 

• apportionment of credit system (bucket brigade algorithm), and 

• genetic procedure (reproduction of classifiers). 

The environment sends a message (a move on a board, an example of a new 
event, etc.), which is accepted by the classifier system's detectors and placed 
on the input message list. The detectors decode the message into one or more 
(decoded) messages and place them on the (internal) message list. The messages 
activate classifiers; strong, activated classifiers place messages on the message 
list. These new messages may activate other classifiers or they can send some 
messages to the output message list. In the latter case, the classifier system's 
effectors code these messages into an output message (a move on a board, deci­
sion, etc.), which is returned to the environment. The environment evaluates the 
action of the system (environment feedback), and the bucket brigade algorithm 
updates the strengths of the classifiers. 



12.1 The Michigan approach 219 

ENVIRONMENT 

CLASSIFIER SYSTEM 

Fig. 12.1. A classifier system and its environment 

We discuss some of these actions in more detail using the world of Emer­
ald's robots as example. Let us provide some basic preliminaries first . A single 
classifier consists of two parts: (1) a condition part, and (2) a message. The con­
dition part is a finite-length string over some alphabet; the alphabet includes 
the "don't care" symbol, "*". The message part is a finite length string over 
the same alphabet; however, it does not contain the "don't care" symbol. Each 
classifier has its own strength. The strength is important in the bidding process , 
where classifiers compete to post their messages - we discuss it later in this 
section. Now, we return to the world of Emerald's robots. We can express a 
decision rule as one or more classifiers. Each classifier has a form 
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where Pi denotes the value of the i-th attribute (1 ::; i ::; 6) for the domains 
described above (e.g., P4 E {S, B, F, *} (Holding)) and d E {C1 , C2 , C3 , C4 , Cs}. 

For example, the classifier 

represents the following: "If head is round and jacket is red then concept C1". 

The set of classifiers for five concepts given in this chapter is: 

(R * * * R*) C1 
(S**B**) C1 

(**YB**) C2 
(R*****) C2 
(**YB**) C3 
(**YF**) C3 
(****RN) C4 

(R*Y***) C4 

(**YB**) C5 

(**YS**) Cs. 

To simplify the example, we assume the system learns a single concept C1 ; 

any system can be easily generalized to handle multiple concepts. In that case 
each classifier has a form 

where d = 1 (membership to the concept C1 ) or d = 0 (otherwise). 
Let us assume that at some stage of the learning process there is a small 

(random) population of classifiers q in the system (each classifier is given with 
its strength 8): 

q1=(***SR*) 1, 81 = 12.3, 
q2 = (* * Y * *N) 0, 82 = 10.1, 
q3=(SR****) 1, 83 = 8.7, 
q4 = (*0 * * * *) 0, 84 = 2.3. 

Assume further that an input message arrives from the environment (a new 
example event): 

(ROYSRN) 

It is a description of a single robot with round (R) head, round (R) body, smiling 
(Y), holding sword (8), in red (R) jacket and without tie (N). Obviously, this 
robot constitutes the positive example of the concept C1 due to its round head 
and red jacket. 
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Three classifiers are activated by this message: ql, q2, and q4. These classifiers 
bid; each bid is proportional to the classifier's strength (bid_i = b· 8i). The 
strongest classifier ql wins and posts its message; since the message is decoded 
into the correct classification, the classifier gets a reward r > 0; the strength of 
the classifier becomes 

81 := 81 - !rid1 + r 
(if the message was decoded into wrong answer, the "reward" r would be neg­
ative). For coefficients b = 0.2 and r = 4.0, the new strength of the classifier ql 
is 81 = 12.3 - 2.46 + 4.0 = 13.84. 

One of the parameters of the classifier system is the GA period, tga , which 
specifies the number of time steps (number of cycles just described above) be­
tween GA calls. Of course, tga can be a constant, it can be generated randomly 
(with the average equal to tga ), or it need not be even specified and the decision 
of invocation of GA can be made of the basis of the performance of the system. 
Anyway, let us assume that the time has come to apply the genetic algorithm 
to the classifiers. 

We consider the strengths of the classifiers as their fitness - a selection 
process can be performed using roulette wheel selection (Chapter 2). However, 
in the classifier systems we are no longer interested in the strongest (the most 
fit) classifier, but rather in a whole population of classifiers that perform the 
classification task. This implies that we should not generate the whole popu­
lation and that we should be careful in selecting individuals for replacement. 
Usually, the crowding factor model (Chapter 4) is used, since it replaces similar 
population members. 

The operators used are, again, mutation and crossover. However, some mod­
ifications are necessary. Let us consider the first attribute, Head~hape - its 
domain is the set {R, S, 0, *}. Thus, when mutation is called, we would change 
the mutated character to one of the other three characters (with equal proba­
bility): 

R ---t {S, 0, *}, 
S ---t {R, 0, * }, 
o ---t {R, S, * }, 
* ---t {R, S, O}. 

The strength of the offspring usually is the same as its parent. 
The crossover does not require any modification. We take advantage of the 

fact that all classifiers are of equal length; to crossover two selected parents, say 
ql and q2: 

we generate a random crossover position point (say, we crossover after the third 
character, as marked), and the offspring are 
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The strengths of the offspring are a (possibly weighted) average of those of the 
parents. 

Now, the classifier system is ready to continue its learning process and 
start another cycle of tga steps, accepting further positive and negative events 
as examples, modifying the strengths of classifiers. We hope that finally the 
population of classifiers converges to some number of strong individuals, e.g., 

(R***R*) 1, 
(S**B**) 1, 
(0*****) 0, 
(* * *SY*) 0. 

The example discussed above was very simple: we aimed at explaining the 
basic components of the classifier system using a learning paradigm for the 
world of Emerald's robots. Note, however, that we used the simplest bidding 
system (e.g., we did not use effective bid variable e_bid = bid+ N(O, O'bid) , which 
introduces some random noise with standard deviation O'bid and expected value 
zero), that we did not use any taxation system (usually each classifier is taxed 
to prevent biasing the population towards productive niles), and that we se­
lect only a single winner (the strongest classifier) at each step - in general, 
more then one classifier can be a winner, placing its message on the message 
list. Moreover, the bucket brigade algorithm was not used in the sense that the 
reward was available at every time step (for every provided example). There 
was no relationship between examples and there was no need to trace a chain of 
rewards to apportion credit to the classifiers whose messages activated the cur­
rent (winner) classifier. For some problems, like planning problems, the length 
of the message part is the same as the length of the condition part. In such 
cases, an activated classifier (old winner) would place its message on the (in­
ternal) message list, which, in turn, may activate some other classifiers (new 
winners). Then the strength of the old winners is increased by a reward - a 
payment from the new winners. 

For a full discussion on different versions of the classifier systems and the 
historical perspective, the reader is referred to [72]. 

12.2 The Pitt approach 

The Michigan approach can be perceived as a computational model of cognition: 
the knowledge of a cognitive entity is expressed as a collection of rules which 
undergo modifications over a time. We can evaluate the whole cognitive unit 
in terms of its interaction with the environment; an evaluation of a single rule 
(i.e., a single individual) is meaningless. 

On the other hand, the Pitt approach adopts the view that each individual 
in a population represents the whole set of rules (a separate cognitive entity). 
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These individuals compete among themselves, the weak individuals die, the 
strong survive and reproduce: this is done by means of natural selection pro­
portional to the their fitness, crossover, and mutation operators. In short, the 
Pitt approach applies the genetic algorithm to the learning problem. By doing 
this, Pitt approach avoids the delicate credit assignment problem, for which 
a heuristic method (such as the bucket brigade algorithm) should distribute 
(positive or negative) credit among the rules which cooperated in produced 
(desirable or undesirable) behavior. 

However, there are some interesting issues to be addressed. The first one 
is representation. Should we use fixed-length binary vectors (with a fixed field 
format) to represent set of rules? Such a representation would be ideal for gen­
erating new rules, since we can use classical crossover and mutation for that 
purpose. However, it seems to be too restrictive and appropriate only for sys­
tems which work at a lower sensory level. What about genes in a chromosome 
representing values of attributes (i.e., number of genes equal to number of at­
tributes)? This decision (not supported by specialized operators) does not seem 
to work: if the cardinalities of some domains are large, the probability that the 
system would converge prematurely is very high [45], even with much higher 
mutation rates than usual. It seems that some internal representational struc­
ture is necessary to provide punctuation marks between units in a chromosome, 
together with operators which are aware of chromosomal representation. Such 
an approach was implemented and discussed in [173] and [156]. 

Smith [172] went even further and experimented with variable-length indi­
viduals. He generalized many results previously valid only for GAs with fixed 
length strings to apply to GAs with variable length strings. 

However, it seems that some other bold decisions are necessary to address 
the complex issues of representation and operators. Only recently [12] was the 
need for such decisions recognized: 

"A solution to this problem is to select different genetic operators 
that are more appropriate to 'natural representation'. There is noth­
ing sacred about the traditional string oriented genetic operators. 
The mathematical analysis of GAs shows that they work best when 
the internal representation encourages the emergence of useful build­
ing blocks that can be subsequently combined with other to produce 
improved performance. String representations are just one of many 
ways of achieving this." 

In the next section, we present an evolution program (based on the Pitt 
approach), which does just this: the representation is rich and natural, with 
specialized, representation sensitive operators, taken directly from a learning 
methodology. 
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12.3 An evolution program: the GIL system 

The implemented evolution program GIL [97] moves the genetic algorithm (the 
Pitt approach) closer to the symbolic level - mainly by defining specialized 
operators manipulating at the problem level. Again, the basic components of 
GIL, like any other evolution program, are data structures and genetic oper­
ators. The system was designed for learning single concepts only. However, it 
can be easily extended to learn in multi-concept environments by introducing 
multiple populations. 

12.3.1 Data structures 

One chromosome represents a solution to the concept description being learned; 
the assumption is that any event not covered by such a description belongs to 
the negation of the concept (does not belong to the concept). Each chromosome 
is a set (disjunction) of a number of complexes. The number of complexes in 
a chromosome can vary - the assumption that all chromosomes are of equal 
length (as GAs maintain populations of fixed-length strings) would be, to say 
the least, artificial, so it would be contrary to evolution programming technique. 
This decision, however, is not new in the GA community: as described in the 
previous section, Smith [172] has extended many formal results on genetic al­
gorithms to variable-length strings and implemented a system that maintained 
a population of such (variable-length) strings. 

Each complex, as defined in V L1 , is a conjunction of a number of selectors 
corresponding to different attributes. Each selector, in turn, is the internal dis­
junction from the domain of its attribute. For example, the following might be 
a chromosome (and therefore a description of the concept C1 ): 

((S = R) 1\ (J = R)) V ((S = S) 1\ (H = B)) 

Mostly for efficiency reasons, binary representation for selectors was used for 
internal representation of chromosomes. A binary 1 at position i implies the 
inclusion of the i-th domain value in this selector. This means that the size 
of the domain of an attribute is equal to the length of the binary substring 
corresponding to this attribute. Note that a collection of allIs for some selector 
is equivalent to the don't care symbol for this attribute. Thus the chromosome 
describing concept C1 in a notation similar to one used for classifier systems is 
represented as 

whereas its internal representation in the GIL system is 

(1001111111111111000111 V 01°11111111°1°11111111), 

where bars separate selectors. Note that such a representation handles internal 
disjunction gracefully, e.g., the concept Cs 
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(1 = Y) 1\ (H = {B, S}), 

can be represented as 

(1111111110111011111111) . 

12.3.2 Genetic operators 

The operators of the GIL system are modeled on the methodology of induc­
tive learning provided by Michalski [136]; the methodology describes various 
inductive operators that constitute the process of inductive inference. These in­
clude: condition dropping, e.g., dropping a selector from the concept description, 
adding alternative rule and dropping a rule, extending reference - extending 
an internal disjunction, closing interval - for linear domains filling up missing 
values between two present values, and climbing generalization - for structured 
domains climbing the generalization tree. 

The GIL system defines inductive operators separately on three abstract 
levels: chromosome level, complex level, and selector level. We discuss some of 
them in turn. 

Chromosome level: the operators act on the whole chromosomes: 

• RuleExchange: the operator is similar to a crossover of the classical 
GA, as it exchanges selected complexes between two parent chromo­
somes. For example, two parents 

(1001111111111111000111 V 0101111111101011111111) and 
(1111001101111111111101 V 1101100110111110010101) 

may produce the following offspring: 

(1001111111111111000111 V 1111001101111111111101) and 
(0101111111101011111111 V 1101100110111110010101). 

• Rule Copy: the operator is similar to RuleExchange; however, it copies 
random complexes from one parent to another. For example, two 
parents 

(1001111111111111000111 V 0101111111101011111111) and 
(1111001101111111111101 V 1101100110111110010101) 

may produce the following offspring: 

(1001111111111111000 III V 111100 110 11111111111 ° 1 V 11 ° 11 00 11 ° 11111 001 ° I ° 1) 
and 
(0101111111101011111111) . 

• NewPEvent: this unary operator incorporates a description of a pos­
itive event into the selected chromosome. For example, for a parent 

(1001111111111111000111 V 0101111111101011111111) 

and an uncovered event 
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(1001010110101010010101 ), 

the following offspring is produced: 

(1001111111111111000111 V0101111111101011111111 v100101011010101001011 

• Rule Generalization: this unary operator generalizes a random subset 
of complexes. For example, for a parent 

(1001111111111111000111 VOlO1111111101011111111 VI 001010110101 01001011 

and the second and third complexes selected for generalization, the 
following offspring is produced: 

(1001111111111111000111 V 1101111111101011111111). 

• RuleDrop: this unary operator drops a random subset of complexes. 
For example, for a parent 

(1001111111111111000111 VOlOI111111101011111111 v100101011010101001011 

the following offspring might be produced: 

(100111111111111100011 1) . 

• RuleSpecialization: this unary operator specializes a random subset 
of complexes. For example, for a parent 

(1001111111111111000111 V0101111111101011111110V11110101101010111111 

and the second and third complexes selected for specialization, the 
following offspring is produced: 

(1001111111111111000111 V 0101010110101011111110). 

Complex level: the operators act on complexes of the chromosomes: 

• RuleSplit: this operator acts on a single complex splitting it into a 
number of complexes. For example, a parent 

(1001111111111111000111) 

may produce the following offspring (the operator splits the second 
selector): 

(1001011111111111000111 V 1001100111111111000111). 

• SelectorDrop: this operator acts on a single complex and "drops" a 
single selector, i.e., all values for selected selector are replaced by a 
string '11 ... 1'. For example, a parent 

(1001010111111111000111) 

may produce the following offspring (the operator works on the fifth 
selector): 

(1001010111111111111111). 

• IntroSelector: this operator acts by "adding" a complex, i.e., it elim­
inates a selector with a string '11 ... 1'. For example, a parent 

(10010 1 ° 111111111111111) 
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may produce the following offspring (the operator works on the fifth 
selector): 

(1001010111111110001111) . 

• NewNEvent: this unary operator incorporates a description of a neg­
ative event to the selected chromosome. For example, for a parent 

(1101010111111111111111) 

and the covered negative event 

(1001010110 1010 10100110), 

the following offspring is produced: 

(0101010111111111111111 VIlOI01OIOII11111111111 VII01010111110111111111 V 
1101010111111111011111 v1101010111111111111101). 

Selector level: the operators act on selectors: 

• ReferenceChange: the operator adds or removes a single value (0 or 
1) from the chromosome, i.e., from the domain of one of the selectors. 
For example, a parent 

(1001010111111110001111) 

may produce the following offspring (note the difference in the fourth 
selector): 

(1001010111111010001111) 

• ReferenceExtension: the operator extends the domain of a selector 
by allowing a number of additional values. For different types of 
attributes (nominal, linear, structured) it uses different probabilities 
of selecting values. For example, a parent 

(1001010111111111010111) 

may produce the following offspring (the operator "closes" the do­
main of the fifth selector): 

(1001010111111111110111). 

• ReferenceRestriction: this operator removes some domain values from 
a selector. For example, a parent 

(1001010111111111011111) 

may produce the following offspring: 

(1001010111111111000111). 

The GIL system is quite complex and requires a number of parameters 
(e.g., the probabilities of applying these operators). For a discussion of these 
and other implementational issues, the reader is referred to (97). It is interest­
ing to note, however, that the operators are given a priori probabilities, but 
the actual probabilities are computed as a function of these probabilities and 
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two other parameters: an (a priori) desired balance between specialization and 
generalization, and a (dynamic) measure of the current coverage. This idea is similar 
to one discussed earlier (last section of Chapter 8). 

At each iteration all chromosomes are evaluated with respect to their complete­
ness and consistency (and possibly cost if desired), and a new population is formed 
with those better ones more likely to appear. Then, the operators are applied to the 
new population, and the cycle repeats. 

12.4 Comparison 

A recent publication [198] provides an evaluation of a number of learning strate­
gies, including a classifier system (CFS), a neural net (BpNet), a decision tree 
learning program (C4.5), and a rule learning program (AQI5). The systems 
used examples from the world of Emerald robots; the systems were supposed 
to learn five concepts (C1 - Cs) given at the beginning of this chapter, while 
seeing only a varying percentage of the positive and negative examples (there 
were a total of 432 different robots present, i.e., all possible combinations of 
the attribute values were there). The systems were compared by providing an 
average error in recognizing all of the 432 (seen and unseen) robots; the results 
(from [198]) are given in Table 12.1. 

System Learning Scenario (Positive % / Negative %) 
6% / 3% 10% /10% 15% /10% 25% /10% 100% / 10% 

AQ15 22.8% 5.0% 4.8% 1.2% 0.0% 
BpNet 9.7% 6.3% 4.7% 7.8% 4.8% 
C4.5 9.7% 8.3% 11.3% 2.5% 1.6% 
CFS 21.3% 20.3% 21.5% 19.7% 23.0% 

Table 12.1. Summary of the error rates for different systems 

Table 12.2 provides a recognition rate for the GIL system on the individual 
concepts basis (from [97]). As expected, the evolution program GIL performs 
much better than system CFS based on the classifier system approach; surpris­
ingly, GIL outperformed other learning systems as well. Its superiority is most 
visible in the cases with a small percentage of seen and unseen examples. 
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Concept Learning Scenario (Positive % / Negative %) 
6% /3% 10% / 10% 15% /10% 25% / 10% 100% / 10% 

C1 11.1% 5.3% 0.0% 0.0% 0.0% 
C2 0.0% 0.0% 0.0% 0.0% 0.0% 
C3 0.0% 0.0% 0.0% 0.0% 0.0% 
C4 10.4% 0.0% 0.0% 0.0% 0.0% 
Cs 0.0% 0.0% 0.0% 0.0% 0.0% 

Table 12.2. Summary of the error rates for the evolution program GIL 

For a further discussion on comparison of these systems (e.g., complexity of 
the generated rules), implementational issues of the GIL system, and results of 
the other experiments (multiplexers, breast cancer, etc.), the reader is referred 
to [97]. 
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A disciple was one day recalling how 
Buddha, Jesus, and Mohammed were branded 
as rebels and heretics by their contemporaries. 

Said the Master, 'Nobody can be said 
to have attained the pinnacle of Truth 

until a thousand sincere people have 
denounced him for blasphemy.' 

Anthony de Mello, One Minute Wisdom 

In this book we discussed different strategies, called Evolution Programs, which 
might be applied to hard optimization problems and which were based on the 
principle of evolution. Evolution programs borrow heavily from genetic algo­
rithms. However, they incorporate problem-specific knowledge by using "natu­
ral" data structures and problem-sensitive "genetic" operators. The basic differ­
ence between GAs and EPs is that the former are classified as weak, problem­
independent methods, which is not the case for the latter. 

The boundary between weak and strong methods is not well defined. Differ­
ent evolution programs can be built which display a varying degree of problem 
dependence. For a particular problem P, in general, it is possible to construct 
a family of evolution programs EP;, each of which would 'solve' the problem 
(Figure 13.1). The term 'solve' means 'provide a reasonable solution', i.e., a so­
lution which need not, of course, be optimal, but is feasible (it satisfies problem 
constraints ). 

The evolution program EPs (Figure 13.1) is the most problem specific and it 
addresses the problem P only. The system EPs will not work for any modified 
version of the problem (e.g., after adding a new constraint or after changing 
the size of the problem). The next evolution program, EP4 , can be applied 
to some (relatively small) class of problems, which includes the problem P; 
other evolution programs EP3 and EP2 work on larger domains, whereas EPl 

is domain independent and can be applied to any optimization problem. 
We have already seen a part of such a hierarchy in various places of the book. 

Let us consider a particular 20 X 20 nonlinear transportation problem, P. There 
are 400 variables with 20 + 20 = 40 equations (of which 39 are independent). 
Additional constraints require that the variables must take nonnegative values. 
In principle, it is possible to construct an evolution program, say EPs, which 
would solve this particular problem. It might be a genetic algorithm with 39 
penalty functions tuned very carefully for these constraints or with decoders 
and/or repair algorithms. Any change in the size of the problem (moving from 
20 x 20 to 20 x 21) or any change in a transportation cost from one source to 
one destination would result in a failure of the EP5 system. 
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There is also an evolution program, GENETIC-2 (Chapter 9), which can 
be applied to any transportation problem. Let us call this system EP4 . This 
system still belongs to the class of strong methods, since it can be applied only 
for nonlinear transportation problems. However, it is much weaker than EPs, 
since it can handle any transportation problem. 

Another evolution program, say EP3 , applicable to the problem P, is 
GENOCOP (Chapter 7). It optimizes any function with the presence of any 
set of linear constraints, which is the case for the transportation problem, P. 
Obviously, EP3 is a weaker method than EP4 . However, it can still be consid­
ered as a relatively strong method, since it can be applied only to numerical 
optimization problems with linear constraints. 

Yet another evolution program (let us call it EP2 ) can be applied to our 
20 x 20 transportation problem, P: an evolution strategy (Chapter 8). Evolu­
tion strategies can be applied to any numerical optimization problem with (not 
necessarily linear) inequality constraints. Clearly, the problem P belongs to the 
domain of EP2 ; also, EP2 is a weaker method than EP3 , since it handles any 
type of inequalities (for the problem P, equalities can be easily replaced by 
inequalities using the method discussed in Chapter 7). 

We can also construct a general purpose evolution program, E Pl , which 
might be just a classical genetic algorithm with a standard set of penalty func­
tions; each penalty function would correspond to one of the problem's con­
straints. The system EP1 is domain independent - it can approach any opti­
mization problem with any set of constraints. For numerical optimization prob­
lems, the constraints may include nonlinear equalities, which makes this system 
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a weaker method than EP2 , which is restricted to inequalities only. Moreover, 
EPl can be applied also to other (non-numerical) problems as well. Here we 
assume that the program EPl always return a feasible solution. We can en­
force it easily, if the initial population consists of feasible solutions and penalty 
functions, decoders, or if repair algorithms keep individuals within the search 
space. 

Let us denote by dom(EPi ) a set of all problems to which the evolution pro­
gram EPi can by applied, i.e., the program returns a feasible solution. Clearly, 

Obviously, the above example is by no means complete: it is possible to cre­
ate other evolution programs which would fit between EPi and EPi+l for some 
1 ::::; i ::::; 4. Of course, there might be also other evolution programs which overlap 
with others in the above hierarchy. For example, we can build systems to opti­
mize transportation problems with the cost functions restricted to polynomials, 
or to optimize problems restricted to a convex search space, or problems with 
constraints in the form of nonlinear equations. The GAFOC system for control 
problems (Chapter 7) can be considered as a stronger method than GENO­
COP. However, it is not comparable with GENETIC-2. In other words, the set 
of evolution programs is partially ordered; we denote the ordering relation by 
-< with the following meaning: if EPp -< EPq then the evolution program EPp 

is a weaker method than EPq , i.e., dom(EPq ) S;; dom(EPp ). Referring to our 
example of a transportation problem, P, and a hierarchy of evolution programs, 
EPi ,: 

The hypothesis is that if EPp -< EPq , then the stronger method, EPq , 

should in general perform better than a weaker system, EPp' We do not have 
any proof of this hypothesis, of course, since it is based solely on a number of 
experiments and the simple intuition that problem-specific knowledge enhances 
an algorithm in terms of performance (time and precision) and at the same 
time narrows its applicability. We have already seen the better performance of 
GENETIC-2 against GENOCOP, and we discussed how GENOCOP outper­
forms classical GA on a particular class of problems. If this hypothesis is true, 
GENOCOP should give better results than an evolution program based on evo­
lution strategy for problems with linear constraints, since ES is a weaker method 
than GENOCOP (however, we did not complete such experiments due to the 
fact that the full vesion of the GENOCOP system is still under construction). 
Some other researchers support the above hypothesis; let us cite from Davis 
[37]: 

"It is a truism in the expert system field that domain knowledge 
leads to increased performance in optimization, and this truism has 
certainly been borne out of my experience applying genetic algo­
rithms to industrial problems. Binary crossover and binary mutation 
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are knowledge-blind operators. Hence, if we resist adding knowledge 
to our genetic algorithms, they are likely to underperform nearly 
any reasonable optimization algorithm that does take into account 
of such domain knowledge." 

Goldberg [74], [72], provides an additional perspective. Let us quote from [74]: 

"Certainly humans have developed very efficient search procedures 
for narrow classes of problems - genetic algorithms are unlikely 
to beat conjugate direction or gradient methods on continuous, 
quadratic optimization problems - but this misses the point. [ ... ] 
The breadth combined with relative - if not peak - efficiency de­
fines the primary theme of genetic search: robustness." 

We visualized this observation on Figure 13.2, where a (classical) method, Q, 
works well for a problem, P, and nowhere else, whereas GAs perform reasonably 
across the spectrum. (The Figure 13.2 is a simplification of similar figures given 
in [74] and [72].) 

Efficiency 

...... 1\ GA 

I----...------_----------~J \--------.----------L Q 

Problems P 

Fig. 13.2. Efficiency/problem spectrum and GAs 

However, in the presence of nontrivial, hard constraints, the performance 
of GAs deteriorates quite often. On the other hand, evolution programs, by 
incorporating some problem-specific knowledge, may outperform even classical 
methods (Figure 13.3). 

We should emphasise, again, that most evolution programs presented in 
the book do not have theoretical support. There is neither a Schema Theorem 
(as for classical genetic algorithms) nor convergence theorems (as for evolution 
strategies). It is also important to underline that evolution programs are gener­
ally much slower than other optimization techniques. On the other hand, their 
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Efficiency 

Problems P 

Fig. 13.3. Efficiency/problem spectrum and EPs 

time complexity quite often grows in a linear manner together with the problem 
size - which is not the case for most of the other techniques. 

After these introductory remarks, we are ready to address two practical 
issues connected with evolution programming: For a given problem, P, 

(1) how weak (or strong) should an evolution program be? 

(2) how should we proceed to construct an evolution program? 

There are no easy answers for these questions. In the sequel, we provide some 
general comments and intuition developed on the basis of various experiments, 
mixed with a dose of wishful thinking. 

The first question is on optimizing the selection of an evolution program 
to be constructed. For a given problem, P, should we construct EP2 , or rather 
EP4? Our hypothesis suggests that incorporation of problem-specific knowledge 
gives better results in terms of computational time and precision. On the other 
hand, we may have already some standard packages, like Grefenstette's GENE­
SIS, GENITOR [192], OOGA [38], or one of the evolution strategy systems [7]. 
So, is it worthwhile to build a new system from scratch? 

Well, sometimes yes, sometimes no. If one is solving a transportation prob­
lem with hard constraints (i.e., constraints which must be satisfied), there is very 
little chance that some standard package would produce any feasible solution, 
or, if we start with a population of feasible solutions and force the system to 
maintain them, we may get no progress whatsoever - in such cases the system 
does not perform better than a random search routine. On the other hand, for 
some other problems such standard packages may produce quite satisfactory re­
sults. In short, the responsibility for making a decision on question (I) lies with 
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the user; the decision is a function of many factors, which include the demands 
of the precision of the required solution, time complexity of the algorithm, cost 
of developing a new system, feasibility of the solution found (i.e., importance of 
the problem constraints), frequency of using the developed system, and others. 

Assume, then, that (for some reason) we have to (or like to) build a new 
system to solve a nontrivial optimization problem. This might be the case when 
standard GA packages do not provide acceptable feasible solutions and there 
are no computational packages available appropriate for the problem. Then we 
have to make a choice: either we can try to construct an evolution program or 
we can approach the problem using some traditional (heuristic) methods. It is 
interesting to note that in a traditional approach it usually takes three steps to 
solve an optimization problem: 

1. understand the problem, 

2. solve the problem, 

3. implement the algorithm found in the previous step. 

In the traditional approach, a programmer should solve the problem - only 
then maya correct program be produced. However, very often an algorithmic 
solution of a problem is not possible, or at least is very hard. On the top of that, 
for some applications, it is not important to find the optimal solution - any 
solution with a reasonable margin of error (relative distance from the optimum 
value) will do. For example, in some transportation problem one may look only 
for a good transportation plan - finding the optimal value is not required. In our 
experiments some evolution systems which were developed proposed (relatively 
quickly) a solution with a value, say, 1109, where the optimum value was 1102. 
In such a case (error less than 1 %), the approximate solution might be more 
desirable. 

An evolution programming approach usually eliminates the second, most 
difficult step. Just after we understand the problem, we can move to the imple­
mentational issues. The major task of a programmer in constructing an evolu­
tion program is a selection of appropriate data structures as well as "genetic" 
operators to operate on them (the rest is left for the evolution process). This 
task need not be trivial, since apart from the variety of data structures which 
can be used for chromosomal representation, each data structure may provide a 
wide selection of genetic operators. This would involve an understanding of the 
nature of the problem by a programmer; however, there is no need to solve the 
problem first. To construct an evolution program, a programmer would follow 
five basic steps: 

1. First, (s )he selects a genetic representation of solutions to the problem. As 
we have already observed, this requires some understanding of the nature 
of the problem. However, there is no need to solve the problem. Selected 
representation of solutions to the problem should be "natural" and this 
decision is left to the programmer (note that in the current programming 
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environments, programmers select the appropriate data structures on their 
own). 

2. The second task of a programmer is the creation of an initial population 
of solutions. This can be done in random way. However, some care should 
be taken in the cases when a set of constraints must be satisfied. Quite 
often a population of feasible solutions is accepted as a starting point of 
an evolution program. 

3. Selection of an evaluation function (which rates solutions in terms of their 
fitness) should not pose a serious difficulty for optimization problems. 

4. The genetic operators should be designed carefully - the design should 
be based on the problem itself and its constraints. These operators should 
match our intuition for transformation of a feasible solution (mutation 
group) into another feasible solution, or recombination of two (or more) 
feasible solutions (crossover group) to produce a legal offspring. 

5. Values for various parameters that the program uses may be provided 
by a programmer. However, in the more advanced versions of evolution 
programming environments, these may be controlled by a supervisor ge­
netic process (like one discussed in [80]), whose only task is to tune all 
parameters. 

As seen in the above recipe for a construction of an evolution program, 
the general idea behind it lies within "natural" data structures and problem­
sensitive "genetic operators". However, it still might be difficult to build such 
a system (for a particular problem) from scratch. An experienced programmer 
would manage this task; however, the resulting program might be quite inef­
ficient. To assist the user in this task, we plan to create a new programming 
methodology supported by software (special programming languages) and hard­
ware (parallel computers) - this is where our wishful thinking starts. 

Currently, there are a number of different programming methodologies in 
computer science: structured programming, logic programming, object-oriented 
programming, functional programming. None of these fully support the con­
struction of an evolution program. The goal of the new methodology would be 
the creation of appropriate tools for learning (here optimization is understood 
as a learning process) using a parallel processor architecture. 

We hope to develop this idea to design a programming language PROBIOL 
(for PROgramming in BIOLogy) to support an EVA programming environment 
(EVA for EVolution progrAmming). An important issue in this methodology is 
an implementation of programs to control the evolution of the evolution process 
occurring in the "evolution engine" - the evolution engine is represented by a 
"society of microprocessors" [144]; some of these issues were briefly discussed in 
[101]. The key motivation of the new programming environment is to provide 
programming tools based on a parallel architecture. This is significant; as stated 
in [3]: 
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"Parallelism is sure to change the way we think about and use com­
puters. It promises to put within our reach solutions to problems 
and frontiers of knowledge never dreamed of before. The rich va­
riety of architectures will lead to the discovery of novel and more 
efficient solutions to both old and new problems." 

The goal of building such a programming environment to support evolution 
programming still seems to be quite distant. However, there are some other 
possibilities. 

An interesting approach to evolution programming methodology was devel­
oped recently by Koza [108], [111]. Instead of building an evolution program, 
Koza suggests that the desired program should evolve itself during the evo­
lution process. In other words, instead of solving a problem, and instead of 
building an evolution program to solve the problem, we should rather search 
the space of possible computer programs for the best one (the most fit). Koza 
developed a new methodology, named Genetic Programming, which provides a 
way to run such a search. A population of computer programs is created, in­
dividual programs compete against each other, weak programs die, and strong 
ones reproduce (crossover, mutation) ... 

There are five major steps in using genetic programming for a particular 
problem. These are 

• selection of terminals, 

• selection of a function, 

• identification of the evaluation function, 

• selection of parameters of the system, 

• selection of the termination condition. 

It is important to note that the structure which undergoes evolution is a 
hierarchically structured computer program. 1 The search space is a hyperspace 
of valid programs, which can be viewed as a space of rooted trees. Each tree 
is composed of functions and terminals appropriate to the particular problem 
domain; the set of all functions and terminals is selected a priori in such a 
way that some of the composed trees yield a solution. The initial population is 
composed of such trees; construction of a (random) tree is straightforward. The 
evaluation function assigns a fitness value which evaluates the performance of 
a tree (program). The evaluation is based on a preselected set of test cases; in 
general, the evaluation function returns the sum of distances between the correct 
and obtained results on all test cases. The selection is proportional; each tree 
has a probability of being selected to the next generation proportional to its 
fitness. The primary operator is a crossover that produces two offspring from 
two selected parents. The crossover creates offspring by exchanging subtrees 

1 Actually, Koza has chosen LISP's S-expressions for all his experiments. 
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between two parents. There are other operators as well: mutation, permutation, 
editing, and a define-building-block operation [108]. 

There is a significant difference between the EVA evolution programming en­
vironment and Koza's genetic programming paradigm; however, both are based 
on genetic algorithms and the principle of evolution, in general. It is worth­
while to note that there are many other approaches to learning, optimization, 
and problem solving, which are based on other natural metaphors from nature 
- the best known examples include neural networks and simulated annealing. 
There is a growing interest in all these areas; the most fruitful and challeng­
ing direction seems to be a "recombination" of some ideas at present scattered 
in different fields. As Schwefel and Manner wrote in the introduction to the 
proceedings of the First Workshop on Parallel Problem Solving from Nature 
[164]: 

"It is a matter of fact that in Europe evolution strategies and in 
the USA genetic algorithms have survived more than a decade of 
non-acceptance or neglect. It is also true, however, that so far both 
strata of ideas have evolved in geographical isolation and thus not 
led to recombined offspring. Now it is time for a new generation of 
algorithms which make use of the rich gene pool of ideas on both 
sides of Atlantic, and make use too of the favorable environment 
showing up in the form of massively parallel processor systems [ ... ]. 
There are not many paradigms so far to help us make good use of 
the new situation. We have become too familiar with monocausal 
thinking and linear programming, and there is now a lack of good 
ides for using massively parallel computing facilities." 

This book was an attempt to address some of these issues. 
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