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Preface

Purpose

Creating a textbook for a one-semester course in engineering statistics is a
daunting task. It requires making intelligent decisions about presentation that
balance depth and breadth. We both believe that the first two editions were very
good basic presentations for a first course in engineering statistics. Our intent in
the third edition is to build on that foundation. We have not changed the basic
philosophy of presentation from the first edition. The third edition continues
to emphasize the appropriate uses of graphics and the computer. It continues
to focus on the proper application of statistics within the engineering method.
We continue to insist on the use of real engineering data for the examples and the
exercises. The essential structure and the theme of the book remains the same.

Innovative Aspects of This Text

Streamlining all of the material that should appear in a single semester of engi-
neering statistics requires a delicate balancing act and many compromises.
Applications in industry clamor for emphasis on control charts, regression anal-
ysis, and response surface methodology. Providing enough time to cover these
topics in any detail requires an efficient presentation of the more traditional
topics.

In this spirit, we do not present a detailed, separate discussion of histograms.
Instead, we introduce the histogram when illustrating how to generate graphi-
cal displays using software. We present normal probability plots in Chapter 3
immediately after introducing the normal distribution, when students can better
understand what these plots are. We introduce scatter plots in Chapter 6 when
we begin our discussion of simple linear regression, where we can make the most
efficient use of these plots.

Instead of introducing descriptive statistics such as the sample mean and
the sample variance in either Chapter 1 or Chapter 2 and then allowing these
statistics to lie dormant until the text discusses sampling distributions and formal
estimation, we introduce these statistics when we are really ready to use them.
As a result, they first appear in Chapter 3.

Rather than devoting separate chapters to probability, discrete distributions,
continuous distributions, sampling distributions, confidence intervals, and hypo-
thesis tests, the text combines all of this material in two chapters by concentrat-
ing on the essentials and their appropriate application.

This text introduces control charts immediately after the chapter on estima-
tion and testing, and it shows how we can view a control chart as a sequence
of hypothesis tests. In the process, we achieve two goals: First, we establish an
important link between two statistical methods, and second, we lay the appro-
priate foundation for discussing average run lengths. Chapter 1 includes all of
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the basic discussion on how to plan an experiment. As a result, students have
enough background from the first week of the course to start a project involving
a factorial experiment. Also, Chapter 1 has a discussion on staristical thinking
and structured problem solving methodologies. More and more companies are
requiring their engineers to use sound, structured problem solving methodolo-
gies such as Six Sigma. We intend our discussion to introduce students to this
need and to make them aware of the importance of engineering statistics.

Practicing engineers need and use the 2% factorial design, its fractions,
and response surface methodology (RSM) far more than the more traditional
analysis of variance (ANOVA) models. A one-semester course really does not
provide sufficient time to devote to both the ANOVA and the RSM approaches.
Given that fact, this text unabashedly chooses to pursue a modern RSM
approach, because we truly believe that it is much more valuable to the prac-
ticing engineer.

New to the Third Edition

Some students find engineering statistics very intuitive, many do not. For those
who find this material intuitive, the textbook is an excellent guide. For those
who find this material more challenging, we developed new audio-narrated mul-
timedia PowerPoint presentations on the book’s companion website as a way for
us, the authors, to present this material in another formart for those who need a
little more than the text itself. We have found that these presentations comple-
ment and enhance the lectures provided by the course instructors, and offer a
better understanding and appreciation of engineering statistics and its value.

An important feature that we have expanded is our running Voice of Experi-
ence, which appears in the margins of the text throughout the book. The Voice of
Experience provides snippets from our experience about the proper application
of statistics within engineering and highlights important concepts.

The most extensive additions have occurred in Chapter 5 beginning with the
chapter title being changed to Control Charts and Statistical Process Control.
Two new sections have been added. First, we have expanded on the concept of
process capability. Section 5.2 from the second and third editions illustrates the
need for monitoring the process mean and process standard variation while elud-
ing to process capability indices. However, in the third edition we have added
a formal section on process capability indices and their use in industry. Sec-
ond, a new section has been included that covers measurement systems anal-
ysis. In particular, the X and R method for analyzing crossed gage studies is
presented. Continuing with our theme of using appropriate software, we have
removed the details for the squeezed stem-and-leaf display and many of the steps
involved with manually creating a boxplot. Chapter 3 has a new section that for-
mally introduces the concept of reliability for life time data. This allows us to
provide the justification for introducing the Weibull distribution earlier in the
chapter. To round out the common one and two sample hypothesis tests pre-
sented in Chapter 4, we have added a section on testing two proportions. The
Box-Behnken design has been included in Chapter 8. New exercises that empha-
size real engineering data were added throughout the text.
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Scope and Organization

In developing this text, we were guided by the statistical tools really needed by
a practicing engineer. The first four chapters lay the essential foundations for
understanding the more important material presented in Chapters 5 through 8.

Chapter 1 introduces the engineering method and the proper role of statistics
within it. It exposes the student to probabilistic models, data collection, and
sampling, and it introduces experimental design.

Chapter 2 outlines simple graphical tools for data analysis. It emphasizes the
stem-and-leaf display and the boxplot because they are easy to generate by hand.
The book develops these techniques in sufficient detail that the instructor can
spend less time lecturing on these displays and more time on interpreting them.
This chapter also shows how to generate these plots, as well as histograms and
timeplots, using appropriate software. Engineering students find stem-and-leaf
displays much easier to construct by hand than histograms. However, appropri-
ate use of the computer makes either tool equally easy to use, which is why we
discuss the histogram in the section dedicated to the use of software. Throughout
this chapter graphical tools are used to analyze real engineering data.

Chapter 3 develops modeling of random behavior through probability dis-
tributions. We use as little formal probability as possible, moving quickly to
the major distributions used in probability and reliability. This chapter intro-
duces the normal probability plot as a means for checking the usual normality
assumptions required by classical statistics. It presents the Weibull distribution
and how it applies to reliability studies.

Chapter 4 covers basic estimation and testing. It honestly strives to let the
instructor emphasize either confidence intervals or hypothesis tests, depending
on his or her philosophical slant. The chapter makes extensive use of stem-
and-leat displays, boxplots, and normal probability plots to check underlying
assumptions.

With Chapter 5, the true meat of the book begins. Here we show how
good statistical thinking can convert an essentially enumerative tool—hypothesis
testing—into a powerful analytic tool: control charts. This chapter follows fairly
faithfully the spirit and the tenets of the peer review literature, which often views
control charts as a sequence of hypothesis tests. This chapter presents such con-
cepts as Phase I and II control charts, average run length, runs rules, the CUSUM
chart, the EWMA chart, capability analysis, and gage studies.

Chapter 6 introduces the student to linear models via regression analysis
and emphasizes the use of appropriate software. It discusses in detail proper
residual analysis, detection of leverage and influential points, multicollinearity,
and transformations.

Chapter 7 presents the most important material in response surface method-
ology. It begins with a basic overview of experimental design. It then develops in
detail the two-level factorial designs most commonly used in industry.

Chapter 8 moves on to process optimization through sequential experimen-
tation. Students learn how to generate a path of steepest ascent and to construct
central composite and Box-Behnken designs. This chapter teaches how to ana-
lyze multiple responses using commonly available software. It concludes with a
presentation of robust parameter design and its proper analysis within RSM.

xin
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Suggested Coverage

Originally, we had hoped to produce a true one-semester course in engineering
statistics, but “modern engineering statistics” means different things to ditferent
people. Instructors who teach a one-semester course have many options. Those
who wish to emphasize industrial statistics will cover Chapter 1 and then care-
fully selected topics from Chapters 2 through 4. They then will cover in detail
the vast majority of Chapters 5 through 8. Other instructors may want to cover
Chapters 1 through 4 in more detail and then pursue carefully selected topics
from Chapters 5 through 8. Experience indicates that the text works well with
both approaches.

Instructors can comfortably cover the entire book in two quarters. We rec-
ommend Chapters 1 through 4 plus the first half of Chapter 5 for the first quarter
and the remainder of the book in the second.

Case Studies and Student Projects

The case studies illustrate how statistical techniques can be applied to improve
production. These case studies provide more examples of how engineers use
statistics to analyze real data.

The chapters also include ideas for small student projects that complement
homework assignments. We strongly believe in term-long projects, over and
beyond these smaller activities. Typically, engineers are asked to plan, carry out,
and analyze a factorial experiment of their own choosing. Chapter 1 provides
enough details for students to begin thinking about their projects. By the end of
the term, when they have conducted their experiments and collected their data,
we develop in lecture the material required for them to analyze the results.

Examples and the Exercises

We aim to present each statistical method within the context of a real engineering
problem. The student sees how statistics fits within engineering problem solving,.
In the process, we try to teach engineering as much as statistics through the
examples. The overwhelming majority of examples and exercises involve real
engineering data that either appeared in appropriate journals or are based on
consulting experience. To the extent possible, we try to give the full engineering
context of both the examples and the exercises. The exercises emphasize good
data analysis within specific engineering settings.

Use of Graphics

Modern statistical analysis requires extensive and thoughtful use of graphics.
This text makes extensive use of graphical analysis in every chapter after the
introduction. Chapter 2 illustrates how the appropriate use of graphics can
provide significant insights into the analysis of engineering data. Chapter 3
introduces the normal probability plot and shows how we can use it to check
the common normality assumption. Chapter 4 illustrates how we can use the
stem-and-leaf display, the boxplot, and the normal probability plot to check
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the assumptions required for formal statistical inference. Chapter 5 not only
introduces the control chart, a graphical tool in its own right, but it also illus-
trates how we can use the stem-and-leaf display to determine if the subgroup size
seems appropriate for the process being monitored. Chapters 6, 7, and 8 make
extensive use of residual plots to confirm if the underlying assumptions for our
analyses are reasonable.

Use of the Computer

Modern engineering statistics must focus on sound data analysis, which of
necessity must incorporate extensive use of the computer. This text assumes that
students have ready access to at least one major statistical software package, such
as Minitab, SPSS, JMP, Stata, or SAS. We have used Minitab and SAS extensively
in developing this text, but the students can use any good package to work the
exercises. We encourage students to use the computer to do all but very simple
analyses and insist that students use the software to generate stem-and-leaf dis-
plays, boxplots, and normal probability plots to check their assumptions even
if they perform the test or calculate the interval by hand. Students use the com-
puter extensively in Chapter 5 (control charts) to process large data sets and
to produce quality plots, Chapter 6 (regression analysis), Chapter 7 (two-level
factorial designs), and Chapter 8 (response surface methodology) to perform the
necessary calculations and to generate appropriate residual plots.

Supplemental Material

A Student Solutions Manual (ISBN-10: 0-538-73880-4; ISBN-13: 978-0-538-
73880-4), available for separate purchase, contains fully worked-out solutions
to all odd-numbered exercises in the text, and also provides graphs and accom-
panying computer output with the solutions.

e Companion Website to the book, available at www.cengage.com/vining,
contains many valuable online resources to complement and enhance readers’
learning experience. The innovative audio-narrated PowerPoint presentations
described earlier on page xii are provided here, correlated to each chapter in
the book. Downloadable data sets are available for all of the real data used in
the exercise sets, offered in several of the most popular statistical software file
formats for using those programs to analyze and solve the problems. Software
lab manuals are also provided for Minitab and JMP. These guides give overviews
on using the software to solve problems in the text, and then work through sta-
tistical concepts and Examples taken directly from the text with step-by-step
instructions and screenshots showing the output.

For instructors only, complete worked-out solutions to all exercises in the
text are available in electronic format via Cengage’s Solution Builder service.
Adopting instructors can sign up for access at www.cengage.com/solutionbuilder
and create custom printouts of the exercise solutions to directly match their
homework assignments. A test bank is also available on the instructor portion
of the companion website with extra problems assignable for in-class
rests.

xv
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Overture: Engineering Method
and Data Collection

» 1.1 Need for Statistical Methods in Engineering

The Role of Statistics

To appreciate the role of statistics in engineering, we first must understand
that engineers contribute to society through their ability to apply basic scien-
tific principles to real problems in an efficient and effective manner. One of
our fathers, a mechanical engineer, describes an engineer as “someone who
can build something for one dollar that any fool could build for two.” We
can achieve this goal only by studying and understanding the physical world
around us. Engineers use as their basic approach the scientific or engineering
method whereby models are developed to explain real phenomena. Engineers
then must collect data to test these basic models. Model building, data collection,
data analysis, and data interpretation form the very core of sound engineering
practice.

Statistical methodologies are now considered vital components in engineer-
ing curricula, yet even more important to the engineer is the ability to think
“statistically.” Engineers must learn to dig deeper into data, understanding fun-
damental concepts such as variability, correlation, uncertainty, and risk in the
face of uncertainty.

Global competition is encouraging this focus on statistics. In a highly com-
petitive environment, continuous improvement is essential for survival. Many
successful companies have shown that the first step to continuous improve-
ment is to integrate the widespread use of statistics and basic data analysis into
business operations. Engineers are learning that the next step is well-planned
experimentation, which can efficiently and effectively improve products and
processes.
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Example 1.1

Taking a New Polymer from the Lab to Production

Figure 1.1 illustrates the role of statistics in engineering. Consider a new poly-
mer that has been developed in a research laboratory. The next step toward full
production of this pelymer is to set up a pilot plant operation. In the labora-
tory, the chemist developed the polymer under relatively pristine conditions. The
pilot plant represents the first attempt to produce this polymer under realistic
manufacturing conditions with impure raw materials. The engineer must deter-
mine the appropriate operating conditions for this process—that is, what tem-
peratures, pressures, flow rates, and other factors produce "good” yields of this
polymer. The chemist has given the engineer, at best, some rough idea of where
"good” operating conditions should lie. The engineer now needs to plan an effi-
cient experiment that will suggest appropriate settings for the process that pro-
duce good yields (an important statistical technique called experimental design).
The determination of these settings requires the use of a model that explains
how the "factors”—temperature, pressure, and flow rate—affect the yields. The
basic purpose of the experiment is to estimate this model, which is accomplished
by another statistical technique, regression analysis. The engineer also needs
to decide which of these factors are important to the yield, which is done by
hypothesis testing. The engineer next must determine the most appropriate set-
tings for the important factors, process optimization. After the appropriate oper-
ating conditions are specified, the engineer needs to take measures to ensure
that the process produces a consistent yield, which is often accomplished with
control charts.

Figure 1.1

Taking a Mew Polymer from the Laboratory to Production

Laboratory recommendation

{

Initial pilot plant operation
(Design of experiments)

}

Process modeling
{Regression analysis)

f

Determining important factors
{Hypothesis testing)

}

Process optimization
{Response surface methodology)

}

Process monitoring
{Control charts)
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Engineering Statistics: A Symphony

Modern engineering statistics may be viewed as a symphony. Techniques such
as those we have mentioned are the individual parts. Viewed in isolation, these
parts may appear strange and abstract. Integrated, however, they form a sin-
gle harmonic whole. Some of the methodologies we shall develop are powerful
tools in their own right, soloists if you will. Some are necessary precursors
to other valuable techniques. Although all parts are important in their own
way, of even greater importance is how the parts are woven together. In order
for the orchestra to reach its full potential, the skills of the individual play-
ers must be guided by a vision. The members of the orchestra must under-
stand not only their own specific instruments but how their instruments blend
together to create the piece. Thus, it is not enough to learn basic statistical
methodologies in isolation from each other. Of even greater importance is sta-
tistical thinking, which provides the fundamental vision for data analysis and
an understanding of how all these techniques relate to one another. The end
product is a powerful approach for analyzing data to solve real engineering
problems.

» 1.2 Engineering Method and Statistical Thinking

The Engineering Method

The scientific or engineering method is the fundamental approach for solving
engineering problems and consists of these basic steps:

Clearly define a concrete problem.

Postulate the important factors that influence this problem.
Formulate a working model for the underlying mechanism.

Collect data concerning the problem (conduct an appropriate
experiment).

Estimate the working model.

6. Determine the important factors and test the adequacy of the model.
Revise the working model as appropriate.

8. Collect additional data (conduct a confirmatory experiment).

9. If the model does not lead to a solution, return to step 2.

Bl b

Ly

Engineering problems always start out as concrete problems in the physical
universe. Their solutions, however, require abstraction. Thus, the engineering
method involves a constant interplay between the concrete and the abstract.
Example 1.2 and Figure 1.2 illustrate how the engineering method works. In the
process, we can see the constant interplay between the engineer and the “statis-
tician.” By statistician, we mean someone well trained in data collection, data
analysis, and data interpretation. The statistician can be the initial engineer,
another engineer, or a degreed statistician.
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Figure 1.2 The Engineering Method
Concrete Abstract
Filament constantly breaks
> Clearly define problem
Postulate important factors
Formulate working model
Plan experiment
Conduct experiment - |
- Estmate model
Determine important factors -
Revise working model
Conduct confirmatory |
experiment ii
Example 1.2 | Strength of a Polymer Filament

Consider a production process of a new polymer filament that is later spun into
yarn. At the startup of this new process, the filament constantly breaks when spun
(a concrete problem). In this case, the problem is fairly well defined: The filament's
elastic strength (S} is inadequate. A basic knowledge of polymer chemistry sug-
gests that the filament's strength depends on the amount of catalyst (C) used, the
polymerization temperature (T), and the polymerization pressure (P). The engi-
neer thus is able to postulate important factors. The engineer then formulates a
working model of the form

S=£C,T,PB

where f is typically an unknown function. The statistician suggests using a first-
order Taylor series approximation to produce this model:

S = _.l"#|'| == ﬁf‘._: - ﬁlT == ,H_'l,l”
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where fg, f1, f2, and f are all constants. This model represents an abstraction
and serves as a reasonable basis for approximating the behavier of the "res-
ponse” (strength) in terms of the "factors” (catalyst, temperature, and pressure).
With a good model, the engineer can determine appropriate settings for the
three factors that optimize the strength. The model is useful only to the extent
that it actually explains the behavior of the filament’s strength. The next step is
to determine the adequacy of this approximation. The statistician must plan the
experiment that should determine the exact impact of the three factors on the
filament’s strength. At this stage, the statistician develops a formal strategy that
systemnatically changes the amount of catalyst, the polymerization temperature,
and the polymerization pressure. The engineer then conducts the experiment. For
each combination of these factors, the engineer operates the process, allows it to
reach equilibrium, and takes a sample of filaments and measures their strengths.
The statistician takes the experimental results and estimates the model, which
means estimating the coefficients, the #'s. The estimated model gives the statis-
tician an appropriate basis for determining the important factors. In particular,
the statistician will determine which of the estimated coefficients is really differ
ent from zero. Why is this important? Suppose the coefficient associated with
the amount of catalyst is zero. In this situation, no matter what we do with the
amount of the catalyst, it has no effect on the filament's strength. The results of
this statistical analysis may suggest that the engineer revise the working model.
The statistician then plans a confirmatory experiment to determine the appro-
priateness of the revised model. The engineer next conducts the confirmatory
experiment, which the statistician analyzes. The engineering method continues in
this manner until the engineer finds an adequate solution—that is, the settings
for the amount of catalyst, temperature, and pressure that produce the optimum
strength.

The Problem of Variability

Data lie at the very heart of the engineering method. Unfortunately, real data
exhibit variability, which obscures our ability to make sound decisions.

Example 1.3

Qutside Diameters of Pen Barrels

In the manufacture of pens, each pen barrel is designed with a specific critical
outside diameter, which determines the guality of the seal between the cap and
the barrel. If the outside diameter of the barrel is toe small, then either or both of
these results occur:

*  Air leaks may develop, which ultimately will dry out the pen and make it
unusable.

*  The cap may fall off, which can cause severe problems in the high-speed
packaging equipment.
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On the other hand, if the outside diameter is too large, then either or both of
these results occur:

*  The cap can be extremely difficult to remove, which upsets the final
customer.
*  The pen assembly machine may jam as it places the cap on the barrel.

For this particular product, the target for the critical outside diameter is

0.190 inch. Can we realistically expect each barrel produced by this process to

have exactly the same critical outside diameter? Of course notl These bar

rels are made in "shots” of &4; that is, the die tool con-

sists of 64 individual molds. Although these individual molds

ST s are precisely drilled, some differences exist among them.

S A The melted plastic does not flow perfectly uniformly into

is to get engineers to think about variability. the individual molds, which creates additional differences.

Also the barrels shrink as they cool. Thus, temperature gra-

dients across the die tool as the barrels cool contribute to the variability. The

following list gives the critical outside diameters, in inches, from a production
sample:

0.194 0.187 0.198 0.188
0171 0.190 0.185 0.205
0.180 0.191 0.182 0.191

Several important questions arise: Is the "typical” outside diameter acceptable?
What is the proportion of unacceptable outside diameters? How can we know if
these outside diameters are becoming too large or too small?

Traditionally, engineers have responded to varability by creating specifica-
tion limits. In this case, the specification limits on the critical outside diameter are
0.180-0.200 inch. In this light, does our sample indicate acceptable production?
One value exceeds the specifications. Should a single value dictate whether an
hour's worth of production is acceptable or not? Several other diameters are quite
near the limits, both to the high and to the low side. Even if we ignore the sin-
gle value outside the specifications, is there evidence to suggest that the critical
diameter is drifting too large or too small? Specification limits provide some guid-
ance, but they do not solve the fundamental problem of how to make a decision
in the face of variability.

Thinking Statistically

Only by “thinking statistically” can engineers truly address the problems inher-
ent in the variability in real data. When we think statistically, we come to
know that all decisions based on real data involve risk and uncertainty. Good
decisions require us to quantify this risk. As we become more mature in our
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thinking, we understand that there are sources or causes of variability. Dis-
covering these sources and removing them are often the keys to engineering
SUCCESS.

Example 1.4

Operators and an Injection Molding Process

Consider an injection molding process for pen barrels. The goal is to produce
pen barrels with as uniform an outside diameter as possible. Many operators,
those who have yet to learn how to think statistically, always set the machine to
their favorite settings when they start the shift. An operator claims, "the machine
runs best on these settings.” Of course, each operatoer has a different idea of
which settings run best. Because the equipment operates three shifts a day, the
resulting outside diameters tend to vary guite a bit from shift to shift. Each time
an operator shifts the settings, he or she is introducing additional variability; the

operator is a source of unwanted variability.
In a better approach, which reflects statistical thinking, an operator looks at a
sample of the production at the start of the shift. If this sample
indicates a problem with the outside diameters, then the

VOICE OF EXPERIENCE equipment settings are changed according to a well-

Statisticolly grounded, structured problem-
soiving methodologies are essential to the

practicing engineer.

estimated model. Otherwise, the settings are left alone.
Operators "tamper” with the process only when there
is a documented need, thus keeping variability to a
minimum.

» 1.3 Statistical Thinking and Structured Problem Solving

According to the Quality and Productivity Section of the American Statistical
Association, “statistical thinking 1s a philosophy of learning and making deci-
sions based on three fundamental principles: All work occurs in a system of
interconnected processes, variation exists in all processes, and understanding
and reducing variation are keys to success.” Clearly, statistical thinking goes far
beyond the use of basic statistical analysis. Instead, it is a different way to view
the world. Statistical thinking is a big-picture philosophy that recognizes that
real-life processes involve systems and variability. Understanding any real-life
process involves seeing the various stages in the system and the resulting sources
of variation. Process improvement generally comes from simplifying the system
and removing unwanted sources of variation.

Statisticians, by the nature of their profession, are generalists. Often, the
biggest contribution a statistician makes on any team is getting other people
to see clearly the nature of the system that forms the process of interest and
to understand the causes of variation. Usually, the steps then needed to make
improvements become very obvious. Statisticians, by themselves, rarely can im-
prove a process or product. It takes a solid appreciation of the basic science to
make fundamental improvements. Statisticians, however, are often the
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catalysts to improvement without whom the improvements would never
be made.

An important key to constant product and process improvement is the use of
structured problem-solving methodologies. A very popular contemporary app-
roach is “Six Sigma,” which was originally developed at Motorola in the 1980s
and was made popular by Jack Welch during the 1990s when he was CEO of
General Electric. Six Sigma is a heavily statistical methodology within a team
context. The core of the Six Sigma approach is the DMAIC (Define, Measure,
Analyze, Improve, Control) cycle, which is an extension of Shewhart’s Plan, Do,
Check, Act cycle. The Shewhart cycle is nothing more than a formal, structured
implementation of the basic engineering method.

In the define phase, upper management selects an appropriate cross-functional
team and defines the team’s mission. The team’s first step is to clearly define the
problem. Often, the team’s success depends heavily upon how well it can clarify
and define the problem.

In the measure phase, the team selects the important characteristics to study.
It then defines the appropriate performance standards for these characteristics.
An important aspect of this phase is to validate the measurement systems. It is
difficult to improve a characteristic when it is poorly measured. The measure-
ment systems need to be accurate, precise, and consistent. Statistics, particularly
gauge repeatability and reproducibility studies shown in Chapter 3, are essential
at this phase.

The team begins the analyze phase once it completes the measure phase.
The team establishes the product’s and/or process’s capability. It defines clear
and specific performance objectives. The team also identifies potential sources of
variation. Statistical tools are less important in this phase than sound statistical
thinking,

Next, the team enters the improve phase. The team now screens potential
causes through well-planned experiments. Through these experiments, the team
discovers the relationships among the various variables and the characteristics of
interest. Once these relationships are established, the team establishes operating
tolerances. Central to the improve phase are regression analysis and design of
experiments. We discuss the details of regression analysis in Chapter 6 and how
to plan engineering experiments in this chapter and in more detail in Chapters 7
and 8.

The final phase of the DMAIC cycle is the control phase. The team institutes
procedures to maintain the improvements. Control charts, which we discuss
in Chapter 5, are essential for ensuring the maintenance of the improve-
ments.

Six Sigma is an upper-management-driven, structured problem-solving
methodology that has saved many corporations billions of dollars. These corpo-
rations have spent millions of dollars training virtually everyone in the company
in basic statistical methods and statistical thinking. The proper application of
statistics by everyone in the company is essential to the success of this program.
Even more important, though, is statistical thinking, which is at the core of
the Six Sigma culture. In the future, companies will continue to use structured
process-improvement strategies, well founded in statistics, in order to compete
and to survive in the global market.
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* 1.4 Models

Deterministic Models

Traditionally, engineers have been taught to think in terms of deterministic mod-
els, which make no attempt to explain variability. In many engineers’ minds,
variability is the result either of factors that remain unaccounted for or of basic
limitations in our ability to measure. Two classical examples are the ideal gas
law and Ohm’s law. Let P be the pressure of a gas, let V be its volume, let T be
its temperature, and let » be the “amount™ of the gas present (technically, the
number of moles). The ideal gas law then states

PV =#uRT

where R is a constant. If this law is in fact true and if we know the volume
and the temperature, then the pressure is already exactly determined. There is
no real need to measure the pressure because knowledge of the volume and the
temperature is the appropriate basis for determining it. Ohm’s law states

where V is now the voltage, I is the current, and R is the resistance. These laws
are classical cases of abstraction and of deterministic models.

Deterministic models are almost always oversimplifications of rv.=_-:11i1:‘5.-r The
ideal gas law has proven very useful over the years, but we must recognize that
no truly “ideal™ gases exist in reality. A common electrical engineering labora-
tory experiment involves setting up a simple circuit with known resistance and,
for a given current, measuring the voltage. If 20 students conduct exactly the
same experiment, using the same resistance and current, we should expect to see
20 different voltages, all close to the value predicted by Ohm’s law. Does such
a result invalidate the basic principle that voltage, current, and resistance are
all closely related? Not at all. Rather, it implies that we need a better model to
account for the variation we should inherently expect in nature.

Probabilistic or Statistical Models

A better approach uses a probabilistic or statistical model, which formally takes
into account the random variations from the values given by the deterministic
model. We can improve Ohm’s law by using

V=IR+e¢

where € is a random error. In this specific case, it is probably best to view € as a
measurement error. In other cases, € represents more fundamental and generally
unpredictable deviations from the deterministic model.
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Models provide an appropriate basis for predicting the physical universe.
From a statistician’s perspective, models describe populations.

Definition 1.1

Population

A population is the set of all possible observations of interest to the problem at hand

Most engineering data come from processes that change over time. Within this
context, the population corresponds to the state of the process at a specific inter-
val in time. Examples of populations include:

®  The measured outside diameters of a specific pen barrel from an injection
molding process
The elastic strengths of polymer yarns spun on two different machines
The strengths of a polymer filament from a new chemical process

Example 1.5

Maodel for Qutside Diameters

Consider the outside diameters of the pen barrels produced by an injection mold-
ing process. Let y, be the observed outside diameter for the ith pen barrel
inspected. Let u represent the true average or mean outside diameter for this
process. The simplest deterministic model would claim that each pen barrel has
exactly this outside diameter. A more realistic model adds a term to account for
the deviations of the individual outside diameters from the mean. Let ¢; represent
the random error associated with the ith pen barrel. The resulting model is then

Wi = ft + .

In this case, € represents much more than some error in measurement because
each pen barrel’s true outside diameter is different. We shall use this model exten-
sively when we discuss single-sample inference in Chapter 4 and when we discuss
basic control charts in Chapter 5.

Example 1.6

Model for Yarn Strength

Consider the strengths of the polymer yams produced by two different spinning
machines. Strengths tend to be fairly variable. A relatively few test specimens
will contain small imperfections that cause premature failures. Slight differences
in how the yarn was spun also contribute to variability in the strengths. The dif-
ferences in these strengths do not follow any perceptible pattern; thus, we may
treat them as random. Let y; be the strength of the jth sample yarn spun on the
ith machine, where i = 1 or 2. An appropriate model must take into account that
the inherent variability in yarn strength and the mean strength may be different
for each machine. Thus, consider as our model

_-'l'." = {4 -+ €5
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where p; represents the true mean strength of the yarn spun on the ith machine
and ¢; represents the random error associated with the jth sample yarn from the
ith machine. We shall use this model when we discuss two-sample inference in
Chapter 4 and when we begin to discuss the formal analysis of designed experi-
ments in Chapter 7.

Example 1.7

Meodel for Filament Strength

Consider the strength of a polymer filament produced by the process outlined in
Example 1.2 where we proposed

S= o+ BIC+ BaT + BP

to describe the relationship of the filament’s strength (S) and the amount of cata-
lyst {C), the polymerization temperature (T), and the polymerization pressure (F).
We now should realize that this equation is a deterministic model, which allows
neither for random variations from the expected value nor for the fact that this
medel is only an approximation subject to additional errors. Let y. be the strength
of the test filament from the ith batch produced of the polymer. A better modal
adds a term to account for both sources of error. Thus, consider the model

vi=Po+ BIC+ BT + BsP + ¢

where fig, B1, Bz, and B3 are all constants and «; is the appropriate error term. In
Chapter 6, we shall see that this is a specific example of a regression
model.

» 1.5 Obtaining Data

The engineering method requires data to solve real problems. Too often, engi-
neers assume that they should use statistics only after they have collected their
dara. Instead, staristics should play a pivotal role in the engineering method from
the very beginning of the data-collection effort. Any statistical analysis is only
as good as the data upon which it is based. Statistical thinking and statistical
methodology can make the data-collection process as efficient and effective as
possible.

Proper data collection requires a significant dialogue between the engineer
and the statistician. This dialogue should result in a well-defined problem and
at least a reasonable sketch for its solution. Without proper prior planning, the
data may provide no useful information for the problem at hand. Even worse,
improperly collected data can provide deep insights into the wrong problem!
The ability of the engineer and the statistician to communicate often determines
the ultimate success of the data-collection etfort.

1
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Issues in Data Collection

Important issues in the data-collection process include:

The fundamental purpose for collecting the data

The characteristic or characteristics of interest

The presumed engineering model

The parameters of interest to the study

The physical constraints, if any, on the actual data collection

# & & & @

We always collect data for a specific purpose. The better we understand this
purpose, the better we can plan the data-collection process. After we clearly
understand why we are collecting data, we then need to define clearly what are
the characteristics of interest and how we can measure these characteristics.
These are important engineering issues. Next, we need to propose an engineer-
ing model to adequately describe the problem ar hand. The model defines for
us the parameters of interest, which in turn provide the keys for solving the
problem. Finally, we need to consider what physical constraints could impede
our ability to collect data. In many cases, these physical constraints force us to
modify the data-collection procedure, which may require some modification to
the engineering model.

Example 1.8 |

Injection Molding of Pen Barrels

An important quality characteristic for a pen is the fit between the barrel and
the cap. Since separate injection molding processes produce the barrels and the
caps, we control the fit by making each outside diameter of the barrel and each
inside diameter of the cap as close to specified target values as possible. In this
situation, a well-defined engineering problem is to keep the outside diameter of
the pen barrel as close to its target value as possible. The characteristic of interest
is the outside diameter of the pen barrel at the spot where it should seal with the
pen cap.

Let y; be this critical outside diameter for the ith pen barrel produced by
this process. The simplest statistical model that approximates an engineering
model is

¥i= €

where u is the true average critical outside diameter for this process at the given
time and & is a random error associated with this particular pen barrel. Since we
wish to make each barrel with a critical outside diameter as close to its target
as possible, we must ensure that the typical outside diameter, p, stays at the
target value and that the random variability around this typical value is as small
as possible. Thus, for this model, the two parameters of interest are u and some
measure of the random variation.

Our particular injection molding process produces "shots” of &4 barrels
approximately every 90 seconds. The shot of 64 barrels drops directly into a box,
which the operator then transfers to a larger container. As a result, we cannot
determine directly which specific mold produced a specific pen barrel, and we
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face a physical constraint on how we can collect the data. If we have no rea-
son to believe that the individual molds differ significantly from one another,
then we probably should take samples of four or five barrels on a periodic basis.
On the other hand, if we suspect problems with one or two of the specific
molds, then we should periodically select entire shots and inspect each
barrel.

Importance of Pairing Data

Often, the sampling units available for a study differ widely. The inherent vari-
ability among these units obscures our ability to study the engineering process.
Pairing allows us to remove the sampling unit to sampling unit variability and
to focus on the real issues at hand.

Example 1.2

Testing Octane Blends—Paired Data

Snee (1981) conducted an experiment to compare two different methods for mea-
suring the octane rating of gasoline blends. In practice, petroleum engineers
need to measure precisely the octane ratings for blends over a wide range of
values.

Engineers often encounter situations where the units available for testing dif-
fer greatly. In this case, we know that gascline blends differ dramatically ameng
themselves and that these differences are not due to the testing method. This
inherent blend-to-blend variability can obscure our ability to see whether the two
test methods really agree with each other unless we can take this variability into
account. For example, Snee had 32 different gasoline blends available for his
study. One way he could have run his experiment was to randomly allocate 14
blends to test method | and the other 16 blends to test method Il. He then could
compare the average octane rating for the blends tested by method | to the aver-
age octane rating for the blends tested by method Il

A problem with this approach is that the differences in the true octane rat-
ings among the blends increase the variability in the observed octane ratings
for each test method. For example, if we compare a specific blend tested by
method | to one tested by method I, we do not know if the difference in the
octane rating is due to the difference in the blends or the difference in the test
methods. By randomly allocating the blends to the test methods, we hope to
balance the differences among the blends so that they "average out.” We pay a
price, however, with an increase in the variability among the observed octane rat-
ings for each test method purely because of the inherent gasoline blend-to-blend
variakbility.

A better approach to this situation splits each gasoline blend into two test
samples. Snee then could randomly allocate one test sample to test method |
and the other test sample to test method . He then could lock at the observed
difference in the two observed octane ratings. Let y;; be the observed octane
rating for the ith gascline blend when tested by method |, and let y;; be the
observed octane rating for the same blend when tested by method . Snee could

13
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Figure 1.3

Pairing of Gasoline Blends

Mcthod  Method

Gasoline blend | 1 I
Gasoline blend 2 Hicthod Diethod

11 1
Gasoline blend 3 M

I 1

define the difference, o, for the ith blend by di = y;; — vy If di = 0, then
test method | gives a higher octane rating than test method Il for the ith blend.
Figure 1.3 illustrates the design. By focusing on the blend-to-blend differences,
Snee removed the effect of the true octane ratings from the analysis. If the ith
gascline blend has a higher octane rating, then both test methods should yield
high observed octane ratings. If one test method indicates a high octane rat-

ing but the other does not, then Snee had evidence that the two methods do
not agree.

Splitting each gasoline blend into two test samples is

VOICE OF EXPERIENCE an example of pairing. Whenever possible, experimenters

Blocking often improves statistical

onolyses.

should use this concept of pairing to remove unwanted or
extraneous sources of variability. Pairing data in this man-
ner is the simplest example of the statistical principle called

Example 1.10

blocking.

Methods for Collecting Data

Three basic methods for collecting data are:

I. A retrospective study based on historical data
1. An observational study
1. A designed experiment
The next example illustrates these three methods.

Strength of a Polymer Filament—Revisited

In Example 1.2 we discussed a problem with the strength of a polymer fila-
ment that depended on the amount of catalyst (C), the polymerization temper-
ature (T), and the polymerization pressure (F). Figure 1.4 illustrates this situa-
tion. The strengths of the polymer filaments produced by this process form the

population of interest. For this process, production maintains and archives these
records:
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Figure 1.4 The Polymer Filament Process
Temperature
Raw materials
{Including catalyst) > Vancio .

t

Pressure

The average strength of a sample of filaments taken from every batch
The temperature controller log, which is a plot of the reactor temperature
The pressure controller log

The approximate start and stop times for each batch

Supervision maintains strict controls on the weigh-out of the raw materials and
therefore does not require a separate log of the specific weight of the catalyst
used in each batch. Supervision assumes that each batch has the same amount of
catalyst.

Retrospective Study  We could pursue a retrospective study, which would use
either all or a sample of the historical process data over some pericd of time to
determine the impact among C, T, and P on the strength of the filament. In so
doing, we take advantage of previously collected data and minimize the cost of
the study. We must note several problems, however:

We really cannot see the effect of C on the strength because we must
assume that C did not vary over the historical period.

The data relating T and P with the filament strengths do not correspond
directly. Constructing an approximate correspondence usually requires a
great deal of effort.

Production maintains both T and P as close as possible to specific target
values through the use of automatic controllers. Since T and P vary so little
over time, we have a great deal of difficulty seeing their real impact on the
strength.

4. Within the narrow confines that they do vary, T tends to increase with P. As a
result, we have a great deal of difficulty separating out the effects of

T and P.

a3

[¥5]

Retrospective studies often offer limited amounts of useful information. In gen-
eral, their primary disadvantages are:

®  The nature of the data often does not allow us to address the problem at
hand.

*  Some of the relevant data often are missing.

* Logs, notebooks, and memories may not explain interesting phenomena
identified by the data analysis.
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Observational Study We could use an observational study to collect data for
this problem. As the name implies, an observational study simply observes the
process or population. We interact or disturb the process only as much as is
required to obtain relevant data. With proper planning, these studies can
ensure accurate, complete, and reliable data. On the other hand, these stud-
ies often provide very limited information about specific relationships among
the data.

In this example, we would set up a data-collection form that allows produc-
tion personnel to record the actual amount of catalyst, the average polymerization
temperature, and the average polymerization pressure. Such a procedure ensures
accurate data collection and takes care of problems 1 and 2 described for retro-
spective studies. Unfortunately, an observational study cannot address problems 3
and 4.

Designed Experiment  The best data-collection strategy for this problem uses
a designed experiment where we manipulate C T, and P, which we call the fac-
tors, according to a well-defined strategy, called the experimental design. This
strategy must ensure that we can separate out the effects of each factor on the
filament strength. The specified values of the factors used in the experiment are
called the levels. Typically, we use a small number of levels for each factor, such
as two or three. For the polymer example, suppose we use a "high” or +1 and
a "low" or —1 level for each of the factors C, T, and P. We thus use two levels
for each of the three factors. A treatment combination is a specific combination
of the levels of each factor. Each time we carry out a treatment combination is an
experimental run or setting. The experimental design or plan consists of a series
of runs.
In general, factors are either categorical or continuous. Examples of categori-
cal factors are suppliers, operators, and types of polymer. With categorical factors,
the levels represent distinct units. For example, we can con-
struct an experiment using supplier 1, supplier 2, and sup-
: : lier 3 where we arbitrarily designate the actual suppliers to
Fhespecic ehuee Ui Tt dmd fevels ﬁ'lese specific levels. Sinu::gr we aEr!bitrarily designate the avail-
e L e able suppliers to these levels, supplier 1'/; really makes no
sense.

Examples of continucus factors are pressure, temperature, and amount of
carbon. With continuous factors, we choose specific levels from a continuum. For
example, we can construct an experiment using pressures, with 2 atm as the low
or —1 level and 4 atm as the high or +1 level. In this case, a level of 0 makes
perfect sense because it corresponds to a pressure of 3 atm, which falls halfway
between 2 and 4 atm.

The choice of the levels for a factor is very important. Suppose the response
is linear between the two levels of a factor. If the slope of this line is steep,
then it is likely that even choosing the levels of the factor fairly close together
will result in identifying this factor as significant. However, if the slope is gradual,
then the levels must be far apart to allow a sizable change in the
response.

For the polymer example, a very reasonable experimental strategy uses every
possible treatment combination to form a base experiment with eight different
settings for the process. The following table outlines these combinations of high
and low levels:
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c T P
—1 -1 -1
+1 -1 -1
—1 +1 -1
+1 +1 —1
-1 -1 +1
+1 —1 +1
-1 +1 +1

+1 +1 H

Figure 1.5 illustrates that this design forms a cube with these high and low lev-
els. With each setting of the process conditions, we allow the process to reach
equilibrium, produce a "batch” of the polymer, take a sample of filaments, and
determine their strengths. In this case, we might call the resulting average of the
strengths the response. We then can draw specific inferences about the effect of
these factors. Such an approach allows us to proactively study a population or
process.

Froperly planned experiments provide a wealth of information for a minimal
number of settings. Well-planned experiments alsc tend to produce unusable
product. For example, a properly planned experiment should use some combi-
nations of the high and low levels of C, T, and P that produce filaments that
fail to meet the product’s specifications. A well-planned experiment should pro-
duce some batches with extremely strong filaments, perhaps even too strong for
the specific product. The experiment should also produce batches with extremely
weak filaments. In either case, production cannot use the product and thus rejects
these batches. However, these rejected batches often provide the
crucial information on the effect of the factors, in this case C, T, and F, on the
response. Enlightened technical managers recognize the need to balance the
loss of usable product against the long-term benefit from the information gained
by the experiment. Engineers often use designed experiments in process devel-
opment, improvement, and optimization, particularly during the startup of new
processes.

Figure 1.5

The Experimental Design for the Polymer Study

17
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Some engineers, particularly older ones, do not use statistically based, planned
experiments. These engineers complain that designed experiments require too
many runs, cost too much, and take too long. In some cases, they complain that
the designed experiment takes away their “creativity.” Instead, they prefer to
“tweak” the process until they achieve acceptable results.

These engineers fail to realize that every time they tweak the process, they
are conducting an experimental run. As a consequence, they often conduct far
more experimental runs than a well-planned experiment would require, always
in the spirit that the “right” set of conditions will be the next they try. Even
worse, a well-planned experiment reveals significant insight as to the basic nature
of the process. Ultimately, tweaking is inefficient, undisciplined, and uninforma-
tive. A well-planned experiment simply prov jides structure to the experi-
mental process. A designed experiment never interferes with true creativity. True
creativity lies in picking the appropriate factors and correct levels. A well-
planned experimental strategy simply makes the truly creative engineer more
effective.

» 1.6 Sampling

Observational studies require samples in order to learn about the underlying
engineering process. The better these samples represent the true behavior of the
process, the more we can learn. Engineers and statisticians have developed many
good sampling strategies that guarantee representative samples and minimize
any systematic biases. Three commonly recommended sampling
schemes are:

| Simple random sampling
2. Stratified random sampling
i. Systematic random sampling

In most cases, engineers sample from an ongoing process (a dynamic situation)
where the process continues to generate items during the sampling. In this sit-
uation, we sample to determine the current state of the process. In other cases,
engineers sample from fixed “lots™ (a static situation) where all of the items have
been generated prior to the actual sampling. In this situation, we sample mostly
to characterize the lot.

Simple Random Samples

Definition 1.2 | Simple Random Sample (Finite Populations)

Consider a sample of n observations taken from a finite population (a much larger
group of observations that are of interest). We call this sample a simple random sample
if every possible sample of n observations taken from this population has the same
chance of being selected.
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Strictly speaking, this definition applies only to samples taken from finite pop-
ulations. In Chapter 3, we shall give a more general definition of a random
sample.

Example 1.11 | Monitoring the Porosity of Nickel Battery Plates

Nickel-hydrogen (Ni-H) batteries use a nickel plate as the anode. The electrode
deposition (ED) process determines the specific electrical properties of these
plates. In the ED process, sets of 40 plates are placed in a special bath and sub-
jected to an electrical load for a specified period of time. During each shift, pro-
duction supervision picks a random sample of five plates from a set of 40 for a
destructive stress test. In this case, we treat the set of 40 plates as the population
of interest. The manufacturer numkbers the exact position of each plate within the
ED bath. To ensure a random sample, the operator uses a computer-based proto-
col to generate five random integers from the interval 1 to 40. The plates at these
five specific locations then form the random sample used for the stress test.

Stratified Random Samples

In many engineering situations, we are interested in populations that are com-
posed of several distinct, nonoverlapping subpopulations. For example, manage-

ment needs to know the overall nonconformance rate (i.e.,
VOICE OF EXPERIENCE the overall proportion of items that fail to meet specifica-

When planning studies, it is important to tions) for an injection molding process. The materials man-
recognize the potential sources of variation  ager purchases large batches of polypropylene from three
aond to account for them. different suppliers; all go into inventory. Production ran-

domly selects material from the inventory. Consequently,
some of the time production uses supplier A's material, some of the time B’s, and
some of the time C’. In this case, the overall population, which is all the pro-
duction from this injection molding process, consists of three distinct, nonover-
lapping subpopulations, the production from each source of polypropylene.
Figure 1.6 illustrates this situation. Since each supplier’s material runs slightly
differently on the equipment, we should expect the nonconformance rates to
differ by each source. Stratified sampling allows us to take this fact into account
as we collect data to estimate the overall nonconformance rate.

Figure 1.6 Polypropylene Sources for an Injection Molding Process

Supplier A \
Supplicr B Injection molding Prodist

/ process
Supplier C
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Definition 1.2 | Stratified Random Sample

Suppose that a population can be divided into m different, nonoverlapping subpop-
ulations. A stratified random sample is one where we take a simple random sample
within each subpopulation.

Let #; be the size of the simple random sample taken from the ith subpop-
ulation. If we know the relative sizes of the different subpopulations, then we
often choose the n;’s proportional to the individual subpopulation sizes.

Example 1.12 | Rate of Nonconformances for an Automobile Assembly Line

A major manufacturer of automobiles operates an assembly line two shifts a day.
The first shift accounts for approximately two-thirds of the overall production.
Management routinely monitors the overall average number of nonconformances
per automobile produced on this line by closely inspecting nine automobiles a
day and counting the number of imperfections. The manufacturer gives each car
produced a specific identification number and keeps a precise count of the num-
ber of cars made during each shift. As a result, the inspector can use a random-
number generator at the end of the shift to obtain a simple random sample. To
obtain a stratified random sample, the inspector randomly selects six cars from the
first shift and three cars from the second shift each day for the detailed inspection.
Figure 1.7 illustrates this sampling scheme.

Figure 1.7

Stratified Random Sample from a Two-Shift Automobile Assembly Process

Paopulation
Shift |1 Sample
(2/3 of the production)
Shaft 1
{2/3 of the sample)
Shift 2
{1/3 of the sample)
Shaft 2

(143 of the production)




1.6 Sampling

Systematic Random Samples

Often engineers find it difficult to take true random samples; however, many
engineering settings lend themselves very nicely to sampling every mth item. This
is especially true in high-speed part-manufacturing operations, that now have
equipment to take such samples automatically. In these situations, systematic
random sampling works quite well.

Definition 1.4 | Systematic Random Sample
Suppose we wish to take as our sample every mth ltem. A systematic random sample
is one that starts this process with an item randomly selected from the first m.
Example 1.13 | Sampling from a Sintering Process

A manufacturer of nickel-hydrogen batteries uses a sintering process to produce
its nickel anodes. This process, which uses a high-temperature furnace, controls
the porosity of the plates. Production knows the precise sintering order of each
plate. Typically, this company sinters 300 plates per shift. Production monitors
the porosity of the plates by taking a systematic sample of five plates per day.
The operator uses a calculator to obtain a random number between 1 and 60,
inclusive. She selects this plate as the first item in the sample and then picks every
&0th plate thereafter to complete the sample.

Nonadvisable Sampling Techniques

Two other common sampling strategies are:

I. Quota sampling
1. Convenience sampling

In quota sampling, the sampler collects data until a specific quota is filled.
For example, in the automobile assembly line example, the inspector might use
some ad hoc method to select the six automobiles from the first shift by his
lunch time. In so doing, he fills his quota of six automobiles. Of course, he also
ignores the quality of the automobiles produced after lunch! Consequently, his
sample at best represents the quality of the automobiles produced before lunch,
which is not the same thing as the quality of the automobiles produced on the
first shift.

In convenience sampling, the sampler uses an ad hoc technique “convenient”
to him or her. For example, in the sintering process example, the operator might
always select the first plate through the furnace and the others just before her
breaks through the rest of the day. Although these times may be convenient for
her, they also may correspond to some periodic effect in the sintering process.
A periodic effect would bias the resulting sample, and we would not get an
accurate representation of this process.

21




22 Chapter 1 Owerture: Engineering Method and Data Collection

In general, we always prefer to use some type of random sampling scheme
to obtain data. Such an approach ensures a representative sample and minimizes
potential biases. In addition, formal statistical analysis depends on the assump-
tion that the data come from a random sample.

1.7 Basic Principles of Experimental Design

Experimental and Observational Units

Two primary concepts underlie experimental design:

| The experimental unit with its associated error

2. The observational unit with its associated error

Too often, engineers confuse these two concepts, which can seriously impair the
resulting analysis.

Definition 1.5 | Experimental Unit

The experimental unit is the smallest unit to which we apply a treatment combination

The experimental error is a measure of the variability among the experimental
units used in the experiment.

Definition 1.6 | Observational Unit

The abservational unit is the unit upon which we make the measurement.

The observational error is a measure of the variability among the observational
units used in the experiment. The observational error forms a part of the exper-
imental error.

Example 1.14 | Strength of Sewer Pipe

A major manufacturer of sewer pipe experienced a problem in the pipe's breaking
strength. Since this pipe is made of a ceramic material, the firing process controls
the final strength. The furnace used is as long as a football field and is divided into
several firing zones. Production can control the speed at which the pipe travels
through the furnace. The firing regime is the specific combination of firing tem-
peratures and speed. Depending on the size of the pipe, this firing process can
require up to four weeks.

The engineers assigned as technical support to this process decided to com-
pare three different firing regimes. Since most engineers consider the firing pro-
cess to be “black box,” they plan to treat the firing regime as a single factor with
three levels. In this particular case, a treatment combination is a specific firing
regime.
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Figure 1.8 Experimental Setup for the Sewer Pipe Experiment

Fipe Fipe Pipe Pipe Pipe Pipe
| o 4 | 2 3

— -

Firing regime Firing regime 2

R&D has a test furnace available for this experiment that can fire three sample
pipes at a time. Figure 1.8 considers two firing regimes in the test furnace. Since
the firing regime controls the conditions within the furnace, each of the pipes
within the furmace receives the same treatment. Within a specific set of three
pipes, we cannot apply firing regime 2 to one of the pipes and firing regime 1
to the other two. Instead, when we apply firing regime 1 to the furnace, we are
applying fiing regime 1 to the entire set of three pipes in the furnace. Thus, the
experimental unit is the set of three pipes in the test furnace. Since R&D tests
each pipe, the observational units are the individual pipes.

The experimental error in this example is the variability that results from try-
ing to reproduce the firing regimes from run to run. Although these firing regimes
are well defined, we cannot exactly reproduce the firing conditions each time we
run the experiment. The experimental error quantifies this variation. The obser-
vational error is the variability among the three pipes within each furnace run.
Although the furnace is designed to provide as uniform a heat distribution as
possible throughout the furnace, we still expect to see some differences. Pipe 1
sees a slightly different heat profile than pipe 2, and pipe 2 sees a slightly different
profile than pipe 3. The observational error quantifies this variation.

Basic Principles of Experimental Design
The three basic principles of experimental design are:

|. Replication
2. Randomization
3. Local control of error
Replication means that we apply at least one of the treatment combinations to
more than one experimental unit. Replication allows us to estimate the exper-
imental error and to perform formal statistical analysis. Replicating observ-
ational units, which is often called repeat runs, minimizes
VOICE OF EXPERIENCE the impact of measurement errors, but it does not provide an
— : estimate of the experimental error. Randomization means
The estimate of true experimental error g : :
: : that we perform the specific experimental runs in a ran-
requires replicotes, not repeats! ; AR ; :
: ) dom order, which minimizes the impact of any systematic
Experimental error deals with the bi h ik : : F f ehafs
displics Fish of rssalte s he ias over the course of the entire experiment. Formal statis-
renroducibility. tical analysis presupposes randomization. Local control of
error seeks to reduce the random error among the exper-
imental units. The basic idea is to control anything other
than the factors that might affect the response. With proper local control of
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error, we make the experiment more sensitive for detecting the differences due
to the factors by eliminating extraneous sources of variability. We often use
pairing or blocking to reduce the impact of these extraneous sources of variabil-
ity. Engineers use blocking when they suspect significant differences among the
experimental units available for the study. We can minimize the impact of this
variability by dividing the experimental units into groups, called blocks, which
are reasonably alike (homogeneous). We then apply each treatment combina-
tion to an experimental unit within the block. The next examples illustrate these
principles.

Example 1.15 | Strength of Sewer Pipe—Revisited

After some preliminary discussion, the engineers suggested that we run 12 sets of
3 pipes each through R&D's test furnace. Because we were testing three different
firing regimes, we could run each regime four times and thus replicate the exper
imental units. To minimize the impact of any systematic bias, we randomly allo-
cated the specific batches to the three firing regimes. We actually put 12 pieces
of paper in a hat: four with the number 1, four with the number 2, and four with
the number 3. We shook the hat and then pulled the pieces out. Each time we
pulled out a piece of paper, we recorded the number on it. In this way, we gen-
erated a random order for the firing regimes. As a final measure, the engineers
noted that sufficient materials were available so that we could make all 356 (12 = 3)
batches of pipe from one large production unit. In this manner, we reduced extra-
neous sources of variability that may have obscured the effects of the firing regime
(local control of error ). Figure 1.9 illustrates the design in the randomized run
order.

Figure 1.9

The Sewer Pipe Experimental Design in Random Order

Run 1: Finng regime 2 Run 2: Firing regime 3 Run 3: Finng regime 3

Run 4: Finng regime | Rum 5: Firing regime | Run 6: Finng regime |

Run 7: Firing regime 2 Run 8: Firing regime | Run 9: Firing regime 3

Run 10: Firing regime 3 Run 11: Firing regime 2 Run 12: Firing regime 2
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Figure 1.10

The Experimental Design for the Gasoline Blends

Gasoline blend 1 Gasoline blend 2 Gasoline blend 3

Method  Method Method  Method Method  Method
1 11 11 I 1 1

Example 1.16 | Testing Octane Blends

Snee (1981) conducted an experiment to determine whether two methods for
measuring the octane ratings of gasoline blends produced different results. This
experiment thus had one factor, method, with two levels. The smallest unit to
which we can apply the treatment is the particular sample of gasoline for which we
obtain an octane rating. Each blend could produce several samples for testing. As
a result, Snee could use two homogenesous experimental units from each blend.

Petroleurn engineers used these test methods on gasoline blends that had a
wide range of target octane ratings. Snee was interested in detecting the differ-
ences in the test methods over this particular range. As a result, this study required
many gasoline blends with widely differing target octane ratings. Samples taken
from different blends had significantly different octane ratings that were not due
to only the method of measurement. These blend-to-blend differences repre-
sented a significant source of extraneous variability in the comparison of the two
methods.

Snee had available 32 different blends over an appropriate spectrum of tar
get octane ratings. To remove the blend-to-blend variability, Snee took two sam-
ples from each blend. He used one method on the first sample and the second
method on the other sample. He thus used 32 blocks, each with two experimen-
tal units. By allocating one experimental unit to each method in each block, he
made each method have 32 experimental units, which provided replication. He
randomized the experiment in two ways. First, the blends were tested in a ran-
dom order, and then the two samples from each blend were randomly allocated
to the two test methods. Figure 1.10 illustrates this design. In this experiment,
Snee used the blends as blocks, which provided local control of error. By pair-
ing the data on the specific gascline blends, he removed the effect of the target
octane rating from the study.

Completely Randomized and Randomized
Complete Block Designs

We mentioned that randomization is one of the three basic principles of experi-
mental design. Two common randomization strategies are:

I. Completely randomized designs
!. Randomized complete block designs

The completely randomized design randomly allocates all of the treatment com-
binations to the experimental units. This approach ensures that each experimen-
tal unit has the same chance of receiving any specific treatment combination.
Example 1.15 illustrates this approach. The completely randomized design is
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a generalization of the two-independent-samples f-test, which we discuss in
Section 4.5. The randomized complete block design randomly allocates the
treatment combinations to the experimental units within the blocks. This app-
roach requires that every block must consist of sufficient experimental material
so that every treatment combination can occur within each block. Example 1.16
illustrates this approach. The randomized complete block design is a generaliza-
tion of the paired f-test, which we discuss in Section 4.6.

This book usually assumes that the engineer uses a completely randomized
design, which is the most common way engineers run experiments. We do not
have time in this text to fully discuss randomized complete block designs. The
interested student may read about this strategy, particularly within an RSM
framework, in Montgomery (2009) and in Myers, Montgomery, and Anderson-
Cook (2009).

» 1.8 Examples of Engineering Experiments

Example 1.17

Engineers run planned experiments for many reasons, including these:

To screen the factors to determine which truly influence the response
To predict the behavior of the response over a specified range of the
factors

* To optimize the response—that is, to find the specific settings of the factors
that produce the best value for the response

* To make products and processes robust to known sources of variability

The underlying purpose of the experiment can greatly influence the specific
experimental strategy.

Experiments for Screening Factors

Screening experiments consider a moderate to large number of factors, all usu-
ally at two levels. These experiments attempt to separate those factors that pri-
marily influence the behavior of the response from those that have little or no
influence. Engineers typically use screening experiments during the first phases
of process improvement. These experiments use as few runs as possible in order
to save resources for later experimentation. In general for screening experiments,
the range between the levels should be large.

Growing Silicon Layers on Integrated Circuits

Shoemaker, Tsui, and Wu {1991) study the process that grows silicon wafers for
integrated circuits. These wafers consist of a series of silicon layers. These layers
need to be as uniform as possible because later processing steps form electrical
devices within these layers. The smallest unit to which the engineers can apply
the processing steps is a batch of wafers. The individual wafers are the observa-
tional units.

In their initial experiment, the engineers seek to determine which of six pos-
sible factors truly influence the uniformity of the silicon layer. They intend to
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Table 1.1 The Experimental Design Settings for the Silicon Wafer Experiment

Deposition Deposition Argon Flow HCI Etch HCl Flow Mozzle

Run Temperature Time Rate Temperature Rate Position
1 1210 Low 55% 1180 14% 4
2 1220 Low 55% 1215 10% 4
3 1210 High 55% 1215 14% 2
4 1220 High 55% 1180 10% 2
5 1210 Low 59% 1215 10% 2
& 1220 Low 59% 1180 1456 2
7 1210 High 59% 1180 10% 4
8 1220 High 59% 1215 14% 4

conduct follow-up experimentation using the significant factors found in this ini-
tial experiment. To minimize the size of the design, they use only two levels for
each factor. The factors and their levels are listed here:

Factor Low High
Deposition temperature 1210° F 1220° F
Deposition time Low High
Argon flow rate 55% 59%
HCl etch temperature 1180 1215
HCI flow rate 10% 14%
Mozzle position 2 4

An appropriate screening design is the eight-run fractional factorial in Table 1.1.
The engineers randomize the actual order of these runs before they perform the
experiment. With each setting of the process conditions, they allow the process
to reach equilibrium, produce a "batch” of wafers, and measure the uniformity
of the silicon layers. In Chapter 7, we shall perform the appropriate analysis to
identify the factors that truly influence the response. Follow-up experi-
mentation can provide a basis for optimizing the uniformity of the silicon layer.

Experiments for Prediction

In some cases, engineers believe that a specific model should explain the behav-
ior of the data. They plan the experiment to estimate the proposed model as
efficiently as possible with the resources available. Engineers use the data from
these experiments to determine the adequacy of the proposed model. If they
are satisfied with the model, they then can use it to predict the behavior of the
response over the ranges of the factors studied in the experiment.
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Example 1.18 | Springs with Cracks

Box and Bisgaard (1987} discuss a manufacturing operation for carbon-steel springs
that has a severe problem with cracks. Basic metallurgy suggests that the cracking
depends on these factors:

The temperature of the steel before quenching
*  The amount of carbon in the formulation
*  The temperature of the gquenching oil

In this case, the engineers apply each treatment combination to an entire produc-
tion lot of springs. The engineers use the percent of springs that do not exhibit
cracking as their response. They seek to determine the basic relationships among
the three factors and the cracking. In the process, they hope to find conditions
that will reduce or even eliminate the problem.

They decide to pursue a two-level experiment involving these three factors.
The following actual levels are used:

Factor Low High

Steel temperature 1450° F 1600° F
Carbon 0.50% 0.70%
Oil temperature 70¢ F 1200 F

An appropriate design for this situation uses every combination of the two levels
for each of the three factors and is called a 2 factorial design. The 2 indicates
the number of levels used for each factor, and the 3 exponent indicates the total
number of factors. The actual design is shown in Table 1.2,

The engineers run the actual design in random order to minimize the impact
of any potential biases. With each setting of the process conditions, they allow the
process to reach equilibrium, produce a lot of springs, and determine the percent
that exhibit cracking. In Chapter 7, we will lay the foundation for performing the
appropriate analysis to produce a model that allows the engineers to predict the
amount of cracking within a preduction lot given a specific combination of the
processing conditions.

Table 1.2 The Experimental Design Settings for the Springs-with-Cracks Experiment
Run Steel Temperature Carbon il Temperature
1 1450 F 0.50% JF
2 1600° F 0.50% JoF
3 1450° F 0.70% 70 F
4 1600° F 0.70% 70 F
5 1450 F 0.50% 1200 F
&6 1600° F 0.50% 1200 F
7 1450° F 0.70% 1200 F
8 1600° F 0.70% 1200 F
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Experiments for Optimization

Experiments for optimizing a process or system tend to be rather large and
should be pursued only after previous experimentation has identified the impor-
tant factors and an appropriate region in the factors for exploration. In
Chapter 8, we shall outline a sequential philosophy of experimentation that
more fully addresses these issues.

Example 1.19 | Optimizing a Process to Etch Silicon Gates

Preuninger and colleagues (1993) used an experiment to optimize the unifor
mity of line size of an etching process for polycrystalline silicon gates used in
the manufacture of integrated circuits. Initially, they used a screening experi-
ment to determine which of the following factors influence the uniformity of the
line size:

* RF power
*  Pressure
*  Percent hydrogen bromide (HBr)

Table 1.3

The Uniformity Experiment
RF
Run Power Pressure Percent HBr
1 180 W 30 mT 20
2 180 W 30 mT 10
3 180 W 20 mT 20
4 180 W 20 mT 10
5 120 W 30 mT 20
& 120 W 30 mT 10
7 120 W 20 mT 20
8 120 W 20 mT 10
9 150 W 25 mT 23
10 150 W 25 mT 7
1" 150 W 3I3mT 15
12 150 W 17 mT 15
13 200 W 25 mT 15
14 100 W 25mT 15
15 150 W 25 mT 15
16 150 W 25 mT 15
17 150 W 25mT 15

18 150 W 25 mT 15
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*  Temperature
*  Magnetic field

The screening experiment indicates that only RF power, pressure, and percent
HEr are important. The engineers then run a five-level experiment, called a cen-
tral composite design, in these three factors to determine the optimum operating
conditions. Table 1.3 gives the design. The engineers perform the actual experi-
ment in a randomized order. Each run consists of a single wafer, which is the exper-
imental unit. An inspector measures the line size at five different locations on each
wafer. The last four runs of the experiment provide replication. The engineers use
the same etch chamber for each experimental run to provide local control of error.
In Chapter 8, we present the appropriate analysis for finding the optimum combi-
nations for the factors of a designed experiment.

Experiments for Robust Design

Engineers are beginning to realize that to optimize a process does not always
mean to maximize or to minimize. Consider the manufacture of a ballpoint
pen. The fit between the cap and the barrel is a primary quality characteristic.
The caps and the barrels are made by separate injection molding processes. We
seek to find the conditions for the injection molding process that will produce
the diameters as close to a stated nominal as possible. We call a process that
achieves a target condition for a characteristic of interest with minimal vari-
ability robust because it can achieve the target over a wide range of operating
conditions.

Example 1.20 | Cake Mix Experiment

Box and Jones (1992) discuss an experiment involving a cake mix. The manufac-
turer has direct control over the amounts of these ingredients:

*  Flour (%)
*  Shortening (xz)
*  Sugar (x3)

The quality of the cake also depends on these factors:

*  Oven temperature (zy)
*  Cooking time (zz)

These two factors are controlled by the consumer. The manufacturer seeks the
proper combination of flour, shortening, and sugar that will produce a good-
tasting cake over a wide range of oven temperatures and coocking times. For
proprietary reasons, Box and Jones report the levels for each factor as only +1.
Table 1.4 summarizes the design. The manufacturer ran the actual design in ran-
dom order.
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Table 1.4

The Cake Mix Experiment

X X3 X3 z z;
-1 —1 -1 -1 -1
-1 —1 -1 1 1
1 —1 —1 1 -1
1 —1 -1 -1 |
-1 1 -1 1 -1
-1 1 -1 -1 1
1 1 -1 —1 -1
1 1 -1 1 1
-1 -1 1 1 -1
-1 —1 1 -1 1
1 —1 1 —1 -1
1 -1 1 1 1
-1 1 1 -1 -1
-1 1 1 1 1
1 1 1 1 -1
1 1 1 -1 1

* 1.9 Purpose of Engineering Statistics

The proper application of statistics should guide the engineer to the proper use
and analysis of data. This chapter has outlined these topics:

The engineering method

Statistical models

The importance of data collection

The basic issues and concepts underlying data collection
Some basic sampling techniques

Some basic experimental design strategies

Well-thought-out data collection provides a good start toward solving engineer-
ing problems; however, it is only a start. We must develop tools that elicit as
much information as we can from our data.

As this book unfolds, we first look at appropriate graphical displays of data.
Often, these displays provide more than enough information to solve the prob-
lem at hand. In many cases, however, we need more formal methodologies. As
the problems become more complex, we require more sophisticated techniques.
Ultimately, we see that how we plan to perform our analysis can significantly
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influence how we collect our data. We actually complete the circle in Chapters 7
and 8 when we return to the data-collection issue. Then we are armed with an
arsenal of data analytic tools to aid our process.

1.10 Case

Study

This text concludes each chapter by examining the proper application of statis-
tics to actual engineering problems associated with the manufacture of writing
instruments. These case studies reflect the work experience of one of the authors
at the Faber-Castell Corporation. The manufacture of writing instruments uses
a wide array of engineering dls,cnplmes, including industrial, chemical, ceramic,
mechanical, and electrical engineering. The major purposes of this case smd}' are
4 ilusteate: thes ideas:

»  The proper application of statistics in its broadest sense, which includes the
engineering method and statistical thinking
Real engineering problems within their specific context
The broad array of real engineering problems associated with
manufacturing, even with such common products as pencils, pens, and
markers

#  The challenges of modern engineering and proper engineering data
analysis

The unifying theme for each example in this case study is the need for sound
data analysis to solve real engineering problems. The examples come from the
core plant, where the pencil lead is made; injection molding, where the pen and
marker casings are made; the automated pencil line, where the final pencil is
assembled; quality control; and the laboratories. In the process, you, the reader,
will get a deeper appreciation for a wide array of engineering problems and the
role of data analysis in their solution.

*1.11 Ideas for Projects

I. As a class, perform the “catapult” experiment. Many instructors use a
rubber band catapult to generate experimental data. The ones we use allow
you to change the tension on the rubber band in several ways. Perform the
experiment to generate a prediction for how far the catapult throws the
ball. Use the prediction equation to try to hit a target a known distance
away.

2. Perform the “paper helicopter” experiment. Many instructors make paper
helicopters and drop them in class. We prefer to drop them from the fourth
floor of a building on campus. The goal is to design a paper helicopter that
flies as long as possible.
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» Exercises

1.1

1.2

1.3

A study was carried out on the coating thickness of a panel produced by a paint
operation. Viscosity is thought to impact the coating thickness. For simplicity,
only two levels of viscosity (low and high) are used. The experimenters randomly
selected 12 panels from each level of viscosity. The goal of the study was to
determine if higher viscosity leads to thicker coatings.

a. What is the response of interest?

. List the factors of interest and whether they are categorical or continuous.
¢. List the levels for the factors.

. List out all possible treatment combinations.

¢. What is the experimental unit? What is the observational unit?

. How would the experiment be randomized?

A company compares two temperature instruments daily: one coupled to a pro-
cess computer and the other used for visual control. Day-to-day variation is
expected. On each of seven days, the two instruments are used to measure the
temperature. ldeally, these two instruments should agree.

a. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

d. List out all possible treatment combinations.

What is the experimental unit? What is the observational unit?

How would the experiment be randomized?

=

Mickel-hydrogen batteries use nickel plates as the anode. After the plates are
sintered or fired in a high-temperature furnace, they are grouped into lots of 40
plates each and then placed into an electrode deposition (ED) bath where they
are placed under an electrical load. This bath controls the electrical properties
of the cell. An important characteristic of the nickel plates batteries is “stress

33




34

Chapter 1

1.4

1.5

1.6

Owerture: Engineering Method and Data Collection

growth.” As the battery cell undergoes its charge-discharge cycle, the plates
actually begin to expand due to the stress. One of the engineers believes that
the more porous the plate, the greater the stress growth. He wants to conduct
a test to confirm this belief. The engineer knows that the specific conditions of
the ED bath have a major impact on stress growth. Since no two ED bath runs
are identical, the engineer expects a lot of variability in the stress growth purely
from the ED baths. To minimize the impact of the ED baths, he has set up each
ED lot so that 20 plates have “low” porosity and 20 plates have “high™ porosity.
After the ED run (15 are used), the engineer randomly selects five low-porosity
plates to make a test battery cell and five high-porosity plates to form a second
test cell. The data are the average percent increases in the plates’ thicknesses
after 200 charge-discharge cycles.

a. What is the response of interest?
b. List the factors of interest and whether they are categorical or continuous.
. List the levels for the factors.

d.  List out all possible treatment combinations.

e. What is the experimental unit? What is the observational unit?

f. How would the experiment be randomized?

A company that makes calculator cases is interested in the breaking strength
of the plastic. Small plastic pellets are pressed into a test specimen and then
measured for breaking strength. There are two suppliers of the plastic pellets.
Interest lies in determining if the mean breaking strength differs for the two
suppliers. Fifteen batches of pellets are selected at random from each
supplier.

a. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.
. List the levels for the factors.

d.  List out all possible treatment combinations.

e. What is the experimental unit? What is the observational unit?

i. How would the experiment be randomized?

Octane ratings for 32 gasoline blends are determined by two methods: motor
and research. An important question is whether one method tends to produce
higher ratings than the other. The sample consists of 32 gasoline blends covering
a wide range of target octane ratings. Each blend is divided into two samples so
that each blend can be tested by both methods.

a. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

. List out all possible treatment combinations.

¢. What is the experimental unit? What is the observational unit?

t. How would the experiment be randomized?

An independent consumer group tested radial tires from two major brands to
determine whether there were any differences in the expected tread life. Twelve
cars are assigned brand 1 and twelve are assigned brand 2. The data are collected
by running the tires until the tread wears and recording the number of miles
driven.
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Exercizes

a. What is the response of interest?

L. List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

i, List out all possible treatment combinations.

¢. What is the experimental unit? What is the observational unit?

f. How would the experiment be randomized?

Two brands of ultrasonic humidifiers are compared with respect to the rate at
which they output moisture. The company chose eight humidifiers from brand A
and eight from brand B. They measured the maximum outputs (in fluid cunces)
per hour in a chamber controlled at a temperature of 70° F and a relative humid-

ity of 30%.

a. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

d. List out all possible treatment combinations.

¢. What is the experimental unit? What is the observational unit?

How would the experiment be randomized?

P

A study was conducted on the running times for 20 fuses. The goal was to verify
that the two operators are giving consistent measurements. Since the fuses can
vary, the experiment is carried out by having both operators measure each fuse.

4. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

c. List out all possible treatment combinations.

¢. What is the experimental unit? What is the observational unit?

How would the experiment be randomized?

-

A manufacturer requires a certain type of zirconium sponge. They are in the
process of awarding a new contract for the production of these sponges. One
requirement is that the level of chlorine be held as low as possible. Five vendors
(A, B, C, D, E) have applied for the contract. Each vendor makes four sponges
using their own compositions. These are sent to a central testing laboratory
where the amount of chlorine is measured.

a. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

. List out all possible treatment combinations.

What is the experimental unit? What is the observational unit?

How would the experiment be randomized?

e, O

Fuel components in nuclear cores consist of rectangular fuel wafters made from
natural uranium dioxide (UOz). A study of factors involved in the compaction
and sintering processes has been conducted to determine the levels required to
achieve a high density (enhances fission gas retention). The study considered
four factors: compaction pressure (40 tons/in® and 50 tons/in?), compaction rate
(20 wafers/min and 30 wafers/min), sintering temperature (1500° C and 1700° C),
and sintering time (6 hrs. and 8 hrs.). Three batches of uranium dioxide were
available, and variation was expected between batches. From each batch 100
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wafers of each treatment combination were produced and the percent theoreti-
cal density was determined.

a. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

d. List out all possible treatment combinations.

e. What is the experimental unit? What is the observational unit?

f. How would the experiment be randomized?

A manufacturer of plastic containers for the beverage industry is interested in
the pressure required to separate the cap from the bottle. The containers involve
an injection molding process. The engineers have identified three important fac-
tors of the process: injection speed (40 and 75), mold temperature (25° C and
45° C), and cooling time (10 sec. and 235 sec.). The experiment involved using
an 8-cavity injection mold.

a. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.

. List the levels for the factors.

. List out all possible treatment combinations.

. Four different shots of the mold are conducted, and suppose that the exper-
iment involves randomly assigning a treatment to a cavity.

(1} What is the experimental unit? What is the observational unit?
(2} How would the experiment be randomized?

{. Suppose now that sixteen different shots of the mold are conducted, and
suppose that the experiment involves randomly assigning a treatment to all
cavities in the mold.

(11 What is the experimental unit? What is the observational unit?
(2} How would the experiment be randomized?

An experimenter is planning to study the control of citrus blight. It is believed
that a vector of this disease is the leathopper. To control this pest, three new
chemical sprays (A, B, C) are being considered. Each chemical spray will be
applied in two amounts (low and high). A small grove containing five rows of
six trees each is available for this study. Since this grove was once used as a
demonstration project, each row of trees is on a ditferent rootstock. There is
a strong possibility of large differences between rootstocks. The experiment is
carried out by selecting a row (rootstock) and then randomly assigning the treat-
ments to the six trees. After a period of time, ten leaves are taken from each tree
to measure citrus blight.

a. What is the response of interest?
b. List the factors of interest and whether they are categorical or continuous.
. List the levels for the factors.

d.  List out all possible treatment combinations.

e. What is the experimental unit? What is the observational unit?

i. How would the experiment be randomized?

An experiment has been performed to determine the power requirements for cut-
ting metal with ceramic tools. The response of interest is the vertical component
of a dynamometric reading. Two factors were examined: angle of edge level (15°
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and 30”) and type of cut (continuous and interrupted). Nine pieces of metal were
available for the experiment. Each piece of metal is cut with all treatments. The
pieces of metal are expected to vary.

a. What is the response of interest?

b. List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

d. List out all possible treatment combinations.

¢. What is the experimental unit? What is the observational unit?

. How would the experiment be randomized?

An automotive engineer wishes to improve the burst pressure of radiators for
the next generation of vehicle. The engineer focuses on the brazing process used
to join the aluminum radiator components together. The engineer runs an exper-
iment in which radiators are fabricated using three different types of filler (1, 2,
3) material and two different brands of flux (A, B). The flux prepares the sur-
faces to be joined and protects them from oxidation while the filler material joins
the components. The radiators are brazed in an oven at the same temperature
setting. The oven holds twelve radiators so two of each treatment combination
are used.

a. What is the response of interest?

b, List the factors of interest and whether they are categorical or continuous.
c. List the levels for the factors.

d. List out all possible treatment combinations.

¢. What is the experimental unit? What is the observational unit?

. How would the experiment be randomized?

A food company is considering a new recipe for their cake mix. They have iden-
tified three factors that affect texture of the cake: amount of flour (low and high),
amount of egg powder (low and high), and amount of oil added when mixing
(low and high). They are also interested in varying the temperature of the oven
when baking the cake (375° and 400°). Changing the temperature for each indi-
vidual cake would be a time-consuming process. The experiment is conducted by
choosing a temperature, then mixing and baking all eight cakes together. Then,
the temperature is changed and again all eight cakes are baked together.

a. What is the response of interest?

b, List the factors of interest and whether they are categorical or continuous.

c. List the levels for the factors.

d. List out all possible treatment combinations.

¢. Do all factors have the same experimental unit?

{. Identify the experimental unit and observational unit for the temperature
factor.

g. Identify the experimental unit and observational unit for the other factors.

37




This page intentionally left blank




Data Displays

» 2.1 Importance of Data Displays

Communicating with Data

The success of the engineering method hinges on the ability to convert data into
information, usually in the form of a probabilistic model. This model must be
able to explain the data observed and must account for the variation encoun-
tered. The key to developing good probabilistic models is “listening™ to what
the data have to say.

For example, an aircraft engineer may be very concerned about the wall
thicknesses of the coolant jackets on the cylinder heads for an aluminum engine
designed for high-altitude applications. This thickness must be at least 0.190 in.
Many questions, which require data to answer, immediately come to mind. How
often is this thickness less than 0.190 in? What target value should reasonably
guarantee that all the thicknesses will be at least 0.190 in? Obviously, the larger
this target value is, the more aluminum is required to make the engine, which
in turn makes the engine heavier (a major drawback) and more expensive (pos-
sibly a major drawback). Can the target thickness be reduced and still reason-
ably guarantee that all the thicknesses will be at least 0.190 in? Only by lis-
tening to properly collected and analyzed data can we hope to answer these
guestions.

Consider another example. A safety engineer must study the time between
accidents at a major chemical facility over a ten-year period. Over this time, the
facility has instituted several major safety programs. Again, several reasonable
questions leap to mind. What is the typical time between accidents? How often
do accidents happen very close together? Are there times when this facility has
very few accidents? Have the safety initiatives been effective? We must analyze
data to answer these questions, and the key to good data analysis is listening to
what the data have to say.

Listening requires us to enter into a conversation with data. Most of us
find our first encounters with data to be very one-sided, just like dealing with a
very shy person. Unless properly prodded, data sets can be very unresponsive.
As we become more skilled in starting a dialogue, we find that data sets can gush
with information.
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The Explanatory Power of Simple Graphs and Displays

Clever plots of data provide a powerful basis for starting a good conversation
with data. For novice data analysts, data displays are ideal “ice breakers” with
data. Engineers, by their background and training, are very comfortable with
graphs and plots. Many engineers find interpreting plots of
data more intuitive and more informative than doing formal
Wikéniver positi. Grialoiir it SMtiS.gcal analytflses, In mahn}r Eases, clever plots of ‘ul.'-lhe data
essecinltyFEIE s oot over e provide more than enough information to answer the ques-
tions at hand. In such situations, performing formal statisti-

cal analyses actually would be a waste of time and effort.
Data displays can provide powerful insights about the nature of the data and
about the appropriate probabilistic model. For example, many measurements
tend to follow bell-shaped patterns, which we should expect for the aircraft
engine wall thicknesses. The times between events often follow a more J-shaped
pattern, which we should expect for the times between accidents. These insights
into the nature of the data are crucial to the success of formal analyses. Formal
statistical analyses depend on the specific probabilistic model chosen. We express
our expectations about the behavior of the data through specific assumptions.
The resulting analyses are valid only to the extent that the model’s underlying
assumptions are met. Data displays provide a quick, easy, and effective method

for checking the validity of these assumptions.
This chapter develops in detail:

Stem-and-leaf displays
*  Boxplots

Both are very easy to construct by hand for small data sets. We also introduce:

* Histograms
* Time plots

They are powerful tools for analyzing moderate to large data sets and are best
left to appropriate software to generate. In later chapters, we shall introduce:

Q-Q plots, especially the normal probability plot (Chapter 3)
Scatter plots (Chapter 6)

Surface plots (Chapters 7 and 8)

Contour plots (Chapter §)

& & @& @

Engineers commonly use all of these plots to analyze data. The plots not pre-
sented in this chapter all require some statistical foundations best left to later
chapters.

» 2.2 Stem-and-Leaf Displays

The Basic Stem-and-Leaf Display

The stem-and-leaf display provides a basis for evaluating the “shape” of a darta
set with minimal loss of the original information. The basic idea is to let the data
themselves suggest natural groupings, which then may be exploited to produce
a plot that displays the data’s shape. This process loses only the time order of
the data. It is best illustrated through an example.




2.2 Stem-and-Leaf Displays

Example 2.1

Wall Thicknesses of Aircraft Parts

Eck Industries, Inc. (see Mee 1990) manufactures cast aluminum cylinder heads
that are used for liquid-cooled aircraft engines. The wall thicknesses of the coolant
jackets are critical, particularly in high-altitude applications. Engineering specifi-
cations require that this thickness must be at least 0.190 in. The thicknesses (in
inches) for 18 cylinder heads as measured by ultrasound, which is a nondestruc-
tive technique, are listed here:

0.223 0.193 0.218 0.201 0.231 0.204
0.228 0.223 0.215 0.223 0.237 0.226
0.214 0.213 0.233 0.224 0.217 0.210

A natural basis for grouping the data is the first two digits of each measure-
ment. For example, we shall group together in some fashion all the measure-
ments that are between 0.220 and 0.229 in, inclusive. We shall call the first two
digits of each measurement the stem. The last digit is the leaf. We notice that
the smallest measurement is 0.193 in, and the largest is 0.237 in. Thus, the small-
est stem is 0.19, and the largest is 0.23. We begin the stem-and-leaf display by
plotting the stems as illustrated in Figure 2.1. Note that we must list all possible
stems between 0.19 and 0.23 even if some of these stems do not contain any
observations. Blank stems provide powerful information about potential unusual
observations. Next, we add the leaves to the plot. In Figure 2.2, we add the leaf

Figure 2.1

Starting the Stem-and-Leaf Display

Stem Leaves

Pt B
200
.21:
2
i

= - FE - I = H ~ |

Figure 2.2

Adding the First Leaf to the Stem-and-Leaf Display

Stem Leaves

il
200
.21
23 3
R T

[T — R ~ R~ I = |
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Figure 2.3

The Stem-and-Leaf Display for the First Line of the Data

Stem Leaves
3P R 3
0.20: 14
0.21: B
4 38 5 3
3 1

Figure 2.4

The Raw Stem-and-Leaf Display for the Aircraft Thicknesses

Stem Leaves
D:.19: 3
0.20: 14
0.21: 854370
0.22: 3B335R4
0.23: 173

associated with the first measurement, 0.223. Figure 2.3 gives the stem-and-leaf
display for the first six measurements, and Figure 2.4 gives the "raw"” stem-and-

leaf display.

Depth  Many textbooks stop at this point because this raw display clearly shows
the basic shape of the data set. Often, however, we use the stem-and-leaf as a
tool for generating other data displays. Certain "refinements” are thus helpful. In
Figure 2.5, we rearrange the leaves in ascending order, add a count of the number
of leaves in each stem, and, finally, add the depth information. In the process of
rearranging the leaves in ascending order, we actually rearrange the entire data
set in ascending order, which will be important for constructing boxplots later.
The depth information provides a quick and easy basis for locating critical values

Figure 2.5

The Stem-and-Leaf Display for the Aircraft Thicknesses

Stem Leaves MNumber Depth
0.19: 3 1 1
0.20: 14 2 3
0.21: 034578 &

0.22: 333468 6 9
0.23: 137 3




2.2 Stem-and-Leaf Displays

within the ordered data set. We shall see the true value of the depth when we con-
struct boxplots in the next section. The depth represents how far the underlined
observation is from the appropriate end of the ordered data set. For example,
the value 0.204, which is the last value on the 0.20 stem, is the third observation
from the beginning of the ordered data set. The value 0.223, which is the first
value on the 0.22 stem, is the ninth value from the end of the ordered data set.
The counts per stem help us to determine the depth. The depth from the begin-
ning of the ordered data set is always the depth from the previous stem plus
the count on the current stem. Similarly, the depth from the end of the ordered
data set is always the depth from the stem immediately below plus the count
on the current stem. When the middle value of the ordered data set falls on a
stem, we do not give the depth information for that stem because it would be
ambiguous whether the depth is from the beginning or the end of the ordered
data set.

Reading a Stem-and-Leaf Display

As we said earlier, the purpose of data displays is to engage in a conversation
with the data. Like any good conversation, the key to getting good information
is to ask good questions. Some questions are obvious, but many others are more
subtle. Statistical analysis distills a data set into its essential elements. Often, we
can well describe the data by just two measures: the “center™ and the “spread.”
Thus, two obvious questions are:

*  What is a typical value (the “center”) for the data set?
*  What is the variability (“spread”) of the data?

More subtle questions are:

* Do the data follow some pattern?

* If the data follow a pattern, is it symmetric (see Figure 2.6), skewed toward
large values (sometimes called skewed right or right-tailed, see Figure 2.7),
or skewed roward small values {sometimes called skewed left or left-tailed,
see Figure 2.8)?

*  Are there multiple peaks?

*  Are there outliers?

»  Are there any other interesting features?

Figure 2.6

A Symmetric Data Pattern
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Figure 2.7 A Right-Tailed or Right-Skewed Data Pattern

Figure 2.8 A Left-Tailed or Left-Skewed Data Pattern

Detecting Patterns  Virtually all data sets follow some pattern. Failure to dis-

cern a pattern usually indicates that the analyst has chosen a poor stem structure

for the display. If the analyst uses stems that have too many

significant digits, then the resulting display has too many

Miiitale géoRs Sty Tidicote 6 EcurE oF stems to [Le_rmit ;11;11‘_!,' rca:gnaElcilpartcrni]Rounding the data

i corrects this problem. We shall see other ways to correct

poor stem structures in the following pages. Most engineer-

ing data follow roughly symmetric patterns, but not all, as

we shall see in other examples.

When the data follow a skewed pattern, the engineer needs to ask why and

to seek out possible explanations. Multiple peaks in the data are almost always

dead giveaways of contamination from another population.

Outliers are data values that clearly are out of sync with the

Outii . " other values in the data set. It is crucial that the engineer

utliers are often the most interesting d e th £l 1 I

R et etermine the exact cause of these values. In some cases,

the outlier is the result of a transcription error and is easy

to correct. In other cases, something went wrong with the

engineering process at the time the value was collected. Clearly, such a data value
should not be used in subsequent analysis.

Sometimes, however, nothing appears to be wrong. Then the analyst must
presume that the data value is valid and that the underlying engineering process
produces some odd values at least intermittently.

The best way to illustrate a conversation with a data set is through an exam-
ple. Consider again the wall thickness data for aircraft engines.




2.2 Stem-and-Leaf Displays

Example 2.2

Wall Thicknesses of Aircraft Parts—Revisited

Looking at the stem-and-leaf display in Figure 2.5, we see that the typical wall
thickness is somewhere around 0.21-0.22 in, which is quite a bit larger than the
minimum specification of 0.190 in. The data range frem 0.193 to 0.237 in, with
meost somewhere between 0.210 and 0.230 in. The data appear to follow a fairly
symmetric pattern. The pattern would be perfectly symmetric if the value 0.193
were a little larger. The value 0.193 looks out of line as a result, but the stem-and-
leaf display does not give us much evidence to suggest that it is an outlier. The
data suggest that the manufacturer has no real problem meeting the given spec-
ification. On the whole, this data set appears fairly typical with no extracrdinary
features.

Extensions to the Basic Stem-and-Leaf Display

The number of stems used in a stem-and-leaf display plays an important role
in our ability to see interesting features in the data. If too few stems are used,
then all of the leaves appear on just two or three stems, and the analyst really
cannot discern much usable information. On the other hand, if too many stems
are used, the data appear to have no pattern whatsoever. Extensions to the basic
stem-and-leaf display help to avoid these problems.

Example 2.3

Ambient Levels of Peroxyacyl Nitrates

Williams, Grosjean, and Grosjean (1993) studied the ambient levels of peroxy-
acyl nitrates in Atlanta, Georgia, during the peried July 22 through August 26,
1992, Peroxyacyl nitrates are eye imritants and possible skin cancer agents. Since
they have no known direct source, they are excellent indicators of photochemical
air pellution. As a result, these compounds are of direct interest to environmen-
tal engineers. During severe smog episodes, the ambient level of PAN, which
is the most common form of peroxyacyl nitrate, can reach 30-50 parts per bil-
lion (ppb). A previous study of the ambient levels of PAN in Atlanta during a
comparable period in 1981 found the typical maximum daily level to be approxi-
mately 4 ppb.

The daily maximum ambient levels of FAN {in ppb) during the peried studied
in 1992 are listed here. One day's value was dropped because there were no data
after 9:02 am.

0.3 1.0 0.8 1.1 1.3 1.1 2.4
2.9 1.6 1.3 0.4 0.7 1.5 1.3
21 1.9 1.0 1.8 1.1 2.2 1.9
0.7 0.4 1.5 0.7 2.4 2.4 2.8
2.7 11 1.2 1.1 1.1 0.9 1.3
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Figure 2.9 The Stem-and-Leaf Display for the PAN Data

Stem Leaves Number Depth
0. 34477788 8 g
Fi 00111111233338546899 19

25 12444789 a g

Figure 2.10 | The Stretched Stem-and-Leaf Display for the PAN Data

Stem Leaves MNumber Depth
D%,z 344 3 3
Ow.: TTTE9 5 B8
T,z 0011111123333 13

le.: 5568599 [ 14
2k 12444 5 B
2. TE9 3 3

Figure 2.9 gives the stem-and-leaf display using the natural stems from the data.
Since there are only three stems, we really cannot see the patterns in the data
very well. A logical extension is to split the stems into two. For example, the stem
0. can be split into the two stems Ox. and Os., where the stem O%. represents the
values 0.0-0.4 and the stem Oe. represents the values 0.5-0.9. Notice that there
are five possible values for each stem. Thus, if the stem Os. in our stem-and-leaf
display contains more of the data than the stem Ow., it is not an artifact of how we
choose to split our stems. The plot that results from splitting the original stems
into two is called a stretched or double stem-and-leaf display. Figure 2.10 shows
the stretched stem-and-leaf for the PAN data.
The stretched display now allows us to talk with the data set. Typical values
are 1.0-1.4. The data range from 0.3 to 2.9. The pattern locks almost symmetric.
If the data pattern is skewed, it is toward the larger values; thus, it may be a little
right-tailed. There appear to be no outliers. Recall that the
study frc:m 1981 found the ty_pica_l maximum PAN value _’m be
approximately 4 ppb. If anything, it appears that the maximum
Choosing the proper stem structure PAN value has dropped from 1981 to 1992, which would indi-
requires careful thought cate that smog has decreased in the Atlanta area over that
period of time.

In some cases, splitting the stems into two parts is not sufficient to reveal
the general shape of the data. The critical idea that underlies splitting stems is
that each resulting stem must have the same number of possible values. Thus,
the next level of splitting is five using 0=, Ot, Of, Os, and De. The resulting plot is
called a squeezed stem-and-leaf display.




Exercizes

Stratification ~ We can break apart a data set into subparts based on group infor-
mation. In Chapter 1, we discussed groups within the context of sampling and
used the term stratification. Often, multiple peaks in a stem-and-leaf display
indicate a need for stratification.

Properly done, stratification can lead to profound insights into the nature of
the data and is a key element to statistical thinking. Stratification often provides
a basis for isolating why strange features appear in a data display. It also allows
us to identify extraneous sources of variability. Removing these sources leads to
better engineering processes and to more powerful analyses. Whenever possible,
engineers should consider stratifying their data.

Stratification and side-by-side stem-and-leaf displays provide a powerful
basis for analyzing data, as we shall see in this chapter’s case study which has
two groups. We can extend stratification and side-by-side stem-and-leaf displays
naturally to three or more groups.

» Exercises

2.1

These are the outside diameters {in inches) of the barrels of a popular felt-tip
marker:

0.379 0.376 0.379 0.379 0.378
0.378 0.377 0.378 0.377 0.379
0.378 0.377 0.377 0.379 0.378
0.377 0.377 0.378 0.379 0.378
0.379 0.380 0.379 0.378 0.379
0.380 0.378 0.379 0.379 0.379
0.379 0.380 0.380 0.381 0.379

Plot an appropriate stem-and-leaf display and comment on your results. Dis-
cuss any interesting features. If possible, propose reasons for these features.

Yashchin (1992} studies the thicknesses of metal wires produced in a chip-
manufacturing process. Ideally, these wires should have a target thickness of
8 microns. These are the thicknesses (in microns) of a sample of wires:

8.4 8.0 7.8 8.0 7.9 7.7 8.0 1.9 8.2 7.9
7.9 8.2 7.9 7.8 7.9 7.9 8.0 8.0 7.6 8.2
8.1 8.1 8.0 8.0 8.3 7.8 8.2 8.3 8.0 8.0
7.8 7.9 8.4 7.7 8.0 7.9 8.0 1.7 1.7 7.8
7.8 8.2 1.7 8.3 7.8 8.3 7.8 8.0 8.2 7.8

Plot an appropriate stem-and-leaf display and comment on the results. How
well do these wires meet the specified target thickness? Discuss any interesting
features. If possible, propose reasons for these features.
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2.4
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Data Displays

Cryer and Ryan (1990) discuss the following chemical process data, where the
measurement variable is a color property:

0.67 0.63 0.76 0.66 0.69 0.71 0.72
0.71 0.72 0.72 0.83 0.87 0.76 0.7¢9
0.74 0.81 0.76 0.77 0.68 0.68 0.74
0.68 0.69 0.75 0.80 0.81 0.86 0.86
0.7¢9 0.78 0.77 0.77 0.80 0.76 0.67

Plot an appropriate stem-and-leaf display and comment on the results. Discuss
any interesting features. If possible, propose reasons for these features.

Padgett and Spurrier (1990) analyze the breaking strengths of carbon fibers
used in fibrous composite materials. These fibers measure 50 mm in length and
7-8 microns in diameter. Periodically, the manufacturer selects random samples
of five fibers and tests their breaking stresses. Specifications require that 99%
of the fibers must have a breaking stress of at least 1.2 GPa (gigapascals). These
are the breaking stresses (in GPa) from 20 such samples:

3.7 2.7 2.7 2.5 3.6 3.1 3.3 2.9 1.5 3.1
4.4 2.4 3.2 3.2 1.7 3.3 3.1 1.8 3.2 4.9
3.8 24 3.0 3.0 34 3.0 25 2.7 2.9 3.2
34 2.8 4.2 3.3 2.6 3.3 3.3 2.9 2.6 3.6
3.2 2.4 2.6 2.6 2.4 2.8 2.8 2.2 2.8 1.9
1.4 3.7 3.0 1.4 1.0 2.8 4.9 7 1.8 1.6
3.2 1.6 0.8 5.6 1.7 1.6 2.0 1.2 11 1.7
2.2 1.2 5.1 2.5 1.2 3.5 2.2 1.7 1.3 4.4
1.8 0.4 3.7 2.5 0.2 1.6 2.8 4.7 2.0 1.8
1.6 1.1 2.0 1.6 2.1 1.9 2.9 2.8 2.1 3.7

Plot an appropriate stem-and-leaf display and comment on the results. How
well do these breaking stresses compare to the minimum acceptable stress?
Discuss any interesting features. If possible, propose reasons for these features.

The National Bureau of Standards (see Mulrow et al., 1988) tests 14 samples
of biphenyl measured on a differential calorimeter calibrated with two stan-
dards in order to establish this substance’s melting point in ®°C. Here are the
data:

343.0 342.4 343.4 3431 343.3 343.7 343.5
3431 343.3 343.4 343.8 343.3 343.3 343.3

Plot an appropriate stem-and-leaf display and comment on the results. Discuss
any interesting features. If possible, propose reasons for these features.
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Montgomery, Peck, and Vining (2006) look at the time required to deliver cases
of a popular soft drink to vending machines. The following data are the times
(in minutes) required by the driver to stock a machine:

16.7 11.5 12.0 14.9 13.8

181 8.0 17.8 79.2 215
40.3 21.0 13.5 19.8 24.0
29.0 15.4 19.0 .5 35.1

17.9 523 18.8 19.8 10.8

Plot an appropriate stem-and-leaf display and comment on the results. Discuss
any interesting features. If possible, propose reasons for these features.

A two-component distillation column produced these yields for 25 successive
batches:

0.99 0.93 0.95 0.99 0.89
0.96 0.94 0.96 0.99 0.99
0.98 0.81 0.97 0.92 0.99
0.97 0.9¢ 0.96 0.94 0.99
0.99 0.9¢9 0.99 0.80 0.95

Plot an appropriate stem-and-leaf display and comment on the results. Discuss
any interesting features. If possible, propose reasons for these features.

Albin {1990) studied aluminum contamination in recycled PET plastic from
a pilot plant operation at Rutgers University. She collected 26 samples and
measured, in parts per million (ppm), the amount of aluminum contamination.
The maximum acceptable level of aluminum contamination, on the average, is
220 ppm. These are the data:

291 222 125 79 145 119 244 118 182
63 30 140 101 102 87 183 60 ™
119 511 120 172 70 30 Q0 115

Plot an appropriate stem-and-leaf display and comment on the results. How
well does this pilot plant perform relative to the maximum acceptable level of
aluminum contamination? Discuss any interesting features. If possible, propose
reasons for these features.

Good and Gaskins (1980) studied the silica in meteors. The calculated percent-
age of silica in each of 22 chondrites meteors are listed here:

20.77 2256 2271 22.99 26.39 2708 27.32 27.33 27.57 27.81 28.69
29.36 30.25 31.89 32.88 33.23 33.28 33.40 33.52 33.83 33.95 34.82

49




50 Chapter 2 Data Displays

Plot an appropriate stem-and-leaf display and comment on the results. Discuss
any interesting features. If possible, propose any reasons for these features.

2.10 A chemist at the National Institute of Standards & Technology (NIST) con-
ducted a study to determine the certified transmittance value that may be
attached to the particular filter under study. The sample consisted of the fol-
lowing 50 transmittance measurements (at a sampling rate of 10 observations
per second) from a filter with a nominal value of 2:

2.0018 2.0017 2.0017 2.0021 2.0013 2.0014 2.0015 2.0020 2.0024 2.002&
2.0017 2.0015 2.0018 2.0020 2.0015 2.0013 2.0016 2.0020 2.0025 2.0027
2.0018 2.0014 2.0018 2.0016 2.0015 2.0014 2.0015 2.00271 2.0027 2.0026
2.0019 2.0015 2.0019 2.0014 2.0016 2.0015 2.0016 2.0022 2.0026 2.0025
2.0018 2.0015 2.0019 2.0013 2.0015 2.0014 2.0019 2.0023 2.002& 2.0024

Plot an appropriate stem-and-leaf display and comment on the results.
Discuss any interesting features. If possible, propose any reasons for these
features.

211  Juran and Gryna (1980) provide an example involving an electronic compo-
nent. These are the failure times in hours for 84 of the electronic components:

1.0 6.4 19.2 54.2 B8.4 114.8
1.2 6.8 28.1 55.6 89.9 115.1
13 6.9 28.2 56.4 20.8 117.4
2.0 7.2 29.0 58.3 1.1 118.3
2.9 8.3 30.6 63.7 92.1 120.6
3.0 8.7 32.4 64.6 9.9 121.0
3.1 9.2 33.0 65.3 100.8 122.9

3.5 10.2 36.1 701 103.2 124.5
3.8 10.4 40.1 71.0 104.0 125.8
4.3 11.9 42.8 75.1 104.3 126.6
4.7 14.4 44.5 78.4 105.8 128.4
4.8 15.6 50.4 79.2 106.5 129.2
5.2 16.2 51.2 84.1 110.7 129.5
5.4 17.0 52.0 86.0 1126 129.9

Plot an appropriate stem-and-leaf display and comment on the results.
Discuss any interesting features. If possible, propose any reasons for these
features.

2.12 Daily rainfall (in millimeters) was recorded over a 47-year period in Turramurra,
Sydney, Australia (see Rayner and Best {1989)). For each year the day with the
greatest rainfall was identified.
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1468 Q09 841 475 Bas 452
3830 1397 556 978 1715 747

209 2002 1331 1227 2543 2649
1781 1717 2718 S84 1859 1138
2675 1872 1359 1544 1372 1334

935 1849 7119 1737 1389 681
1565 701 994 1188 962 1564
1800 580 1106 880 850

Plot an appropriate stem-and-leaf display and comment on the results.
Discuss any interesting features. If possible, propose any reasons for these
features.

2.13  Smith and Naylor (1987) studied the strengths of 1.5-cm glass fibers measured
at the National Physical Laboratory, England. The data are given below.

0.55 0.74 0.77 0.81 0.84
0.93 1.04 1.1 1.13 1.24
1.25 1.27 1.28 1.29 1.30
1.36 1.39 1.42 1.48 1.48
1.49 1.49 1.50 1.50 1.51
1.52 1.53 1.54 1.55 1.55
1.58 1.59 1.60 1.61 1.61
1.61 1.61 1.62 1.62 1.63
1.64 1.66 1.66 1.66 1.67
1.68 1.68 1.69 1.70 1.70
1.73 1.76 1.76 1.77 1.78
1.81 1.82 1.84 1.84 1.89
2.00 2.01 2.24

Plot an appropriate stem-and-leaf display and comment on the results.
Discuss any interesting features. If possible, propose any reasons for these
features.

2.14  Aly (2007) investigated the stress in bundled fiber reinforced polymer bars in
concrete. The data are given below.

6.92 5.16 6.01 4.71 4.04 2.95 3.60 3.28
3.30 2.56 5.30 513 3.74 3.78 5.69 4.76

Plot an appropriate stem-and-leaf display and comment on the results. Discuss
any interesting features. If possible, propose any reasons for these features.
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2.15 Kowalski, Landman, and Simpson (2003) investigate the impact of several fac-

2.16

2.17

tors on the drag of a race car. The inclusion or exclusion of a grill cover is one
factor. The data below give the drag for both cases.

Mo Cover Caover

0.37é 0.396 0.395 0.418 0.362 0.383 0.409 0.386
0.392 0.409 0.412 0.435 0.401 0.377 0.424 0.405
0.392 0.374 0.393 0.421 0.359 0.383 0.411 0.384
0.390 0.405 0.435 0.414 0.378 0.397 0.404 0.425

Plot an appropriate stem-and-leaf display and comment on the results. Explic-

itly compare the two groups. Discuss any interesting features. If possible, pro-
pose any reasons for these features.

A pharmaceutical plant believes the variability of a synthetic process of a drug
substance (measured in assay percentage) is related to quality differences in the
starting material from their suppliers. The assay percentages are:

Supplier 1 Supplier 2
85.9 85.0 82.6 83.5 B3.2 83.1
B84.5 85.3 87.2 86.6 85.7 88.1
86.2 84.3 84.7 83.9 84.8 87.9
86.3 88.4 85.4 83.8 B7.5 87.7

Plot an appropriate stem-and-leaf display and comment on the results. Explic-
itly compare the two groups. Discuss any interesting features. If possible, pro-
pose any reasons for these features.

Pignatiello and Ramberg (1985) studied the impact of several factors involving
the heat treatment of leaf springs. In this process, a conveyor system transports
leaf spring assemblies through a high-temperature furnace. After the spring
leaves a high-pressure press, an o1l quench cools it to near ambient temperature.
An important quality characteristic of this process is the resulting free height
of the spring, which has a target value of 8 inches. An engineer assigned to this
process strongly believes that the heating time affects the free height. She has
chosen two times: 23 sec. and 25 sec. Here are the data:

23 seconds 25 seconds
7.5 7.6 7.5 7.5 7.6 7.5 7.8 7.8 7.8 7.5 7.3 7.1
7.6 7.6 7.8 7.6 7.8 7.6 8.2 8.2 7.9 7.9 7.9 7.9
7.6 7.6 7.4 7.2 7.2 7.3 7.9 8.0 7.9 7.3 7.4 7.4
7.6 7.8 7.7 7.8 7.5 7.6 7.7 8.1 8.1 7.6 .7 7.6

Plot an appropriate stem-and-leaf display and comment on the results. Explic-

itly compare the two groups. Discuss any interesting features. If possible, pro-
pose any reasons for these features.
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2.18 Lucas (1985) studied the rate of accidents at a DuPont facility over a ten-
year period. The following data are the number of industrial accidents per
calendar quarter for the first five-year period (period I} and for the second

(period II):
Period | Periad 11
5 5 10 8 3 4 2 0
4 5 7 3 1 3 2 2
2 8 -] @ 7 7 1 4
5 6 5 10 1 2 2 1
.3 3 3 10 4 4 4 4

Plot an appropriate stem-and-leaf display and comment on the results. Explic-
itly compare these two periods. Discuss any interesting features. If possible,
propose reasons for these features.

2.19 Eibl, Kess, and Pukelsheim (1992) studied the impact of viscosity on the observed
coating thicknesses produced by a paint operation. Ideally, this process should
produce a coating thickness of 0.8 mm. For simplicity, they chose to study only
two viscosities: “low™ and “high.” The coating thicknesses {in mm) are listed
here:

“"Low" Viscosity

1.09 1.12 0.83 0.88 1.62 1.49 1.48 1.59
0.8 1.29 1.04 1.31 1.83 1.65 1.71 1.76

"High" Viscosity

1.46 1.51 1.59 1.40 0.74 0.98 0.79 0.83
2.05 2.17 2.36 212 1.51 1.46 1.42 1.40

Plot an appropriate stem-and-leat display and comment on the results. Explic-
itly compare the two groups. Discuss any interesting features. If possible, pro-
pose reasons for these features.

2.20 An aircraft manufacturer monitors viscosity of primer paint (see Montgomery
2004, pp. 232-236). These are the viscosities for two ditferent time periods:

Time Period 1 Time Period 2
33.8 331 34.0 33.8 335 335 33.3 33.4 33.3 34.7
34.0 33.7 33.3 335 332 348 34.6 35.0 34.8 345
33.6 33.0 33.5 331 33.8 4.7 34.3 34.6 34.5 35.0

Plot an appropriate stem-and-leaf display and comment on the results. Explic-
itly compare the two periods. Discuss any interesting features. If possible, pro-
pose reasons for these features.
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2.21 A chemical engineer studied the effects of two different reflux rates on the

yields from a distillation column. Here are the yields:

Reflux Rate of 70 Reflux Rate of 80
0.99 092 094 092 0.87 0.81 0.93 0.95 0.97 0.89
0.96 092 0.95 0.99 0.95 0.97 0.93 0.95 0.76 0.99
099 07% 097 071 0.99 090 0380 097 092 081
0.97 0992 0.9 093 095 0.97 0.99 0.96 0.94 0.94
0.99 0.95 0.96 0.78 0.97 0.81 0.94 0.90 0.79 0.95

Plot an appropriate stem-and-leaf display and comment on the results. Explic-
itly compare the two groups. Discuss any interesting features. If possible, pro-
pose reasons for these features.

» 2.3 Boxplots

The boxplot provides a quick display of some important features of the data.
Unlike the stem-and-leat display, which retains virtually all of the information
in the data set, the boxplot “distills™ the data set down to its most important fea-
tures. As a result, the boxplot does lose some information contained in the data.

The boxplot gives the analyst a formal tool for discriminating outliers during
preliminary data analysis. Since we expect to encounter outliers, we construct
the boxplot by using measures of the center and the spread based on the median
and the guartiles, which are resistant or insensitive to the presence of outliers.
Both the median and the quartiles require the data set to be arranged in ascend-
ing order.

The Median

Definition 2.1

Median

The median, ¥, is the middle value of the data set once it has been amranged in
ascending order.

To find the median, we first must order the data set. Suppose we have n
observations in our data set. Let vy, ¥2,..., ¥, denote this data set. We rearrange
the data set in ascending order. Let

Y=Y 2 =¥
be the rearranged data set. Sometimes this rearranged data set is called the set
of order statistics, which are extremely important in the field of nonparametric
statistics. The refined stem-and-leaf display directly yields this rearranged data
set and serves as an excellent precursor for developing the boxplot.
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The median gives a measure of the “center” of the data. It literally splits the
data set into two equal parts. Let £,, denote the “location” of the median within
the rearranged data set. Thus,

n—+ 1
-

J = [N
Ly = (2-1)

If  is odd, then £,, is an integer and

_'i-'= Vilpis :l.ll'

If # is even, then {,, contains the fraction %, which presents a problem. We want

the “middle” value, but there is no unique one. By convention, we take as the

median the average of the two values closest to the middle. For those who like
formulas, this is

y ) Vit 1/2)

]
LY ]

3

The next two examples illustrate how easy it is to find the median. They also
illustrate how we can use the depth information from the refined stem-and-leaf
display to our advantage.

Example 2.4

Median of the Ambient Levels of PAN

Recall Example 2.3, which discussed the ambient levels of PAN in Atlanta, Georgia,
during the summer of 1992. We now wish to find the median value. We first must
rearrange the data in ascending order. Figure 2.10 gives the appropriate stem-
and-leaf display. Our method for constructing this display ensures that the values
are in ascending order. We next need to find the location of the median. From
equation (2.1}, we have

n+1 3541

o e e 3

Since n in this case is odd, the resulting location of the median is an integer, which
makes life a little easier for us. From equation (2.2), we have

We thus must locate the 18th value in the rearranged data set. Looking down the
depth column of Figure 2.10, we see that the last value on the stem Oe. is the 8th
value and that the last value on the stem 1. is the 21st value. Since the median
is the 18th value, it must be the 10th value on the 1%. stem. Thus,

= 1.3
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Example 2.5 | Median of the Wall Thicknesses of Aircraft Parts

Recall Example 2.1, in which we examined the wall thicknesses of an aircraft
engine part. We now wish to find the median wall thickness. Once again, we first
must rearrange the data in ascending order. Figure 2.5 gives the refined stem-
and-leaf display with the observations in ascending order. We next must find the
location of the median. From eguation (2.1}, we note

; n+ 1 1841 -1
Ly = = = 1 :)E

In this case, since n is even, the location of the median is not an integer. We
therefore must locate the two values that “surround” this location and take their
average. In this case, we must locate the 9th (£, — 12} and the 10th ({, + %] values.
Looking down the depth column of Figure 2.5, we see that last value on the 0.20
stemn is the 3rd value. We next note that there are six values on the 0.21 stem.
Thus, the last value on the 0.21 stem is the $th value. The first value on the next
stern {the 0.22 stem) must be the 10th value. The median is the average of these
two values. Using equation (2.3), we have

¥ {ler—172) T ¥{Ep-+1 £} Yig) + ¥iim 0218 0223
¥= = i =
1 ¥ )

= [.2205.

The Quartiles

Definition 2.2 | Quartiles

Consider a data set rearranged in ascending order. The quartiles are those values that
divide the data set into four equal parts.

Let Oy be the first or lower quartile, and let Q3 be the third or upper quar-
tile. The median turns out to be the second or middle quartile. Q1 can be thought
of as the “median” of the data below the actual median of the data. Likewise,
Q13 can be thought of as the “median™ of the data above the actual median of
the data.

Let ¢, be the location for the quartiles. Various authors define this location
differently, but most use

if # is odd

if # is even.
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It £, is an integer, then we find the first quartile by counting £, values from the
beginning of the ordered data set. To find the third quartile, we count £, values
from the end of the ordered data set. In terms of formal formulas,

£ = Yila.g

=k = Lhg

'I:._:.'? = ¥imt1—i5)-

If £, is not an integer, then the appropriate quartile is the average of the two
values that surround the appropriate location. In formulas, we have

Yi£:~1;2) + Mieg+1/2

Q1=

Eg=
= |

We illustrate how to find the quartiles by continuing our previous two examples.

Example 2.6

Quartiles for the Wall Thicknesses of Aircraft Parts

To find the quartiles, we need to determine the appropriate location. Since n is
even, equation (2.4) gives us

; n+2 1842
RN 4 B
which is an integer and makes life a little easier for us. The first quartile is the fifth
value from the beginning of the ordered data set, and the third quartile is the fifth
value from the end. We can find both of these gquantities easily from the depth
information on the stem-and-leaf display in Figure 2.5. According to the depth
column, the last value on the 0.20 stem is the third value from the beginning of
the ordered data set. Thus, the first quartile is the second value on the next or
0.21 stem, or 0.213. Again, according to the depth column, the first value on the
0.23 stem is the third value from the end of the ardered data set. Thus, the third
guartile is the second value from the end of the previous or 0.22 stem, or 0.226.
In terms of equation (2.5), we have

o
0o
=2
|
-2
=
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Example 2.7

Quartiles for the Ambient Levels of PAN

To find the quartiles, we again need to determine the appropriate location. Since
n is odd, equation (2.4) gives
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which clearly is not an integer. The first quartile is the average of the ninth and the
tenth values from the beginning of the ordered data set. Using equation (2.6}, we
obtain the first quartile as Oy = (1.0+1.0)/2 = 1.0,

Similarly, the third quartile is the average of the ninth and tenth values from
the end of the ordered data set. Again, using equation (2.6), we obtain the third
quartile as Q3 = (1.9+1.9)/2=1.%.

Resistance

Statisticians often call the median and the quartiles resistant statistics because
they are relatively insensitive to the presence of outliers. Consider the wall thick-
ness example. We obtain the same values for the median and the guartiles
whether the smallest value is the original 0.193 or 0.100. Making the small-
est value even smaller does not affect the location of the median or the quartiles.
Similarly, making the largest value even larger does not affect the median or the
quartiles.

We typically use boxplots to identify possible outliers. We compromise our
ability to identify outliers if extreme values distort our definition of a possible
outlier. We thus need to use resistant measures of the center and the spread
when we construct boxplots, which explains why we use the median and the
quartiles.

The Basic Boxplot

The boxplot provides the analyst at a glance:

The center of the data set

Where most of the data fall

The spread of the unquestionably “good” data
Possible outliers

- & ® @

The next example illustrates a seven-step procedure for constructing boxplots.

Example 2.8

Boxplot for the Wall Thicknesses of Aircraft Parts

In Example 2.2, we noted that the wall thickness 0.193 in locks a little different
from the other data values. We now construct the boxplot, which provides a more
formal basis for determining whether this point is in fact "different.”

. Construct a horizontal scale, marked conveniently, that covers at least the
range of the data. For this example, we use a scale from 0.190 to 0.240 in.

2. Find the median and the quartiles. For this example, we have already found
these values:

7= 0.2205
Oy =713
L,_J" i== T 2h.

Use Oy and Q; to make a rectangular box above the horizontal scale. Draw a
vertical line through the box at the median.
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.

Find the step size to identify any outliers. Let step be this step size. For theo-
retical reasons, most authors define the step size by

step=1.5: (D3 — ) (250

o

Some authors call the quantity Q3 — Q; the interquartile range. The inter-
quartile range is sometimes used as a measure of the variability in the data.
In our case,

step = 1.5 - (0.226 — 0.213) = 0.0195.

Find the inner fences, which define the bounds for unguestionably good
data. By "unquestionably good,” we mean that we cannot classify the data
values that fall within the inner fences as outliers. We calculate the upper
inner fence (UIF) and the lower inner fence (LIF ) by

UIF = O3 + step
LIF = Oy — steps.

-

In our example,

UIF=0.226+ 0.0195 = 0.2455
LIF=0.2153—0.0195 = 0.1935.

Locate the most extreme data values on or within the inner fences. In our
specific case, the LIF is 0.1935. The smallest value on or within the LIF is
0.201, so this value is the lower adjacent. The UIF is 0.2455. The largest
value on or within the UIF is 0.237, so it is the upper adjacent. Draw vertical
lines at these points, which are sometimes called the adjacents. The adja-
cents represent the most extreme observed data values considered un-
questienably good. Connect these points to the box with a horizontal line,
which is often called the whisker. At this point, we have displayed a measure
of the typical value (the median), where the bulk of the data fall {the box
defined by the quartiles), and the observed bounds for the unquestionably
good data (the whiskers).

Find the outer fences, which provide a basis for discriminating between mild
and extreme outliers. Extreme outliers are data values that have virtually no
chance of coming from the same population as the bulk of the data. We
define the upper outer fence (UOF) and the lower outer fence (LOF) by

UOF =03+ 2-step
LOF = Q) — 2 - step.

(2.9}

In our example,

UOF=0226 4 2 - {0.0195)
LOF=0.213 —2-(0.0195)

0.2635

0.174,
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Figure 2.11 The Boxplot for the Wall Thickness Data
o !
| | |
0.190 0,200 0.210 0.220 0.230 0.240
7. Mark possible outliers. We use a o to denote mild
VOICE OF EXPERIENCE outliers, which are those data points between the inner
Outliers are a learning opportunity and and the outer fences. We use a » to denote extreme
should be investigated. outliers, which are those points on or beyond the outer
fences. In this example, the thickness 0.193 in is a mild
outlier (see Figure 2.11).

In surnmary, the boxplot tells us this information at a glance:

A typical value is 0.2205 in.
*  Much of the data fall between 0.213 and 0.226 in.
®  The unguesticnably good data—that is, the data we do not consider even

potentially outliers—fall between 0.201 and 0.237 in.
®  The value 0.193 in appears to be a possible outlier and deserves further

investigation.
Parallel Boxplots
Parallel or side-by-side boxplots are a powerful tool for comparing two or more
data sets simultancously. We actually have seen many data sets easily analyzed
by such a plot! The key to this plot is using the same scale for all of the boxplots.
The next example illustrates this technique.

Example 2.9 | Sensory Modalities

Galinsky and colleagues (1993) studied the impact of sensory modalities (sither
aural or visual] on people’s ability to menitor a specific display for critical events to
which they must respond. Such tasks are critical components of jobs like air traffic
control, industrial gquality contrel, robotic manufacturing operations, and nuclear
power plant monitoring. One aspect of the study focused on the difference in
response to aural and visual stimuli. In particular, the researchers monitored the
motor activity of the subject's dominant wrist as a measure of “"restlessness” or
“fidgeting”; the greater the activity, the more restless the subject. Galinsky and
her colleagues recorded the number of wrist movements over 10-minute peri-
ods of time. The data are listed in Table 2.1. Table 2.2 summarizes the medians
and the quartiles for these two data sets. Figure 2.12 shows the parallel box-
plots. We clearly see no outliers in either data set. Visual stimuli appear to lead
to more wrist movement, thus indicating more restlessness, than aural stimuli. For
example, 100% of the auditory measurements were below 700 movements while
only 50% of the visual were below 700 movements. Both data sets reveal similar
amounts of variability.
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Table 2.1 The Sensory Modality Data
Auditory Visual
418 236 281 416 578 386 517 617 B70 B892
329 197 397 677 698 416 574 782 838 8as
Table 2.2 The Medians and Quartiles for the Sensory Modality Data
Auditory Visual
¥ 406.5 699.6
Q 281 517
Q5 578 870
Figure 2.12 | Parallel Boxplots Comparing Visual and Auditory Stimuli for Restlessness
Auditory — ‘ —]
Visual | ‘ ‘ ‘ |
| | I I | | | | | l l
0 10} 2061 300 400 S00 a0 700 RO QDo 100D
= Exercises

2.22 Construct a boxplot for the felt-tip marker data given in Exercise 2.1 and com-
ment on your results. Discuss any interesting features. What insights does the
boxplot offer above the stem-and-leaf display?

2.23 Construct a boxplot for the thicknesses of metal wires given in Exercise 2.2 and
comment on your results. Discuss any interesting features. What insights does

the boxplot offer above the stem-and-leaf display?

2.24 Construct a boxplot of the color property data given in Exercise 2.3 and com-
ment on your results. Discuss any interesting features. What insights does the

boxplot offer above the stem-and-leat display?

2.25 Construct a boxplot for the breaking strengths of carbon fibers given in
Exercise 2.4 and comment on your results. Discuss any interesting features.

What insights does the boxplot offer above the stem-and-leaf display?




62

Chapter 2

2.26

2.27

2.28

2.29

2.30

2.3

2.32

2.33

2.34

2.35

2.36

2.37

2.38

2.39

2.40
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Construct a boxplot for the melting points of biphenyl given in Exercise 2.5 and
comment on your results. Discuss any interesting features. What insights does
the boxplot offer above the stem-and-leaf display?

Construct a boxplot for the delivery time data given in Exercise 2.6 and com-
ment on your results. Discuss any interesting features. What insights does the
boxplot offer above the stem-and-leaf display?

Construct a boxplot for the yields given in Exercise 2.7 and comment on your
results. Discuss any interesting features. What insights does the boxplot offer
above the stem-and-leaf display?

Construct a boxplot for the amounts of aluminum contamination given in Exer-
cise 2.8 and comment on your results. Discuss any interesting features. What
insights does the boxplot offer above the stem-and-leaf display?

Construct a boxplot for the percentage of silica in chondrites meteors given
in Exercise 2.9 and comment on your results. Discuss any interesting features.
What insights does the boxplot offer above the stem-and-lead display?

Construct a boxplot for the transmittance measurements given in Exercise 2.10
and comment on your results. Discuss any interesting features. What insights
does the boxplot offer above the stem-and-leaf display?

Construct a boxplot for the failure times given in Exercise 2.11 and comment
on your results. Discuss any interesting features. What insights does the boxplot
offer above the stem-and-leaf display?

Construct a boxplot for the annual maximum rainfall given in Exercise 2.12 and
comment on your results. Discuss any interesting features. What insights does
the boxplot offer above the stem-and-leaf display?

Construct a boxplot for the strength of glass fibers given in Exercise 2.13 and
comment on your results. Discuss any interesting features. What insights does
the boxplot offer above the stem-and-leaf display?

Construct a boxplot for the bar stresses given in Exercise 2.14 and comment
on your results. Discuss any interesting features. What insights does the boxplot
offer above the stem-and-leaf display?

Construct parallel boxplot for the drag data given in Exercise 2.15 and comment
on your results. Discuss any interesting features. What insights do the boxplots
offer above the stem-and-leaf display?

Construct parallel boxplots for the assay percentages given in Exercise 2.16 and
comment on your results. Discuss any interesting features. What insights do the
boxplots offer above the stem-and-leaf display?

Construct parallel boxplots for the free heights given in Exercise 2.17 and com-
ment on your results. Discuss any interesting features. What insights do the
boxplots offer above the stem-and-leaf display?

Construct parallel boxplots for the accident data given in Exercise 2.18 and
comment on your results. Discuss any interesting features. What insights do the
boxplots offer above the stem-and-leaf display?

Construct parallel boxplots for the coating thicknesses given in Exercise 2.19
and comment on your results. Discuss any interesting features. What insights do
the boxplots offer above the stem-and-leaf display?
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2.41  Construct parallel boxplots for the paint viscosities given in Exercise 2.20 and
comment on your results. Discuss any interesting features. What insights do the
boxplots offer above the stem-and-leaf display?

2.42 Construct parallel boxplots for the yields given in Exercise 2.21 and comment
on your results. Discuss any interesting features. What insights do the boxplots
offer above the stem-and-leaf display?

2.43 The homework scores given on the first assignment in an honors statistics class
that consisted of 11 freshmen and 9 upperclassmen are listed here:

Freshmen Upperclassmen
19 16 22 24 23 25 15
19 23 17 20 23 23 25
18 18 18 23 24 17

Construct parallel boxplots and comment on your results.

2.44 George, Sullivan, and Park (1994) studied three ditferent thermoplastic starches:
waxy maize, native corn, and high amylose corn. They injection molded 2-
mm-thick test specimens at a melt temperature of 350 °F, an injection speed
of 3 in/sec., a hold pressure of 5000 psi, a hold time of 5 sec., and a cool time of
10 sec. For each sample, they recorded the minimum injection pressure, which
measures the processability of the thermoplastic starch. A lower minimum injec-
tion pressure indicates easier processability. The pressures (in thousands of psi)
for each thermoplastic starch are listed here:

Waxy Maize

13.0 9.0 10.0 10.0
10.0 6.0 7.0 7.0

Mative Corn

225 18.0 9.0 2.0
2.0 6.0 10.0 10.0

High Amylose Corn

15.0 13.0 18.0 14.5
12.0 11.0 8.9 8.0

Construct parallel boxplots for these data and comment on your results.

» 2.4 Using Computer Software

Many standard statistical software packages produce stem-and-leaf displays and
boxplots. In addition, these packages can produce other graphical displays such
as histograms and time plots. The best way to introduce these packages is with
specific examples.
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Table 2.3

Times Between Accidents at a Major Chemical Facility

15 16 a3 4 31 3 15 19 14 7
13 2 4 0 7 20 o 18 1 30
0 12 15 9 0 2 & 56 26 20
13 55 10 1 & N 18 22 7 ?
36 0 4 55 7 11 23 53 53 0
14 22 12 3 20 0 & 24 4 14
16 9 34 23 3 18 3 13 8 2
as 1 ? 10 28 36 11 32

7 39 27 18 3 7 27 2 14
30 10 1 1 8 2 3 15 5 &
24 13 18 48 12 27 46 7 7 22
2 13 14 19 3 0 & 14 8 34
21 19 36 14 8 1 o8 20 173 49
15 40 60 s 34 &6 44 3 7 39
0 1 i 29 1 3 22 7 0 14
&7 58 4 28 22 72 a3 43 86 26
72 43 as 36 2 2 &8 9 7 23

9 20 14 60 21 11 25

Example 2.10 | Times Between Industrial Accidents

Lucas (1985) studied the times between accidents for a ten-year period at a
DuPont facility. DuPont, histerically, strongly emphasized the importance of safety
in its operations and has always striven to reduce the number of accidents over
time. During this peried, 178 accidents occurred. Table 2.3 gives the data, which
are the numbers of days since the previous accident.

Basic Stem-and-Leaf Displays and Boxplots

The standard statistical software packages all produce similar-looking plots. Fig-
ure 2.13 gives the stem-and-leaf display from Splus for the data in Example 2.10.
Such data as times between accidents, equipment lifetimes, times to repair, and
incomes often display shapes such as the one in Figure 2.13, which is extremely
skewed to the right. Why? The time between accidents cannot be less than zero,
so we encounter a natural lower bound for these times. On the other hand, it 1s
entirely possible to go significant periods of time without an accident, so extreme
values tend to be large—hence, the skew in our data. Splus has identified three
points as potential outliers: the values 86, 98, and 173. Figure 2.14 shows the
boxplot, which confirms two of these three points as being extreme. In addition,
it identifies other times in the 70-80 day range as mild outliers.
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Figure 2.13 Stem-and-Leaf Display of the Times Between Accidents

N = 177 Median = 14
Quartiles = 6, 28
Decimal point is 1 place to the right of the colon
41 41 0 : 000000000011111313222222223333333333344444

&2 28 0 : bb&eEEETTTTITIIT]1TB888059059
25 1 : 00011111232233333444444444
83 1% 1 : 5555566888889990
&8 17 2 00000112222233344
51 S 2 566777889
4z B 3 @ 00123444
34 S 3 : 556666899
25 4 4 0334
21 3 4 689
18 4 5 133232
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a8 ! 6 : 678
5 2 ¥ 22
High: 86 98 173

Figure 2.14 | Boxplot of the Times Between Accidents
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Histograms

Most statistical software packages generate histograms, which provide another
way to see the shape of the data. The software divides the range of the data into a
suitably chosen number of intervals, all with the same length. The software then
plots either the count for the number of observations that fall within each inter-
val (for small data sets) or the relative proportion of observations that fall within
each interval (for large data sets). The intervals chosen by the software package
may or may not correspond with the stems it chooses for the corresponding
stem-and-leaf display. In addition, since the histogram plots either the count or
the relative proportion of data values that fall in the interval, we actually lose
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the individual data values. In general, we should prefer stem-and-leaf displays
for small data sets because then we do not lose the individual data values. For
larger data sets, we usually prefer histograms because we can scale them to fit
on our page or screen without losing any further information.
Statistical software packages use different rules for determining the number
of intervals for histograms as well as the number of stems
VOICE OF EXPERIENCE for stem-and-leaf displays. Some texts suggest that the max-
B v AR Sreo g et Al imum number of stems we should use is 10 |ug1‘4_-, I:1n]', where
. ; ; n is the number of data values. Whenever a statistical pack-
and histograms. It is very easy to drasticolly : 2 :
age gives a display that appears to use too many intervals or
change the appearance of the shape of the beildchak hther-th K
distribution by how the data are split or TN IR ME TN, WO SUOH S SN L0 AEE WL L Juos
how the bin size s chasen. age observed this maximum number. If it did not, usually
the package will allow us to override the default number of
intervals or stems.

Figure 2.15 shows the histogram for the times between accidents. We again
see a definite right-tailed pattern. Also, note that because we plot the counts per
interval, we can scale the plot in any convenient manner, unlike the stem-and-
leaf display, which must record each data value.

Time Plots

In many cases, we observe data over time, like the times between accidents. In
such cases, we should plot the data over time and look for trends. Such plots
always put the characteristic of interest on the y-axis. Sometimes, we plot the
actual time as the x-axis. In other cases, the x-axis simply
VOICE OF EXPERIENCE represents the sequence in which we observed the data. In
: this latter case, if x = 3, then the value plotted on the y-axis
Boxplats and stem-and-leaf displays : : e 2 : P e
£ is the third value observed in the sequence. In either case,
do not ocoount for trends over Hime. : & :
we are plotting the data in time order, hence the name time
plot. Some quality engineers call this plot a run chart.

Figure 2.15 | Histogram of the Times Between Accidents
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Engineers use run charts as a simple tool for monitoring processes. Typi-
cally, a process remains stable until it is acted upon by some force that results in
some change in the characteristic of interest. For example, consider an ethanol-
water distillation column. The yields generally tend to range within a
narrow interval around 94% (ethanol and water form an azeotrope that pre-
vents the yield from exceeding 95%). However, if a problem in the column
occurs, these yields will begin to drop, which the time plot or run chart will
reflect.

Figure 2.16 shows the time plot for the times between accidents. For each
accident, we plot the time elapsed since the last accident. Thus, the y-axis is
the time between accidents and the x-axis is the accident number. On careful
inspection, we see that the times seem to be longer during the last several years
of the study. This increase in the times suggests that accidents were beginning to
occur less frequently, a very good trend.

Parallel Boxplots

Most statistical software packages also generate parallel or side-by-side box-
plots. To create these plots, we need to identify the group to which each data
value belongs. In this particular example, Lucas points out that the accident rate
at this facility seems to have dropped over the last five years as compared with
the first five. As a result, the times between accidents seem to be longer in the last
five years, which the time plot of the data appears to confirm. We thus should
consider stratifying our data based on this extra information. The first 120 times
come from the first five years, and the last 57 times come from the last five years
of the study. To generate the parallel boxplots, most software packages require
an extra column of data identifying which five-year period the time comes from.
The value 1 represents the first five years; the value 2 represents the second five
years.

Figure 2.16

Time Plot of the Times Between Accidents
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Figure 2.17 Parallel Boxplots Comparing the Times Between Accidents for the First Five
Years Versus the Second Five Years
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The standard software packages produce similar parallel boxplots. Figure 2.17
gives the Splus output, which clearly shows that the times between accidents
during the second five years tend to be longer than those in the first five years.
Obviously, the plant’s safety efforts have borne fruit.

Example 2.11 | Comparing Two Temperature Instruments—Paired Data

Van Nuland {1992) uses two different temperature instruments for controlling a
chemical process: one coupled to a process computer and the other used for
visual control. Ideally, at any given point in time, these two instruments should
agree. Each day, he collects the two temperature measurements, both taken at the
same peintin time. The temperatures for 30 successive days are listed in Table 2.4.

Table 2.4 The Temperature Instrument Data

Day 1 2 K| 4 5 & 7 8 9 10
Instrument 1 84,3 843 845 844 843 B4.1 847 B45 842 847
Instrument 2 84.6 843 8446 847 B84.6 B4.6 B4.9 B4.6 845 B4

Day 11 12 13 14 15 16 17 18 19 20
Instrument1 84.5 842 843 843 844 848 840 844 843 844
Instrument 2 84,4 84.7 B84.7 844 845 B4.7 844 845 845 844

Day 21 22 23 24 25 26 27 28 29 30
Instrument1 84.4 842 844 8446 841 843 844 846 844 845
Instrument2 84.5 845 8446 847 845 845 848 B46 B4.6 B4.9
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Figure 2.18

Side-by-Side Boxplots for the Two Temperature Instruments
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A naive analysis treats the two sets of temperatures separately. Figure 2.18 gives
the parallel boxplots for the two temperature instruments. Instrument 2 appears
to register slightly hotter temperatures than instrument 1; however, the plots
do not indicate a pronounced difference. We see a definite overlap of the two
boxes. Many of the temperatures registered by the first instrument fall well within
the typical temperatures registered by the second instrument. The parallel
boxplots do not give conclusive evidence that the two instruments
disagree.

The true process temperature at the time of the two measurements clouds
our ability to see a possible difference. The true process temperature fluctuates
over some narrow band during normal operation. Each day, when the opera-
tor takes the two measurements, we expect the true process temperature to
be different. This day-to-day variability in the true process temperature obscures
our ability to see the true differences between the two temperature
instruments.

A better analysis eliminates the day-to-day variability by locking at the
observed differences. Let y, be the temperature registered by instrument 1 on
day i, and let y, be the temperature registered by instrument 2 on day i. We can
define the difference, dj, for the ith day by d; = y;; —y,;. If di = 0, then instrument 1
registered a hotter temperature than instrument 2 on the ith day. By focusing on
the daily differences, we remove the effect of the true process temperature on
our analysis. If the process was hotter than normal on day i, then both instruments
should register hotter than normal conditions. On the other hand, if one instru-
ment registers a hotter than normal temperature but the other does not, we know
that the two instruments do not agree, which indicates a problem. This pairing of
the data is the simplest form of an important statistical principle called blocking.

Figure 2.19 gives the stem-and-leaf display for the daily differences. We see
a somewhat skewed pattern toward the negative differences. Most of the dif-
ferences are less than zero. Figure 2.20 shows the boxplot for the daily differ-
ences. We see that the typical difference is —0.2 degree, which indicates that
instrument 2 typically registers a slightly hotter temperature than instrument 1. In
addition, almost all of the differences are less than zero, strongly suggesting that
instrument 2 consistently registers a hotter temperature. The two instruments do
not seem to agree.

&9
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Figure 2.19 The Stem-and-Leaf Display of the Daily Temperature Differences

N = 30 Median = -0.2

Quartiles = -0.3, -0.1

Decimal point is 1 place to the left of the colon
2 Z =k ;: 06

7 5 -4 : 00000
iz 5 -3 : 00000
h -2 & 00000
13 7 -1 : 00000O0O
b 4 0 : 0000
2 2 1 & 808

Figure 2.20 | The Boxplot of the Daily Temperature Differences
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+ Exercises

2.45 Use appropriate software to construct a stem-and-leaf display, a boxplot, and
a histogram for the felt-tip marker data given in Exercise 2.1. Give a thorough
discussion of your results, including the relative advantages and disadvantages
of each display.

2.46 Use appropriate software to construct a stem-and-leaf display, a boxplot, a his-
togram, and a time plot (the data are in order) for the thicknesses of metal wires
given in Exercise 2.2. How well do these data meet the target of 8.0 microns?
Give a thorough discussion of your results, including the relative advantages and
disadvantages of each display.

2.47 Use appropriate software to construct a stem-and-leaf display, a boxplot, a his-
togram, and a time plot (the data are in order) for the color property data given
in Exercise 2.3. Give a thorough discussion of your results, including the relative
advantages and disadvantages of each display.
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Use appropriate software to construct a stem-and-leaf display, a boxplot, a his-
togram, and a time plot for the breaking strengths of carbon fibers given in
Exercise 2.4. How well do these data compare to the minimum acceptable stress?
Give a thorough discussion of your results, including the relative advantages and
disadvantages of each display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, and
a histogram for the melting points of biphenyl given in Exercise 2.5. Give a
thorough discussion of your results, including the relative advantages and dis-
advantages of each display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, and
a histogram for the delivery time data given in Exercise 2.6. Give a thorough
discussion of your results, including the relative advantages and disadvantages

of each display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, a his-
togram, and a time plot for the yields given in Exercise 2.7. Give a thorough
discussion of your results, including the relative advantages and disadvantages

of each display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, and
a histogram for the amounts of aluminum contamination given in Exercise 2.8.
How do these data compare to the maximum allowable concentration? Give a
thorough discussion of your results, including the relative advantages and dis-
advantages of each display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, and
a histogram for the percentage of silica in chondrites meteors given in Exercise
2.9. Give a thorough discussion of your results, including the relative advantages
and disadvantages of each display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, and
a histogram for the transmittance measurements given in Exercise 2.10. Give a
thorough discussion of your results, including the relative advantages and dis-
advantages of each display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, and a
histogram for the failure times given in Exercise 2.11. Give a thorough discus-
sion of your results, including the relative advantages and disadvantages of each

display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, and
a histogram for the annual maximum rainfall given in Exercise 2.12. Give a
thorough discussion of your results, including the relative advantages and dis-
advantages of each display.

Use appropriate software to construct a stem-and-leaf display, a boxplot, and a
histogram for the strength of glass fibers given in Exercise 2.13. Give a thorough
discussion of your results, including the relative advantages and disadvantages

of each display.

McGrath et al. (1995) describe materials prepared by selective functionalization
of olefin-containing polymers to produce polybutadiene polyols. The effect on

71
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the ultimate strength of adding 1,4-butanediol to the formulation was studied.
The data are:

1.4-Butanediol

1:1 1:2 13

513 1278 2332
1415 2528 2688
619 758 1238
1699 2332 2477

Use appropriate software to plot appropriate parallel boxplots and thoroughly
discuss your results. Give a possible reason for the large variation in the strength
at each 1,4-butanediol ratio.

Use appropriate software to construct a stem-and-leaf display, boxplot and his-
togram for the bar stresses data given in Exercise 2.14. Give a thorough discus-
sion of your results including the relative advantages and disadvantages of each

display.

Use appropriate software to construct parallel boxplots for the drag data given
in Exercise 2.15. Give a thorough discussion of your results.

Use appropriate software to construct parallel boxplots for the assay percentages
given in Exercise 2.16. Give a thorough discussion of your results.

Use appropriate software to construct parallel boxplots for the free heights given
in Exercise 2.17. Give a thorough discussion of your results.

Use appropriate software to construct parallel boxplots for the accident data
given in Exercise 2.18. Give a thorough discussion of your results.

Use appropriate software to construct parallel boxplots for the coating
thicknesses given in Exercise 2.19. Give a thorough discussion of your
results.

Use appropriate software to construct parallel boxplots for the paint viscosities
given in Exercise 2.20. Give a thorough discussion of your results.

Use appropriate software to construct parallel boxplots for the homework scores
given in Exercise 2.43. Give a thorough discussion of your results.

Use appropriate software to construct parallel boxplots for the minimum injec-
tion pressures given in Exercise 2.44. Give a thorough discussion of your
results.

Snee (1983} examined the thicknesses of paint can ears. Periodically, the manu-
facturer took random samples of five cans each and measured the thicknesses of
the ears. The data (in units of 0,001 in) are listed here:
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Use a computer software package to construct an appropriate stem-and-leaf dis-
play, a histogram, and a boxplot. Give a thorough discussion of your results,
including the relative advantages and disadvantages of each display.

2.69 Snee (1981) conducted an experiment to determine whether two methods for
measuring the octane rating of gasoline blends produced different results. Each
blend could produce two samples for testing. Snee had available 32 different
blends over an appropriate spectrum of target octane ratings. The following
ratings summarize the results:

Method 1 105.0 B81.4 914 84.0 881 1.4 98.0 90.2
Method 2  106.6 83.3 99.4 947 997 94.1 1012 98.6

Method 1 4.7 1055 86.5 83.1 86.2 87.7 847 838
Method 2  103.1 106.2 923 89.2 936 97.4 Bs.8 85.9

Method 1 86.8 0.2 92.4 859 848 89.3 1.7 877
Method 2 96.5 99.5 g99.8 970 953 1002 963 939

Method 1 913 0.7 93.7 90.0 850 87.9 852 874
Method 2 7.4 984 1013 9941 92.8 Q5.7 935 975

Use a computer software package to construct an appropriate stem-and-leaf
display, a histogram, and a boxplot on the difference between method 1 and
method 2. Give a thorough discussion of the results, including the relative advan-
tages and disadvantages of each display.
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Grubbs (1983) obtained data on the running times of 20 fuses. Two operators,
acting independently, measured these times for each fuse:

Operator 1 4.85 4.93 475 477 4.67 4.87 4.67 494 485 4.75
Operator 2 5.09 5.04 495 5.02 490 5.05 4.90 5.15 5.08 4.98

Operator 1 4.83 4.92 474 499 488 4.95 495 4.93 4.92 489
Operator2 5.04 512 495 523 507 523 516 511 511 5.08

Use a computer software package to construct an appropriate stem-and-leaf dis-
play, a histogram, and a boxplot on the difference between operator 1 and oper-
ator 2. Give a thorough discussion of your results, including the relative advan-
tages and disadvantages of each display.

Measuring the actual dimensions of a manufactured part is a classical problem
that faces many different disciplines, especially mechanical and industrial engi-
neering. A mechanical engineer must grapple with the thicknesses of nickel plates
for a nickel-hydrogen battery. By the way the plate is made, he can consistently
identity specific locations on each plate. Thus, location A on the first plate mea-
sured is the same as location A on the second plate. He believes that one specific
location, A, of each plate is consistently thicker than another specific location,
B. The actual thicknesses (in mm) of ten plates are listed here:

Location A 31.10 31.10 30.90 30.80 32.20 30.40 29.65 29.85 29.85 30.65
Lecation B 29.75 29.75 30.15 30.80 30.20 30.40 30.35 29.75 29.15 30.50

Use a computer software package to construct an appropriate stem-and-leaf
display, a histogram, and a boxplot on the difference between location A and
location B. Give a thorough discussion of your results, including the relative
advantages and disadvantages of each display.

» 2.5 Using Boxplots to Analyze Designed Experiments

Engineers often use parallel boxplots to analyze results from a planned exper-
iment, especially if the factors are categorical. The general idea is to deter-
mine whether or not there are ditferences. For example, Nelson (1989) exam-
ined the cold cranking power of car batteries. This study used five different
models and measured how many seconds an individual battery provided its
rated amperage without falling below 7.2 V at 0°F. The data are given in
Table 2.5.

Figure 2.21 gives the parallel boxplots for the five models. Models 1, 2,
and 4 appear better than models 3 and 5 with model 4 looking the best. A
more formal procedure for comparing several groups is called the analysis of
variance (ANOVAL. In general, ANOVA compares the variation befween groups
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Table 2.5 The Cranking Power Data
Model 1 Model 2 Medel 3 Model 4 Model 5
41 42 27 48 28
43 43 26 45 32
42 46 28 31 37
46 ci:] 27 46 25
Figure 2.21 | The Boxplot of the Cranking Power Times
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to the variation within groups. Although ANOVA will not be discussed in this
book, there is a direct relationship between ANOVA and the regression methods
presented in Chapters 6, 7, and 8.

We also can do this for factorial experiments. The groups become the differ-
ent treatment combinations. Doing the analysis on the treatment combinations
is called unfolding the factorial structure.

Example 2.12 | Lifetime of a Machine Cutting Tool

An experiment is conducted to study the effect of the feed rate and the depth of
the cut on the lifetime of a machine-cutting tool. The four combinations of these
two factors were replicated 5 times. The data are shown in Table 2.6. The boxplots
for the unfolded data (the four distinct combinations of feed rate and depth) are
shown in Figure 2.22. There is a negative effect for both feed rate and depth (the
lifetime decreases as you move from the low level of the factor to the high level
of the factor). The best setting of feed rate at 0.01 and depth at 0.05 produces an
average lifetime around 22 months.

75
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Table 2.6 The Machine-Cutting Tool Lifetime Data

Feed Depth Life

0.010 0.05 23.7
0.010 0.05 20.8
0.010 0.05 21.7
0.010 0.05 21.9
0.010 0.05 22.6
0.010 0.20 15.1
0.010 0.20 15.4
0.010 0.20 16.3
0.010 0.20 13.8
0.010 0.20 13.5

0.026 0.05 6.6
0.026 0.05 7.4
0.026 0.05 8.7
0.026 0.05 7.0
0.026 0.05 7.0
0.026 0.20 1.2
0.026 0.20 0.8
0.026 0.20 0.8
0.026 0.20 0.8
0.026 0.20 1.1

Figure 2.22 | The Boxplot of the Machine-Cutting Tool Lifetimes
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2.72 An engineering statistics class ran a catapult experiment to develop a prediction
equation for how far a catapult can throw a plastic ball. The class decided to
manipulate two factors each at two levels: how far back the operator draws
the arm (angle), measured in degrees, and the height of the pin that supports the
rubber band, measured in equally spaced locations. The class used four replicates
of the four combinations. The data are:

Angle Height Distance (inches)
140 2 27 27 3z 26
180 2 81 &7 75 79
140 4 &7 82 74 81
180 4 137 158 140 154

Use appropriate software to construct parallel boxplots for the unfolded data.
Give a thorough discussion of your results.

2.73 Liu, Kan, and Chen {1993) conducted an experiment to determine the effect of
gas velocity and fluid viscosity on a dimensional factor, K, related to the pressure
drop across a screen plate used in bubble columns. Four replicates of the four
combinations were used. The data are:

Velocity Viscosity K
2.14 2.63 24.2 17.6 14.0 33.8
8.15 2.63 20.9 15.8 18.3 281
2.14 10 28.9 27.2 19.7 29.2
8.15 10 26.4 23.2 22.8 23.6

Use appropriate software to construct parallel boxplots for the unfolded data.
Give a thorough discussion of your results.

2.74 Ng and Aspinwall (2002) studied the effect of workpiece hardness and cutting
speed on the resultant force of hotwork die steel. Four replicates of the six com-
binations based on the article are:

Workpiece Hardness Cutting Speed Resultant Force
28 75 1810 1820 1790 1795
28 150 1622 1608 1595 1597

28 200 1451 1448 1463 1447
42 75 1603 1598 1587 1612
42 150 1550 1542 1546 1553
42 200 1500 1492 1496 1311
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Use appropriate software to construct parallel boxplots for the unfolded data.
Give a thorough discussion of your results.

2.6 Case Study

Pencil lead is a ceramic material consisting of clay and graphite. The clay pro-
vides the ceramic matrix that supports the graphite. The ratio of clay to graphite
and the “firing” process primarily determine the ceramic properties. A gas-fired
kiln converts the clay into the ceramic matrix via a fairly complex chemical reac-
tion. Essentially, the firing process drives out the clay’s water of hydration, which
then hardens the clay’s structure. This loss of the water of hydration causes the
resulting ceramic body, in this case the pencil lead, to be porous. After all the
water of hydration leaves the body, the firing process actually begins to close the
pores. Thus, the porosity of the pencil lead provides a reasonable measure of the
quality of the firing process. In general, for a given clay—graphite formulation,
the more porous the pencil lead, the softer it writes. Similarly, for a given firing
regimen, the more graphite in the formulation, the more porous the lead, and
the softer it writes.

An inspector takes a sample of pencil lead from each batch or “lot” of pencil
lead produced, determines the average porosity, and records the results in a log
to provide process documentation. These logs prove especially important when
problems in writing quality occur. Table 2.7 gives the porosities for the basic #2
pencil lead from one such problem period.

The stem-and-leaf display in Figure 2.23 indicates that most of the darta lie
between 11.5 and 14.5. However, this plot also reveals a possible second peak
centered between 15.0 and 15.5. The pattern for the bulk of the data appears to
be fairly symmetric but not particularly bell-shaped, which causes some concern.
In too many situations, such a broad pattern indicates that we have missed an
important source of variability. The boxplot in Figure 2.24 cannot pick up the

Table 2.7

The Pencil Lead Porosity Data

121 13.5 11.7 12.5 12.5 12.7
13.3 13.8 12.3 12.7 12.5 12.8
12.3 135 14.3 13.5 13.2 14.2
13.7 13.9 13.6 13.6 13.3 13.3
13.0 12.6 13.2 14.2 14.1 13.7
12.0 14.2 1.7 12.3 14.5 11.8
121 12.7 12.6 13.2 12.3 12.8
131 13.4 12.7 13.2 11.8 11.9
14.8 12.4 13.9 15.2 15.8 15.8
15.3 15.4 15.4 15.0 14.3 15.0
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Figure 2.23 The Original Stem-and-Leaf Display for the Pencil Lead Porosities
Stem Leaves Mumber Depth
11.e: TTRAN 5 )
12 %: D1133334 B 13
12 w: DOBGRTTTTRR 11 24
13.%: 0122223334 10 34
15 a: HALGLTTEON 10
14 %: 122233 G L6
1d..: hit 2 Ly
15.%: 002344 fi A
1w fated 2 2

Figure 2.24 The Original Boxplot for the Pencil Lead Porosities

second peak. It does confirm that typical porosities are between 12.5 and 14.0,
however. The boxplot does not indicate any outliers.

The presence of the second peak clearly indicates a need for further anal-
ysis. A second peak almost always indicates contamination from some source
that we need to identify and remove, if possible. In this particular case, quality
control has records on which lots were accepted and which were rejected. We
thus can stratify our data set. Figure 2.25 gives the side-by-side stem-and-leaf
displays comparing the lots determined acceptable by quality control with the
lots rejected. The good lots appear to be slightly skewed to the lower porosities.
Typical porosities fall between 13.0 and 14.0. The rejected lots clearly show
two peaks: one centered between 12.0 and 13.0 and the other between 15.0 and
16.0. Figure 2.26 gives the corresponding parallel boxplots. The porosities of
the good lots form group 1; the porosities of the rejected lots form group 2.
Again, the boxplot cannot pick up the two peaks in the rejected data. It does
indicate that the rejected lots have much more variability in their porosities even
though the “center™ seems fairly close to the typical porosity of the good lots.

The two peaks in the porosities for the rejected lots demand further atten-
tion because there should be a rational explanation for their existence. Quality
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Figure 2.25 Side-by-Side Stem-and-Leaf Displays Comparing the Porosities of Good
and Rejected Lots of Pencil Lead

Good Lots Rejected Lots

Stem Leaves MNumber Depth Leaves Mumber Depth
1l.a: T 1 1 TRED 4 4
12 133 3 4 01334 5 9
12 SabGTTH 7 11 GTTH 1 13
13.%: 022333 6 1224 4 17
13..: SABG6TTAN 9 13 a

14 % 1223 4 4 23 2 12
15.%: 002344 G &
15..: L1 2 2

Figure 2.26 Parallel Boxplots Comparing the Porosities of Good and Rejected Lots
of Pencil Lead
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control records the reason for rejection. These lots were rejected because they
were either too firm or too weak. We can use this information to stratify the
rejected lots into these two groups. Figure 2.27 gives the side-by-side stem-and-
leaf displays comparing the firm lots to the weak lots. Clearly, the firm lots tend
to have lower porosities, which are consistent with slightly too much clay in
the formulation, slightly “overfired,” or some combination of both. The weak
lots tend to have much higher porosities, which are consistent with slightly too
much graphite in the formulation, slightly “underfired,” or some combination.
Figure 2.28 shows the parallel boxplots comparing the good lots (group 1),
firm lots (group 2}, and weak lots (group 3). Clearly, the firm lots tend to have
slightly lower porosities than the good lots. The weak lots tend to have signifi-
cantly higher porosities. Both phenomena are perfectly consistent with what the
clay chemistry predicts. Variations in the moisture content of the clay and varia-
tions in the carbon content of the graphite caused the problems with the writing
quality of the lead.
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Figure 2.27 Side-by-5ide Stem-and-Leaf Displays Comparing the Porosities of Firm
and Weak Lots of Pencil Lead

Firm Lots Weak Lots
Stem Leaves Number Depth Leaves Number Depth
11.w: E8O 3 3 7 1 1
12w 01334 5 8
12 w: 678 3 T 1 2
154 1224 4
13.0: 9 1 3
14 %: 23 2 2
14 w: E 2 4
L. D02344 6
Lie: HE 2 2

Figure 2.28 Parallel Boxplots Comparing the Porosities of Good (1), Firm (2}, and Weak (3)
Lots of Pencil Lead
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» 2.7 Need for Probability and Distributions

Graphical displays provide a powerful and intuitive basis for studying data and
serve as a springboard for further data analysis. All good statistical analyses
begin with some graphical examination of the data. In some cases, this graphical
examination completely addresses the questions of interest. More typically, the
analyst requires more sophisticated techniques.

We have seen how the boxplot uses the median and the quartiles to distill the
data down to more fundamental quantities. More sophisticated statistical anal-
yses require us to distill the data down to their most essential elements. Classical
statistics distills the data into two quantities: the mean and the variance. Under
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certain assumptions, these two statistics completely describe the behavior of the
data and thus provide a basis for more sophisticated analyses. These analyses
are useful only to the extent thar the assumptions about the behavior of these
two statistics hold. Data analysts thus must appreciate these assumptions, why
they are important, and how to check their validity.

We can only begin to appreciate the behavior of data and statistics calculated
from data through a basic understanding of probability, random variables, and
the distributions of these random variables. These three concepts lie at the heart
of statistical modeling and analysis and provide the basis for understanding the
behavior of real data. Our next chapter on modeling random behavior provides
the foundation for classical statistical analysis.

» 2.8 |deas for Projects

All good projects illustrating the utility of data displays involve collecting real
data, as we discussed in Chapter 1.

|. Get data from a laboratory class in which a large number of measurements
are taken. For example, in organic chemistry laboratory classes, many
students perform the same organic reaction experiment and record their
vields. Ideally, the basic chemical reaction produces a specific yield. Use
data displays to analyze the actual yields relative to the theoretical value.
Discuss differences and any interesting features. Other good sources are
surveying classes and unit operations laboratories.
2. Use data displays to analyze the scores from either a homework assignment
or an examination. Without getting personal, discuss the results,
particularly any outliers.
Many instructors use a catapult to teach basic statistical concepts. If you
have access to one, fix the throwing conditions and launch the ball eight to
ten times. Record the distances and use data displays to analyze the results.
Change the throwing conditions, and repear the exercise. Compare and
contrast the two sets of throwing conditions using data displays.
4. Weigh yourself daily for at least a week and record the results. Use data
displays to analyze these data. Consider alternative plots that may help to
analyze these data.
Collect data that will address some personal question of interest. Use data
displays to analyze these data. For example, record your daily expenditures
for food or entertainment for two weeks. Analyze these data to determine
your typical spending patterns. Even better, have one or two friends also
record their expenditures. Compare and contrast the results.
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Modeling Random Behavior

» 3.1 Probability

The Language of Statistics

By now, we should appreciate that real data exhibit variability and that variabil-
ity entails uncertainty. Statistics uses probability to model this variability and
to quantify the resulting uncertainty. Statisticians use probability in much the
same way as chemical engineers use chemistry. Chemistry provides a context
and a language to the chemical engineer. In a similar way, probability gives us a
language for describing uncertainty. The specific probabilities that describe our
uncertainty require certain assumptions. How well we model real engineering
variability depends on how well these specific assumptions are met.
Three probability statements are:

I. The probability that a lot of pencil lead is unacceptable is 0.05.

2. There is a 30% chance that our engineering design firm will get the Nissan
contract.

3. There is a 50-50 chance that we will move our office to Nashville.

In each case, we may view the “probability™ as the “size” of the chances that
something will occur from a set of possibilities of interest relative to the “size”
of the chances something will occur from the set of all possible outcomes. Ulti-
mately, probability represents a standardized measure of chance.

Defining Probability ~ An event is a set of possible outcomes of interest to us. Let
§ represent the sample space, which is the set of all possible outcomes for a situ-
ation of interest. If A is an event, then the probability of A, denoted by P(A), is

PIA) = size of the event A

size of the sample space §

In this case, size refers to an appropriate measure of chance. Essentially, P{A)
represents the size of the event A relative to the size of the sample space.

Too often, statisticians immediately jump to the conclusion that the most
appropriate way to measure size is by counting. In some cases, this approach
works; in many, it does not. Engineers often use different approaches to mea-
sure size. To quantify the size of a particular problem, they may count how
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many times it occurs. To quantify the size of a roll of aluminum, they may
report its length. To quantify the size of a given day’s production, engineers may
report a count, a weight, or even a volume. The ways we determine these sizes
range from extremely objective to fairly subjective. For example, the engineer
may accurately measure a size, roughly measure it, or even give a best guess.
The same is true when we measure the chances that something will occur. Note
that even the most objective methods for measuring the chances associated with
engineering events require certain assumptions. As a result, these probabilities
are truly objective only to the extent that the underlying assumptions hold.
Some statisticians view probabilities as the measures of chance or likelihood.
For these people, the size of the chance that an event will occur is its probabiliry,
and thus the definition is circular. They prefer to view probability as a measure
of chance that conforms to certain rules. Such a view is legitimate and has merit.
On the other hand, we can best see the probability of certain engineering events
by determining, by whatever appropriate method, the sizes of the chances for
the set of interest and for the set of all possibilities. At least conceptually, we
can use this approach for any engineering problem. We have found pedagogical
advantages to the relative size approach, which is why we pursue it in this text.
From this definition, we see that

f=PA) =1

Texts on mathematical statistics use certain axioms plus some basic definitions
to derive all the basic theorems of probability.

Example 3.1

Maintenance of Spinning Machines

A major manufacturer of textile fibers has several spinning “plants” at a single
location. The central maintenance shop provides support for all major repairs
and overhauls. Plant 2A with 60 spinning machines and plant 3 with 18 spinning
machines produce the same product, tire cord. Since both plants run similar pro-
cesses, it is reasonable to assume that the chances are the same that any given
spinning machine requires attention by the central maintenance shop.

Consider the probability that the next spinning machine requiring attention is
in plant 3. We now have this information:

*  The set of possible outcomes of interest in this case consists of the spinning
machines in plant 3.

*  The set of all possible cutcomes consists of all the spinning machines in the
two plants.

*  The "size” of the set of interest is the number of spinning machines in
plant 3, which is 18.

*  The "size” of the set of all possible outcomes is the total number of spinning
machines, which is 18 + 60 or 78.

In this case, our measure of size requires that each spinning machine be equally
likely to require attention. If the spinning machines in each plant are of the same
make and of similar age, then this assumption is probably reasonable. On the
other hand, if the machines in plant 3 are older and historically display more
problems, then we may need to determine the measure of size by some other
method.
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Under the assumption that each spinning machine is equally likely to require
repair, the probability, P, that the next machine to require attention is in plant 3 is
given by

size of the set of interest

P= . . _
size of the set of all possible outcomes
15 3
T8 1%

This probability provides a basis for modeling the random behavior of which
plant's machines require attention. Until the next request comes into the cen-
tral maintenance shop, we have no idea whether it will come from plant 2A or
plant 3. However, if we truly can assume that each spinning machine is equally
likely to require repair, then we have solid reason to believe that 3/13 of the time,
the next request will come from plant 3. If we see a propoertion of requests from
plant 3 significantly greater than 3/13, we should begin to guestion whether this
plant’s spinning machines behave the same as those in plant 2A.

Using Probability to Make Inferences We can use probability to make infer-
ences about a population of interest. Consider the spinning machine example
again. Suppose that the next 50 requests to the central maintenance shop all
come from plant 3. Would you believe that the spinning machines in plant 3
require the same attention as the spinning machines in plant 2A? Of course not!
Does this conclusion mean thart it is impossible for the next 50 requests to come
from plant 3 when the spinning machines are equally likely to need the same
attention? Not at all. Rather, we are making our decision based on the fact that
so many requests should be an extremely rare event.

Examine this same problem in a slightly different context. Consider each
request sequentially:

First request comes from plant 3

Second request comes from plant 3
And so on

At what point do we begin to suspect that the machines in plant 3 need more
attention than the machines in plant 2A? To answer this question, we must look
at the probabilities associated with these events. We tend to suspect that the
machines in plant 3 require more attention once the probability of seeing ¥
requests in a row is sufficiently small under the assumption that they require the
same attention. We shall use a similar approach when we make decisions about
populations.

l.

Conditional Probability

Often, two events are related. If we know the relationship between the two
events, then we can model the behavior of one event in terms of the other. Con-
ditional probability quantifies the chances of one event occurring given that the
other occurs. It thus provides a basis for explaining the relationship between the
two events. For example, a major manufacturing facility for titanium dioxide
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uses two production lines. We might believe that the operation of the two lines
is related. Thus, knowing that one line is running may give us information about
whether the other is running. We then can predict whether one line is operating
based on whether the other is running.

The overlap or the intersection of the two events defines the nature of their
relationship. If A and B are events, then the intersection of A and B, denoted by
A B, is the set of ourcomes that are both in A and in B. Thus, the event A n B
is the event that both A and B occur.

A useful tool for visualizing the relationships among sets is the Venn dia-
gram. The universal set, S, is represented by a rectangle. Particular sets within
§ are denoted by geometric figures. Figure 3.1 gives the Venn diagram for the
intersection of two events.

In some cases, knowing that one event has occurred gives us information
about the chances that the other event will occur. For example, suppose we
select two silicon wafers at random from a set of ten, of which four happen
to be defective. By selecting these two wafers at random, we assume that each
watfer is equally likely to be selected. Under this assumption, the appropriate way
to measure size is by counting. Let A be the event that the first wafer selected
is defective, and let B be the event that the second wafer selected is defective.

The probability that A occurs is

size of the event A

Pi{A) =

size of the sample space §

4
= — = f_:'_-l-_
10

Once we know that A has occurred, there are only nine wafers left in the sample
space, of which only three are defective. Thus, the probability that B occurs
given that we know that A has occurred is

31

9 3

We call the probability that the event B will occur given that the event A has
occurred the conditional probability of B given A. We denote such a probability
by P(B | A). Figure 3.1 helps to illustrate this concept. Once we know that line B
is operating (that event B has occurred), then the set of all possible outcomes
becomes B. Furthermore, the set of interest now may be thought of as only that

Figure 3.1

The Venn Diagram lllustrating the Intersection of Two Events
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part of A that resides in B. Thus, once we know that the event B has occurred,
the set of interest is A m B.

This insight provides a basis for establishing “mathematically” the definition
for conditional probability:

PIA | B) = 55_‘;.:: of the ser of interest (A M B)

size of the set of all possible outcomes (B)

size of the set of interest (A M B)

= — . ; : = 1
size of the set of all possible outcomes (B)
1 i & — i —-—!
B size of the set of interest (A M B) Size of §
size of the set of all possible ourcomes (B) __ 1
size of 5

size of the set of interest (A B}
size of §
size of the set of all possible outcomes (B)

size of 5
PlAnB)
P(B)

Definition 3.1 | Conditional Probability

Let A and B be events in 5. The conditional probability of B given that A has accur-
red is
P{AN B)

PO ]A)=
‘ P(A)
if P(A) = 0. Simnilarly, the conditional probability of A given that B has occurred is

P{A N B)

P(A | B) = ————
P(B)

if P(B) = .

An example helps to illustrate this concept.

Example 3.2

Titanium Dioxide Production Lines

A major manufacturer of titanium dioxide, which is the white pigment in paint,
reacts titanium ore with chlorine to form titanium tetrachloride. It then reacts the
titanium tetrachloride with oxygen to form the final product. This particular facil-
ity uses two separate production lines (A and B) of approximately the same size.
The process, which requires highly corrosive materials and high temperatures,
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is a maintenance manager’s nightmare. Historically, the probability that line A is
operating is 0.85, the probability that line B is operating is 0.85, and the proba-
bility that they are both operating is 0.71. Let A be the event line A is operating,
and let B be the event line B is operating. Thus,

P{Ay=10.85
P(B) = (.85
PlA MA) =071

The conditional probability that line A is operating given that line B is operat-
ing is

P{A N Bj
FlA | B) =
P(B)

0.71 .
= —— = (L.833,
0.85
Thus, if we know that line B is operating, then the chances that line A is also
operating are approximately 83.5%.

Conditional probability is extremely useful in cases of unequal sample sizes.
Consider a case of 100 parts made by two operators. Suppose that operator 1
made 3 defects and operator 2 made 10 defects. At face value, we would assume
that each operator made 50 parts. In this case, operator 2 is clearly worse. How-
ever, suppose that operator 1 made only 20 of the parts and that operator 2 made
the remaining 80 parts. Then operator 1’s production contained 5/20 = 25%
defective parts. However, operator 2’s production contained 10/80 = 12.5%
defective parts. As a result, operator 1 clearly has a higher defective rate than

operator 2.
Independence
VOICE OF EXPERIENCE Cnm'iltlonral probability allows us to see the nature of the
e : relationship between two events. In many engineering set-
Independence is an importont assumption tings, two or more events have no real relationship. Thus,
for many statistical analyses. information about the event B provides no new information

about A. When this occurs, we say that the two events are
statistically independent. Independent events are important
for several reasons:

» Many engineering events are either independent or close enough that the
assumption of independence is a very reasonable first approximation.

» Independence provides a powerful basis for modeling the joint behavior of
ENEINEETING eVents.

®  The formal concept of a random sample assumes that the individual
observations are independent of one another.
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Definition 3.2 | Independence

Let A and B be events in 5. A and B are said to be independent if
P(A | B) = P(A)-
Similarly, if A and B are independent, then

P(B | A} = P(B).

If two events are not independent, then they are said to be dependent. The
basic idea underlying independence is that information about the event A pro-
vides no new information about B. Thus, the probability that A will occur given
that B has occurred is still P(A).

Example 3.3

Titanium Dioxide Production Lines—Revisited

Consider our last example invelving the two titanium dioxide production lines.
To determine whether these two events are independent, we need to compare
either P(A|B) to F{A} or P(B|A) to F(B). In the last example, we found

P{A}=0.85 and P(A|B)=0.835.

Thus, these two events are not independent. If we know that one of the lines
is operating, then we have some information about the chances that the other
line is operating. In this particular case, both lines undergo regular preventive
maintenance where the line is taken out of operation for inspection and repairs.
Production management clearly wants to have at least part of the plant running
as much of the time as possible. As a result, production management will not
shut down an operating line for preventive maintenance when the other line is
already down for unscheduled maintenance. Only when the unscheduled repairs
are made and that line is operating again will production allow the other line to
go down for its scheduled maintenance. Consequently, the two events are truly
dependent.

Basic Rules of Probability

The following rules of probability often prove useful to engineers. Occasionally
in this text, we make use of these rules to establish some important results.

0=P(A) = 1.

If ¥ is the empty set, then P{@#} = 0.

The probability of complements: If A is an event in some sample space §,
then the complement of the set A relative to § is the set of outcomes in §

ad fed

1
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n

that are not in A. The complement of A is denoted by A. It is straightfor-
ward to establish that

P{A)=1—P{A).

The additive law of probability: This result deals with the union of events.
If A and B are events in S, then the union of A and B, denoted by A U B, is
the set of outcomes either in A or in B. In this context, we use the inclusive
sense of “or.” Thus, A U B is the event that either A, B, or both occur. The
additive law of probability is

PIAUB)=P(A)+P(B)— PIAN B).

If A and B are mutually exclusive, which means that A and B cannot both
happen, then AN B = @ and P(A N B) = 0. In this case;

P(AUB)=P(A} + P{Bl.

The multiplicative law of probability: This result follows directly from the
concept of conditional probability. If A and B are events in 8, with P{A) =
0 and P(B) = 0, then

P(A 1 B)
B(B|A)= :
FI:_JJ]J

Thus,

PIAN B} = P{A} P(B | A).
Similarly,

P(A N B)= P|B) - P(A | B).
If A and B are independent, then

P(A|B)=P(A) and P(B|A)= P(B).
Thus, if A and B are independent, then
PlANB)=P{A): B(B).

This property is a very powerful result, making independence quite important
for inding the probabilities associated with the intersections of events.
Simplest form of the law of total probability: Let A and B be events in §.
We may partition B into two parts: the part that overlaps A, AN B, and the
part that overlaps A, A n B. Thus,

P(B)=P(AN B)+P(ANB)
=P(A) - P(B | A)+ P(A)- P(B | A).
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The simplest form of Bayes rule: Let A and B be events in S. Suppose we
are given P(A), P(B | A), and P(B | A). We can find P(A | B) by Bayes rule,
which in this case is
P(ANB)

P(B)
B P(A)-P(B| A)
" P(A)-P{B|A}+P{A) - P(B | A)

PiA | B) =

Example 3.4 | Engineering Design Project Bids

Many engineering design and construction firms fluctuate between feast (having
too many contracts at one time) and famine {not encugh contracts). Of course,
these firms must make their bids within a highly competitive envirenment. At any
given time, a typical project manager may have several bids under consideration
in the hopes that one or two "hit.” Clearly, the project manager must consider the
likelihood of each bid being accepted.

Recently, a project manager for an engineering firm submitted bids to provide
multidisciplinary engineering design on four projects. The firm formally evaluates
the chances that each bid will be accepted. The following table summarizes the
firm’s beliefs by project.

Company Probability

A 0.3
B 0.8
c 0.1
D 0.5

In this situation, we can reasonably assume that the individual bids are truly inde-
pendent. Unless the parties involved discuss the bids among themselves, which
really is unlikely, then knowing that company A has accepted the bid gives us no
real information about whether company B will accept.

Froject managers warry most about no bids being accepted. If at least one is
accepted, they still have a job the next week! The situation "at least one of the
bids is accepted” corresponds to the event

AuBUCULD,

Finding the union of four or more events {often, three or more events) can be a
major challenge. Under the assumption of independence, however, finding the
probability of intersections is easy.

Our approach begins by observing that the complement of either AerBor C
or D accepting their bids is

(AUBUCUD)

and is equivalent to none of them accepting their bids. Since company A not
accepting its bid is the complement of A, none of the parties accepting their
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bids is
AnBnCnD.
Thus,
(AUBuCuUD|=ANnBNnCND,

which is an application of DeMorgan’s law for sets. Putting all of this together, we
have

PAUBuUCUD)=1-P[[AuBuCuD)
=1—-P(ANBNCND):

By independence, the probability of the intersection is the product of the individ-
ual probabilities. In this case,

PLAUBUCUD)=1-P(A)-P(B): P(C)- P(D)
=1 —(0.7){0.2)(0.9){0.5)}
=1 —0.,063
= ,937.
As a result, the project manager should feel quite comfortable that his firm will
have work in the near future; there is a 93.7% chance.
Of course, the firm would have great trouble completing all four projects

at the same time. It thus must consider the chances that all four bids are accep-
ted, which is P{AN B Cn D). Again, if we can assume independence, then

PIANBNCND) =PlA)-P(B): P{C) - P{D)
= (0.3)(0.8)(0.1)(0.5}
=(.012.
The firm should not warry too much about having to fulfill all four contracts and
thus being completely overwhelmed.

Finally, consider the probability that only company A accepts the bid, which
is PlAN Bn Cn D) and is given by

PIANBMCND)=PA)- P(B)- P{C) - P{D)

(0.3)(0.2)(0.2)10.5)

=627
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* 3.2 Random Variables and Distributions

Random variables and their distributions provide a basis for modeling and des-
cribing the behavior of important characteristics of interest. We can best illus-
trate the concept of a random variable by an example.

Example 2.5 | Titanium Dioxide Production Lines—Continued

Production management really needs to know how many lines are running at any
given time rather than which lines are running. Let ¥ be the number of lines run-
ning at any given time. Since there are two lines, the possible values for ¥ are 0,
1, or 2. Each of these values for ¥ corresponds to some event involving the two
production lines:

* ¥ =0 corresponds to the event that both lines are not running.
® Y =1 corresponds to the event that either one of the lines is running, but

not both.

* Y = 2 corresponds to the event that both lines are running.

Since each possible value for Y corresponds to an event, we call ¥ a random
variable.

Definition 3.2 | Random Variable

We call ¥ a random variable if Y is a function that assigns a real numberad value to
every possible event in 2 sample space of interest

VOICE OF EXPERIENCE Statisticians generally use uppercase Roman letters to

denote random variables and lowercase Roman letters to
Random variables provide a way to model denote specific values for these variables. Statistical tra-
the behavior of reof data. dition occasionally supports the use of lowercase Roman
letters for both to avoid unnecessary complication and
confusion.
In Example 3.5, Y is the random variable representing the number of lines
operating at any given time. The value y represents a specific value for Y and
must be either 0, 1, or 2.

Distributions

Distributions describe the random behavior of random variables and provide a
basis for developing probabilistic models for important characteristics of inter-
est. Since every possible set of values for a random variable Y corresponds to
some event, it has a probability associated with it. A random variable’s distribu-
tion details in a meaningful way the probabilities associated with these sets of
values. In so doing, we can model the behavior of the random variable.
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Table 3.1

The Distribution Function for the Titanium Dioxide Production Lines

¥i P{Y=y) P(Y=y)
0 01 .01

.28 .29
2 71 1.00

We can model the behavior of every random variable by its cumulative dis-
tribustion function.

Definition 3.4 | Cumulative Distribution Function

If ¥ is a random variable, then the cumulative distribution function (cdf), denoted by
Fiy), is given by

Fiy)=P(Y <)

for all real numbers y.

All random variables must have a cdf. For some random variables, we can
describe their random behavior only by their cdf’s.

Example 3.6

Titanium Dioxide Production Lines—Continued

From historical data, we know the probabilities associated with the number of
lines operating at any given time, Y. We thus can summarize Y's distribution with
Table 3.1. We can generate the values for the column P (Y = y;) from the informa-
tion given in Example 3.3 and the basic rules of probability.

We shall discuss two types of random variables: discrete and continuous.

= 3.3 Discrete Random Variables

Definition 3.5 | Discrete Random Variable

A discrete randorm variable is one that can assume at most a countable number of
values.

By countable, we mean that the possible values, at least theoretically, are able
to be counted. Three examples of discrete random variables are the number of
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defective silicon chips in a lot, the number of bids on contracts accepted, and
the number of defects in a new car.

Every discrete random variable has a probability function, p(y), defined by
ply) = P{Y = y).

Often, we use the probability function to outline the distribution of a discrete
random variable. Two properties of p(y) are:

I. 0= ply) =1, for every possible value of y.

Property 1 follows from the fact that p(y) is a probability. Property 2 follows
from the fact that P(S) = 1; that is, something from the sample space must
occur.

The next example illustrates how we can model the behavior of a discrete
random variable by the probability function, p(y), and the cumulative distribu-
tion function, F(v).

Example 3.7

Engineering Design Project Bids—Revisited

In Example 3.4, we discussed a real engineering design firm that submitted bids
to provide multidisciplinary engineering design on four projects. Let ¥ be the
random variable representing the number of bids accepted. By following the
technigues illustrated in that example, we can generate this random variable's
probability function and cdf based on the firm's beliefs, which Table 3.2
summarizes.

It is interesting that three of the firm’s bids were actually accepted. The distri-
bution provides us with a basis for medeling the number of bids accepted. In so
doing, we can evaluate the chances of being at least this successful. Based on the
firm's beliefs, the chances of having three or more bids accepted is

PlY=3)=1—-PY=13)
=1-B(Y <3)
=1="P¥ <

Table 3.2

The Distribution Function for the Engineering Design Project Bids

Py Fily)

¥

0 0.063 0.063
1 0.349 0.412
2 0.425 0.837
3 0.151 0.988
4 0.012 1.000
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because one cannot accept a fraction of a bid. Thus,
PY23)=1—F2)=1—0837 =163

As a result, if the firm’s beliefs really were true, then the chances of three or more
bids being accepted were about 16%. In this particular case, the firm had been
seriously concerned about not having enough work, which probably caused them
to be rather pessimistic about their chances for these bids being accepted.

Expected Values for Discrete Distributions

Random variables and their distributions provide a basis for modeling and for
describing populations. The preceding example used a discrete distribution as
an appropriate probabilistic model. This model provides a basis for identifying
such important characteristics as the expected number of bids accepted and the
possible variability in the number of bids accepted. A reasonable definition of
the expected number of bids accepted is the “long-run average”™ number of bids
accepted if we could repeat this specific bidding process an infinite number of
rimes.

In general, if Y is a random variable, then its long-run average is called the
expected value, denoted by E(Y).

Definition 3.6 | The Population Mean

We define the population mean, ., by

i =FE ¥

Obviously, we cannot physically repeat this specific bidding process an infinite
number of times. However, for a discrete random variable, we can use its prob-
ability function, p(y), to describe what would happen if we could physically
repeat the bidding process. Under the assumption that p(y) adequately describes
the long-run behavior of a random variable, Y, we can obtain the expected
value by

p="1E¥)= Z ¥ By,

which is nothing more than a weighted average of the possible values.

Population Variance and Standard Deviation  Variability implies that the data
deviate from one another. The classical definitions of variability all look at how
the data deviate from a typical value. For example, let y; be a specific data value
from some distribution with mean p. We can define its deviation from the pop-
ulation mean by y; — . We can easily show that

E(yi—p)=10
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because the negative deviations cancel the positive ones. The classical measure
of the population variability avoids this problem by squaring the deviation.

Definition 3.7

Population Variance

f T VPN [t § o -
We define the population variance, o=, by

o =var(Y) = E[(Y — u)*].

We may view the population variance as the long-run average squared devia-
tion from the population mean. The computational formula for the population
variance is

Definition 3.8

Example 3.8

Population Standard Deviation

We define the population standard deviation, o, by

%
o =var.

Why do we have two measures of variability? Consider the engineering design
bids example. The “units™ associated with the population variance, o2, are
bids®! The units for o, however, are bids. Thus, the scale for o is the same
as the scale of the data.

Some textbooks motivate the value of the population standard deviation by
the so-called empirical rule, which states that virtually all of the data for a par-
ticular distribution should fall within the interval pu+3e. In general, we take this
recommendation with a grain of salt. Very skewed or heavy-tailed distributions
do have valid data values outside this interval. However, the rule points out
that we can begin to describe the behavior of many distributions with just two
measures: the population mean and the population standard deviation. Many
engineers commonly evaluate their data using this notion of the mean plus or
minus three standard deviations because even for most skewed distributions, the
probability of seeing any single data value outside of this range is remote.

Engineering Design Project Bids—Continued

We have discussed an engineering design firm that submitted bids to provide
multidisciplinary engineering design on four projects. Management would like to

o9
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Table 3.3 Summary of Information for Finding the Population Mean and Variance for the
Engineering Design Project Bid Example

y ey ¥y plyl ¥y yooplyl
0 0.063 0.0 0 0.000
1 0.349 0.349 1 0.349
2 0.425 0.850 4 1.700
3 0.151 0.453 9 1.359
4 0.012 0.048 16 0.192

know the expected number of bids that will be accepted and some measure of the
variability around this expected value. Let ¥ be the random variable representing
the number of bids accepted. Table 3.3 lists the information relevant for finding
the appropriate expected values based on this firm’s beliefs.

First, consider the population mean, which is given by

u=EY) =3y ply)=17.
.III

The engineering firm should expect 1.7 of the bids to be accepted. To find the
variance, we first must find E(y?), which is given by

E(Y?) = Zf.'l - ply) = 3.6.
.

The variance is then

3 gap 3 2
g =E(y")—p

= 3.6 — (1.7)%
= 3.6 —2.89
=71,

The population standard deviation is
g = Va2 =071 =0843

By the empirical rule, the actual number of bids accepted should fall within the
interval

pt30 =174+ 3(0.843)

= (—0.829,4.229),
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Since the entire range of possible bids accepted is (0, 4), we see that the empirical
rule actually does contain all of the possible values.

The Binomial Distribution

We often must model the random behavior of data that we can classify as either
a success or a fatlure. For example, we may need to model one of these variables:

*  The number of battery plates in a lot that fail to meet

VOICE OF EXPERIENCE specifications, where each plate either meets the
specification or does not.

The binomiol distribution modeis *  The number of people in a sample who prefer our new

defective/nondefective.

automobile model, where each person either prefers our

new model or does not.

In these situations, we typically use the binomial distribution as our probability
maodel. Since we encounter these dichotomous situations so often, the binomial
is the single most important discrete distribution. We can best illustrate this
distribution through an example.

Example 3.9 |

A Single Operator Making Battery Plates

The manufacturer of nicke| battery plates has imposed a tight initial weight spec-
ification that is difficult to meet. Consider the next three attempts made by an
operator who has a 40% chance of achieving the specification on any given
attempt. These three attempts take approximately 10 minutes of production time.
Let 5 represent a successful attempt, let F represent a failed attempt, and let
¥ represent the number of successful attempts she makes.

Consider the probability that exactly two out of these three attempts are suc-
cessful, or P(Y = 2). The possible ways she can get exactly two successful attempts
are

(S5F) (SFS) {F53),

Since these events are mutually exclusive (no two of these events can happen at
the same time), the probability of exactly two successful atternpts is

PiY = 2) = P(S5F) + P{SFES) + P{F55).

In this situation, we can reasonably assume that each attempt is independent of
the others (knowing that she succeeded on the first attempt gives us no use-
ful information about whether she will be successful on the next attempt). Let p
be the probability that she succeeds in meeting the weight specification on any
given attempt. Thus, p = 0.4. Let g be the probability that she fails. In general,
g=1— p. Inthis case, g = 0.6. Since each attempt is independent of the others,
we have

101
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P(SSF)=P(8)-Pi5)-P(Fy=p  p:q= ;Jl ~q = 0,096
P{SFS) = P(S) - P(F)-P(S)=p.q-p=p~-q=0.09
P(FES) =P(F)-P(§} - P(S)=q-p-p= ,u-T g = 0.0%6.

As a result,

P{Y = 2) = P(85F) + P{SF5) 4+ P{FS5)

— (number of ways to get two successes) - p2 - g
=3:(0.096) = 0.288.
In general, if she makes n total attempts, the probability that she succeeds exactly
y times is

7 \ e R _ - i ey H—y
P(Y = y) = (number of ways to get y successes out of n) - p* - g~ 7,

which is a form for the probability function of a binomial random variable.

We commonly use the binomial coefficient {;}, read “#n choose v", to denote
the number of ways to get ¥ successes from n total attempts. We define () by

(n) i !
7 ¥jme— )

where n! = n(n — 1)(n — 2)---(2)(1) and by definition
M= 1.
We now can write the probability of obtaining exactly y successes out of n total

attempts as

H—y

P(Y = y) = (number of ways to get y successes out of n) : p¥ - g

M\ vy ny
(3)

!

- P¥eq

v —y)!

The General Form of the Binomial Distribution  Consider an experiment that
meets these five conditions:

| The experiment consists of » identical attempts or “trials.”

2. Each trial results in one of two outcomes: one outcome that is considered a

“success” and the other considered a “failure.”
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. The probability of a success on a single trial is p and remains the same from
trial to trial. As a result, the probability of a failureisg =1 —p.

The trials are independent.

We are interested in Y, which represents the total number of successes
among the » trials.

by :l..'.

These conditions describe a binomial experiment. The variable, Y, is called a
binomial random variable and is said to follow a Binomial distribution. The
probability function for a binomial random variable is

& 5 - N ! i A
;?-‘ . q”"-‘ = —;,'-" gt 7 derv=1014....9
ply) =1 \¥ y! (2 —y)! '

0] otherwise.

If Y follows a binomial distribution, then we can show that

u=FEY)=np
n: =npg=np(l —p)
a = J/npq.

Note that while the contract bids example has two possible outcomes, it does
not follow a binomial distribution because the probability of getting the project
is not constant across the four contract opportunities.

Example 2.10 | Nonconforming Brick

Marcucci (1985) reports on a brick manufacturing process that classifies the prod-
uct into one of these categories:

®  Suitable for all purposes (standard)
*  Structurally sound but not suitable for all uses (chipped face)
*  Unacceptable for use (cull)

The latter two categories may be viewed as not meeting the standard, or as
nonconforming. Historically, the process has produced 5% nonconforming bricks.
Under normal circumstances, this facility makes 25 bricks per hour.

First, consider the probability that this facility produces exactly two noncon-
forming bricks in the next hour. Let ¥ be the random variable associated with
the number of nonconforming bricks produced. In this case, n = 25 and we
seek P{Y =2), which is

' ) .
PiY=2]= ( )r”-‘ g™

251 L
(0.05)* - (0.95)33

e

300- (0.0007684)

0.23.
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As a result, we should not be surprised to see two nenconforming bricks in the
next hour's production; there is a 23% chance.

Management is really more concerned about the probability that at least one
brick in the next hours production fails to conform to the standards. We thus
seek P (Y = 1). The easiest way to approach this problem notes that

PlY>1=1-P(Y>=1)
=1—MY <1)

=1 —P(Y = ”"I

because the only possible number of nenconforming bricks less than 1is 0. As a
result,

P 23 i 5
r'.3_1.=1_(u); 7
251 e
== [ — 1]:1;': [I_}.Lfl..l'l.l_

1 —(0.952 = 0.723.

Consequently, management should expect at least one nonconforming brick an
hour mare than 70% of the time.

Finally, consider the typical number, g, of nonconforming bricks per hour and
the variation (o2 and o) in the number of nonconforming bricks per hour

p=np=17315{.03)=1.25
o = npq = 25(0.05)(0.95) = 1.1875
a = /npg=+ 1.1878 = 1.09.

As a result, this facility should expect approximately 1.25 nonconforming bricks
per hour with a standard deviation of 1.09. If we apply the empirical rule, virtually
all of the time the number of nonconforming bricks should fall within the interval

pt3c=125+3(1.09)

= (—2.02,4.52).

In this particular case, the lower bound has no real meaning, but the upper bound
does. We should expect fewer than five nonconferming bricks per hour. Any time
we see more than five, we may have evidence that something has gone wrong
with our process. In Chapter 5, we shall outline more specific guidelines for deter
mining whether a process has changed.

This analysis assumes:

1. Each brick is independent of the others.
2. The historical probability of a brick being defective holds true for the
particular hour in question.

If, for any reason, the process changes during this specific hour, then these assump-
tions may be flawed, and the probabilities and expected values we calculated may
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or may not reflect reality. The validity of our results depends on our model and its
underlying assumptions!

The Poisson Distribution

Many engineering problems require us to mode! the random behavior of small
counts. For example, a manufacturer of nickel-hydrogen batteries ran into a
problem with cells shorting out prematurely. Each cell used 60 nickel plates.
The manufacturer and its customer cut open several cells and discovered that
the problem cells all had plates with “blisters,” whereas the good cells had no
blisters.
One approach to this problem simply classifies each plate as either
conforming (blister free) or nonconforming (one or more
blisters}, in which case we use the binomial distribution as
The Poisson distribution models counts, an appropriate model. This approach reduces the data into
such as the number of defects. either acceptable or not acceptable and often ignores the
subtleties in the data.

Another approach counts the number of blisters on each
cell. Conforming plates have counts of zero; nonconforming plates have counts
of one or more. A plate with many blisters truly is defective and does short out a
cell, but a plate with only one blister may function perfectly well. Counting the
number of blisters provides more information about the specific problem. Plates
with large counts are more likely to contribute to the problem than those with
small counts.

Other situations that involve small counts are the number of “nonconformi-
ties” per unit (like the number of blisters per battery plate}, the number of pump
failures over a ten-year period, and the number of accidents per month.

We often model counts per unit or counts per interval by a Poisson distri-
bution. Let Y be the random variable associated with such a count, and let i be
the appropriate expected rate of occurrences. The probability function for Y is

%)
exp{—4) fory=0,1,2,...and x>0
piyy={ ¥ .

h] otherwise.

By expi—4) we mean to raise the constant e to the —i power. If Y follows a
Poisson distribution, then we can show that

=E) =1,

which makes sense because X is the expected rate of occurrences. Similarly, we
can show that

o= Jk

& =Wk

We also use the rate of occurrences, i, to define the exponential distribution,
which we discuss in Examples 3.12 and 3.13. We can formally show that if the
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number of incidents per interval follows a Poisson distribution, then the time
between incidents follows an exponential distribution.

Example 3.11 | Nuclear Plant Pump Failures

Safety studies indicate that nuclear power plants depend heavily on the reliabil-
ity of their pumps. Moore and Beckman (1988) consider the behavior of normally
closed 2- to 10-in air-driven globe valve pumps in a power conversion system.
Let ¥ be the number of pump failures over a ten-year period. They believe that
the true rate of pump failure over this period is 1.02; that is, the long-run average
number of failures for pumps of this type in this kind of application is 1.02 every
ten years.

Plant management considers any failure a problem. We thus need to cal-
culate the likelihood that at least one failure will occur over the ten-year span.
We seek

1 -P(Y=1)
1 —P(Y=0)

=1- f}‘. expl—A4)

PlY = 1)

=1- 1 exp(—1.02)
=1—exp(—1.02)
=1-0.361

= (.639.

Flant management feels that they need to purchase a second pump to serve as
a backup if the chances of more than two failures are greater than 1%. We thus
need to find P (Y = 2). We first note that

P"J = 3.|= | —P[‘Y’ = 2}
=14 - Pi¥ 5
= I e | W L A T s )

Censider P(Y = 2), which is found by

I . —
Bi¥=Ty= 57 eXp(—4)

1.02?
e 1.02})

=:(1.1848.
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Similarly, P(Y = 1) = 0.368. Since P(Y =0) = 0.361 from above, we have
PIY =2 =1 =AY =01 P¥ =12 Fl¥=17)

1 —[0.361 4~ 0.368 4 0.188]

1 —0.917

— .083,

As a result, plant management needs to purchase a backup pump because this
8.3% chance is greater than the 1% standard.
The mean number of failures over the ten-year period is

p=i=1.02.
Appropriate measures of the variability in the number of failures are the variance

and the standard deviation, which are

== L2

o=va=1.01.

By the empirical rule, we expect the number of actual failures to fall within the
interval

=+ 3= 1.02 +3{1.01)

= {—Z.01.4.05%.

Once again, the lower bound has little meaning. The upper bound suggests that
we should not expect to see more than four failures over a ten-year period.

Summary of Other Important Discrete Distributions

Table 3.4 lists the probability function, the expected value, and the population

variance for three other important discrete distributions:

1. Geometric
2. Negative binomial
3. Hypergeometric

All three of these distributions have useful engineering applications.

Engineers often use the geometric distribution to model the number of inde-
pendent trials required until they obtain a “success.” It is important to note
that what one person considers a success, another may consider a failure. For
example, we often use the geometric distribution to model the number of items
inspected until the first nonconforming item is found. Another example is the
number of charge cycles until a battery fails. In both cases, we inspect to quantify
the extent of problems. Finding a nonconforming item or a failed battery is the
purpose of the inspection and thus constitutes a “success.” For this distribution,
p represents the probability of obtaining a success on any given trial. We shall
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Table 3.4

Distribution

Summary of Three Important Discrete Distributions

Probability Expected Population
Function Value Variance

Geometric

Negative binomial 0<p=<1

Hypergeometric {m y=r, n—-y<N-r

¥=Tdal

1 — 1
1—ppPip gl

[} otherwise

L 2oy ; .
i ol

Rk

0 otherwise

{r}{:_—r] y:.ﬂ.‘l.z.....ﬂ;
LY subject to nr(N—r) (N—n)

NZ(N-1T)

z(3

[} otherwise

use this distribution to find the average run length of Shewhart control charts in
Chapter 5.

Engineers often use the negative binomial distribution to model the number
of independent trials required until they obtain r successes. Again, p represents
the probability of obtaining a success on any given trial. The negative binomial
represents an extension of the geometric distribution. In fact, if we let r = 1, the
negative binomial reduces to the geometric distribution.

Engineers use the hypergeometric distribution to model the number of suc-
cesses out of n trials when sampling without replacement from a finite popula-
tion of N objects that contains exactly r successes. As N gets large, we often can
well approximate the hypergeometric distribution by the binomial. Historically,
engineers have used the hypergeometric distribution to develop acceptance sam-
pling plans for small lots where we cannot model the behavior by the binomial
distribution.

» Exercises

3.1

Consider a process for making nickel battery plates that has an operator who
successfully meets the weight specification only 20% of the time. Let Y be
the number of times she successfully meets the specification on her next three
attempts. If we assume that each attempt is independent of the other attempts,
then the following table summarizes the probability function describing Y:

¥i o 1 2 3
Py 0.512 0.384 0.098 0.008
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a. Find the probability that she is successful fewer than two times.

b. Find the probability that she is successful more than one time.

c. Find the expected number of times she is successful.

. Find the variance and the standard deviation for the number of times she is
successful.

3.2 A pencil company has four extruders for making pencil lead. The maintenance
manager has determined from historical data that the following table describes
the distribution of the number of extruders down (out of operation} on any

given day:

y 0 1 2 3 4
ply) 05 03 04 0.05  0.05

a. Find the probability that three or more extruders are down.

b. Find the probability that fewer than one extruder is down.

¢. Find the expected number of extruders down.

d. Find the population variance and the population standard deviation for the
number of extruders down.

3.3 An injection molding process for making detergent bottles uses four different
machines. The table gives the distribution for the number of machines operating
at any given time:

¥, 0 1 2 3 4
ply) 0005 0010 0.035 0.050  0.900

a. Find the probability that two or fewer machines are running,.

b. Find the probability that at least one machine is running.

c. Find the expected number of machines running,.

d. Find the variance and the standard deviation for the number of machines
running,.

3.4 A sales engineer for a manufacturer of high-speed grinding equipment has just
returned from visiting five possible clients. She believes that the following table
describes the distribution for the number of sales she will make:

¥ 0 1 2 3 4 5
ply) 005 030 030 020 010 0.05

a. Find the probability that she makes more than three sales.

b. Find the probability that she makes two or more sales.

c. Find the expected number of sales.

d. Find the variance and the standard deviation for the number of sales.
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A manufacturer of silicon wafers has encountered an operating problem where
too many of the chips made are unacceptable. An inspector selects a sample of
five wafers from each shift. The following table, based on the recent performance
of this process, describes the distribution of the number of unacceptable wafers
in the sample:

¥: 0 1 2 3 4 5
ply) 03106 04313 02098  0.0442  0.0040  0.0001

a. Find the probability that exactly two wafers in the sample are unacceptable.

b. Find the probability that at least one wafer is unacceptable.

c. Find the mean, the variance, and the standard deviation for the number of
unacceptable wafers in the sample.

A metallurgical engineer believes that too many steel specimens produced by an
older process will fail to meet a new, more stringent strength standard imposed
by a customer. An inspector selects four specimens for destructive testing. The
table, based on the engineer’s best guess, describes the distribution of the number
of specimens in the sample that fail to meet the specification:

y, 0 1 2 3 4
ply) 01022 03633 03814 01387  0.0144

a. Find the probability that at least three specimens fail to meet the new speci-
fication.

b. Find the probability that fewer than two fail to meetr the new speci-
fication.

c. Find the mean, the variance, and the standard deviation for the number of
specimens that fail to meet the new specification.

A metal cutting plant is concerned with accidents. The table gives the distribu-
tion for the number of accidents per month:

¥, 0 1 2 3 4 5 6 7 8
ply) 0.716 0.180 0.060 0.020 0.010 0.010 0.002 0.000 0.002

a. Find the probability that one or fewer accidents will occur.

b. Find the probability that more than one but fewer than 5 accidents will
OCCUr.

. Find the expected number of accidents.

d. Find the variance and standard deviation for the number of accidents.

A software company has experienced an increase in programming errors. Four
pages are randomly selected. The following table, based on prior process knowl-
edge, describes the distribution of programming errors in the sample:
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¥; 0 1 2 3 4
ply) 052 024 012 009 0.03

a. Find the probability that no programming errors are found in the sample.

b. Find the probability that more than two programming errors are found in
the sample.

¢. Find the mean, variance, and standard deviation for the programming errors
in the sample.

One quality characteristic for cabinet manufacturers is easy sliding drawers.
A drawer is considered easy sliding if it does not get stuck when opened. His-
torically, only 2% of the drawers get stuck. Ten drawers are randomly selected
from a new lot. Each drawer is tested and all 10 must be easy sliding before the
new lot is shipped.

a. Find the probability that the lot will be shipped.

b. Find the probability that at least one drawer will get stuck.

c. Find the expected number of stuck drawers, the variance, and the standard
deviation.

Airplanes approaching the runway for landing are required to stay within the
localizer (a certain distance left and right of the runway). When an airplane devi-
ates from the localizer, it is sometimes referred to as an exceedence. Consider one
airline at a small airport with six daily arrivals and an exceedence rate of 7%.

a. Find the probability that on a particular day exactly one plane has an exceed-
ence.

b. Find the probability that on a particular day no planes experience an exceed-
ence.

¢. Find the expected number of planes that have an exceedence, the variance,
and the standard deviation.

A manufacturer of water filters for refrigerators monitors the process for defec-
tive filters (the filter leaks). Historically, this process averages 5% defective fil-
ters. Suppose five filters are selected for testing.

a. Find the probability that all five filters are defective.

b.  Find the probability that at least one but no more than three filters are defec-
tive.

c. Find the expected number of defective filters, the variance, and the standard
deviation.

A manufacturer of nickel-hydrogen batteries discovered a problem with “blis-
ters” on its nickel plates. These blisters cause the resulting battery cell to short
out prematurely. During a specific production period, 8.5% of the plates exhib-
ited blisters within 50 test cycles. During this period, the company made a series
of test cells, each using ten plates.

a. Find the probability that none of the ten plates blisters.

b. Find the probability that exactly one blisters.

c. Find the expected number of plates that blister, the variance, and the stan-
dard deviation.
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Arwood (1986) studied the failure of pumps used in standby safety systems for
commercial nuclear power plants. The number of pumps in a safety system
ranged from two to eight, depending on the specific nature of the system. He
found that the probability that a randomly selected pump failed to run after
starting was 0.16.

a. Typically, low-pressure coolant injection systems use four pumps. Consider
a periodic inspection of this system that tests each pump.
(11 Find the probability that all four fail a periodic inspection.
(2! Find the probability that at least one fails.
(3} Find the expected number of pumps that fail, the variance, and the stan-
dard deviation.
b. Suppose a highly critical system uses eight pumps. Consider a periodic inspec-
tion of this system that tests each pump.
(1} Find the probability that none of the pumps fails.
(2} Find the probability that exactly two pumps fail.
(3} Find the expected number of pumps that fail, the variance, and the stan-
dard deviation.

Metal casting processes are notoriously slow and expensive. A common prob-
lem facing many older casting processes is “flashing.” In casting, liquid metal is
shot into a mold and rapidly cooled. A flash commonly forms on the piece at the
spot in the mold where the metal flows. Sanding corrects minor problems with
flashing, but severe problems may require scrapping the part. A particular cast-
ing operation historically has scrapped 10% of its parts due to severe problems
with flashing. Consider the next ten parts cast by this process, which represents
about one hour of production.

a. Find the probability that this company must scrap exactly two of these parts.
b. Find the probability that it must scrap at least one part.

. Find the expected number of parts scrapped, the variance, and the standard

deviation.

An automobile manufacturer gives a 5-year/60,000-mile warranty on its drive

train. Historically, 7% of this manufacturer’s automobiles have required service

under this warranty. Consider a random sample of 15 cars.

a. Find the probability that exactly one car requires service under the warranty.

b. Find the probability that more than one car requires service under the
warranty.

c. Find the expected number of cars that require service, the variance, and the
standard deviation.

Historically, 10% of the homes in Florida have radon levels higher than recom-

mended by the Environmental Protection Agency. Radon is a weakly radioactive

gas known to contribute to health problems. A city in north central Florida has

hired an environmental consulting firm to check a random sample of 20 homes.

Assume that this city is typical for the state of Florida.

a. Find the probability that exactly three homes have radon levels that exceed
EPA recommendations.

b. Find the probability that one or fewer homes has radon levels that exceed
EPA recommendations.
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¢. Find the expected number of homes with excessive radon levels, the vari-
ance, and the standard deviation.

A chemical engineer monitors a dyeing process for polyester yarn used in cloth-

ing by comparing a sample of the yarn against a standard color chart. He accepts

or rejects the entire dyeing batch based on the sample’s results. Historically, this

process averages 5% rejected batches. Each shift, the process dyes eight batches.

Assume that the next shift forms a random sample.

a. Find the probability that at least seven batches are accepted.

b. Find the probability that at least one batch is rejected.

c. Find the expected number of batches accepted, the variance, and the stan-
dard deviation.

d. Find the expected number of batches rejected, the variance, and the standard
deviation.

¢. Comment on your results from parts c and d.

A civil engineering professor assigns a bridge-building project using popsicle
sticks each semester. To get a passing grade, the structure must support at least
20 |b. Historically, 10% of the student bridges fail to support 20 |b. Assume that
the current class of 15 students forms a random sample.

a. Find the probability that everyone passes the project.

b. Find the probability that at least one person fails the project.

c. Find the expected number of students who pass, the variance, and the stan-
dard deviation.

d. Find the expected number of students who fail, the variance, and the stan-
dard deviation.

¢. Comment on your results from parts c and d.

An automobile manufacturer has just increased the strength standard for an
aluminum alloy commonly used in car bodies. Recent history suggests that one
supplier fails to meet this new specification 20% of the time. Assume that the
next 15 batches of this alloy are a random sample.

a. Find the probability that exactly three shipments fail to meet the new speci-
fications.

b. Find the probability that all of the shipments meet the new speci-
fications.

c. Find the expected number of shipments that fail to meet the new specifica-
tions, the variance, and the standard deviation.

d. Find the expected number of shipments that meet the new specifications, the
variance, and the standard deviation.

¢. Comment on your results from parts c and d.

An industrial engineering class has studied the number of customers who drop
off prescriptions at the outpatient pharmacy of a major teaching hospital. From
their study, this pharmacy averages 20 customers an hour. Consider a randomly
selected hour of operation.

a. Find the probability that exactly 10 customers drop off prescriptions.

b. Find the probability that exactly 20 customers drop off prescriptions.

c. Find the expected number of customers, the variance, and the standard
deviation.
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If we reduce the data on the times berween industrial accidents to the number of
accidents each month, then we can well model the data by a Poisson distribution
with an accident rate of 1.5 per month.

a. Find the probability that no accidents occur in a given month.

b. Find the probability that at least one accident occurs in a given month.

c. Historically, DuPont management has placed the highest priority on safety
and typically will reassign any plant manager whose facility has an excessive
number of accidents. Suppose that management begins to consider reassign-
ment when a facility has five accidents in a month. Find the probability that
this facility has exactly five accidents in a given month.

d. Find the mean number of accidents per month, the variance, and the stan-
dard deviation.

Nelson (1987) discusses a process that historically has averaged 2.6 flaws per
1000-m length of wire.

a. Find the probability that a 1000-m length of wire has one or fewer flaws.
b. Find the probability that a 1000-m length of wire has more than two Haws.
. Find the mean number of flaws per 1000-m length of wire, the variance, and
the standard deviation.
d. Consider a 500-m length of wire.
(1} Find the probability that it has no flaws.
(2} Find the expected number of flaws, the variance, and the standard
deviation.

Kalbfleisch, Lawless, and Robinson (1991) modeled the number of warranty
claims within one year of purchase for a particular system on a single car model
with a Poisson distribution and a rate of 0.75 claim per vehicle. Consider a
randomly selected automobile.

a. Find the probability that this automobile has no claims within one year.

b. Find the probability that this automobile has exactly three claims within one
year.

c. Find the expected number of claims, the variance, and the standard
deviation.

The manufacture of silicon wafers used in integrated circuits requires the removal
of contaminating particles of a certain size. Yashchin (1995) studied a rinsing
process for these wafers. This process rinses batches of 20 wafers with deionized
water. The process then dries these wafers by spinning off the water droplets.
Prior to loading the wafers in the rinser/dryer, production personnel count the
number of contaminating particles. This count provides feedback on the clean-
liness of the manufacturing environment. The counts are well modeled by a
Poisson distribution with a rate of six particles per water. Consider a randomly
selected wafer.

a. Find the probability that this wafer has at least one particle.

b. Find the probability that this wafer has exactly six particles.

c. Find the expected number of particles, the variance, and the standard
deviation.

A major automobile manufacturing company is known to average five defects
per car. Consider the next car made.
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a. Find the probability that it has exactly seven defects.
L. Find the population mean, the population variance, and the population stan-
dard deviation for the number of defects.

An industrial engineer who is studying the clerical staffing of a physicians’

group practice must decide whether it requires a full-time phone operator. From

historical data, she has determined that the group receives phone calls at the rate

of 15 per hour.

a. Find the probability that the group receives exactly 15 calls in a given hour.

b.  Find the population mean, the population variance, and the population stan-
dard deviation for the number of calls.

A highway engineer who is studying the number of accidents at a busy intersec-
tion has determined that accidents occur at the rate of 2.5 per month.

a. Find the probability that none occurs in a given month.

b. Find the probability that more than one occur in a given month.

¢. Find the population mean, the population variance, and the population stan-
dard deviation for the number of accidents in a given month.

A server at a large university is known to average 2.5 hours of downtime per
week. Consider one week.

a. Find the probability that the server is down exactly four hours.
b. Find the population mean, the population variance, and the population stan-
dard deviation for the number of hours the server i1s down.

A printing company is considering a new machine. They would like the proba-
bility of seeing no defects per 100 pages to exceed 50%. Historically, the current
machine produces 1 defect per 100 pages of text. The new machine is touted as
producing 0.6 defect per 100 pages of text.

a. Find the probability that a run of 100 pages of text from the current machine
has no defects,

b. Find the probability that a run of 100 pages of text from the new machine
has no defects.

¢. Comment on your answers from parts a and b. Should they purchase the
new machine?

d. Find the population mean, the population variance, and the population stan-
dard deviation for the number of defects per 100 pages of text for the current
machine.

On average, a particular type of wood has 1.2 knots per 10 cubic feet of wood.

a. Find the probability that a 10-cubic-foot block of wood has fewer than two
knots.

b. Find the probability that a 10-cubic-foot block of wood has exactly four
knots.

c. Find the population mean, the population variance, and the population
standard deviation for the number of knots per 10-cubic-foot block of
wood.

Suppose that 30% of the applicants for a certain engineering job possess advan-
ced statistical training. Applicants are randomly selected and are interviewed
sequentially.
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a. Find the probability that the first applicant with advanced statistical training
is found on the fourth interview.

b.  Find the probability that the first applicant with advanced statistical training
is found on the first interview.

c. Find the expected number of applicants interviewed until the first one
with advanced statistical training is found, the variance, and the standard
deviation.

d. Find the probability that the seventh applicant interviewed is the second
person with advanced statistical training,

Consider a process for making nickel battery plates that has an operator who
successfully meets the weight specification 40% of the time. Let Y be the number
of plates she makes until she is successful.

a. Find the probability that she requires four attempts to make her first suc-
cessful plate.

b. Find the probability that she requires more than one attempt to make her
first successful plate.

c. Find the expected number of attempts until her first success, the variance,
and the standard deviation.

d. Find the probability that she requires ten attempts to make her third suc-
cesstul plate.

. Find the expected number of attempts until her third success, the variance,
and the standard deviation.

Metal casting processes are notoriously slow and expensive. A common prob-
lem facing many older casting processes is “flashing.” In casting, liquid mertal is
shot into a mold and rapidly cooled. A flash commonly forms on the piece at the
spot in the mold where the metal flows. Sanding corrects minor problems with
flashing, but severe problems may require scrapping the part. A particular cast-
ing operation historically has scrapped 10% of its parts due to severe problems
with flashing.

a. Find the probability that the first part scrapped is the tenth one made.

b. Find the probability that at least two parts are made before the first one is
scrapped.

c. Find the expected number of parts until the first one is scrapped, the vari-
ance, and the standard deviation.

d. Find the probability that the fourth part scrapped is the 20th made.

¢. Find the expected number of parts until the fourth part is scrapped, the
variance, and the standard deviation.

A clothing store chain has hired an industrial engineer to study the buying habits
of its customers. After a period of study, she has concluded that 30% of the cus-
tomers who enter the store actually buy something,

2. What is the probability that the fifth customer who enters the store is the
first to buy something?

b. What is the probability that the first customer who enters the store buys
something?

. Find the expected number of customers until someone buys something, the
variance, and the standard deviation.
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d. Find the probability that the hfth customer who enters is the second to buy
something.

¢. Find the expected number of customers until the second to buy something,
the variance, and the standard deviation.

3.35 An automobile manufacturer gives a 5-year/60,000-mile warranty on its drive
train. Historically, 7% of this manufacturer’s automobiles have required service
under this warranty. Consider a new dealer.

a. Find the probability that the first claim under this warranty is the tenth car
sold.

b. Find the expected number of cars sold until the first claim, the variance, and
the standard deviation.

c. Find the probability that the 20th car sold is the third to require service
under the warranty.

d. Find the expected number of cars sold until the third claim, the variance,
and the standard deviation.

3.36 A manufacturer of silicon wafers has encountered an operating problem where
20% of the chips made are unacceptable. Consider a lot of 50 wafers, of which
ten (exactly 20% ) are unacceptable. An inspector selects a sample of five wafers
from the lot of 50.

a. Find the probability that exactly two wafers in the sample are unacceptable.
b. Find the probability that at least one wafer is unacceptable.

3.37 At a particular golf resort, if a person hits a hole-in-one, the player gets to select
4 slips of paper from a bin of 100. Of the 100 slips of paper, 2 are good for a

brand new driver valued at $300. Consider a person who hit 1 hole-in-one.

a. Find the probability that the person will win 1 driver.

k. Find the probability that the person will not win a driver.

c. Find the mean, the variance, and the standard deviation for the number of
winning slips of paper in the sample.

» 3.4 Continuous Random Variables

In contrast to discrete random variables, continuous random variables can
assume an uncountable number of values. Consider the length of a pen bar-
rel. At first glance, it appears to be about 6 in long. If we measure it with a ruler,
we may discover that it is about 5.75 in long. If we send it down to an appropri-
ate lab, we may discover that it is approximately 5.7443286 in long. Ultimately,
however, we shall never exactly know its true specific length.

Next, consider someone’s height. He claims that he is 6 ft, 1 in tall. Does
that mean that he is exactly 6 ft, 1 in tall? Of course not. He is simply claiming
that his height is somewhere between 6 ft, % in and 6 ft, 1 ‘IE in.

Let ¥ be a random variable that is measured over a continuum, and let
y be a specific value. If Y is truly continuous, then we can show that P(Y =
y) = 0. As a result, it really does not make sense to talk about P(Y = y) for
continuous random variables. Instead, we talk about the probabilities that the
random variable falls within some interval. For example, P(Y =< y) = F(y) or
Ply1 =Y = ym).
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Definition 2.9 | Continuous Random Variable

Let ¥ be a random variable. Y is said to be a continuous random variable if, at |east
theorstically, ¥ can assume any possible real value over some interval.

Some examples of continuous random variables are the outside diameter of a pen
barrel, the times between accidents, the net weight of milk in an 8-oz container,
and a reaction temperature over time.

Every continuous random variable we shall use has a probability density
function (pdf), denoted by f{y). The pdf is a mathematical expression that defines
the shape of the distribution. We often use f{y) to describe the distribution and
to model the behavior of the random variable. Five properties of f{y) are:

I. fiy) = 0 for all possible values of y, because probabilities must be
nonnegative.

2, ffﬂm fly) dy = 1.0 because the range (— oo, oc) covers the entire sample

space, and the probability that something from the sample space occurs is 1.

If yg is a specific value of interest, then we find the cdf by

)

¥0
Flya)=P(Y < y0) = I fly)dy.

— 00

4. If y; and y; are specific values of interest, then

)
3

; flyidy = Flyz) — Fiy1).

Thus, the probabilities for specific intervals may be viewed as areas under
the curve defined by f{y). For example, suppose that Y is a continuous
random variable with the pdf shown in Figure 3.2. Then P{1.50 = ¥ <
2.25) is the shaded area under the curve.

Figure 3.2 The pdf for an Arbitrary Random Variable
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5. Hyo is a specific value, then P(Y = yp) = (0. Since P(Y =y) = 0, we have

Py1<¥Y<ym)=Py1 <Y<y)=Py <Y <m)

= Ply1 = ¥ <y2).

We may view f(y) as a “weight™ or “mass” function that describes the
weight we can ascribe to particular intervals for Y. In this particular case, we

scale the weight function such that the total weight over all the possible values
for Yis 1.

Example 3.12 | Times Between Industrial Accidents

Lucas (1985} studied the times between accidents for a ten-year period at a
DuPont facility (see Example 2.10). We can model these times by an exponen-
tial distribution that has the following pdf:

: Lexpi—iy) y>0andi=0
I |."|_.'_: = y B
0 otherwise

where & is the accident rate (in this case, the expected number of accidents per
day).

The exponential distribution is an important example of a continuous distri-
bution that engineers often use to model lifetimes and times between incidents.
It thus has wide applications in reliability studies. There are many other contin-
uous distributions. For example, the normal distribution is used for the majority
of standard statistical analyses, and the Weibull distribution is used extensively in
reliability analysis. The cdf for the exponential distribution is

Fiyp) =P(Y < yp)

A

/ ' fiy) dy
¥ O ) .

/ Lexp(—iy) dy
h

WL

= 1.0 — exp(—iyn).
For the accident data, & = 0.05 accident per day; thus, the cdf is

F{y) = 1.0 — exp{—0.05y).
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The chances that this facility goes fewer than ten days between accidents is
given by
+ 10

P{Y = 10} I 0.05 exp(—0.05y) dy
0

= 1.0 — exp[—0.05(10}]
— {},.393,

As a result, this facility has a reasonably large chance, approximately 39.3%, of
going fewer than ten days between accidents.

In general, the probability that an exponential random variable is greater than
some specific value y, is given by

Do
P(Y =ya) = / A exp(—ay}dy
= exp(—2Aiyn).
Thus, the chances that this facility goes longer than 80 days without an accident
is given by
P(Y = B0) = exp[—0.05(B0)]
= 0.018.

We should not expect this facility to go longer than 80 days between accidents
very often!

Finally, for an exponential random variable, the probability of falling within
the interval (y,, y.) is given by

s
Pi¥q = ¥ B)= / Lexp(—iy) dy
Iy
= exp|{—&iyi ) —exp{—Aya).

Thus, the likelihood that this facility goes between 10 and 80 days between acci-
dents is given by

P(10 < Y < 80) = exp[—0.05(10}] — exp[—0.05{80)]
= 0.607 — 0.018
= {.589.

As a result, the chances are almost 59% that the facility will go between 10 and
80 days between accidents.

The Relationship of p(y), fly), and a Stem-and-Leaf Display

Distributions can provide a powerful basis for modeling the random behavior of
important characteristics of interest as long as certain assumptions hold. Later,
we shall see that formal statistical analyses require certain assumptions about the
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underlying distribution from which the data come. Typically, these assumptions
tocus on the “shape” of the data. Appropriate data displays provide a quick and
easy way to check these assumptions, especially the stem-and-leaf display. For
a discrete random variable, the probability function, p(y), and for a continuous
random variable, the pdf, f(y), define the theoretical shape for the stem-and-
leaf display if the data actually come from the assumed distribution. The next
example illustrates this point.

Example 3.13 | Times Between Industrial Accidents—Revisited

We claimed earlier that we could well model the times between industrial acci-
dents by an exponential distribution with & = 0.05. Figure 3.3 is a graph of the
pdf for this specific distribution. To see whether this distribution provides a rea-
sonable model for the data, consider Figure 3.4, which overlays an appropriately

Figure 3.3 ‘ The pdf for the Theeretical Distribution for the Times Between
Industrial Accidents
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Figure 3.4 The Overlay of the pdf and the Actual Data for the Times Between
Industrial Accidents
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scaled plot of the pdf on the stem-and-leaf display (which we have converted to a3
histogram). This plot indicates that the exponential distribution provides a reason-
able basis for modeling these times. As a result, we should be fairly comfortable
about the probabilities we calculated earlier based on this assumption.

Expected Values for Continuous Random Variables

For a continuous random variable, we can use integration over the possible val-
ues of the random variable to find the expected value. Once again, the expected
value is a weighted average. For a continuous variable, the pdf, f{v), defines the

weights. We thus find the expected value by

Tas )
pu=EY)= l yf (y)dy.

—

Like discrete random variables, the population variance for a continuous ran-
dom variable is

ot = var( Y} = f‘-":__‘fl-' = .'I-Il'

In this case,
2 e i,
E(Y") = I y-flyidy.
o — O X i :

Once again, the population standard deviation is

Example 3.14 | Times Between Industrial Accidents—Continued

For an exponential distribution, the population mean is given by

DG
TE— / vfiyidy
2

oC
= [ ya exp|—Aiy) dy.
Jo

We must use integration by parts to obtain

. ! -
—yexpl—Ayl — - c*xp-;—}-.y_:]n

-
|
II
[r—

| ==
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We thus see that the expected time between accidents is the inverse of the rate, i.
In our particular case, i = 0.05; thus,

|
=30
0.05 2

=
As a result, this facility, on the average, goes 20 days between accidents, which
makes sense if the expected number of accidents is 0.05 per day.
To find the variance, we first need to find E(y*). Again, we require integration
by parts, which gives

- '-:\.. g
E(y) = f ¥yl dy

G

T >
l y i exp|{—iy) dy
JO

7 2y 2 c:
= | —y“exp(—Ay) — == exp(—Ay) — — exp(—aiy)
; " A 3 A< i

2
= ==
i

The variance is

g = E(y)— pt
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Itis interesting that for the exponential distribution, the population standard devi-
ation equals the population mean. Such a result implies that data following this
distribution are highly variable. For this particular case,

— 400
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o
. 0.0 o
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By the empirical rule, we should expect the actual number of accidents to fall
somewhere within the interval

04 3{20)

— 40, BO).

=
H
Lid
|
Il
(]

In this case, the lower bound makes no sense because of the large skew in this
distribution. On the other hand, the upper bound suggests that we should not
expect to go longer than 80 days between accidents. Any time that we do is
evidence that we have improved the safety of this facility.

In Example 3.12, we found that P (Y > 80) = 0.018, which is not essentially
zero as the empirical rule implies. Why do we see the discrepancy? The empiri-
cal rule does not work particularly well for very skewed distributions such as the
exponential. Monetheless, even for the exponential distribution, the probability
of being more than three standard deviations from the population mean is quite
small even if it is not essentially zero.

Some Important Continuous Distributions

Table 3.5 lists the probability density function, the expected value, and the pop-

ulation variance for three important continuous distributions:

Uniform
Weibull

Gamma

FU B W S

Engineers often use these distributions to model times between events (such
as failures) and interarrival times. Thus, these distributions play an important

Table 3.5 Summary of Some Important Continuous Distributions
Density Expected Population
Distribution Function Value Variance
1
fora=y=<bh b b ay
Uniform t b—a 2 | a)

[} otherwise & =5

ALy expl — (1 1y = 0. A= 0. 8>0  rRgi1)8  THA+2)/8] - [TIB + 11/EIT
A Al

Weibull 4
(i} otherwise

}‘u},n’—l .
— A =0 A=>0,a=0
Gamma ¢ Do) i »y

(i} otherwise

=8
| r
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role in reliability and queuing studies. In Exercise 3.45, we show that the cdf for
the Weibull distribution is given by

Fly) = 1 — exp|— (ay)7].
The exponential distribution is a special case of both the gamma (&« = 1) and

the Weibull distributions (8 = 1). Both distributions make use of the gamma
function defined by

v O
() = ] _1-'""] exp(—y).
40

Tables exist that summarize values for this integral for various e’s. In addition,
many software packages compute this integral directly.

» Exercises

3.328

3.39

3.40

Davis and Lawrance (1989) present time-to-failure data for 171 automobile
tires. Baltazar-Aban and Pena (1995) modeled these data with an exponential
distribution with a failure rate of 0.004 tire per hour.

a. Find the probability that a randomly selected tire fails during the first
100 hours of testing.

b. Find the probability that a randomly selected tire fails between 50 and
150 hours of testing,.

c. Find the probability that a randomly selected tire survives more than
200 hours.

. Find the expected time to failure for a randomly selected tire.

¢. Find the variance and the standard deviation for the time to failure for a
randomly selected tire.

Miyamura (1982) modeled the lifetimes of the electromagnetic valve used for

starting the idle-up actuator of an air conditioner by an exponential distribution

with a rate of 0.05 failure per million revolutions. Consider a randomly selected

valve.

a. Find the probability that this valve fails within the first half million revolu-
tions.

b. Find the probability that this valve lasts longer than 3 million revolutions.

c. Find the expected time to failure for this valve.

d. Find the variance and the standard deviation for the time to failure for this
valve.

The maintenance manager at a chemical facility knows that the times between
repairs, Y, for a specific chemical reactor are well modeled by this distribution:

fly) = 0.01 0

for y = 0 and 0 otherwise.

a. Find the probability that Y is less than 30.
b. Find the probability that Y is greater than 15.
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c. Find the probability that Y is exactly equal to 100.
d. Find the probability that Y is between 50 and 150.

Lewis (1986) studied the times (in seconds) between successive vehicles travelling
northwards along the M1 motorway in England as they passed a fixed point
near Bedfordshire. Suppose these times can be well modeled by an exponential
distribution with a rate of 0.03. Consider a randomly selected car.

a. Find the probability that the time until the next car is less than 20 seconds.
b. Find the probability that the time until the next car is more than 30 seconds.
c. Find the expected time until the next car.

d. Find the variance and standard deviation for the time between cars.

According to Zimmels (1983), the sizes of particles used in sedimentation exper-
iments often have a uniform distribution. Suppose the particles have diameters
that are uniformly distributed between 0.01 and 0.05 cm.

i, Derive the mean for this distribution.
. Derive the variance and standard deviation for this distribution.
c. Find the probability that a particle has a diameter bigger than 0.042 cm.

Rather than collecting the actual times between accidents, Lucas could have
reduced the data to the number of accidents per month. Suppose that we know
only that one accident occurred during a given month and that we can well
model the actual times between accidents by an exponential distribution. In this
case, given that we know an accident occurred at some time during the month,
the time within the month it happened follows a uniform distribution. In general,
the pdf for a uniform distribution is
e
fipi=14"" '

0 otherwise.

This pdf essentially says that all the values within this interval are equally likely
to occur,

1. Derive the cdf for this distribution.

b. Derive the mean for this distribution.

c. Derive the variance and the standard deviation for this distribution.

d. For the time between accidents data, assume that a month has 30 days and
that an accident occurs during that month.
(1} Find the probability that the accident occurred on or before the 15th.
(2} Find the probability that the accident occurred after the 25th.
(31 Find the expected time it occurred.
{4 Find the variance and the standard deviation for the time it occurred.

Engineers often use the uniform distribution to model the arrival time of some
event given that the event did occur within some interval. For example, pro-
duction knows that a particular pump failed at some time between 1:00 and
3:00 p.M. Given that we know it failed at some time during this period, the pdf
for the specific time within the period is
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gLy <.

0  otherwise

where a = 1 and b = 3. This pdf essentially says that all the times within this
interval are equally likely to occur.

2. Derive the mean for this distribution.
. Derive the variance and the standard deviation for this distribution.
c. Find the probability that the pump failed after 1:30 P.M.

3.45 The Weibull is probably the most widely used distribution in reliability studies.
The pdf for the Weibull is given by

By —Lexpl— (Ay)Ply>0,A>0,8>0

fly) = .
0 otherwise.

For g = 1.0, the Weibull simplifies to the exponential distribution.

Padgettr and Spurrier (1990) used a Weibull with A = 0.4 and § = 2 to
model the breaking strengths of carbon fibers used in fibrous composite mate-
rials. These fibers measure 50 mm in length and 7-8 microns in diameter. Peri-
odically, the manufacturer selects random samples of five fibers and tests their
breaking stresses.

1. Derive the cdf for a Weibull distribution.

b. Specifications suggest that 99% of the fibers must have a breaking strength
of at least 1.2 GPa (gigapascals). Find the probability that the breaking
strength is less than 1.2 GPa.

. Find the expected strength.

d. Find the variance and the standard deviation of the breaking strengths.

¢. The breaking stresses (in GPa) for the samples are listed here. Compare the
plot of the pdf with a stem-and-leaf display of the actual strengths and com-
ment on your results.

1.4 3.7 3.0 1.4 1.0 2.8 4.9 3.7 1.8 1.6
3.2 1.6 0.8 3.6 1.7 1.6 2.0 1.2 1.1 1.7
2.2 1.2 5.1 2.5 1.2 3.5 2.2 1.7 1.3 4.4
1.8 0.4 3.7 2.5 0.9 1.6 2.8 4.7 2.0 1.8
1.6 1.1 2.0 1.6 2.1 1.9 2.9 2.8 2.1 3.7

3.46 All batteries have definite “shelt” lives; that is, batteries begin to deteriorate
in storage. Morris (1987) used a Weibull distribution (see Exercise 3.45) with
g = 2 and A = 0.1 to model the storage time required for long-life Li/SOy
batteries to become unacceptable for use.

a. Derive the cdf of a Weibull distribution.

b. Find the probability that a randomly selected battery becomes unacceptable
between 12 and 18 months of storage.

. Find the expected number of months until a randomly selected battery beco-
mes unacceptable.
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d. Find the variance and the standard deviation for the time until a randomly
selected battery becomes unacceptable.

Normal Distribution

Among all of the distributions used in classical statistics, the single most impor-

tant is the normal distribution, which is often described as the “bell-shaped”

distribution or curve. Two major reasons for the importance of the normal
distribution are:

VOICE OF EXPERIENCE |. We can well model the behavior of many phenomena by

The normal distribution is the foundation this distribution.

for virtually all the formal statistical

analysas in this course.

Under certain conditions, we can well model the
behavior of averages by this distribution.

The normal distribution is actually a family of distributions with each member
characterized by the population mean, y, and the population variance, o-2.

The pdf for a normal random variable is given by

1 1 fy—pu\>
,r{':}'-" = _{,ﬁ:rcxp{— = (} 'H] :| —00 <y = .

4]

For a normal distribution, g £ & represent the points of inflection for the pdf.
Figure 3.5, which gives a plot of the normal pdf, illustrates why we often call it
a bell-shaped curve. For a normal distribution:

» Approximately 68% of the observations fall within the interval g £+ o
#  Approximately 95% fall within the interval p £ 2o
*  Virtually all (approximately 99.7%,) fall within the interval u + 3e.

It is important to note that the normal distribution is the fundamental basis for
the empirical rule.

Figure 3.5

The Normal Probability Density Function

— 1 | 1 1 -
p—3 p—-dvr p—o I pto p+20 p+3ic
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The Standard Normal Distribution

Of all the normal distributions, the single most important is the standard normal
distribution because we can convert any normal random variable into a standard
normal. Why is this fact important? We cannot integrate analytically the pdf for
the normal distribution, so we must use numerical integration techniques to find
the probabilities associated with normal random variables. Since we can convert
any normal random variable to a standard normal, we can summarize the cdf
for any normal random variable by the cdf for the standard normal random
variable.

The standard normal distribution has ¢ = 0 and ¢? = 1. We denote a
standard normal random variable by Z. The probabilities associated with this
random variable are given in Table 1 of the appendix. For a specific value zp,
the table gives P(Z = zp), which is the shaded area under the standard normal
curve (see Figure 3.6). For example, the table gives P(Z < 1.96) = 0.9750.
Figure 3.7 considers P{Z > z;). Thus, we can find P(Z = z;) by

PlZ=znl=1-PlZ=z)=1—-PlZ <zp).
For example, we may find P(Z = 2.33) by
P(Z>233)=1-PZ<2.33)=1-0.9901 =0.0099.

Finally, consider the interval defined by z; < z;. Figure 3.8 illustrates P(z; <
Z = z3). We find this probability by

Plz1 < Z =) =PlZ <13)— P|Z < z3).

Figure 3.6

Figure 3.7
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Figure 3.8

For example, P(1.00 < Z < 1.96) is given by
Pil.00 <« £ = 1.96)=PlF < 1.96) — B{Z < 1.00)
= 09750 = 08413
= 0. 1537
We often need to use the Z-value associated with specific “tail” areas of the

standard normal distribution. Let z, represent the Z-value associated with a
right-hand “tail area™ of « (see Figure 3.9). 2, is that value for Z such that

PLE Y=
As a result, zo 1s that value from the rable that satisfies

Ll =P =
or

PiZ=<2)=10—-u

For example, z.p25 is that Z such that

PiZ < zips) =1.0—-0.025 = 0.975.

Figure 3.9
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Looking into the body of the table, we get

za25 = 1.96.

Transforming a General Normal Random Variable
to a Standard Normal

2

If Y is a normal random variable with mean u and variance o=, we can transform

it into a standard normal by the equation
i Y — i
Li=—-,
By subtracting p, we recenter the random variable around 0. By dividing by
o, we rescale the random variable so that the variance is 1. In the process, we
convert the original normal random variable into a standard normal.

Figure 3.10 illustrates what this transformation actually does. By subtract-
ing p¢, which is the expected value of Y, the expected value of Z is 0. Dividing
by o rescales the random variable so that the resulting Z-value represents how
many standard deviations a value of a random variable lies from its mean.

Example 2.15 | Production at a Titanium Dioxide Facility

A major titanium dioxide (white pigment) facility uses two production lines, each
with a nominal designed capacity of 300 tons per day. Typically, engineers

Figure 2.10 | Transforming a General Normal Random Variable into a Standard Normal
Random Variable

Distribution of ¥




132

Chapter 3

Example 3.16

Modeling Random Behavior

"overdesign” chemical facilities, which means that both of these lines can actually
produce somewhat more than 300 tons on given days. Historically, the total daily
production of this facility approximately follows a normal distribution with a mean
of 500 tons and a standard deviation of 50 tons.

The corporate office can sell everything this facility can make. As a result,
corporate management really would like to know the probability that this facility
will exceed its nominal total capacity of 600 tons on any given day. Let Y be the
total production on a given day. We thus seek P (Y = 600):

P(Y > 600) = p( Y- 60 Jf)

4] 7
(600 — 500
N }(‘f 50 )
=PZ =20
=1—-PlZ= 3.0

=1 —B972
= (L.0228.

This facility should exceed the nominal capacity only about 2% of the time.

The preduction superintendent believes that the “typical” performance is
between 480 and 520 tons. The probability that production on any given day
falls within that interval is given by

P(480 < Y < 520 ;J('HU_-“ .. _-‘-l'ﬂ'—.u)
fFol = = aild) = < <

a = o) = a

= P(aﬂrHU;)JU[‘J <7z < JJU;UJ[}U )
= P{—0:40 < Z < 0.40)

= P(Z < 0.40) — P{Z < —0.40)
= (.6554 — 0.3446

= 0.3108.

The facility meets this definition of "typical” about 31% of the time.

Setting the Appropriate Mean for a Dairy Packaging Line

Maxcy and Lowry (1984) report on a packaging process for 8-oz milk cartons.
Since the specific gravity of milk is approximately 1.033, one can measure the
volume by measuring the weight. In this case, 8 oz of milk should weigh 245 g.
Historically, these weights follow a normal distribution with a standard deviation of
1.65 g. Federal inspectors require that the mean amount of milk packaged must
be significantly greater than 245 g in order to minimize any underages. Clearly,
plant management would like the mean amount to be no more than necessary to
meet the inspectors’ standards. They argue that a reasonable mean weight should
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produce less than 1% of the cartons underweight. Let ¥ be the weight of a specific
carton of milk. Plant management seeks to find g such that P(Y < 245) < 0.01. To
find this true mean, we first observe

r yAT
PY < 245) = p(1’ w245 HJ
L T

= P{Z = zg)

where zp = (245 —u)/o. f P(Y < 245) = 0.01, then P{Z < zg) = 0.01, and from the
table, zp < —2.33. As a result, we need to choose u such that

245 — u .
= — L0359
(1]
245 . s 34
1.65 EH T
245 — o= —2.33(1.65)

po= 245+ 2.33(1.65)

(= 248.83.

So plant management would like to deliver, on the average, 248.83 g per carton.
In so doing, less than 1% of the cartons would contain less than 8 oz.

» Exercises

3.47 Wasserman and Wadsworth (1989) discuss a process for manufacturing steel

3.48

bolts that continuously feed an assembly line downstream. Historically, the thick-
nesses of these bolts follow a normal distribution with a mean of 10.0 mm and
a standard deviation of 1.6 mm. Process supervision becomes concerned about
the process if the thicknesses begin to get larger than 10.8 mm or smaller than
9.2 mm. Assume that the current process mean is 10.0 mm, and consider a ran-
domly selected bolt.

a. Find the probability that the thickness of this bolt is between 9.2 and
10.8 mm.

b. Find the probability that the thickness of this bolt is smaller than 9.2 mm.

Canning (1993} studied the performance of a new photolithography process.
This process deposits layers of material on silicon wafers. The thicknesses of one
of the layers deposited followed a normal distribution with a standard deviation
of 0.057. Since all thicknesses were measured relative to the nominal, the mean
was 0. The lower and upper specifications were —0.15 and 0.135, respectively.

a. Find the probability that any given layer deposited by the new process falls
within the specifications.

b. Find the value for the mean thickness required to make the probability of
exceeding the upper specification limit be less than 1%.
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Runger and Pignatiello (1991) consider a plastic injection molding process for
a part that has a critical width dimension that follows a normal distribution
with a historic mean of 100 and historic standard deviation of 8. They monitor
this process with a control chart (which we shall discuss in detail in Chapter 3)
with limits of 20 and 110. Assume that the mean width is 100, and consider a
randomly selected part.

2. Find the probability that the width of this part is greater than 110.

b. Find the probability that the width is smaller than 90.

c. Runger and Pignatiello also use “warning” limits of 99 and 101 to help
monitor this process. Find the probability that the width is between 99
and 101.

. Find the value for the mean thickness required to make the probability of
exceeding 101 be less than 10%.

The strength of a chemical paste product delivered in casks is known to fol-
low a normal distribution with a mean of 59 and a standard deviation of 3.4.

a. Find the probability that a cask will have a strength between 55 and 65.

b. Find the probability that a cask will have a strength greater than 53.

c. Find the mean strength needed for the casks such that the probability that a
cask strength is below 55 is less than 3%.

Sokal and Rohlf (1981) studied purebred Canadian dairy cattle. The butterfat
percentages from 2-year-old cows follow a normal distribution with a mean of
4.51 and a standard deviation of 0.348.

a. Find the probability that a 2-year-old cow will have a butterfat percentage
between 4.25 and 4.60.

b. Find the probability that a 2-year-old cow will have a butterfat percentage
less than 4.75.

Buxton (1991) investigated the welding properties of a high-density polyethy-
lene used in an injection mold and then cut into two pieces. The quality of the
weld was then measured by the ratio of the yield stress of the welded bar to
the mean yield stress of unwelded bars. Assume the weld ratios follow a normal
distribution with a mean of 0.83 and a standard deviation of 0.039.

a. Find the probability that a welded bar will have a weld ratio greater than 0.9.

b. Find the probability that a welded bar will have a weld ratio between 0.8
and 0.9.

c. Find the mean weld ratio needed for the welded bars such that the probabil-
ity that a welded bar’s ratio is above 0.80 is greater than 95%.

An ethanol-warter distillation column historically produces yields that are well
modeled by a normal distribution with a mean of 70 volume percent and a stan-
dard deviation of 2.

a. Find the probability that a yield exceeds 75%.
b. Find the probability that a yield is between 67% and 73%.

c. Find the mean yield for this process such that the probability that a yield is
below 70% is less than 0.02.

The volumes delivered by a nominal 20-0z soft drink bottling process follow a
normal distribution with a mean of 20.2 oz and a standard deviation of 0.07.
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a. Find the probability that this process underfills a bottle.
[, The bottle will overflow if the volume delivered exceeds 20.35 oz. Find the
probability of an overflow.

3.55 The daily production of a sulfuric acid process is known to follow a normal
distribution with a mean of 400 tons per day and a variance of 225 tons

per day.
a. Find the probability that today’s production will be between 375 and
425 tons.

b. Find the probability that today’s production will be less than 360 tons.

* 3.6 Random Behavior of Means

Sampling Distributions

We have already seen that the engineering method requires the collection of data.

Often, we summarize the data with quantities calculated from the observed data.

For example, we calculated medians and quartiles in

Chapter 2. We often call such quantities calculated from

Alt statictivs Follow some Histibution data statistics. By the appropriate use of probabilistic mod-

knownoranEnowr : els for modeling the data, we can also model the random
behavior of these statistics.

Definition 3.10| Sampling Distribution

The probability distribution of a statistic is its sampling distribution

Under certain assumptions, statistics follow well-known distributions. The
sampling distribution of a statistic allows us to model in a probabilistic way the
statistic’s behavior. With this information, we can begin to make inferences back
to populations.

The Sample Mean

We often use the arithmetic average or the sample mean to describe the data’s
typical value.

Definition 3.11|Sample Mean

Let ¥y, ¥z, ¥2, i .., ¥, denote a sample of interest. The sample mean, denoted by ¥, is
given by
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where n represents the total number of observations in our sample.

Example 3.17 | Wall Thicknesses of Aircraft Parts

Eck Industries, Inc. (see Mee 1990) manufactures cast aluminum cylinder heads
that are used for liquid-cooled aircraft engines. The wall thicknesses of the coolant
jackets are critical, particularly in high-altitude applications. Engineering specifi-
cations require that this thickness must be at |east 0.190 in. The values are the
thicknesses (in inches) of 18 cylinder heads as measured by ultrasound, which is a
nondestructive technigue:

0.223 0.193 0.218 0.201 0.231 0.204
0.228 0.223 0.215 0.223 0.237 0.226
0.214 0.213 0.233 0.224 0.217 0.210

For these data, 3|, y; = 3.933. Thus,

.
I 1

r= = {3.933) =0.2185,

5 Zi T i

=1

The sample mean, ¥, represents the "center of gravity” for the data set.
Figure 3.11 is the histogram with the sample mean located for the data. ¥ rep-
resents the point that would "balance,” in a loose sense, the histogram. If we
think of the data placed on a seesaw or a lever, ¥ serves as the fulcrum. Just like
a small weight placed on the far end of a lever can balance much heavier weights
closer to the center but on the other side, a single observation quite distant from
the center of the data can balance out the influence of a large number of points
near but on the other side of the sample mean. We say that a point has leverage

Figure 3.11

The Histogram of the Thickness Data

019 020 0.21 i 0.22 023 0.24
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if it is distant from the center. Such a point tends to "draw” the sample mean to
itself. As a result, a single outlier can often distort the sample mean. In Exam-
ple 2.8, we constructed the boxplot for these data and saw that the observation
0.193 was a mild outlier. As a result, this observation is somewhat distant from
the center of the data and has leverage. If we drop this value and recalculate the
sample mean, we get ¥ = 0.220. This single observation moves the sample mean
0.0015 unit toward itself, which, within the framework of these data, is quite a bit.
In Chapter 2, we mentioned that the sample median is a resistant measure of the
typical value. The sample mean, on the other hand, is not because of the leverage
imparted by outliers,

The Central Limit Theorem

Classical statistics almost always assumes that the data come from a random
sample.

Definition 3.12|Randem Sample {(Formal Definition)

A randam sample is one in which all the observations are statistically independent and
follow exactly the same distribution

Statisticians commonly say a random sample is one where the observations are
independent and identically distributed, abbreviated as iid.

Consider taking a series of random samples, all of size n, from some pop-
ulation and calculating ¥ for each one. Since the ¥'s are random variables, the
individual ¥’s are also random variables and follow a distribution. Let o denote
the population standard deviation for the original population (for the ¥'s), and
let o5 be the standard deviation for the sampling distribution of the ¥ ’s. We
often call oy the standard error of the mean. We can show that

We can also show that
E[¥] = u.

Thus, if the original population (underlying or parent population) follows a
normal distribution, then ¥ also follows a normal distribution with mean ¢ and
standard error oy = o/ /1.

Unfortunately, we rarely sample from truly normal distributions. However,
we often can appeal to the Central Limit Theorem.

Definition 2.12|Central Limit Theorem

Consider a series of random samples all containing n observations, each from an
underlying population with mean g and variance o=, If n is sufficiently large, then the
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sampling distribution of ¥ is approximately normal with mean p and standard error
afn.

Thus, if » is sufficiently large, then

_:TT—,'.:

¥—n

ay ofn

7

follows a standard normal distribution.
Of course, we need to consider how large is sufficiently large. If the underly-
ing population actually follows a normal distribution, then # = 1 is sufficiently
large! If the underlying population is symmetric and single-

peaked and the tails die out rapidly, as in Figure 3.12, then

The opplicability of the Central Limit
Theorem depends on the sample size used
for the specific distribution.

many statisticians suggest that »’s of 3 to 5 are sufficiently
large. The literature suggests that #’s of 6 to 12 are suf-
ficiently large for the uniform distribution, which is illus-
trated in Figure 3.13. Clearly, the uniform distribution does

not have a specific peak; however, it is symmetric and its
tails in some sense do die rapidly. As a result, we can apply the Central Limit
Theorem with relatively small sample sizes in this case.

Many texts suggest that # is sufficiently large to assume the Central Limit
Theorem whenever n = 30. Although this holds true for a number of parent dis-
tributions, we can name many counterexamples. In general, the more the shape
of the parent distribution deviates from the bell-shaped curve, the larger the sam-
ple size, n, is required to assume the Central Limit Theorem. Whenever possible,
we should use graphical displays, such as the stem-and-leaf, to check whether
the sample size 1s suthciently large to assume the Central Limit Theorem.

Figure 3.12

A "Well-Behaved” Distribution

Figure 3.13

The Uniform Distribution
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Example 2.18 | Thicknesses of Silicon Wafers

Hurwitz and Spageon (1993) analyzed the performance of a planarization device
that polishes silicon wafers to a high degree of smoothness. Historically, the thick-
nesses at the dead center of the wafer have a mean of 3200 angstroms with a
standard deviation of 80 angstroms. The following thicknesses are for 23 wafers
from a single lot, all measured at the center of the wafer:

3240 3200 3220 3210 3250 3220
3190 3190 3150 3160 3270 3180
3200 3270 3180 3300 3250 3330
3300 3280 3270 3270 3200

Let y, be the thickness of the ith wafer For these data, YL v, = 74,330
Thus,

m 13

Production management would like to know whether there is evidence to
suggest that this lot is thicker than normal. Assume that these data form a random
sample. We can address this question by looking at the probability of obtaining
a sample mean of 3232 or greater when the true process mean is 3200 with a
standard deviation of 80. We therefore seek P(Y =3232). If we assume the Central
Limit Theorem, then

i 3232 — 3200
-#{z- T
B80/+23
=PE>s 192)
= (.0274.

A sample mean of 3232 is 1.92 standard errors from the true process mean.
As a result, the chances of observing a sample mean of 3232 or greater if the
true process mean is 3200 are less than 3%, which is fairly remote. We may con-
clude that there is some evidence to suggest that this particular lot is thicker than
normal.

The validity of this analysis depends on whether we really can assume the
Central Limit Theorem. In other words, for the distribution of these thicknesses,
can we well model the sample mean of 23 thicknesses by a normal distribution?
Consider the stem-and-leaf display of the sample data in Figure 3.14, which gives
us a reasonable "picture” of the distribution for these thicknesses. Although the
data do not follow a clear bell-shaped pattern, they do seem to come from a
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Figure 3.14 The Stem-and-Leaf Display for the Thickness of Silicon Wafers

Stem Leaves Number Depth
Gle.: EGBESS & G
32k, 0001224 T
32w RETTTTE T 10
33k, 003 3 3

distribution with a single peak and with rapidly dying tails. As a result, we should
feel comfortable that with a sample size of 23, we can well model the sample
mean by a normal distribution.

Normal Probability and Q-Q Plots

Many software packages generate normal probability plots to help us determine
whether we can reasonably model our data by a normal distribution. To con-
struct a normal probability plot, we first must rearrange the data in ascending
order. Following our notation in Chapter 2, let yj1; < y2) < -+ = ) represent
this reordered data set. The subscript () represents the rank of the particular
data value. For each value in the reordered data set, we compute the estimated
cumulative probability point, Pj;,, defined by

i [— U'S.
=
Some software packages plot each pair of yj;) and P; on normal probability
paper. Usually, these packages plot the y,;’s on the x-axis and the P;’s on the
y-axis. Other software packages avoid the need to use normal probability paper
and plot the normal quantile associated with Pj;) on the y-axis. What do we mean
by this normal quantile? For a given Pj;;, the corresponding normal quantile
is that value from the body of the standard normal table that corresponds to
a left-hand tail area of P;. In other words, the quantile is that value, z;, for
the standard normal random variable such that the cdf [P(Z < zp)] equals Py;.
Consider the thicknesses of silicon wafers in Example 3.18. The data set consists
of 23 observations; hence, n = 23. The smallest observed data value is 3150;
thus, y(1; = 3150. The corresponding Py, is

f— (.5 1 —0.53
PI:E :lr = - = 0.0217.

" 23

The normal quantile associated with this data value is —2.02 because P(Z =
—2.02) = 0.0217.

For either plot, if the data roughly follow a normal distribution, then we
should see roughly a straight line on our plot: The more the plot deviates from
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a straight line, the less likely the data follow a normal distribution. We use the
data values closest to the median value to define the appropriate straight line.

The value on the data axis that corresponds to the normal quantile of zero
is actually an estimate of the true mean for the data set. The slope of the line is
a function of the standard deviation. If we plot the data on the x-axis and the
normal quantiles on the y-axis, then the slope of the line is inversely proportional
to the standard deviation. As a result, a steep slope for the line, when plotted
this way, indicates a small standard deviation.

A natural question considers how straight is straight. The answer depends
on the size of the data set and how closely the true distribution follows a nor-
mal distribution. Some of our colleagues suggest the “fat pencil” rule. If we can
cover the plotted values with a “fat™ pencil, then we feel fairly comfortable that
the data roughly follow a normal distribution. Although this approach sounds
rather ad hoc, it does seem to work well in practice, particularly for moderate
size samples (n > 15) and for the size plots generated by most software pack-
ages. For smaller data sets, we need to make some allowances. Some analysts
do not rely on normal probability plots for data sets smaller than 15 observa-
tions. Other analysts use them cautiously. Typical violations of the fat pencil rule
include data sets that have distinct outliers—that is, individual data values that
fall off the straight line—and data sets whose true distribution is fairly skewed,
in which case, the pattern follows more of an S-shape.

The next two examples illustrate the use of this plot.

Example 3.19 | Thicknesses of Silicon Wafers—Continued

Figure 3.15 shows the normal probability plot for the thicknesses of silicon
wafers. The data appear roughly to follow a straight line. We thus feel reasonably
comfortable that the data come from a well-behaved distribution. Especially with
a sample size of 23, we feel comfortable that the sample mean follows a normal
distribution by the Central Limit Thecrem.

Figure 3.15

The Normal Probability Plot of the Thicknesses
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Figure 3.16 The Mormal Probability Plot of the Times Between Accidents
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Example 3.20 | Times Between Industrial Accidents—Continued

Figure 3.16 gives the normal probability plot for the times between industrial

accidents. Earlier, we noted that the exponential distribution

provides a reasonable model for these data. The exponen-

: : tial distribution looks nothing like a normal distribution. As

Whenmrpussibfe, use graphical a result, we expect this plot to look quite different from a

technigues tc_r Chfrk the reasonableness of straight line. In this case, the data appear to follow a curved

the Central Limit Theorem. shape, which indicates that we cannot model these data by
a normal distribution.

The normal probability plot is an example of a quantile—quantile or Q-0
plot. Many standard statistical software packages generate Q-Q plots as a way
to help us to determine whether the data roughly follow a specified distribution.
The basic idea of these plots is to graph the data against the quantiles, assum-
ing that these data follow the specified distribution. The only difference berween
these other Q-Q plots and the normal probability plot is the cdf used to deter-
mine the actual quantiles. Some other common distributions for which we often
can generate Q-Q plots are the uniform, gamma, and Weibull.

* Computer Exercises

3.1 Use a statistical software package to illustrate the Central Limit Theorem when
sampling from a normal distribution.
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a. Generate 1000 random samples, each of size 4, from a normal distribu-
tion with a mean of 10 and a standard deviation of 10. Have the software
calculate the sample mean for each sample. Plot a histogram of the sample
means, and comment on the plot.

b. Generate another 1000 random samples, each of size 10, from the same
normal distribution. Have the software calculate the sample mean for each
sample and plot a histogram of the results. Comment on your plot.

c. Generate another 1000 random samples, each of size 30, from the same
normal distribution. Have the software calculate the sample mean for each
sample and plot a histogram of the results. Comment on the plot.

3.2 Use a statistical software package to illustrate the Central Limit Theorem when
sampling from a uniform distribution.

a. Generate 1000 random samples, each of size 4, from a uniform distribution
over the interval —7.5 to 27.5 that has a mean of 10 and a standard deviation
of 10.1. Have the software calculate the sample mean for each sample and
plot a histogram of the results. Comment on the plot.

b. Generate another 1000 random samples, each of size 10, from the same
uniform distribution. Have the software calculate the sample mean for each
sample and plot a histogram of the results. Comment on the plot.

c. Generate another 1000 random samples, each of size 30, from the same
uniform distribution. Have the software calculate the sample mean for each
sample and plot a histogram of the results. Comment on the plot.

3.3 Use a statistical software package to illustrate the Central Limit Theorem when
sampling from an exponential distribution.

3.4 Use a statistical software package to illustrate the Central Limit Theorem when
sampling from a Weibull distribution.

a. Generate 1000 random samples, each of size 4, from a Weibull distribution
with A = 3 and 8 = 2. Have the software calculate the sample mean for
each sample and plot a histogram of the results. Comment on the plot.

b. Generate another 1000 random samples, each of size 10, from the same
Weibull distribution. Have the software calculate the sample mean for each
sample and plot a histogram of the results. Comment on the plot.

c. Generate another 1000 random samples, each of size 30, from the same
Weibull distribution. Have the software calculate the sample mean for each
sample and plot a histogram of the results. Comment on the plot.

= Exercises

3.56 Kane (1986) discusses the concentricity of an engine oil seal groove. Concentric-
ity measures the cross-sectional coaxial relationship of two cylindrical features.
In this case, he studies the concentricity of an oil seal groove and a base cylin-
der in the interior of the groove. He measures the concentricity as a positive
deviation using a dial indicator gauge. Historically, this process has produced an
average concentricity of 5.6 with a standard deviation of 0.7. To monitor this
process, he periodically takes a random sample of three measurements. If the
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average is greater than 6.8 or less than 4.3, he concludes that the process mean
has shifted. Assume that the process mean is 5.6.

a. Find the probability that on the next sample he concludes the process mean
has shifted purely due to random chance.

b. What did you assume in order to find this probability?

Runger and Pignatiello (1991) consider a plastic injection molding process for
a part with a critical width dimension that has a historic mean of 100 and a
historic standard deviation of 8. Periodically, clogs form in one of the feeder
lines, causing the mean width to change. As a result, the operator periodically
takes random samples of size four. If the sample mean width of these four parts
is either larger than 101.0 or smaller than 99.0, then he must immediately take
another sample. Consider the next sample taken. Assume that the actual mean
width is 100.

2. Find the probability that the operator must take another sample
immediately.
b. What did you assume in order to find this probability?

Yashchin (1995) discusses a process for the chemical etching of silicon wafers
used in integrated circuits. This process etches the layer of silicon dioxide until
the layer of metal beneath is reached. This company monitors the thickness
of the silicon oxide layer because thicker layers require longer etching times.
Historically, the layer has a true mean thickness of 1 micron and a standard
deviation of 0.06 micron.

a. A recent random sample of four wafers yielded a sample mean of 1.134. Find
the probability of observing such a mean or something smaller assuming the
historic mean and standard deviation.

b. What did you assume in order to find this probability?

A supplier of plastic pellets claims that when the plastic is pressed into wafers
of uniform thickness, they will have a mean breaking strength of 165 newtons
and a standard deviation of 5 newtons. An engineer at the company randomly
selects wafers from 12 batches of pellets.

a. Find the probability that the sample mean is less than 162 newtons.

b. Find the probability that the sample mean is between 164 and 166 newtons,
inclusive.

¢. What did you assume in order to do this analysis? How should you check
this assumption?

The average modulus of rupture (MOR) for a particular grade of pencil lead is

known to be 6500 psi with a standard deviation of 250 psi.

a. Find the probability that a random sample of 16 pencil leads will have an
average MOR between 6400 and 6550 psi.

b. What did you assume in order to find this probability?

Historically, the chemical reactor for a polyester polymer has averaged 65%
with a standard deviation of 1.5%. Consider a random sample of ten
batches.

a. Find the probability that the sample mean is greater than 67%.
b. Find the probability that the sample mean is less than 64%.
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c. Find the probability that the sample mean is between 62% and 66%,
inclusive.

d. Whar did you assume in order to do this analysis? How should you check
these assumptions?

3.62 An ethanol-water distillation column has an average yield of 93% with a stan-
dard deviation of 1%. A random sample of eight recent batches produced these

yields:

0.90 0.93 0.95 0.86
0.90 0.87 0.93 0.92

a. Find the sample mean for these data.

b. Find the probability that we observe this sample mean or something smaller
given the assumed information about this column.

c. If we could remove any single observation from this data set, which one has
the most influence on the sample mean? Which one has the least influence?
Justify your answer.

. What did you assume in order to do this analysis? How comfortable are you
with these assumptions?

3.63 Snee (1983) examined the thicknesses (in 0.001 in) of paint can ears, which have
a historic mean of 34.2 and a standard deviation of 2.8. The manufacturer took
random samples of five cans each and measured the thicknesses of the ears in
order to monitor the process. A recent sample yielded these thicknesses: 34, 31,

37, 39, and 36.

a. Find the sample mean for these data.

b. Assume that the true population mean is 34.2. Find the probability that we
observe the sample mean we calculated in part a or something larger.

c. If you could remove any single observation from this data set, which one has
the most influence on the sample mean? Which one has the least influence?
Justify your answer.

. What assumptions are necessary to perform this analysis?

Table 3.6

29 36 39 34 34 29 29 28 3z £y
34 34 39 38 37 a5 37 33 38 41
30 29 31 38 29 34 31 37 39 36
30 35 a3 40 36 28 28 31 34 30
32 36 38 38 3as 35 30 a7 3as £y
35 30 35 38 35 38 34 35 35 EY

{Continued )
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Table 3.6 (Continued)

34 a5 33 30 34 40 35 34 33 35
34 35 38 35 30 35 30 35 29 37
40 3 38 35 | 35 36 30 33 32
3as 34 3as 30 36 35 35 31 38 36
32 36 36 32 36 36 37 32 34 34
29 34 33 37 s 36 36 35 37 37
36 30 35 33 31 35 30 29 38 35
3as 36 30 34 36 35 30 36 29 as
38 36 as N 31 30 34 40 28 30

e. The data in Table 3.6 are the thicknesses from 30 samples. In light of these
data, how comfortable are you with the assumptions required to do the
above analysis? Justify your answer.

» 3.7 Random Behavior of Means When
the Variance Is Unknown

The Sample Variance

The Central Limit Theorem requires that we know the variance, a2, which we

rarely do. In such situations, we require an estimate of o2, The classical estima-

tor of o2 is s2.

Definition 3.14|5ample Variance

We define the sample variance, %, by

1 I

"

5 -y

§ = Yi— ¥/ -
n—1 4 o

=1

This statistic looks like an “average™ of the squared deviations from the sample
mean. In this case, we use # — 1 for the denominator instead of #. We can show
that by defining s? this way, E(s?) = o2, which is a desirable property we shall
discuss in Chapter 4. Clearly from the definitional formula,

9

s = 0.
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Although the definitional formula is very important for conceptual purposes, it
should not be used for actually computing s?. Frankly, most spreadsheet and
engineering calculators find s* directly. In the few cases where we need to calcu-
late s* by hand, we should use the computational formula:

=

z 1=1

&
meln—1)

The classical estimator of o is the sample standard deviation, s, given by
f =3

&= Ve,

The t-Distribution

Since we calculate s2 from the observed data, it is a random variable. In Sec-
tion 4.7, we shall discuss its sampling distribution. The Central Limit Theorem
tells us that if the sample size is sufficiently large, then

7_’=?_E

aglyn

follows a standard normal distribution. This Z-statistic, however, involves only
a single random variable, ¥. When we substitute s for &, we introduce a new
source of variability. As a result, we have no basis for modeling the resulting
statistic by a standard normal distribution.

If the ¥'s follow a normal distribution, we can show that

13[“ = ||'-!

t=——
sfyn

tollows a t-distribution with n — 1 degrees of freedom. Essentially, the f-statistic
represents how many estimated standard deviations a given value of a random
variable lies relative to its mean. The degrees of freedom represent the amount
of information present in our estimate of the standard error. In general,

degrees of freedom = number of observations
—number of parameters estimated.
It is well known that this result is quite robust to the normality assumption. By
that, we mean that if the y’s follow a well-behaved distribution (single peaked

and relatively symmetric, and the tails die rapidly) and if n is “moderately” large,
then we can well model

¥

5/ n
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Figure 3.17

Comparison of the Z and ¢-Distributions

by a t-distribution with n — 1 degrees of freedom. The larger the degrees of free-
dom associated with our #-statistic, the more the parent population can depart
from a normal distribution. We typically use a stem-and-leaf display (if we have
more than roughly 15 observations), a normal probability plot, or both to check

the “well-behaved” assumption.
The t-distribution is actually a family of distributions indexed by the
degrees of freedom. Essentially, the t-distribution is a “squatter™ version of
the Z, as illustrated in Figure 3.17. As the degrees of free-

VOICE OF EXPERIENCE dom increase, the #-distribution approaches the standard

We rarely know o 1 hence, the
¢-distribution is extremely important.

normal. In other words, as the amount of information asso-
ciated with our estimate of the standard error gets larger, the
closer this estimate comes to the true value. As a result, the

Example 3.21

t-distribution comes closer and closer to the Z-distribution.

Table 2 of the appendix gives values of Pit < t,) for various important

choices for « and the degrees of freedom. We shall use this table extensively in

Chapter 4, so we save a detailed discussion of its use untl then. Nonetheless,

we can begin to interpret an observed value of the t-statistic as the number of

estimated standard errors y lies relative to its presumed true mean. As a result,
we have these two rough rules of thumb:

I. It is rare to observe |t| = 3 due to random chance.

2. It is unlikely, though possible, to observe |¢| > 2 due to random chance.

The exact probabilities of observing such results depend on the number of
degrees of freedom, which explains the formal need for Table 2 of the
appendix.

Packaged Weights

King {1992) discusses the net weights of a nominally 1é-oz packaged product.
An inspector collected a sample of 20 packages and accurately measured their
net contents. Let y, denote the net contents of the ith package. Table 3.7 lists
the necessary information to calculate the sample mean and the sample variance.
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Table 3.7 The Packaged Weights Data

i i y: i ¥i ¥’
1 16.4 268.96 1" 16.6 275.56
2 16.4 268.96 12 16.6 275.56
3 16.5 272.25 13 16.8 282.24
4 16.5 272.25 14 16.3 265.69
5 16.6 275.56 15 16.4 268.96
6 16.7 278.89 16 16.5 272.25
7 16.2 262.44 17 16.5 272.25
8 16.4 268.96 18 16.6 275.56
9 16.4 268.96 19 16.7 278.89

10 16.5 272.25 20 16.8 282.24

For these data, 3, y, = 330.4 and 3, y° = 5458.68. The sample mean, the
sample variance, and the sample standard deviation for these data are

¥y =16.52

noin—1)
20(5458.68) — (330.4)°
20- (20— 1)
=0.0248

s=+52 = +/0.0248 = 0.15.

Assume that these data form a random sample. Management must ensure that the
true amount packaged is something greater than 16 oz. We shall discuss formal
approaches to this kind of problem in Chapter 4. However, if p = 16.0, then the
value of the observed t-statistic is

_1_- — U

sim

16.52 — 16.0
0.16/+/20

= 1453

Thus, a sample mean of 16.52 is more than 14.5 estimated standard errors from
16.0. The chances of seeing such an extreme valus due to random chance are
extremely remote and, in fact, are approximately zero. We are guite confident
that the true process mean is something greater than 16.0 oz.
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Of course, this informal analysis depends on how well we can model

¥—p

sfJn

by a t-distribution. Consider the stem-and-leaf display of the data in Figure 3.18.
It indicates that the data appear to come from a single-peaked, roughly sym-
metric distribution with tails that die fairly rapidly. Figure 3.19 gives the normal
probability plot for these data. This is a typical plot for a moderate number of
observations that assume a relatively few number of distinct values. Although
the data do not form a perfectly straight line, we are satisfied that the data
come from a well-behaved distribution, especially because we have a sample
size of 20. As a result, we should feel reasonably comfortable with our analysis of
these data.

Figure 3.18 | The Stem-and-Leaf Display for the Packaged Weights Data

Stem Leaves MNumber Depth
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Figure 3.19 | The Normal Probability Plot for the Packaged Weights Data
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» Computer Exercises

3.5

.7

Use a statistical software package to illustrate the distribution of the t-statistic
when sampling is from a normal distribution.

a:

i

Generate 1000 random samples, each of size 4, from a normal distribu-
tion with a mean of 10 and a standard deviation of 10. Have the software
calculate the sample mean, the sample standard deviation, and the f-statistic
for each sample. Plot a histogram of the #-statistics and comment on the
plot.

Generate another 1000 random samples, each of size 10, from the same nor-
mal distribution. Have the software calculate the sample mean, the sample
standard deviation, and the #-statistic for each sample. Plot a histogram of
the results and comment on your plot.

Generate another 1000 random samples, each of size 30, from the same nor-
mal distribution. Have the software calculate the sample mean, the sample
standard deviation, and the #-statistic for each sample. Plot a histogram of
the results and comment on the plot.

Use a startistical software package to illustrate the distribution of the f-statistic
when sampling is from a uniform distribution.

a.

Generate 1000 random samples, each of size 4, from a uniform distribution
over the interval —7.5 to 27.5 that has a population mean of 10 and a pop-
ulation standard deviation of 10.1. Have the software calculate the sample
mean, the sample standard deviation, and the #-statistic for each sample. Plot
a histogram of the results and comment on the plot.

Generate another 1000 random samples, each of size 10, from the same uni-
form distribution. Have the software calculate the sample mean, the sample
standard deviation, and the #-statistic for each sample. Plot a histogram of
the results and comment on the plot.

Generate another 1000 random samples, each of size 30, from the same uni-
form distribution. Have the software calculate the sample mean, the sample
standard deviation, and the ¢-statistic for each sample. Plot a histogram of
the results and comment on the plot.

Use a statistical software package to illustrate the distribution of the f-statistic
when sampling is from an exponential distribution.

a.

Generate 1000 random samples, each of size 4, from an exponential distri-
burion with A =0.1 that has a population mean and a population standard
deviation of 10. Have the software calculate the sample mean, the sample
standard deviation, and the ¢-statistic for each sample. Plot a histogram of
the results and comment on the plot.

Generate another 1000 random samples, each of size 10, from the same
exponential distribution. Have the software calculate the sample mean, the
sample standard deviation, and the ¢-statistic for each sample. Plor a his-
togram of the results and comment on the plot.

Generate another 1000 random samples, each of size 30, from the same
exponential distribution. Have the software calculate the sample mean, the
sample standard deviation, and the ¢-statistic for each sample. Plot a his-
togram of the results and comment on the plot.
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Use a statistical software package to illustrate the distribution of the ¢-statistic
when sampling from a Weibull distribution.

t H

* Exercises

Generate 1000 random samples, each of size 4, from a Weibull distribution
with & = 3 and g = 2. Have the software calculate the sample mean, the
sample standard deviation, and the ¢-statistic for each sample. Plot a his-
togram of the results and comment on the plot.

Generate another 1000 random samples, each of size 10, from the same
Weibull distribution. Have the software calculate the sample mean, the sam-
ple standard deviation, and the #-statistic for each sample. Plot a histogram
of the results and comment on the plot.

Generate another 1000 random samples, each of size 30, from the same
Weibull distribution. Have the software calculate the sample mean, the sam-
ple standard deviation, and the ¢-statistic for each sample. Plot a histogram
of the results and comment on the plot.

3.64 Pignatiello and Ramberg (1985) studied the heat treatment of leaf springs. In
this process, a conveyor system transports leaf spring assemblies through a high-
temperature furnace. After this heat treatment, a high-pressure press induces
the curvature. After the spring leaves the press, an oil quench cools it to near
ambient temperature. An important quality characteristic of this process is the
resulting free height of the spring, which has a target value of exactly 8 in. The
following table lists the resulting leaf spring heights (in inches) for a heating
time of 23 sec. Assume these data form a random sample.

3.65

7.5 7.6 7.5 7.5 7.6 7.5
7.6 7.6 7.8 7.6 7.8 7.6
7.6 7.6 7.4 7.2 1.2 7.3
7.6 7.8 1.7 7.8 7.5 7.6

Find the sample mean, the sample variance, and the sample standard devia-
tion for these data.

Assume that the true population mean is 8 in. Find the observed value of the
t-statistic. Use the rough rules of thumb to interpret your result.

What did you assume to do the informal analysis? Can you evaluate how
well these data meet the assumptions? If yes, determine how comfortable
you are with them. If not, explain why.

An ethanol-water distillation column has an average yield of 93%. A random
sample of eight recent batches produced these yields:

0.90 0.93 0.95 0.86
0.90 0.87 0.93 0.92
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a. Find the sample mean for these data.

L. Assume that the historical average is true. Calculate the observed value of
the t-statistic. Use the rough rules of thumb to interpret your result.

c. What did you assume to do the informal analysis? Can you evaluate how
well these data meet the assumptions? If yes, determine how comfortable
you are with them. If not, explain why.

Consider the filling operation for 20-0z bottles of a popular soft drink. Histor-
ically, this operation averages 20.2 oz. A recent random sample of 12 bottles
yielded these volumes:

20.0 20.1 20.0 19.9 20.5 20.9
20.1 20.4 20.2 19.1 20.1 20.0

a. Find the sample mean for these data.

b. Assume that the historical average is true. Calculate the observed value of
the t-statistic. Use the rough rules of thumb to interpret your result.

¢. What did you assume to do the informal analysis? Can you evaluate how
well these data meet the assumptions? If yes, determine how comfortable
you are with them. If not, explain why.

The nominal power produced by a student-designed internal combustion engine
is 100 hp. The student team that designed this engine conducted ten tests to
determine the actual power. The data follow:

o8 101 102 97 101
o8 100 92 o8 100

a. Find the sample mean, the sample variance, and the sample standard devia-
tion for these data.

b.  Assume that the nominal average is true. Calculate the observed value for
the t-statistic. Use the rough rules of thumb to interpret your result.

¢. What did you assume to do this analysis? How comfortable are you with
these assumptions?

A cheese manufacturer is concerned that a supplier is adding water to their milk

to increase profits. Adding water to milk raises its freezing temperature, which

is —0.545° C. A random sample of 10 batches of the supplier’s milk yielded the

following freezing temperatures:

—0.54140 —0.53873 —0.52649 —0.53203 —0.53340
—0.54351 —0.53729 —0.52877 —0.53872 —0.54827

a. Find the sample mean for these data.
b.  Assume the supplier is not adding water to the milk. Calculate the observed
value for the #-statistic. Use the rough rules of thumb to interpret your result.
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¢. What did you assume to do the informal analysis? Can you evaluate how
well these data meet the assumption? If yes, determine how comtortable you
are with them. If not, explain why.

A maintenance manager believes that the true mean time between repairs for a
major piece of packaging equipment is 20 days. Assume that the last 15 repairs
form a random sample. The times between repairs (in days) are listed here:

10 23 12 18 20
17 11 17 23 54
12 14 18 22 11

1. Find the sample mean for these darta.

b.  Assume that the maintenance manager’s belief is true. Calculate the observed
value of the f-statistic. Use the rough rules of thumb to interpret your result.

¢. What did you assume to do the informal analysis? Can you evaluate how
well these data meet the assumptions? If yes, determine how comfortable
you are with them. If not, explain why.

Farnum (1994, p. 195) discusses a chrome plating process. Small electric cur-
rents are run through a chemical plate that contains nickel, resulting in a thin
plating of the metal on the part. Since the bath loses nickel as the plating pro-
ceeds, the operators periodically add more nickel to the bath. The process runs
three shifts per day. The following are the bath concentrations at the beginning
of the day for five days: 4.8, 4.5, 4.4, 4.2, and 4.4. Assume that these concen-

trations form a random sample.

a. Find the sample mean, the sample variance, and the sample standard devia-
tion for these data.

b. Assume that the true mean nickel concentration is 4.5 oz/gal, which is the
operating standard. Calculate the observed value for the #-statistic. Use the
rough rules of thumb to interpret your result.

¢. What did you assume to do the informal analysis? Can you evaluate how
well these data meet the assumptions? If yes, determine how comfortable
you are with them. If not, explain why.

d. If you add any single value from the range 4.0-5.0, which one produces
the largest sample variance? Which one produces the smallest? Justify your
answer statistically. (Hint: What is the definitional formula for the sample
variance?)

Albin (1990) studied aluminum contamination in recycled PET plastic from
a pilot plant operation at Rutgers University. She collected 26 samples and
measured, in parts per million (ppm), the amount of aluminum contamination.
The maximum acceptable level of aluminum contamination, on the average, is

220 ppm. The data follow:

291 222 125 79 145 119 244 118 182
63 30 140 101 102 87 183 &0 19
19 511 120 172 70 30 Q0 115
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a. Find the sample mean, the sample variance, and the sample standard devia-
tion for these data.

b.  Assume that the true mean amount of aluminum contamination is 220 ppm,
which is the maximum acceptable level. Calculate the observed value for the
t-statistic. Use the rough rules of thumb to interpret your result.

¢. What did you assume to do the informal analysis? Can you evaluate how
well these data meet the assumptions? If yes, determine how comfortable
you are with them. If not, explain why.

d. If you could add any single observation from the range 0-500, which one
produces the largest sample variance? Which one produces the smallest?
Justify your answer statistically. (Hint: What is the definitional formula for
the sample variance?)

» 3.8 Normal Approximation to the Binomial

Engineers often require the binomial distribution to model data when the sample
size, #, is too large to make direct calculation of the probabilities convenient.
We can use the Central Limit Theorem to show that if the

VOICE OF EXPERIENCE sample size, n, is sufficiently large, then we can well model

The normal approximation to the binomial
often requires very large somple sizes.

the distribution of a binomial random variable, Y, by a nor-
mally distributed random variable, ¥*, that has the same
mean and variance as Y. Thus,

Example 3.22

E(Y*)=mp

var[Y*] = upg=np - (1 —p).

Typically, we consider » to be sufficiently large if both
np =35 and ng=3.

The approximation works better if both #p and ng are greater than or equal
to 10.

Packaging 50-lb Graphite Bags

People have found many uses for graphite, from brake linings to pencil lead.
A major graphite company commoenly distributes graphite in bags that have a
nominal net weight of 50 |b. Most users require that the true mean net weight
really be 50 lb. This company defines a correctly filled bag to contain between 48
and 52 |b. Historically, 1% of the bags filled by this company’s packaging process
fall outside this range and thus do not conform fo the specifications.

Each week, this company carefully weighs the net contents of 1000 randomly
selected bags to determine the proportion that fails to conform to the specifica-
tions. Let ¥ be the number of nonconforming bags. We can well model ¥ by a
binomial distribution with mean and variance
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= E(Y)=np=1000(0.01) = 10

o = spg = 1000(0.01){0.99) = 9,9,

respectively. We could use the probability function for a binomial random variable
to compute specific probabilities; however, with such a small p and such a large
n, we probably should seek an easier solution. Since both np and ng are greater
than 5, we can approximate ¥ by a normal random variable, which we will call Y*,
that has the same mean and variance as Y.

Consider now the probability that we observe exactly ten nonconforming
bags. Although it makes perfect sense to talk about having exactly ten noncon-
forming bags, for a continuous random variable, P{Y* =10) = 0. Since Y* has
meaning only over some interval of interest, we must define intervals for Y* that
correspond to the discrete values of Y. Consider the plot in Figure 3.20. A rea-
sonable interval comesponding to Y=101is 9.5 = Y* <10.5 (see Figure 3.21).
Thus, we can approximate P(¥ =10) by P(9.5 = ¥ < 10.5). We can approximate
P(Y=10) by P(Y* = 10.5), and we can approximate P(Y < 10) by P{Y" = 9.5). Using
the constant 0.5 in this manner is called the correction for continuity.

In general, if ¥ really follows a binomial distribution with parameters n and
p and we wish to approximate its distribution by Y, which is a normal random
variable with mean np and variance npg, then (see Figure 3.22)

Figure 3.20

Figure 3.21

o
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o
=
(2]
=




3.8 Normal Approximation to the Binomial 157

Figure 3.22

PiY=a)m Pla—0.5<¥Y* <a+0.5)
PlY <a)=Pl¥Y" <a+0.5)
P(Y <a)= P{¥* <a—0.5)
PiY = a)=P(Y*2a4+ 0.3
PiY = a) = P{Y* = a— 0.5).

With this information, the probability that exactly ten bags fail to meet the
specifications is given by

PiY=10)= P25 <Y*<10.5)

» F'( 95 —np Y*—mnp 10.5—np )

Jrpq — Jupg — J/apq
9.5-10 10.5 — 10
=p( e < —— )
o 2.9 155

=Pl—-0.16<Z <0.16)
=PZ <0.16)—- PF{Z < —0.16)
= (.5636 — 0.4364

= ITTT.

Thus, we should expect approximately 13% of the time to have ten bags that fail
to meet the specifications.

A major customer of this company, an automobile manufacturer, rejects ship-
ments of graphite when more than 1.5% of the bags fail to meet the specifications.
Thus, consider the probability that more than 1.5% of the random sample of 1000
bags fail to meet the specifications, which means that they find more than 15
nonconforming bags. We thus seek P(Y = 15}, which is given by

FiY = 158) = P{¥Y* = 15.5)

i P(‘r" —up li.ﬁ—np)

Japg o Jnpg

=P(Z>; 15.5 - nq')

V9.9
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PlZ =175
= T —PlF =<1 75)
= 1.0 —0.9539 = (.0401.

Approximately 4% of the time we should expect to see more than 15 noncon-
forming bags out of 1000 inspected.

* Exercises

3.72

3.73

3.74

3.75

A manufacturer of nickel-hydrogen batteries discovered a problem with “blis-
ters” on its nickel plates. These blisters cause the resulting battery cell to short
out prematurely. During a specific production period, 8.5% of the plates exhib-
ited blisters within 50 test cycles. A normal production cell uses 60 nickel plates.
The customer strongly believes that the cell will short out prematurely if two or
more plates blister within 50 cycles.

a. Find the probability that two or more plates in this cell blister.
b. Find the probability that one or fewer fails.

Atwood (1986) studied the failure of pumps used in standby safety systems for
commercial nuclear power plants and found that the probability that a randomly
selected pump failed to run after starting was 0.16. Consider a nuclear power
plant with 200 standby safety pumps.

a. Find the probability that more than 10% of the pumps fail to run after
starting.
b. Find the probability that 32 or fewer fail to run after starting.

Felt-tip markers have shelf lives of approximately two years. Ideally, at least
95% of the felt-tip markers should still write after sitting on a shelf for two years.
Most manufacturers use accelerated life testing whereby markers are placed in
an oven at elevated temperatures for a given period of time, usually about six
weeks. The proportion that survive the elevated temperatures provides a good
estimate of the proportion that should survive two years on a shelf. Suppose that
historically 95% of the markers tested survive the accelerated life test. Consider
a random sample of 300 markers.

a. Find the probability that more than 15 markers fail to survive the test.

b. Find the probability that fewer than 10 fail to survive the test.

c. Suppose a random sample of 300 markers yielded 30 that failed to survive.
What would you begin to conclude about the true proportion that should
survive two years on the shelf? Justify your answer statistically.

Marketing studies for many consumer goods, including automobiles, often ask
600 people whether they prefer one product or brand over another. For example,
an automobile manufacturer wants to market its latest luxury model to those
who currently drive the leading selling model. Consider a random sample of
people who all drive the leading selling luxury automobile. Each person in this
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group drives the manufacturer’s latest luxury automobile and then gives his or
her preference.

a. Suppose that 50% of all people who drive the leading selling luxury auto-
mobile would actually prefer the manufacturer’s latest model. Find the prob-
ability that more than 550 people in the random sample of 600 prefer the
manufacturer’s new model.

b. Suppose that 25% of all people who drive the leading selling luxury auto-
mobile would actually prefer the manufacturer’s latest model. Find the prob-
ability that fewer than 135 people in the random sample of 600 prefer the
manufacturer’s new model.

3.76 A major bottler of soft drinks historically averages 0.5% underfills. Consider a
random sample of 2000 bottles with carefully measured volumes.

a. Find the probability that 10 or fewer bottles are underfilled.

b. Find the probability that 15 or more bottles are underfilled.

c. Find the probability that 20 or more bottles are underfilled.

d. Suppose that a consumer group carefully measures the volumes of 2000
bottles and finds 20 or more underfilled. What should they conclude? Justify

your answer statistically.

3.77  As explained earlier, airplanes approaching the runway for landing are required
to stay within the localizer (a certain distance left and right of the runway).
When an airplane deviates from the localizer, it is sometimes referred to as an
exceedence. Consider one airline at a medium-sized airport with 30 daily arrivals
and an exceedence rate of 12%.

a. Find the probability that on a particular day more than 10 planes have an
exceedence.

b. Find the probability that on a particular day 5 planes or fewer experience an
exceedence.

. Find the probability that on a particular day more than 2 burt fewer than 3

experience an exceedence.

Find the exact probability that on a particular day more than 2 but fewer

than § experience an exceedence.

¢. Do your answers to parts ¢ and d differ? Why or why not?

3.78 A manufacturer of CDs claims that 99.2% of its CDs are defect-free. A software
company that buys these CDs wants to verify the manufacturer’s claim. They
randomly select 1500 CDs.

a. Find the probability that 25 or fewer CDs are defective.

b. Find the probability that 4 or fewer CDs are defective.

c. Suppose a random sample of 1500 CDs yielded 4 defective. What would
you begin to conclude about the manufacturer’s claim? Justify your answer
statistically.

Cin

* 3.9 The Weibull Distribution for Reliability Applications

Reliability is an extremely important discipline within engineering. Our favorite
definition for reliability is “quality over time.” A reliable product is one that
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continues to meet its performance specifications under normal use for a signif-
icant period of time. The quality aspect comes from meeting the performance
specifications, hence, the definition. We say that a product has failed when it no
longer meets its performance standards. At that point, we need to either replace
or repair the product.

Typically, reliability data involve “life times.” What we mean by “life time”
depends upon the specific engineering context. Examples of life times are:

*  The time from start of product service until failure
#  The time of sale of a product until a warranty claim
*  Number of cycles until failure

The last example deserves some explanation. Consider light bulbs. Typically,
they fail upon turning them on. The number of times that we turn on a light
bulb until it fails may be a better expression of its life time than its time in use
until failure. Jet engine manufacturers track both the total engine flight time
until failure as well as the number of flights (in this case, the cycles). The points
of greatest stress on the jet engine are take-off and landing, hence, the focus on
cycles.

d Reliability engineers understand that products fail through some underlying
physical process. Three common ways that products fail as related to the time of
use are the failure rate decreases over time (infant mortality), the failure rate is
random over time, or the failure rate increases over time {wear out). Infant mor-
tality, random failure, and wear out are examples of failure modes. Knowledge
of the underlying mechanism for failure suggests that the Weibull distribution
is an extremely useful model for reliability data. Typically, reliability engineers
prefer to use separate Weibull models for each specific failure mode. As a result,
this section focuses on the use of the Weibull distribution for modeling reliability
data.

Section 3.4 introduces the Weibull distribution. Typically, reliability engi-
neers use a slightly different parameterization of the Weibull distribution. Let T
be the random variable associated with the life time. Another expression of the

Weibull pdf is

E{Lf-Texp[—(t/n)f] t=0 =0 p=0.

0 otherwise

VOICE OF EXPERIENCE We call g the “shape parameter” and n the “scale parame-

: : ter.” Different values of the shape parameter are associated
Bum—m_ﬂfpn:_un'ucts,such u_se:'ectmmcs, with specific failure modes. Figure 3.23 plots the Weibull
SRR I TE RN Eoniallty el pdf for various values of 8. We see that a value of B near
0.5 reflects infant mortality, where the product tends to
fail early in its life. For g = 1, the Weibull distribution
reduces to the exponential distribution. We typically associate the exponen-
tial distribution with “random failure.” For g = 3, the Weibull distribution
acts very similarly to the normal distribution. We associate values of B near
5 with “wear out.” Clearly, the Weibull is an extremely flexible family of
distributions.
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Figure 3.23 | Plot of the Weibull pdf for 5 =1
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VOICE OF EXPERIENCE Reliability engineers use four basic functions to describe the

ST Borfingith o behavior of life data: the pdf, the cdf, the survival func-
e e tion, and the hazard function. Each of these is an alternative
faliure mode less interesting. : : : :
expression of the pdf. The survival function $(¢) gives the
probability that a specific product will survive past some
time, ¢. It simply is

St =1—F{#.

For the Weibull distribution,

BlE)-= exp 1’—-:_?}-"”]."";]

for t = 0. The hazard function b{t) is perhaps the most popular way to express
the probability distribution for reliability data. It represents the instantaneous
failure function, and some engineers call it the hazard rate. We define the hazard
function by

The hazard function for the Weibull distribution is

Ai—1

wo=(2) (%)
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Figure 3.24

Plot of the Weibull Hazard Function with n =1
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for t = 0. Figure 3.24 plots the Weibull hazard function for several values of g
when 5 = 1. For the case where g = 1, which is the exponential distribution,
h(t) is a constant, which is why engineers associate the exponential distribution
with random failure. We see that for 8 < 1 {infant mortality), the hazard func-
rion decreases over time. On the other hand, for 8 = 1 (wear out), the hazard
Increases over time.

A crucial question is how can we identify if the Weibull distribution is appro-
priate for our darta. If we determine that the Weibull is appropriate, then another
important question is how do we estimate £ and 5. Typically, we use a Weibull
probability plot to address the first question. This probability plot is similar to
the normal probability plot in Section 3.6. The fundamental difference is that
the Weibull plot determines the quantiles based on the Weibull distribution.
For the second question, we will use software to find estimates of the shape
and scale parameters. The best way to illustrate the Weibull plot is through an
example.

Example 3.23 | Time to First Failure for Electric Carts

Zimmer, Keats, and Wang (1998) give the times, in months, to the first failure for 20
electric carts used for internal delivery and transportation in a large manufacturing

facility. The data follow.

0.9 1.5 23 3.z 3.9 5.0 6.2 7.5 8.3 10.4
111 12.6 15.0 16.3 19.3 22.6 24.8 3.5 38.1 53.0
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Figure 3.25

Weibull Probability Plot of Electric Cart Failure Times
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Figure 3.25 gives the Weibull plot for these data from Minitab. The plot conforms
reasonably well with a straight line so, we are comfortable that the Weibull dis-
tribution is an acceptable model. Minitab reports an estimate of 8, the shape
parameter, as 1.11 and an estimate of 5, the scale parameter, as 15.27. The esti-
mate of the shape parameter is, for all practical purposes, one which indicates a
random failure mode. Minitab also reports estimates of the population mean and
standard deviation. Minitab constructs these estimates based on the estimates of
£ and n. We see that the estimated population mean and standard deviation are
approximately the same, which is consistent with an exponential distribution (a
Weibull distribution with § =1}, as we saw in Section 3.4. Typically, reliability engi-
neers are not interested in making decisions involving the mean reliability time.
Rather, they usually focus their attention on certain percentiles. For example, an
engineer may need an estimate of the time until 5% of these carts have their first
failure. We can use the cdf with the estimated values of § and 5 to generate the
estimate of this percentile.

Blgy=1 — E'XE’![—:J“_-'"rj::;I]
BB =] = t-xp[—(r‘_.-" 15.27)41 '-l
exp [—[r‘_.-" 15.27)11 '] =1—0.05
exp [_u..-'l_s.r_:]-i '] — 0.95
(#1527 = In(0.95)

=105
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We can also use the probability plot to get an approximate estimate. We find 5%
on the y-axis, slide across to the line and then read the value on the x-axis. Using
Figure 3.25, we can see that the fifth percentile is close to 1.

The vast majority of reliability tests involve right censor-

VOICE OF EXPERIENCE ing where the engineer stops the test either at some pre-

The need for failure data in o fimely manner
leads to night censoring.

specified time (Type | censoring) or after a predetermined
number of failures (Type Il censoring). Standard statistical
software such as Minitab and JMP handle these censored

data sets very well. The interpretation of the resulting Weibull
plots is the same. A full discussion on censering is beyond the
scope of this text.

+ Exercises

3.79

3.80

3.81

3.82

Consider the breaking strength data given in Exercise 2.4. Strength often is a
measure of product reliability that can be well modeled by a Weibull distribu-
tion.

I. Use statistical software to generate the Weibull plot and discuss the results.

2. Suppose the engineers want 99% of these fibers to have a breaking strength
of at least 1.2 GPa. Use the Weibull plot and comment on the engineers’s
goal.

Consider the electronic component failure times given in Exercise 2.11. We will

concentrate only on the failure times that are below 20 hours, which corresponds

to the first 29 rows of data.

| Use statistical software to generate the Weibull plot and discuss the results.

2. Use the Weibull plot to estimate the failure time where 10% of electronic
components fail.

3. Use the Weibull cdf or statistical software to estimate the failure time where
10% of electronic components fail.

Consider the running times of fuses data given in Exercise 2.70.

|. Use statistical software to generate two Weibull plots: one for operator 1
and one for operator 2. Compare the results.

Use the Weibull plots to estimate the percentage of tuses that fail at a time
of 4.8. Compare your estimates for operators 1 and 2.

3

Pan and Rigdon (2009) investigate the reliability of air conditioning units. The
time to first failure is given below.

194 413 90 74 55 23 97
50 359 50 130 487 102

|. Use statistical software to generate the Weibull plot and discuss the results.

2. Use the Weibull plot to estimate the percentage of air conditioners that will

have their first failure at or below a time of 100.




3.83

3.84

3.85

3.86

3.10 Case Study

3. Use the Weibull cdf or statistical software to estimate the percentage of air
conditioners that will have their first failure at or below a time

of 100.

Zimmer, Wang, and Pathak {1998) present data from Sandia National Labo-
ratory that represents times to failure for 15 components. Due to the sensitive
nature of the data, Sandia requires the data to be disguised; however, the data
behavior is real. The data fallow.

0.10 3.14 15.40 36.40 60.10
75.10 20.50 121.00 140.00 190.00
201.00 256.00 301.00 355.00 399.00

Use statistical software to generate the Weibull plot and discuss the results.
Use the Weibull plot to estimate the component time where 10% fail.

Use the Weibull cdf or statistical sofrware to estimate the failure time where
10% of components fail.

[

Lad

Hallinan (1993) discusses a reliability test involving engines. The mechanical
engineer recorded the times to failure for 18 engines. The data follow.

610 630 660 680 710 730
730 780 800 830 830 870
200 920 940 260 980 1010

Use statistical software to generate the Weibull plot and discuss the results.
Use the Weibull plot to estimate the engine time where 5% fail.

Use the Weibull cdf or statistical software to estimate the time where 5% of
the engines fail.

T el st

Consider the electronic component failure times given in Exercise 2.11. Using
the whole data set and statistical software, generate the Weibull plot and discuss
the results.

Consider the strengths of 1.5 mm glass fibers given in Exercise 2.13. Use statis-
tical software to generate the Weibull plot and discuss the results.

3.10 Case

Study

Generally, Faber-Castell sells its products either in a polypropylene film package
or in a blister pack. Both packaging processes are high volume, so the company
seeks to minimize downtime due to repair. One way to achieve this goal is to
develop appropriate probability models for the time between repairs for the key
pieces of equipment. Maintenance then can allocate its mechanics in an optimal
way to meet the anticipated repairs.

Faber uses an older piece of equipment for a significant proportion of the
polypropylene film packaging. From historical data, Faber can well model the

165
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time between repairs for this piece of equipment by an exponential distribu-
tion with A = 0.15. As a result, on the average, this piece of equipment goes
1/ = 6.7 days berween repairs with a standard deviation of 6.7 days. The
probability that it goes longer than vy days between repairs is exp{ — 0.15 - vg).
The following values are the days between repairs for this piece of equipment
during a four-month period in 1995:

4 & 1 9 &
0 1 4 2 29
20 1 4 7 1

Figure 3.26 gives the stem-and-leaf display, which shows a pattern quite similar
to the times between industrial accidents data, also modeled by an exponential
distribution. As an initial impression, we may think that the times 20 and 29 are
outliers. However, according to our exponential model, the probability of this
equipment going 20 or more days between repairs is

exp{ —0.15- 20) = 0.050

or 1 in 20. As a result, these values (20 and 29) are perfectly consistent with an
exponential distribution that has a very heavy right tail. We would be making a
major mistake to conclude that these times are unusual. Periodically, we expect
this piece of equipment to go a significant time between repairs.

We also must consider the mean time between repairs (6.7 days) in light of
the shape of the actual times. We usually think that roughly half of the data
values should fall below and roughly half above the mean. This expectation
15 quite reasonable when the shape of the distribution is roughly symmetric.
However, the exponential distribution is highly skewed to the right. As a result,
most of the times actually fall well below the mean. The occasional extreme
value distorts the average to make it larger.

Faber uses a blister package to sell individual items such as erasers. A critical
piece of equipment for this process forms the plastic bubble or blister. From
historical data, Faber can well model the times between repairs for this piece

of equipment by a Weibull distribution with 4 = 0.075 and g = 0.75. As a

Figure 3.26

The Stem-and-Leaf Display for the Film Packaging Equipment Data
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result, on the average, this piece of equipment goes 15.9 days between repairs
with a standard deviation of 21.5 days. The probability that it goes longer than
yo days between repairs is exp( — 0.075 - y)"7*. The following values are the

days between repairs for this piece of equipment during a six-month period
in 1995:

1 25 S0 1 7
12 2 8 1 1
0 2 22 68 29

The stem-and-leaf display in Figure 3.27 shows a highly-skewed pattern. As an
initial impression, we may think that the times 50 and 68 are outliers. However,
according to the Weibull model, the probability of this equipment going 50 or

more days between repairs is
exp — [(0.075 - 50)°75] = 0.068

or more than 1 in 20. As a result, these values (50 and 68) are perfectly consistent
with a Weibull distribution that has a very heavy right tail. We would be making
a major mistake to conclude that these times are unusual. Periodically, we expect
this piece of equipment to go a significant time between repairs.

Again, we must consider the mean time between repairs (15.9 days) in light
of the shape of the actual times. We usually think that roughly half of the data
values should fall below and roughly halt above the mean. Such an expectation
is quite reasonable when the shape of the distribution is roughly symmetric.
However, this Weibull distribution is highly skewed to the right. As a result,
most of the times actually fall well below the mean. The occasional extreme
value distorts the average to make it larger.

The packaging department has many pieces of equipment requiring similar
frequency of repair. Since these pieces of equipment require frequent attention,
maintenance keeps one full-time mechanic in this area during the first shift to
handle the minor repairs.

Figure 3.27

The Stem-and-Leaf Display for the Blister Package Equipment Data
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Estimation and Testing

» 4.1 Estimation

Populations and Samples

In Chapter 3, we developed the foundations for modeling the random behav-
ior of engineering data. These models provide the basis for predicting physi-
cal phenomena. From a statistician’s perspective, these models actually describe
populations.

Most engineering data come from processes that change over time. Within
this context, the population corresponds to the state of the process at a specific
interval of time. Three examples of populations are:

#  The true mean outside diameter of the pen barrels produced by an injection
molding process

» The differences in the elastic strengths of polymer yarn produced by two
different machines

® The coefficients that relate the effect of catalyst, temperature, and pressure
to a polymer filament’s strength

Certain features of populations are of real interest to engineers. The outside
diameter of the pen barrel must be as close as possible to a specific nominal
value to guarantee the proper fit between the barrel and the pen cap. Thus, the
true mean diameter and some appropriate measure of the diameters” variability
are of real interest. Often we use the standard deviation as our measure of vari-
ability. We should be vitally concerned about the difference among the typical
strengths of the yarns spun on the two different machines. Clearly, there must
be an engineering reason to explain any difference that exists. The coefficients
in our model for the filament strength determine the influence that the three
factors (catalyst, temperature, and pressure) exert on the filament strength. If a
given coefficient is actually zero, then the particular factor associated with that
coefficient has no influence on the filament’s strength. Important terms in our
models lead to the concept of parameters.
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Definition 4.1 | Parameter

A parameter s a numeric quantity that describes an important feature of a population

Parameters always depend, either implicitly or explicitly, on

the model selected to describe the population, and they sum-

B marize the relevant information about the population. Sta-

ﬁﬂ?ﬁ:ﬁ e Constants SN mOIOE  gissial thinking recognizes that we often can “distill™ all the

' important information about a population of interest into
just a few quantities. Examples of parameters are:

The true average or population mean, ., outside diameter of a pen barrel
The population standard deviation, o, which is an important measure of
variability, for the strengths of the yarns spun on a specific machine

*  The true value of the coefficient, g, that relates the eftect of changes in the
polymerization temperature and a polymer filament’s strength

In general, we shall use lowercase Greek letters to denote parameters. Occasion-
ally, we shall use 8 to denote some arbitrary parameter.

The Basic Estimation Problem  The engineering method requires us to estimate
the parameters in our model and to address “interesting questions™ about these
parameters. In real life, we never see populations, at least not in their entirety. As
a result, the parameters that describe the important features of these populations
are never truly known. We thus have a problem. Consider the outside diameters
of the pen barrels. Of real concern to an engineer is the true mean outside diam-
eter () and the population standard deviation (o}, but we are unable to ever
know their true values. Do you begin to see the dilemma? The commonsense
approach to this quandary is to sample from the population and then to use this
sample to estimate the appropriate parameters.

Definition 4.2 | Statistic

A statistic is a guantity calculated from a sample that describes an important feature
of that sample.

In general, we shall use either a lowercase Roman letter or a lowercase Greek
letter with the symbol A, called a *hat,” over it to denote a statistic. Three
examples of statistics are:

*  The sample average or sample mean, ¥, of the outside diameters of ten pen
barrels produced by an injection molding process

o  The sample standard deviation, s, for the strengths of five sample yarns
spun on a specific machine

*  The estimated coefficient, B, that relates the effect of changes in the
polymerization temperature and a polymer filament’s strength




4.1 Estimation

Definition 4.3

Estimator

An estimator is a statistic used to estimate an unknown parameter of a population

VOICE OF EXPERIENCE We shall let 8 represent an estimator of the arbitrary param-

Both statistics and estimators are random

variables.

eter # of some population of interest. Examples of estimators
are ¥, s, and 8.

Example 4.1

Filling Milk Cartons

A common industrial engineering problem deals with packaging equipment. Con-
sider the process that fills 8-oz milk cartons. Clearly, if we put too much in the car-
ton, we waste milk through spillage. A more subtle issue, though, is giving away
"free product.” Government regulations require that, on the average, the distrib-
utor must put something more than 8 oz in the carton to prevent underages. From
an economic standpoint, we would like to make sure that the true mean amount
is no more than absolutely necessary to meet these regulations. Two questions
are very important for the operation of this process:

*  \What is the true current mean amount of milk delivered to these cartons?
* s the current mean too large or too small?

Given the natural variability in the amounts delivered to each individual carton,
these questions are nontrivial and demand sound statistical analysis.

Figure 4.1 illustrates the relationship between a population and a sample.
Our real interest is in the population—in this case, in the amounts of milk deliv-
ered by the process. Often, we may assume that the population produces
observations that either follow some model or are well approximated by some
medel. For example, we may model the amounts delivered by a normal dis-
tribution. Thus, there are two important parameters of characteristics of this
population:

*  u, the population mean amount of milk delivered
* o, the population standard deviation for these amounts

Under the assumption that the amounts follow a normal distribution, knowledge
of u and o provides complete information about the probabilistic behavior of the
data. Unfortunately, we would need to observe the amount delivered to every
carton over the life of this process to actually know both w and o, which is clearly
not realistic. Thus, p and o are truly unknowable, and this presents a problem.
Our solution is to take a sample from our population and use the sample data to
estimate p and a.
We have already encountered two potential estimators of @

*  The sample mean
®  The sample median
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Figure 4.1

The Relationships Among Populations, Parameters, Samples, and Statistics

Population

B
Sample
x
o 5
i
(]

The two possible estimators of o are:

* 5, the sample standard deviation
*  Some constant multiple of the interguartile range

Mow, which estimators should we use to estimate g and a7 In this context, how
should we estimate the true current mean amount of milk delivered and the true
standard deviation for these amounts?

Choosing Estimators

To lay a foundation for addressing how to select appropriate estimators, we need
to pursue a slight digression. Consider the purchase of a new personal computer.
What factors should we consider: price, microprocessor, speed, RAM, storage
on the hard drive, peripherals, or others? Clearly, we should make our decision
based on criteria that weigh the relative values of these factors.

Consider a second digression. Let 8 be the true time at this very instant. Do
we really know 87 Of course not. However, our watch or a clock provides an
estimate of #. How do we define a “good” estimate of #? Most people tend to
define good in terms of these criteria:

s Accuracy, where our watch is set to the correct time
*  Precision, where we prefer a watch with a second hand to one with only a
minute hand and we prefer one that neither gains nor loses time

These same two issues arise in statistical estimation. Classical statistics tends to
measure accuracy through the concept of unbiasedness.
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Definition 4.4 | Unbiased Estimator

An unbiased estimator of an unknown parameter is one whose expected value is equal
to the parameter of interest.

We call  an unbiased estimator of 8 if
E|fi] = 8.

Thus, the estimator yields, on the average, an estimate close to the true value.
A biased estimator is one where E[#] # 8. Figure 4.2 shows the sampling distri-
butions for two possible estimators, #; and 8, of some parameter 8. The mean
value of 81 is 8, whereas the mean value of 45 is not. In terms of accuracy, we

prefer & because its long-run average is #—that is, because it is an unbiased
estimator of 4.

The concept of precision looks at the variances of the estimators.

Definition 4.5 | Precision

An estimator is more precise if its sampling distribution has a smaller standard error,

Figure 4.3 shows the sampling distributions for two unbiased estimators 91 and
#3, of some parameter 6. Both estimators appear to be unbiased; hnwever 61 has
a much smaller variance than &;. Consequently, we expect #1 to give us more
estimates closer to the true value of 8 than é,. Hence, we prefer to use 8,.

Back to the question at hand: Which estimators should we use to estimate
the true current mean amount of milk delivered by this process, u, and the
variance of the amounts delivered, o2? Under the assumption of a random sam-
ple from a normal distribution, it can be shown that the sample mean, ¥, and
the sample variance, s?, are the most precise unbiased estimators of u and o,
respectively.

Figure 4.2 Biased and Unbiased Estimators
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Figure 4.3

Illustration of Precision

ffa

Point and Interval Estimates

We call ¥ and s? point estimators because they estimate the specific values for p
and o2, respectively. Since they estimate only the specific “point,” they possess
grave limitations. For example, consider y. Because ¥ is a continuous random
variable, we have

Fiv =g} =1

Thus, we know that this point estimate has no chance of being corvect! As a
result, statisticians prefer to talk about inferval estimates for parameters. Ide-
ally, the width of the interval should reflect two factors:

1. Our confidence in the interval

2. The variability of the estimator

How can we generate such intervals? From the Central Limit Theorem, if the
sample size, », is sufficiently large, then y follows a normal distribution with
mean g and standard error o/,/n. Suppose we randomly select two ¥'s from this
distribution and construct intervals of the form

a
?': :‘: ‘:-'.r_."_:l _.u
N

Figure 4.4 shows two possibilities. The lower interval does not contain g, which
sometimes happens, but we expect it to happen only & - 100% of the time.

In Chapter 3, we observed that we rarely know the population variance;
however,

follows a #-distribution under a wide range of conditions. We can use this insight
to construct the basic (1 — a) - 100% confidence interval for u by the following
argument:
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Figure 4.4 llustration of Confidence Intervals

] Y — i
P(—gpun <1 S tgpain) =P (— O By r?'-".u.-"lj

The factor t4¢,/> is the value from the t-table (Table 2 in

; . — the appendix) that corresponds to a right-hand tail area
Confidence” refers ta the reliability of the of a/2 for a t-distribution with df degrees of freedom (see
procedure, not the specific interval Figure 4.5).

If we could repeat this process an infinite number of
times, the interval

Serin 5
Yigfnl —=

WJh

Figure 4.5
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would contain the true value for {1 — @)-100% of the time. Thus, a (1—«)-100%
confidence interval for p is

¥+ tap i —- (4.1)

! Jn

The width of the interval reflects these two factors:

1

|. Our confidence in the interval through #4¢ ,3
1. The variability of the estimator through :g."\/ﬁ

In those rare cases where we essentially know o2 (we have an independent esti-
mate with a very large number of degrees of freedom), t,2 is essentially z,, 5
and an appropriate interval is

o
¥+

o 3>
— gy f L ¥

W n

It 1s important to note that the true value, g, is either in this interval or
not. It is from the way we construct our confidence interval that we are highly
confident our procedure has produced an interval that actually contains the true
value of the parameter. A confidence interval thus represents the range of values
for the parameter of interest that we feel is reasonable or plausible. Finally, this
confidence interval is for the population mean, not individual values.

Example 4.2

Filling Milk Cartons—Revisited

Maxcy and Lowry (1984) report on a filling process for milk cartons that nomi-
nally contain & fluid ounces (fl oz). Since the specific gravity of milk is approxi-
mately 1.033, one can measure the volume by measuring the weight. In this case,
8 fl oz should weigh 245 g. Historically, the standard deviation for these weights
has been 1.465 g. For most engineering processes, the variance is much more sta-
ble over time than the mean, so we may treat this standard deviation as known.
The operators monitor the process by accurately weighing five cartons of milk
each day. Historically, these weights tend to follow a well-behaved distribution,
so a sample size of five is large enough to assume the Central Limit Theorem.
The weights for day 15 were 263.9, 266.2, 266.3, 266.8, and 265.0 g. The sample
mean, ¥, is given by

iT - I{'ﬁ;
Yy Z 13 265.641+1.96
) ST yn W3
= 26564145

— (264.19,267.09),
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Thus, we feel reasonably comfortable that the true current mean amount of milk
delivered to each carton is somewhere between 264.19 and 267.09 g. More tech-
nically, this interval was generated by a procedure that actually contains the true
current mean ?5% of the time. We are thus 95% confident that the interval 264.19
to 267.09 g really does contain the frue current mean amount, and we believe
that the true current mean amount is somewhere in this interval.

Why should we focus so much attention on the mean when the real question
of interest is whether the individual cartons meet the minimum specification of
245 g? If we can reasonably model the amounts delivered by a normal distribu-
tion, then we completely describe the amounts’ probabilistic behavior by @ and
o. In this case, o is known and constant, so we need to consider only the pop-
ulation mean. The lower bound for cur confidence interval, 264.19, is more than
11.6 standard deviations from the specification limit. At least for day 15, we have
no reason to worry about this process’s performance relative to the specification.

Calculating Sample Sizes

Engineers often need to collect data to estimate a parameter of interest within a
given precision. For example, we may need to estimate the mean force required
to break a polymer filament to within £100 Ib. A reasonable question is: How
many polymer filaments do we require in order to obtain the given precision?

Suppose we wish to estimate a population mean when we have at least a
reasonable idea of the population standard deviation, o. In this case, we may
treat o as known; thus, the form of the appropriate confidence interval is

We observe that o/\/n controls the width of this interval. Since we essentially
know o, we can make the width of the interval as small as we wish by an
appropriate choice of n. Suppose we wish to estimate this mean to within +B
units. We thus need to choose n such that

e (222

Since # must be an integer, we should always round up.

This entire procedure assumes that » is sufficiently large for the Central
Limit Theorem to apply. As a result, we need to have some basic idea about the
shape of the underlying distribution before we can determine the appropriate
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sample size. Often, we base our knowledge of o on some baseline data. These
baseline data can provide a basis for generating either a stem-and-leaf display
or a normal probability plot. The plots then provide us with some insight as
to an appropriate minimum sample size in order to assume the Central Limit
Theorem.

Example 4.3

Filling Milk Cartons—Continued

Suppose a government inspector requires this company to generate a 95% con-
fidence interval with a widih of £0.5 g. We already know that the population
standard deviation is 1.65 g and that the data follow a well-behaved distribution
such that sample sizes as small as five are appropriate for assuming the Central
Limit Theorem. By applying equation (4.2), we obtain

1.96 - (1.65)\2
= ( 0.5 )
> 41.83
= 42

because the sample size must be an integer.

» Computer Exercises

4.1

4.2

Use a statistical software package to illustrate confidence intervals when sam-
pling is from a normal distribution.

a. Generate 1000 random samples, each of size 4, from a normal distribu-
tion with a mean of 6 and a variance of 12. Have the software calculate
the sample mean and a 25% confidence interval for each sample. Count
how many samples fail to contain the true mean value. Comment on your
results.

b. Generate another 1000 random samples, each of size 10, from the same nor-
mal distribution. Have the software calculate the sample mean and a 95%
confidence interval for each sample. Count how many samples fail to con-
tain the true mean value. Comment on your results.

c. Generate another 1000 random samples, each of size 30, from the same nor-
mal distribution. Have the software calculate the sample mean and a 95%
confidence interval for each sample. Count how many samples fail to con-
tain the true mean value. Comment on your results.

Use a statistical software package to illustrate confidence intervals when sam-
pling is from a uniform distribution.




Exercizes

Generate 1000 random samples, each of size 4, from a uniform distribution
over the interval 0 to 12 that has a mean of 6 and a variance of 12. Have
the software calculate the sample mean and a 95% confidence interval for
each sample. Count how many samples fail to contain the true mean value.
Comment on your results.

Generate another 1000 random samples, each of size 10, from the same
uniform distribution. Have the software calculate the sample mean and a
95% confidence interval for each sample. Count how many samples fail to
contain the true mean value. Comment on your results.

Generate another 1000 random samples, each of size 30, from the same
uniform distribution. Have the software calculate the sample mean and a
95% confidence interval for each sample. Count how many samples fail to
contain the true mean value. Comment on your results.

4.3 Use a statistical software package to illustrate confidence intervals when sam-
pling is from a x? distribution.

a.

i

Generate 1000 random samples, each of size 4, from a x? distribution with
6 degrees of freedom that has a mean of 6 and a variance of 12. Have the
software calculate the sample mean and a 95% confidence interval for each
sample. Count how many samples fail to contain the true mean value. Com-
ment on your results.

Generate another 1000 random samples, each of size 10, from the same
x?* distribution. Have the software calculate the sample mean and a 95%
confidence interval for each sample. Count how many samples fail to contain
the true mean value. Comment on your results.

Generate another 1000 random samples, each of size 30, from the same
x? distribution. Have the software calculate the sample mean and a 95%
confidence interval for each sample. Count how many samples fail to contain
the true mean value. Comment on your results.

4.4 Use a statistical software package to illustrate confidence intervals when sam-
pling is from a Weibull distribution.

a.

» Exercises

Generate 1000 random samples, each of size 4, from a Weibull distribution
with & = 3 and g = 2. Have the software calculate the sample mean and a
95% confidence interval for each sample. Count how many samples fail to
contain the true mean value. Comment on your results.

Generate another 1000 random samples, each of size 10, from the same
Weibull distribution. Have the software calculate the sample mean and a
95% confidence interval for each sample. Count how many samples fail to
contain the true mean value. Comment on your results.

Generate another 1000 random samples, each of size 30, from the same
Weibull distribution. Have the software calculate the sample mean and a
95% confidence interval for each sample. Count how many samples fail to
contain the true mean value. Comment on your results.

4.1 Kane (1986) discusses the concentricity of an engine oil seal groove. Concentric-
ity measures the cross-sectional coaxial relationship of two cylindrical features.
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In this case, he studied the concentricity of an oil seal groove and a base cylin-
der in the interior of the groove. He measures the concentricity as a positive
deviation using a dial indicator gauge. Historically, the standard deviation for
the concentricity is 0.7. To monitor this process, he periodically takes a random
sample of three measurements.

a. A recent sample yielded a sample mean of 5.8. Construct a 95% confidence
interval for the true mean concentricity.

b. Find the sample size required to estimate the true mean concentricity to
within £0.2 using a 95% confidence interval.

c. What did you assume to do these analyses? How can you check these
assumptions?

Runger and Pignatiello (1991) consider a plastic injection molding process for
a part that has a critical width dimension with a historic standard deviation
of 8. Periodically, clogs form in one of the feeder lines, causing the mean width
to change. As a result, the operator periodically takes random samples of size
four.

a. A recent sample yielded a sample mean of 101.4. Construct a 99% conhf-
dence interval for the true mean width.

b, Find the sample size required to estimate the true mean width to within £2
units using a 99% confidence interval.

c. What did you assume to do these analyses? How can you check these
assumptions?

Yashchin (1995) discusses a process for the chemical etching of silicon wafers
used in integrated circuits. This process etches the layer of silicon dioxide until
the layer of metal beneath is reached. This company monitors the thickness
of the silicon oxide layer because thicker layers require longer etching times.
Historically, the layer thicknesses have a standard dewviation of 0.06 micron.

2. A recent random sample of four wafers yielded a sample mean of 1.134
microns. Construct a 95% confidence interval for the true mean thickness.

b. Find the sample size required to estimate the true mean thickness to within

+0.01 micron using a 95% confidence interval.

What did you assume to do these analyses? How can you check these

assumptions?

g}

The modulus of rupture (MOR) for a particular grade of pencil lead is known

to have a standard deviation of 250 psi.

a. A random sample of 16 pencil leads yielded a sample mean of 6490. Con-
struct a 90% confidence interval for the true mean MOR.

b. Find the sample size required to estimate the true mean MOR to within
+100 using a 90% confidence interval.

c. What did you assume to do these analyses? How can you check these
assumptions?

The yields from an ethanol-water distillation column have a standard deviation
of 1%. A random sample of eight recent batches produced these yields:

0.90 0.93 0.95 0.86
0.90 0.87 0.93 0.92
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a. Construct a 99% confidence interval for the true mean yield.

L. Find the sample size required to estimate the true mean yield to within
+0.5% using a 99% confidence interval.

c. What did you assume to do these analyses? How can you check these
assumptions?

Wasserman and Wadsworth (1989) discuss a process for the manufacture of
steel bolts that continuously feed an assembly line downstream. Historically, the
thicknesses of these bolts follow a normal distribution with a standard deviation
of 1.6 mm. A recent random sample yielded these thicknesses:

9.7 9.9 10.3 10.1 10.5
9.4 ?.9 10.1 9.7 10.3

a. Construct a 95% confidence interval for the true mean thickness.

b, Find the sample size required to estimate the true mean thickness to within
0.2 mm using a 95% confidence interval.

¢. Whart did you assume to do these analyses? How can you check these
assumptions?

The ocean swell produces spectacular eruptions of water through a hole in the
cliff at Kiama, Australia, known as the Blowhole. Historically, the time between
eruptions has a standard deviation of 10 seconds. The times at which 10 succes-
sive eruptions occurred was measured in seconds:

60 55 7 56 68
a9 73 61 69 61

a. Construct a 99% confidence interval for the true mean time between
eruptions.

b. Find the sample size required to estimate the true mean time between erup-
tions to within £3 seconds using a 99% confidence interval.

c. What did you assume to do these analyses? How can you check these
assumptions?

Data on the concentration of polychlorinated biphenyl (PCB) residues in a series
of lake trout from Cayuga Lake, NY, can be found in Bates and Warts (1988).
Each whole fish was mechanically chopped, ground and thoroughly mixed, and
5-gram samples taken. The samples were treated and PCB residues in parts per
million {ppm) were estimated using column chromatography. Historically, the
PCB residues have a standard deviation of 0.7 ppm. A subset of the data is
shown in the table.

0.6 1.6 0.5 1.2 2.0
1.3 2.5 2.2 2.4 1.2

2. Construct a 90% confidence interval for the true mean PCP residues.
b. Find the sample size required to estimate the true mean PCB residues to
within £0.075 using a 90% confidence interval.
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c. What did you assume to do these analyses? How can you check these
assumptions?

A study was done on the propagation of an ultrasonic stress wave through a sub-
stance. In particular, attenuation (the decrease in amplitude of the stress wave
measured in neperfcm) in fiber-glass-reinforced polyester composites was mea-
sured. Artenuation values are known to have a standard deviation of 0.25.

2.6 2.5 2.2 2.0 2.1 2.3 2.6

a. Construct a 95% confidence interval for the true mean attenuation values.

b. Find the sample size required to estimate the true mean attenuation values
to within £0.20 using a 95% confidence interval.

c. What did you assume to do these analyses? How can you check these
assumptions?

» 4.2 Hypothesis Testing

Overview

Consider the milk carton example in more detail. Since the specific gravity of
mulk is approximately 1.033, 8 fl oz of milk weigh 245 g. The milk filling pro-
cess has a target mean amount of 260 g in order to guarantee no underages.
This target is more than nine standard deviations from the minimum require-
ment! The population mean can actually drop three standard deviations {almost
5 g) and the probability that the process underfills a given carton would still
be virtually zero. As a result, the industrial engineer assigned to this process is
primarily concerned about overfilling the cartons. In Example 4.2, the random
sample of five cartons on day 15 had a sample mean weight of 265.64 g. Is
this sufficient evidence to conclude that the process is beginning to overfill the
cartons?

If it is, then the engineer is responsible for taking appropriate action.

If it is not, then the best thing to do is to leave the process alone. Taking
unnecessary action is a waste of effort and can add needless variability to
the process.

Just like this engineer, all of us constantly must make decisions under risk,
whether we are in the business world or in a laboratory class. How should we
make these decisions? To address this question, we first require a digression.

Consider a criminal court case—a capital murder case where the defendant
faces a death sentence if found guilty. Standard American judicial procedure
presumes that the defendant is innocent until proven guilty, and the jurors must
be convinced “beyond a reasonable doubt” that the defendant is guilty. The
criminal court situation is illustrated by Table 4.1.

Convicting an innocent person is called a Type I error. Acquitting a guilty
person is called a Type II error. We can actually describe this whole process as
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Table 4.1
Jury's Decision
Convict Acquit
Innocent Type ! Ok
Defendant's error
State OK Type Il
Guilty error

testing two hypotheses. The nominal claim, which we shall call the null hypoth-
ests, denoted by Hp, is

Hy: The defendant is innocent.

The alternative claim, which we shall call the alternative hypothesis, denoted by
H,, is

H,: The defendant is guilty.

Note that the alternative hypothesis is what the prosecutor wishes to establish.

The Error Probabilities

Let & be the largest probability of rejecting Hy when the null hypothesis is true.
Thus, @ represents the maximum probability of making a Type 1 error. In the
court example, & is the probability that we convict an inno-
cent person. The actual size of « used by an individual juror
Bt i ol ol defines what he or she considers to be “beyond a reasonable
SN RORRE RSO doubt,” and, ideally, should be rather small particularly in a
statemnent .
capital murder case, where the defendant faces the prospect
of a death sentence. As the result of using a small e, reject-
ing the null hypothesis, Hy, is a strong claim. Not rejecting the null hypothesis is
a weak claim. Why? Does failing to convict the defendant imply that the defen-
dant is really innocent? Of course not! It simply means that there was insufficient
evidence to convict. The jury may honestly believe that the defendant is proba-
bly guilty and still acquit him or her. They were simply not convinced beyond a
reasonable doubt.

A Type Il error is failing to reject the null hypothesis when the alternative is
true. In the court case, failing to convict a guilty defendant is a Type Il error. If
« is small—that is, we require a large amount of evidence to convince us beyond
a reasonable doubt—then the chances that we will make a Type II error tend to
be large.

Typically, for a fixed situation, decreasing ¢« will cause the probability of
making a Type II error to increase. @ is often called the significance level for
our test. The significance level for a hypothesis test, e, is exactly the same o we
used in confidence intervals. We often call the probability that we reject the null
hypothesis, when a specific alternative hypothesis is true, the power of our test.
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Ideally, we would like the power to be as large as possible. For a fixed sample
size, once « 1s fixed, then so is the power and vice versa. The trade-offs between
« and the power are extremely important in determining sample size, which we
shall discuss later in this section.

One-Sided Alternatives

What does all of this have to do with our industrial engineer? We may consider
filling the milk cartons as a test of two hypotheses:

Hp: p=260g

H,: > 260g.

Why do we make g = 260 g the alternative hypothesis? We need substantial evi-
dence before we should conclude that the process needs correction. We must be
certain “beyond a reasonable doubt.” Note that Hy: p > 260 g is an example
of a “one-sided” alternative because the engineer is really interested only when
the process puts in more than 260 g of milk.

We summarize this test in Table 4.2. A Type I error causes the engineer
to look for a change in the process when none truly is present. Thus, he or
she will waste time and effort needlessly. On the other hand, a Type II error
means that the engineer should have searched for the cause of a process change
but did not. Consequently, the process has a greater risk of overfilling the
cartons.

In this particular situation, the engineer believes that a reasonable o or sig-
nificance level is .05, which represents a good balance between the chances of
making a Type I and a Type II error when we sample five cartons per day. Statis-
ticians often use this level for conducting tests because it represents a reasonable
compromise between Type I and Type Il errors for many practical sample sizes.
The most commonly used values for @ are 0.10, 0.05, and 0.01.

The Two-Sided Alternative

Consider the filling process from a general management perspective. Since the
population variance is known and remains constant, we need to focus only on

Table 4.2

Engineer’s Decision

Correct Den't
process correct
—260 g Type | oK
Actual okl
Weight oK Type I
= 260 g error
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the population mean. If p < 260 g, then the government regulators may inter-
vene. On the other hand, if g = 260 g, then we are giving away more product
than we should and we risk spilling milk as the result of the overfilling. From this
perspective, the engineer should seek to keep the filling process set to precisely
260 g.

Consider the following monitoring procedure that determines when the fill-
ing process needs to be adjusted. Each hour, five cartons are weighed and a test
of the following hypotheses is performed:

Hy: M= 260 £

Hy: pn#260g

In this case, we have a “two-sided™ alternative because we are interested in
means both larger and smaller than the nominal value. If we obtain sufficient
evidence to reject the nominal claim, then we are justified in adjusting the pro-
cess. We thus are able to bring the filling process back into line before a major
quality problem occurs. This procedure is actually very common in manufac-
turing. Since we sample the process frequently, we are less concerned about a
Type I error—not seeing a process shift when one is present. If we do not see
a shift on this sample, we should see it in a subsequent sample within a few
hours. On the other hand, a Type 1 error requires the engineer to search for a
cause of a possible change when none is present, which from a management per-
spective should be minimized. Actual industrial practice uses an & of 0.0027. In
Chapter 5, we shall discuss why.

Rejecting the null hypothesis is easier in a one-sided hypothesis test than in
a two-sided hypothesis test. Mathematically, this is true because putting all of «
on one side makes the critical value smaller. Conceptually, this is true because
by focusing on only one side of the distribution, the shift does not need to be as
extreme since it can happen in only one direction.

The Five-Step Hypothesis Testing Procedure

We are now in a position to outline the general five-step hypothesis testing
procedure:

|. State the appropriate hypotheses:

Hy: the nominal claim

Hy: the alternative claim

VOICE OF EXPERIENCE Usually the null hypothesis is that some parameter, 8, is at

All of our test stotistics may be viewed as

signal-fo-noise ratios,

some nominal value, 8y. The alternative claim is what we
wish to establish and should be chosen before collecting
data.

187
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2. State the appropriate test statistic: If the variance is unknown, which is

typical, then the test statistic has the form

where #; is the nominal value for the parameter of interest and &; is an

appropriate estimate of the standard error of . If the variance is known,
then the test statistic has the form

where o; is the standard error of . The primary exception to this rule is
when we test variances.

State the critical region for the test statistic: Determine the values for the
test statistic that constitute sufficient evidence to reject the nominal claim.
Essentially, we define those values for the test statistic that are “beyond a
reasonable doubt.”

4. Conduct the experiment and find the specific value for the test statistic:
In proper statistical analysis, the first three steps should be done

before any data are collected. This point is often lost in textbooks
because the exercises give the data results in the basic problem
statements. However, a well-planned experiment should have clear criteria
for making decisions before the data collection in order to ensure
objectivity.

Reach appropriate conclusions and state them in English: A hypothesis
test has two possible conclusions:

L

Lfy

*  Fail to reject the null hypothesis
* Reject the null hypothesis

We never “accept the null hypothesis;™ rather, we just did not

have sufficient evidence to establish the alternative. In many cases,

quite a bit of evidence supports the alternative hypothesis but not enough
to convince us “beyond a reasonable doubt.” The conclusions “fail to reject
Hp" and “reject Hy" are statistical jargon and really should not be used in
reporting the final conclusions. Instead, we always interpret these results in
light of the engineering context of the problem. We should always give a
well-phrased answer in English. If we reject the null hypothesis, we should
give an appropriate confidence interval to quantify the range of values for
the parameter that we consider plausible in light of our data.

Finally, whenever possible, we should check to make sure that the assump-
tions we make are reasonable. Most of our tests and confidence intervals are
based on the #-distribution. Strictly speaking, the ¢-distribution assumes that the
data themselves follow a normal distribution; however, it is well known that
the t-distribution is very robust to this requirement. For very small sample sizes,
we shall require that the data follow a distribution quite close to a normal. As the
sample size increases, we may relax that assumption. In general, we are looking
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for the data to tollow a distribution that is single peaked, roughly symmetric,
and with tails that die rapidly.

Example 4.4

Filling Milk Cartons—Continued

As stated in Example 4.2, Maxcy and Lowry (1984) report on a filling process
for milk cartons that nominally contain 8 fluid ounces (245 g). To ensure that the
process does not underfill the cartons, management wants to maintain a true
mean amount of 260 g. Historically, the standard deviation for these weights has
been 1.65 g. For most engineering processes, the variance is much more sta-
ble over time than the mean, so we may treat this standard deviation as known.
The operators monitor this process by accurately weighing five cartons of milk
each day. Historically, these weights tend to follow a well-behaved distribution,
so a sample size of five is large enough to assume the Central Limit
Theorem.

5

State hypotheses: Let g be the nominal value for i for our test. In
general, these are the possible sets of hypotheses:
Hp: =g Hp: =y Hps =
Hz: p =g Hi: po= up Hi: i+ ug

In this case, py = 260. Suppose that management is primarily concerned
with overfilling the cartons. Then the appropriate hypotheses are

f'lr.;;.: = 1{3(}

Ha: u > 260.

7. State the test statistic: Since the amounts delivered come from a
well-behaved distribution and since we know the population variance, we
may use the Central Limit Theorem. Our test statistic is

z=_‘l'_ﬂli

afn

73]

State the critical region: The critical regions depend on the alternative
hypotheses. Consider Ha: < po. Figure 4.6 illustrates that we reject Hg if

Z = —z,. Now consider Ha: p = pp. Figure 4.7 illustrates that we reject Hp if
Z = z,. Finally, consider Ha: o # po. Figure 4.8 illustrates that we reject Hp if
|Z] = zur2. We need to determine an appropriate significance level. Commeon
choices for @ are 0.10, 0.05, and 0.01. Since we conduct this test often, we
really are more concerned about a Type | error, rejecting the null hypothesis
when it is true, than a Type [l error, failing to detect a change in the true
amount of milk delivered. Why? If we make a Type | error, we must

search for the cause of a change when none is present. Since we are
conducting this test so frequently, we run the risk of constantly searching

for problems that do not exist. On the other hand, since we are conducting
this test so frequently, if we do not detect a change in the true mean on any
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Figure 4.6 Critical Region for Ha: p < po
Figure 4.7 Critical Region for Ha: = pp
Figure 4.8 Critical Region for Hy: p # pg

Zwl2

given sample, we should pick it up on a subsequent sample. Thus, we shall
use o = 0.01. Since we have Ha: p = ug, we reject the null hypothesis if

L= 2
= '_"‘.I.H

= 2316,
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4. Conduct the experiment and find Z: The weights for day 15 were
263.9, 266.2, 266.3, 266.8, and 265.0 g. For these data, the sample mean
¥ = 265.64, and we have

¥ — Iy

b i—

[
o/

265.64 —

260
.65/ 5

= /.64,

L

Reach conclusions and state them in English: Since 7.64 = 2.326, we
have sufficient evidence to reject the null hypothesis. As a result, we have
sufficient evidence to conclude that the packaging process is overfilling the
cartons. Thus, we should search out the presence of any changes to our
process. Rejecting the nominal claim simply means that the data do not
support the claim that the true mean amount delivered is 260 g. Once we
reject this nominal claim, we should give a range of plausible values for the
true mean. A 99% confidence interval for the true mean is

= a - O I
¥lgyn— = 26564+ 2576 —
) Wi

=265.64 1190
= (263.74,267.54).

Thus, the range of plausible values for the true mean amount delivered is
263.74 to 267.54 g. This entire range lies more than two standard deviations
above the target value for the mean! At least on day 15, this process appears
to be overfilling the cartons by a substantial amount.

Cne may ask why we constructed a two-sided interval when we
conducted a one-sided test. In this example, once we reject the null
hypothesis, we no longer believe the true mean amount delivered is 260 g.
We then face the question, What is the true mean value? Within a hypothesis
testing framework, we use the confidence interval to quantify the extent of
the difference in order to determine whether the difference is of real practical
concern. We use the confidence interval as a powerful diagnostic tool. We
could construct a one-sided interval, in which case the upper bound for the
true mean is oo. For diagnostic purposes, many engineers do not find such a
bound meaningful. The two-sided interval often gives a better sense of the
plausible values for the true mean once we have rejected the null
hypothesis.

Practical Versus Statistical Significance

Too many people, not just engineers, confuse statistical significance and practi-
cal significance. When a statistical test rejects the nominal claim that & = @y, the
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data suggest that the true value for 8 really is something other than 8: nothing
more, nothing less. Reconsider the milk carton example where we rejected the
claim that the true mean amount is 260 g. In this particular example and at that
particular point, we can conclude only that the true mean amount is something
greater than 260 g. At that particular point, for all we know, the true mean
amount may actually be 260.001 g, which is greater than 260 but only trivially
so. It is for this very reason that we should always give a confidence interval
when we reject the nominal claim. The confidence interval gives us a range of
plausible values so we can determine whether the difference between the true
value of the parameter and the nominal value is of real, practical significance. In
the milk carton example, the confidence interval seems to indicate that the differ-
ence between the true mean amount and the nominal claim is truly of practical
concern.

VOICE OF EXPERIENCE The issue of statistical versus practical significance is

o— not purely academic. With a large enough sample size, we
Statistical significance does not always can show with statistical significance any minute difference
imply practical significance.

from the nominal value for the parameter of interest. Ide-
ally, we plan our studies so that our statistical procedure
can detect differences of practical importance with reason-
ably high probability but do not detect marginal differences
very often.

Relationship Between Confidence Intervals and Tests

A two-sided hypothesis test with a significance level of @ is equivalent to con-
structing a (1 — @) - 100% confidence interval and checking to see whether the
interval contains the nominal value of the parameter. The & we use for the
hypothesis test is exactly the same o we use for the confidence interval. Con-
sider the possibilities:

If the interval does contain this value, then we fail to reject Hg.
» If the interval does not contain this value, then we reject Hy.

We constructed our interval in such a manner that we are highly confident that
the true value lies somewhere within it. In some sense, each value in the inter-
val is a plausible candidate for the true value. Thus, if the nominal value of the
parameter of interest falls within the confidence interval, then we have no evi-
dence to conclude that it is not a plausible value for the parameter. Hence, we
cannot reject the null hypothesis. On the other hand, if our interval does not
contain the nominal value, then the nominal value is not plausible, and we do
have sufficient evidence to reject the nominal claim.

Many engineers and statisticians prefer to concentrate solely on confidence
intervals because they both clearly estimate the parameter of interest and address
the interesting questions for which hypothesis tests are designed. These peo-
ple point out that by concentrating purely on the conhdence interval, we can
completely skip the hypothesis test. Confidence intervals provide a simple, pow-
erful, and direct basis for addressing both practical and statistical significance. In
many of the examples given in this chapter, we shall illustrate these basic points.
Do not be misled by the brevity of these examples. Actually, their brevity should
point out their very advantage!
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We are sympathetic to this use of confidence intervals, although we do
believe that hypothesis tests play an important role in statistical analysis, partic-
ularly for control charts (see Chapter 5), regression analysis (see Chapter 6), and
the formal analysis of designed experiments (see Chapters 7 and 8), especially
because most statistical software emphasizes hypothesis testing over confidence
intervals. Once we discuss p-values, we shall begin to see why the software tends
to prefer hypothesis tests. Ultimately, the instructor and, later, the data analyst
are free to emphasize either confidence intervals or hypothesis tests, depending
on philosophical slant.

p-Values

Recall that « is often called the significance level for a hypothesis test. In some
sense, o represents our standard of evidence. Once we decide on a, we
determine the appropriate critical region for our test. Any value of the test
statistic that is more extreme than the “critical value” is considered sufficient
evidence to reject the null hypothesis or nominal claim. For a fixed sample
size, the smaller our @, the more evidence is required to reject the null
hypothesis.

An alternative method looks at the observed significance level, sometimes
called the attained significance level, which is the smallest Type I error rate
that would allow us to reject the null hypothesis. The observed significance
level is the probability of seeing the particular value of our test statistic, or
something more extreme, if Hy is true. This probability is usually called a
p-value. Most statistical software packages report p-values because they do
not know what the researcher wishes to use for @. One rejects Hy whenever
the p-value is less than . In Chapters 6, 7, and 8 we shall make extensive
use of p-values when performing regression analysis with statistical
software.

We have pointed out that statistical software packages prefer hypothesis
testing over confidence intervals. We have seen that confidence intervals provide
a simple and powerful way to conduct our analyses. They depend, however,
on using a specified, predetermined . Historically, since the software develop-
ers recognize that different analysts need to use ditferent o’s, they have relied
on p-values and hypothesis testing. The software developers prefer the greater
flexibility p-values provide.

p-Values for Tests Based on the Standard Normal
Random Variable

The p-value depends on the specific alternative used for the test. Let 2 be the
observed value for the test statistic:

#» For H,: u < py, the p-value is P{Z = zp).

o  For H,: u > pg, the p-value is P{Z = z;).

*  For Hy: pt # o, we must consider both tails of the standard normal
distribution and the p-value is 2 - P{Z = |z0]).
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Example 4.5

Breaking Strengths of Carbon Fibers—Revisited
In Example 4.4, we tested these hypotheses:
JLL_',: 1= 260
H;: = 260.
The data produced a test statistic value of zp = 7.64. Thus, for this test,
p-value = P{Z = z0)
= PlZ = 764
— 0.0000

In this example, o = 0.01. Since our p-value is less than 0.01, we would reject
the null hypothesis. Once again, we have sufficient evidence to conclude that the
packaging process is overfilling the cartons.

p-Values for t- and x* Tests

Statistical software packages give exact p-values for this situation. Unfortu-
nately, when we use the #- or the x? tables, we must give intervals within which
the p-value falls. The p-value depends on the specific alternative used for our
test. For the one-sided alternatives, we find the two values of @, a1 and a3, that
have critical values that “straddle” the observed t-statistic. We then say that the
p-value is between @y and «,. For the two-sided alternative, we again find the
two values of @, oy and w2, that have critical values that “straddle” the observed
t-statistic. We then say that the p-value is between 2.0y and 2-a;. If the observed
test statistic is more extreme than the f-value associated with the smallest ¢, then
our p-value is simply less than this smallest a.

Power and Sample Size (Optional)

The Formal Concept of Power  The power of a hypothesis test is the probabil-
ity that we reject the null hypothesis when the alternative hypothesis is true. We
borrow the notation of conditional probability to express this concept mathe-
matically:

P(reject Hp | Hy is true).

Determining the power of a hypothesis test for a parameter 8 always requires
that we know these values:

»  The significance level, e
The specific alternative hypothesis, H,

* A specific alternative value, 8,, that we wish to detect with high probability
if the alternative hypothesis is true
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For example, consider the following one-sided hypotheses for the population
mean, j, when we know the population standard deviation, o:

Hp: = [p

Hg: b= jin.
Let @ be the stated significance level for this test, and let yy be the specific
alternative value for p that we wish to detect with a stated power. For this

particular situation, we reject Hp if the value of the test statistic exceeds the
critical value, z,,, which in this case means

¥— My

= = In-
a/n

As a result, the power of our test is

power = F( A 'h_” =T | L= M1 )

ofyn

Under the alternative hypothesis, the test statistic, (y— o)/ (o /+/n), does not fol-
low a standard normal distribution because ¥ is centered around gy rather than
around pg. As a result, to find the power, we must restandardize ¥. Performing
the algebra, we get

. oy R -
power =P —— =2, | =

Tl n

, ; .
=Pb—ﬂﬁ}h': p NJ

v /
@

n
= P('u.' =0+ g —— | =1 )
'

L'l

=

Under the specific alternative hypothesis, ¥ has a mean of p; and a standard
error of o/ /n. We then find the power by

' a
power = F(_w — 1 =y — H + 2 )

M
F &y ) ... O
:P(-\'._'f'll - i R S - \-'”)
i P . § ”
afn aln
Wy — o
=P(4w¢u_- =} | (4.3)
afyn

195




196 Chapter 4 Estimation and Testing

We often find it convenient to use y, which is defined by

My — iy
s e

Tl

Under Hy, (y — o) /o /1) follows a normal distribution with a mean y and a
standard error of o/, /n. Since the test statistic is now centered at y rather than
zero, we call y the noncentrality parameter. We can rewrite equation (4.3) as

PlZ > 2. — ¥).

Figures 4.9 and 4.10 illustrate the concept of power. Figure 4.9 shows the
distribution of the test statistic, (¥ — up)/(e//n}, under the null hypothesis, Hy.
We reject Hy if the test statistic exceeds 2. If the null hypothesis is true, we reject
Hp @ - 100% of the time, which is our Type [ error rate. Figure 4.10 shows the
situation when the alternative hypothesis, H,, s true. Under H,, the test statistic
is actually centered at y, but we still reject Hy if the test statistic exceeds z,. Asa
result, the probability of rejecting Hy, which is the shaded area under the curve,
is much greater when H, is true.

In a similar manner, we can show that the power for the hypotheses

Hp: pm=pg
Hy: p<gpy

Figure 4.9 Distribution of the Test Statistic Under the Null Hypothesis

Figure 4.10 Distribution of the Test Statistic Under the Alternative Hypothesis

Dhistribustion of

the test statistic

under H,

Power
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is

L. L1 — [
P(z:{_::.r_li_] s

i

) = PL < —z, — V) (4.4)

where y < 0. For the two-sided hypotheses

Hy: p=yq
Hi: s g
the power is
& Ly — [ 1y — jig
P(Z PO . F.. ) ik P(_Z VRIS . i . )
; ' afn ' Ff ot
= =y Pl =50 =¥ (4.5)

For most practical situations either P(Z < —Zaj2— ) or PIZ = 22 —y) is zero,
which simplifies matters.

Finding Sample Sizes W can use equations (4.3), (4.4), and (4.5) to find sample
sizes for a specific testing situation. The procedure requires a specific alternative
value of interest. Consider the hypotheses

Hpy: pm=jlj
H,: f> i

Let p; be the desired power when u = pq, where gy = pp. In this case, it
represents the smallest value for p that we wish to detect with probability p;.
Applying equation {4.3) to this situation, we obtain

P(Z STIEN __”"') > p1.

!
a/n

We note that we can achieve an exact power of py if

Hi — Mo

e M
af

Zor

where z;, is the Z-value associated with a right-hand tail area of py. In general,
p1 = 0.5, which in this case implies that z,,, < 0. We thus need to find the smallest
n that satisfies

My — fa

e iy
ajin
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Performing the algebra, we have

M1 — Hao

o e — Ly
a/n ;
M — o
e > Zg — 2P,
L
Sl — g
W P i > o — 25 {(4.6)
- 1
T
. A —2py )&
= = at
Bl — g
o5 l:Lr_;r'l:"rT _.
1 — Mg

Since we must use an integer value for n, we should always round our answer
up. For Hy: p < g, we can show that

"= el = _.

[ — jo

We leave the derivation of this result as a homework exercise.

For H,: g # pp, we can obtain a first approximation for the required
sample size by using the formula associated with the particular tail that contains
the specific alternative value of interest. Since there is a positive, but usually very
small, probability that we could reject Hj in the other tail, the actual sample size
required could be slightly smaller. We can find the precise sample size through
an iterative process. Let n* be the calculated sample size based on the tail that
contains the specific alternative value of interest. We use equation (4.5) to find
the actual power for this sample size. We then let #* = »* — 1 and recalculate the
power. We continue to subtract 1 until the actual power is less than the desired
value. The required sample size is the previous »*.

Example 4.6 | Filling Milk Cartons—Continued

Consider the testing procedure we developed in Example 4.4. Since we wish
to detect whether the process overfills the cartons, these are the appropriate
hypotheses:

Hp: =260
H,: =260,
Suppose we need to determine the probability that our test rejects the null hypoth-

esis if the true mean shifts to 261.5 g when we use five cartons per sample. In this
case,
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M1 — Mg
T/ r

;p':

261.5 — 260
=

J..E.';.:l_,"l \.-" }

=203

From the previous example, we reject the null hypothesis if our test statistic
exceeds z, = 2.326. By applying equation (4.3}, we obtain the power by

power =P{Z = 3, — )

=P{Z =236 —

[edt

Ll

03}

= 0.3836:

As a result, we reject the null hypothesis about 38% of the time when the true
mean amount is 261.5 g.

Suppose management insists that we increase our sample size so that the
testing procedure rejects the null hypothesis at least 80% of the time when the
true mean amount is 261.5 g. To find the appropriate sample size, we first must
find z5, = zgo. By the appropriate use of Table 1 in the appendix, we find zgy =
—0.84. We now can apply equation (4.6}, which yields

. ]
{za —zpy ) o |°
n= -
fL1— o

[;_1.33 _L—pBAY . 1EST
261.5 — 260
> 12.2.

Since we must use an integer sample size, we require a minimum of 13 cartons a
day in order to meet management's request.

» Computer Exercises

4.5 Use statistical software to illustrate Type | and Type II error rates for the
hypotheses

Hagis w=h
Hai: p'=6

when sampling is from a normal distribution with a variance known to be 12.
In this situation, the appropriate test statistic is
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: y—6
.’: — ':. .
v12/n

Suppose we wish to use a 0.05 significance level for our test. We thus should
reject the null hypothesis whenever Z = 1.645.

a.

b.

Use a statistical software package to generate 1000 random samples, each
of size 4, from a normal distribution with a mean of 6 and a variance of 12
that corresponds to the null hypothesis. Calculate the sample mean and Z for
each sample. Count the number of samples that yield values of Z = 1.645—
that is, that reject the null hypothesis. Comment on your results.

Use a statistical software package to generate 1000 random samples, each
of size 4, from a normal distribution with a mean of 8 and a variance of 12.
Calculate the sample mean and Z for each sample. Count the number of
samples that yield values of Z = 1.645—that is, that reject the null hypoth-
esis. Comment on your results.

Use a statistical software package to generate 1000 random samples, each of
size 4, from a normal distribution with a mean of 10 and a variance of 12.
Calculate the sample mean and Z for each sample. Count the number of
samples that yield values of Z = 1.645—that is, that reject the null hypoth-
esis. Comment on your results.

Use a statistical software package to generate 1000 random samples, each
of size 16, from a normal distribution with a mean of 6 and a variance of 12
that corresponds to the null hypothesis. Calculate the sample mean and Z for
each sample. Count the number of samples that yield values of Z = 1.645—
that is, that reject the null hypothesis. Comment on your results.

Use a statistical software package to generate 1000 random samples, each of
size 16, from a normal distribution with a mean of 8 and a variance of 12.
Calculate the sample mean and Z for each sample. Count the number of
samples that yield values of Z = 1.645—that is, that reject the null hypoth-
esis. Comment on your results.

Use a statistical software package to generate 1000 random samples, each of
size 16, from a normal distribution with a mean of 10 and a variance of 12.
Calculate the sample mean and Z for each sample. Count the number of
samples that yield values of Z = 1.645—that is, that reject the null hypoth-

esis. Comment on your results.

Use statistical software to illustrate Type I and Type II error rates for the
hypotheses

Hg: u= A

Hyt =486

when sampling is from a uniform distribution with a variance known to be 12.
In this situation, the appropriate test statistic is
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Suppose we wish to use a (.05 significance level for our test. We thus should

reject the null hypothesis whenever Z > 1.645.

H.

* Exercises

4.10

Use a statistical software package to generate 1000 random samples, each of
size 4, from a uniform distribution over the interval 0 to 12 that has a mean
of 6 and a variance of 12 that corresponds to the null hypothesis. Calculate
the sample mean and Z for each sample. Count the number of samples that
yield values of Z > 1.645—that is, that reject the null hypothesis. Comment
on your results.

Use a statistical software package to generate 1000 random samples, each
of size 4, from a uniform distribution over the interval 2 to 14 that has a
mean of 8 and a variance of 12. Calculate the sample mean and Z tor each
sample. Count the number of samples that yield values of Z = 1.645—that
is, that reject the null hypothesis. Comment on your results.

Use a statistical software package to generate 1000 random samples, each
of size 4, from a uniform distribution over the interval 4 to 16 that has a
mean of 10 and a variance of 12. Calculate the sample mean and Z for each
sample. Count the number of samples that yield values of Z = 1.645—that
is, that reject the null hypothesis. Comment on your results.

Use a statistical software package to generate 1000 random samples, each of
size 16, from a uniform distribution over the interval 0 to 12 that has a mean
of 6 and a variance of 12 that corresponds to the null hypothesis. Calculate
the sample mean and Z for each sample. Count the number of samples that
yield values of Z > 1.645—that is, that reject the null hypothesis. Comment
on your results.

Use a statistical software package to generate 1000 random samples, each
of size 16, from a uniform distribution over the interval 2 to 14 that has a
mean of 8 and a variance of 12. Calculate the sample mean and Z for each
sample. Count the number of samples that yield values of Z = 1.645—that
is, that reject the null hypothesis. Comment on your results.

Use a statistical software package to generate 1000 random samples, each
of size 16, from a uniform distribution over the interval 4 to 16 that has a
mean of 10 and a variance of 12. Calculate the sample mean and Z for each
sample. Count the number of samples that yield values of Z = 1.645—that
is, that reject the null hypothesis. Comment on your results.

Kane (1986) discusses the concentricity of an engine oil seal groove. Historically,
the standard deviation for the concentricity is 0.7. The target average concen-
tricity is 5.6. To monitor this process, he periodically takes a random sample of
three measurements.

H.

A recent sample yielded a sample mean of 5.8. Conduct a hypothesis test
to determine whether the true mean concentricity has changed. Use a 0.05
significance level.

Find the p-value associated with the test in part a.

In Exercise 4.1, you constructed a 95% confidence interval for this situa-
tion. Use this interval to determine whether the true mean concentricity has
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changed. Discuss the relationship of the 95% confidence interval and the
corresponding hypothesis test.

d. Find the power of this test to detect a change in the true mean concentricity
to 5.8.

¢. Find the sample size required to achieve an approximate power of 0.9 when
the true mean concentricity is 5.8.

f. What did you assume to do these analyses? How can you check these
assumptions?

Runger and Pignatiello (1991) consider a plastic injection molding process for a
part with a target critical width dimension of 100 and a historic standard devi-
ation of 8. Periodically, clogs form in one of the feeder lines, causing the mean
width to change. As a result, the operator periodically takes random samples of
size four.

2. A recent sample yielded a sample mean of 101.4. Conduct a hypothesis test
to determine whether the true mean width has increased. Use a 0.01 signifi-
cance level.

b. Find the p-value associated with the test in part a.

c. InExercise 4.2, you constructed a 99% confidence interval for this situation.
Use this interval to determine whether the true mean width has changed. Dis-
cuss the relationship of the 99% confidence interval and the corresponding
hypothesis test.

d. Find the power of this test to detect a change in the true mean width
to 102,

¢. Find the sample size required to achieve a power of 0.8 when the true mean
width is 102.

f. What did you assume to do these analyses? How can you check these
assumptions?

Yaschchin (1995) discusses a process for the chemical etching of silicon wafers
used in integrated circuits. This company wishes to detect an increase in the
thickness of the silicon oxide layers because thicker layers require longer etch-
ing times. Process specifications state a target value of 1 micron for the true
mean thickness. Historically, the layer thickness have a standard deviation of
0.06 micron.

a. A recent random sample of four wafers yielded a sample mean of 1.134.
Conduct a hypothesis test to determine whether the true mean thickness has
increased. Use a significance level of 0.05.

b. Find the p-value associated with the test in part a.

c. InExercise 4.3, you constructed a 95% confidence interval for this situation.
Use this interval to determine whether the true mean thickness has changed.
Discuss the relationship of the 95% confidence interval and the correspond-
ing hypothesis test.

d. Find the power of this test to detect a change in the true mean thickness to
1.01.

¢. Find the sample size required to achieve a power of 0.85 when the true mean
thickness is 1.01.

f. What did you assume to do these analyses? How can you check these
assumptions?
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The modulus of rupture (MOR) for a particular grade of pencil lead is known to
have a standard deviation of 250 psi. Process standards call for a target value of
6500 psi for the true mean MOR. For each bartch, an inspector tests a random

sample of 16 leads. Management wishes to detect any change in the true mean
MOER.

a. A recent random sample yielded a sample mean of 6490. Conduct a hypoth-
esis test to determine whether the true mean MOR has changed from the
target. Use a 0.10 significance level.

b. Find the p-value associated with the test in part a.

c. In Exercise 4.4, you constructed a 90% confidence interval for this situation.
Use this interval to determine whether the true mean MOR has changed. Dis-
cuss the relationship of the 90% confidence interval and the corresponding
hypothesis test.

d. Find the power of this test to detect a change in the true mean MOR to 6400.

¢. Find the sample size required to achieve an approximate power of 0.85 when
the true mean MOR is 6400.

f. What did you assume to do these analyses? How can you check these
assumptions?

The yields from an ethanol-water distillation column have a standard deviation

of 1%. Process specifications call for a target yield of 93%. Management wishes

to detect any decrease in the true mean yield.

a. A random sample of eight recent batches produced the following yields.
Conduct a hypothesis test to determine whether the true mean yield has
decreased. Use a 0.01 significance level.

0.90 0.93 0.95 0.86
0.90 0.87 0.93 0.92

b. Find the p-value associated with the test in part a.

. In Exercise 4.5, you constructed a 99% confidence interval for this situation.
Use this interval to determine whether the true mean yield has changed. Dis-
cuss the relationship of the 99% confidence interval and the corresponding
hypothesis test.

. Find the power of this test to detect a change in the true mean yield to
92.5%.

¢. Find the sample size required to achieve a power of 0.95 when the true mean
yield is 92.5%.

f. What did you assume to do these analyses? How can you check these
assumptions?

The ocean swell produces spectacular eruptions of water through a hole in the
cliff at Kiama, Australia, known as the Blowhole. Historically, the time between
eruptions has been 60 seconds with a standard deviation of 10 seconds.

a. A random sample of the times at which 10 successive eruptions occurred
was measured in seconds. Conduct a hypothesis test to determine whether
the true mean time between eruptions has increased. Use a 0.01 significance
level.
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b. Find the p-value associated with the hypothesis test in part a.

c. InExercise 4.7, you constructed a 99% confidence interval for this situation.

Use this interval to determine whether the true mean time between eruptions

has changed. Discuss the relationship of the 99% confidence interval and the

corresponding hypothesis test.

Find the power of this test to detect a change in the true mean time between

eruptions to 65 seconds.

e. Find the sample size required to achieve a power of 0.95 when the true mean
time between eruptions is 65 seconds.

f. What did you assume to do these analyses? How can you check these
assumptions?

Fiam

Data on the concentration of polychlorinated biphenyl (PCB) residues in a series
of lake trout from Cayuga Lake, NY, can be found in Bates and Warts (1988).
Each whole fish was mechanically chopped, ground, and thoroughly mixed, and
5-gram samples taken. The samples were treated and PCB residues in parts per
million {ppm) were estimated using column chromatography. Historically, the
PCB residues have a standard deviation of 0.7 ppm. An important question of
interest is whether the PCB residues exceed 1.4 ppm.

a. A subset of the random sample of the PCB residues was measured in ppm.
Conduct a hypothesis test to determine whether the true mean PCB residues
have increased. Use a 0.10 significance level.

0.6 1.6 0.5 1.2 2.0
1.3 2.5 2.2 2.4 1.2

b. Find the p-value associated with the hypothesis test in part a.

c. In Exercise 4.8, you constructed a 90% confidence interval for this situ-
ation. Use this interval to determine whether the true mean PCB residues
have changed. Discuss the relationship of the 90% confidence interval and
the corresponding hypothesis test.

d. Find the power of this test to detect a change in the true mean PCB residues
to 1.475 ppm.

e. Find the sample size required to achieve a power of 0.80 when the true mean
PCB residues are 1.475 ppm.

f. What did you assume to do these analyses? How can you check these
assumptions?

A study was done on the propagation of an ultrasonic stress wave through a sub-

stance. In particular, attenuation (the decrease in amplitude of the stress wave

measured in neperfem) in fiber-glass-reinforced polyester composites was mea-
sured. The target attenutation is 2.3 neper/cm. Attenuation values are known to

have a standard dewviation of 0.25.
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a. A random sample of attenuations produced the following values. Conduct a
hypothesis test to determine whether the true mean attenuation has changed.

Use a 0.05 significance level.

2.6 2.5 2.2 2.0 2.1 2.3 2.6

b. Find the p-value associated with the hypothesis test in part a.

¢. In Exercise 4.9, you constructed a 95% confidence interval for this situa-
tion. Use this interval to determine whether the true mean attenuation has
changed. Discuss the relationship of the 95% confidence interval and the
corresponding hypothesis test.

d. Find the power of this test to detect a change in the true mean attenuation
to 2.1 neper/cm.

¢. Find the sample size required to achieve a power of 0.90 when the true mean
PCB residues are 2.1 neper/cm.

f. What did you assume to do these analyses? How can you check these
assumptions?

Consider the hypotheses

Hp: p=uyg

Hi: o= g
when the population variance is known. Derive the sample size required to
achieve a power of py with a significance level of a.

Consider the hypotheses
:_jlul _||'f =.“:”
Has s

when the population variance is known. Derive the corresponding one-sided
confidence interval. Discuss what this interval means. What are its relative advan-
tages and disadvantages?

» 4.3 Inference for a Single Mean

Example 4.7

One-Sided t-Tests

First, we consider the one-sided alternative when the variance is unknown, which
is best illustrated through an example. The data are real, but for proprietary rea-
sons they have been transformed.

Porosities of Battery Plates

Mickel-hydrogen (Mi-H) batteries use a nickel plate as the anode. A critical guality
characteristic is the plate’s porosity, which controls the interface of the anode
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with the potassium hydroxide electrolyte solution. For this particular battery cell,
the manufacturer has set a target porosity of 80% as measured by a standard
test. The sintering process, whereby the plates are "fired” at high temperature,
essentially controls the plate’s porosity. The production people have expressed
concerns that the plate is being overfired and thus is not sufficiently porous. They
plan to take a random sample of ten plates and test their porosities. For the
purposes of statistical analysis, use a 0.05 significance level.

|. State hypotheses: These are the two possible one-sided alternatives:
Hp: =g Hg: p=gpn
Hjy =g Hys = up

In this situation, we are concerned only with showing that the true mean
porosity is less than the target. Consequently, our hypotheses are

Hp: =280
Hz: < 80,

2. State the test statistic: Our test statistic is of the form

B ¥— g

sfu'n

The degrees of freedom for this statistic are n—1.

3. State the critical region: The critical region depends on the specific
alternative hypothesis. Consider Ha: u = pg. Figure 4.11 illustrates that we
reject Hp if t < —t,_1 5, where t,_1, is the appropriate value from Table 2 in
the appendix. Now consider Ha: e = pgp. Figure 4.12 illustrates that we
reject Hp if £ = tn_1, where t,_1, is the appropriate value from Table 2 of the
appendix. In this case, Ha: u = 80, so we reject Hy if

L T
< —f0 .05

< —1.833.

Figure 4.11

Critical Region for Ha: p < o
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Figure 4.12 | Critical Region for Ha: p > po

4. Conduct the experiment and find t: The random sample yielded the
following results:

791 79.5 79.3 79.3 78.8
79.0 79.2 79.7 79.0 79.2

We first need to find the sample mean, the sample variance, and the sample
standard deviation:

_4

Il
g
|

=0
|

1

e}

B>

H 2 " i 2

'::- - M E.’;I M= _{Zf:l .1"|::|

i i (n—1)
10{62,742.85) — (792.1)%

10(9)

= .06767

g/t = JfONBTBT = 0.36.

Our test statistic is

¥ — o
E L
g/ /n
79.21 — 80
N ﬂ.l{'l' yfﬁ
= —9.60.

5. Reach conclusions and state them in English: Since —%9.60 is less than
—1.833, we may reject the null hypothesis. Alternatively, the p-value is 0.000,
which is less than o = 0.05. We thus have evidence to suggest that the true




208

Chapter 4

Estimation and Testing

mean porosity is less than 80%, which supports the contention that the
sintering process is overfiring the plates.

The hypothesis test tells us only that ¢ = 80 is not plausible in light of the
data. What are reasonable values for the true mean porosities? To answer
this question, we must construct an appropriate confidence interval. By
equation (4.1), the form of our (1—«) - 100% confidence interval is

?:‘: rn'.' 102 ---—-

W H

In this case, a 95% confidence interval is

=79.21 1+ 2.262(0.0822)

=79 1LY+ 0.19
={79.02,79.40).
As a result, we believe that the plausible values for the true mean porosity

are between 79.02 and 79.40%. We need to adjust the process to increase
the porosity, on average, approximately 0.8%.

Using Confidence Intervals as an Alternative Analysis—One-Sided Case Many
engineers and statisticians prefer to use confidence intervals rather than hypothe-
sis tests. [n this approach, we construct the appropriate confidence interval using
@ at the stated significance level. If the interval contains the hypothesized value
for the population mean, then we simply conclude that it is plausible, which is
equivalent to failing to reject the null hypothesis. On the other hand, if, as in our
example, the confidence interval does not contain the hy pothesued value, then
we conclude that the hypothesized value is not plausible and that the plausible
values reside in the calculated interval.

We have noted that using confidence intervals in this way is equivalent to
performing a two-sided hypothesis test. In general, when we reject the null
hypothesis for a one-sided test, the two-sided confidence interval does not con-
tain the hypothesized value. Occasionally, however, the two approaches will
reach different conclusions. In such situations, some analysts construct a one-
sided confidence interval, which we leave as a homework exercise.

Checking Assumptions In statistical analyses, we should check our assump-
tions whenever possible. With a sample size of ten, we need to be sampling
from a distribution that is roughly normal—one that is single peaked, symmet-
ric, and with tails that die rapidly. To check that this is the case, we should
use a stem-and-leaf display. Figure 4.13, which gives this display, indicates a
single-peaked pattern that is reasonably symmetric and has tails that seem to
die relatively quickly. The center of this plot is between 79.2 and 79.3, and
the range is from 78.8 to 79.7. Figure 4.14 shows the normal probability plot
for these data. The plot appears reasonably close to a straight line, which sup-
ports the contention that the data come from a well-behaved distribution. On
the whole, there appear to be no major problems with using a #-statistic in this
situation.




Figure 4.13 The Stem-and-Leaf Display for the Ni-H Plate Porosities
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Figure 4.14 | The Normal Probability Plot for the Plate Porosities
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The Two-Sided t-Test

Next, we consider the two-sided alternative, which again is best illustrated
through an example.

Example 4.8 | Grinding of Silicon Wafers for Integrated Circuits

Roes and Does (1995) present data on the grinding of silicon wafers used in inte-
grated circuits. Philips Semiconductors grinds wafers in batches of 31. For a par-
ticular product, Philips has a target thickness of 244 pm. To monitor this process,
it samples five wafers from each batch. Philips wants to ensure product consis-
tency, so it seeks to discover whether the wafers are either too thick or too thin.
We shall treat these five wafers as a random sample. For the purposes of statistical
analysis, we shall use a 0.01 significance level.

. State hypotheses: For the two-sided alternative, the hypotheses are

Hi: =1
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In this particular case,

Hg: p=244
Hy: u =244,

2. State the test statistic: Again, we shall use

¥ — Ho
T
5fm

3. State the critical region: Consider Hs: p # po. Figure 4.15 illustrates that
we reject Hg if [t > tn_1 o2, where 1, 42 is the appropriate value from
Table 2 in the appendix. In this case, we shall reject the null hypothesis if

|"'| = Ty 2
= 4,005
= 4.604.

4. Conduct the experiment and find t: The random sample yielded these
results: 240, 243, 250, 253, and 248. We first need to find the sample mean,
the sample variance, and the sample standard deviation.

Chur test statistic is

Fid ¥ — F'-l_-::
5/ /n
246.8 — 244
—= [ -

Figure 4.15 | Ciritical Region for Ha: p # po
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Reach conclusions and state them in English: Since [1.19| is not greater
than 4.604, we cannot reject the null hypothesis. Using statistical software,
we obtain a p-value of 0.299. Again, we cannot reject the null hypothesis.
We thus do not have sufficient evidence to suggest that the true mean
thickness is different from 244 um, so we do not have sufficient evidence to
adjust the grinding process. Within the hypothesis testing framework, we
recognize that 244 um is a perfectly reasonable value for the true mean
thickness and stop at this point. We have no real reason to construct a
confidence interval if we take this approach seriously.

Using Confidence Intervals as an Alternative Analysis—Two-Sided Case  Since we
conducted a two-sided test, we can use our standard confidence interval as the
basis for an alternative analysis, as we illustrate in the next example.

Example 4.9

Grinding of Silicon Wafers for Integrated Circuits—Revisited

A 99% confidence interval for the true mean thickness is

3 o 5
YEidn-1 a2 —==¥L 4 005 =
. " | TR i)
5.263
=246.8 +4.604 =
]
=246,8 = 10.8

= (2360, 257.6)

As a result, plausible values for the true mean thickness range from 236.0 to
257.6 pm. The nominal mean thickness, 244 pm, is squarely within this interval.
Thus, it is perfectly plausible, and we have no real basis for rejecting it as a rea-
sonable value. In other words, we have no real evidence to suggest that it cannot
be the true mean thickness, which is exactly the same conclusion we reached in
the hypothesis test.

Unlike the hypothesis testing approach, the confidence interval allows us to
clearly state the range of plausible values for the true mean thickness. In this case,
we see that 244 um is quite plausible, but we also see that the range of plausible
values is quite wide, which conveys a sense of the precision of our procedure.

Checking Assumptions  The sample size of five really makes checking our assu-
mptions problematic. A stem-and-leaf display makes no sense with only five
observations. Figure 4.16 gives the normal probability plot for these data. With
such a small sample size, we should conclude that problems exist only if we see
gross departures from the straight line. In this case, the data appear to follow
a straight line, which supports the contention that the data do come from a
roughly normal distribution. The derivation of the #-statistic required that the
data themselves follow a normal distribution. However, it is well known that
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Figure 4.16

The Normal Probability Plot for the Silicon Wafer Thicknesses

1.0 -
0.5 = -

00— -

Cantiles of standard normal

| | [ | | i 2
240 242 244 246 248 250 252

this statistic is robust (insensitive) to mild departures from normality. As the
sample size increases, the f-statistics can tolerate even greater departures from
normality.

Prediction Intervals

Whereas the confidence interval focuses on the true mean of the response, the
prediction interval considers the prediction of individual responses. Such an
interval must consider both the variability in the estimation of the true mean
value of the response and the variability of the individual responses around this
mean. A (1 — ) - 100% prediction interval is
+ t 14 -
Ft by 1025-4/1 4+ =
3 n—1.a/25 "\ =
The constant 1 in this expression takes care of the variability associated with the
individual responses. This interval assumes that the values predicted are inde-
pendent of the data used to construct the interval itself.

Prediction intervals make sense only to the extent that the sample on which
we based the interval represents the population or process of interest. If the pop-
ulation or process changes over time, then our prediction interval can become
useless.

Example 4.10 | Porosities of Battery Plates—Revisited

We can construct a 95% prediction interval for these porosities:

| T , e i |
VEitntas 1+ —=7921=%19 025(0.26) Vi+15

= 79214+ 2262 - (0.2727)
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Unless this process changes (a big assumption), we expect approximately 95% of
the data to fall within the interval (78.59, 79.53). Note that even this interval does
not contain the originally hypothesized value of 80 for the true mean porosity.

* Exercises

Consider the problem in Example 4.7. Derive the corresponding one-sided confi-
dence interval and reanalyze these data. Discuss what this interval means. What
are its relative advantages and disadvantages?

Yashchin (1992) studied the thicknesses of metal wires produced in a chip-
manufacturing process. Ideally, these wires should have a target thickness of
8 microns. These are the sample data:

8.4 8.0 7.8 8.0 7.9 1.7 8.0 7.9 8.2 7.9
1.9 8.2 7.9 7.8 7.9 1.9 8.0 8.0 7.6 8.2
8.1 8.1 8.0 8.0 8.3 7.8 8.2 8.3 8.0 8.0
7.8 1.9 8.4 1.7 8.0 1.9 8.0 7 7 7.8
7.8 8.2 7.7 8.3 7.8 8.3 7.8 8.0 8.2 7.8

Conduct the most appropriate hypothesis test using a 0.05 significance level.

a.
b. Construct a 95 % confidence interval for the true mean thickness.

c. Construct a 95% prediction interval for the thicknesses.

d. Whart did you assume to do the analyses? Can you evaluate how well these

data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss your conclusions about the chip-manufacturing process based on
this analysis.

Montgomery (2004, p. 248) reports results for a process that manufactures high-
voltage supplies with a nominal output of 350 V. The production people are
concerned that the process is beginning to produce power supplies with a true
mean output voltage somewhat greater than the nominal value. The voltages for

the last four power supplies tested are 351.4, 351.5, 351.2, and 351.6.

a. Conduct the most appropriate hypothesis test using a 0.10 significance level.

b. Construct a 90% confidence interval for the true mean voltage.

. Construct a 90% prediction interval for the voltages.

. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

c. Discuss your conclusions about this manufacturing process based on this
analysis.

Farnum (1994, p. 195) discusses a chrome plating process. Small electric cur-

rents are run through a chemical plate that contains nickel, resulting in a thin

plating of the metal on the part. Since the bath loses nickel as the plating
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proceeds, the operators periodically add more nickel to the bath. Operating
standards call for a nickel concentration of 4.5 oz/gal. The process runs three
shifts per day. The following are the bath concentrations at the beginning of the

day for five days. Assume that these concentrations form a random sample: 4.8,
4.5,4.4,4.2, and 4.4.

a. Conduct the most appropriate hypothesis test using a 0.05 significance
level.

b. Construct a 95% confidence interval for the true mean concentration.

c. Construct a 95% prediction interval for the concentrations.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss your conclusions about the chrome plating process based on this
analysis.

DeVor, Chang, and Sutherland (1992, pp. 406-407) discuss the production of
polyol, which is reacted with isocynate in a foam molding process. Variations in
the moisture content of polyol cause problems in controlling the reaction with
isocynate. Production has set a target moisture content of 2.125%. The follow-
ing data represent 27 moisture analyses over a four-month period:

2,29 2.22 1.94 1.90 215 2.02 2.15 2.09 218
2.00 2.06 2.02 215 217 217 1.90 1.72 1.75
212 2.06 2.00 1.98 1.98 2.02 2.14 2.10 2.05

a. Conduct the most appropriate hypothesis test using a 0.01 significance
level.

b. Construct a 99% confidence interval for the true mean moisture content.

c. Construct a 99% prediction interval for the moisture contents.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them? If not, explain why.

¢. Discuss your conclusions about the foam molding process based on this
analysis.

Weaver (1990) examined a galvanized coating process for large pipes. Standards
call for an average coating weight of 200 Ib per pipe. These data are the coating
weights for a random sample of 30 pipes:

216 202 208 208 212 202 193 208 206 206
206 213 204 204 204 218 204 198 207 218
204 212 212 205 203 196 216 200 215 202

2. Conduct the most appropriate hypothesis test using a 0.01 significance
level.

b. Construct a 99% confidence interval for the true mean coating weight.

c. Construct a 99% prediction interval for the coating weights.
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. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss your conclusions about the coating process based on this analysis.

Holmes and Mergen (1992) studied a batch operation at a chemical plant where
an important quality characteristic was the product viscosity, which had a tar-
get value of 14.90. Production personnel use a viscosity measurement for each
12-hour batch to monitor this process. These are the viscosities for the past ten
batches:

13.3 14.5 15.3 15.3 14.3
14.8 15.2 14.9 14.6 14.1

a. Conduct the most appropriate hypothesis test using a 0.10 significance
level.

b. Construct a 90% confidence interval for the true mean viscosity.

Construct a 90% prediction interval for the viscosities.

d.  What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss your conclusions about this batch operation based on this
analysis.

L]

McNeese and Klein (1991) looked at the average particle size of a product
with a specification of 70-130 microns and a target of 100 microns. Production
personnel measure the particle size distribution using a set of screening sieves.
They test one sample a day to monitor this process. The average parrticle sizes
for the past 25 days are listed here:

99.6 921 103.8 95.3 101.6
102.8 100.9 100.5 102.7 26.9
101.5 96.7 96.8 97.8 104.7
103.2 7.5 98.3 105.8 100.6
102.3 Q3.8 102.7 4.9 94.9

4. Conduct the most appropriate hypothesis test using a 0.05 significance
level.

b. Construct a 95 % confidence interval for the true mean particle size.

c. Construct a 95% prediction interval for the particle sizes.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

e. Discuss your conclusions about this product based on this analysis.

Calik, Vural, and Ozdamar (1997) reported on shake flask cultures, as well
as oxygen transfer kinetics studied in laboratory-scale bioreactors. Suppose the
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oxygen uptake rate has a nominal value of 4 kmol. It is thought that increasing
the agitation rate will increase the oxygen uptake rate. After increasing the agi-
tation rate, a random sample of five produced the following oxygen uptake
rates:

7.992 4.800 3.910 5.280 8.160

1. Conduct the most appropriate hypothesis test using a 0.05 significance
level.

b. Construct a 95% confidence interval for the true mean oxygen uptake
rate.

c. Construct a 95% prediction interval for oxygen uptake rates.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

e. Discuss your conclusions about the oxygen uptake rate based on this
analysis.

Eight measurements of bulk resistivity of silicon wafers were made at NIST. The

wafers were doped with phosphorous by neutron transmutation doping in order
to have nominal resistivities of 196 ohm.cm.

196.3052 196.1240 196.1890 195.9884
196.2005 196.0052 195.8763 196.2090

2. Conduct the most appropriate hypothesis test using a 0.10 significance
level.

b, Construct a 90% confidence interval for the true mean resistivity.

c. Construct a 90% prediction interval for resistivities.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

. Discuss your conclusions about the resistivity based on this analysis.

Rajniak and Yang (1994) studied a hysteresis-dependent adsorption process with
water vapor-silica gel at 25° C and relative pressure at 360. Cyclic adsorption—
desorption processes are widely employed in separation and purification of gases.
Ideally, the adsorptions should be stable at 0.250. Twelve adsorptions measured
in g/g were taken:

0.203 0.222 0.254 0.277 0.193 0.270
0.250 0.276 0.252 0.215 0.256 0.254

2. Conduct the most appropriate hypothesis test using a 0.01 significance
level.

b. Construct a 99% confidence interval for the true mean adsorption.

c. Construct a 99% prediction interval for adsorptions.
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. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss your conclusions about the adsorption based on this analysis.

* 4.4 Inference for a Single Proportion

In Chapter 3, we introduced the binomial distribution and described its rather

wide applicability to engineering problems. In many sit-

. . uations, we need to address interesting questions about

Whenever possible, use continuous doto proportions. The normal approximation to the binomial

over categorical data. provides a firm basis for estimating and testing the true pro-

portion of “successes” in a population, p.

Suppose we take a random sample of size » from a binomial population

with parameter p. Let Y be the number of successes observed in the sample. An
appropriate and commonsense estimate of p is the sample proportion given by

: ¥
p=—,
i
which is the number of successes in the sample divided by the sample size. Let
g = 1 — p. By the normal approximation to the binomial, if np = § and ng = 5
{preferably both = 10), then the distribution of ¥ may be well approximated by

a normal distribution with
EiY)=wnp and, var(Y)=apg.

As a result, it can be shown that

- 7Y
.!'_',I:'{Ji = f—( ”) :Jr}

- g 9
variprl = x-';u'(— ) E u

", n
Many engineering applications based on proportions require quite large sample
sizes. Binomial data classify each observation as either a success or a failure. In
the process, we often lose a great deal of information. For example, in Section
3.8 we considered the packaging of 50-pound bags of graphite. A bag is consid-
ered a success if the packaged weight is between 48 and 52 pounds; otherwise,
it is considered a failure. In essence, we have thrown away the actual weight
by simply calling it a success or a failure. Bags that are exactly 50 pounds
are much more of a success than a bag weighing 51.9 pounds. A bag weigh-
ing 52.1 pounds is a failure, but it is only trivially worse than a bag weighing
51.99 pounds, which is considered a success. Whenever possible, it is better to
use the actual raw data rather than to classify the observations as successes or
failures.
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Hypothesis Tests for p

Once again, we illustrate this technique through an example.
Example 4.11 | Breaking Strengths of Carbon Fibers

Fadgett and Spurrier (1990) analyze the breaking strengths of carbon fibers used
in fibrous compaosite materials (see Exercise 2.4). These fibers measure 50 mm in
length and 7-8 microns in diameter. Specifications state that fibers with a breaking
strength of less than 1.2 GPa (gigapascals) are defective. Suppose that historically,
this process has produced 10% nonconforming. How can we develop an appro-
priate monitoring procedure?

Consider a sequence of hypothesis tests where we collect a random sam-

ple of n fibers each shift and test their breaking strengths. We then classify each
fiber as conforming or nonconforming. Our hypothesis test focuses on the true
proportion of fibers that are nenconforming.

L

r

State hypotheses: Let p, be the nominal value of p for our test. In general,
the possible sets of hypotheses are

Hy: P =P Hp: = Hp: P=P
H_|: .t” = Il!:|:| .ILJI._:: Il!:' = P‘u_ .Ir-;“l: I."-' —_J— ||”||.

For most monitoring situations, we wish to detect either an increase or a
decrease in the proportion nonconforming. Why? In the short term, we must
ensure that the true proportion of nonconforming fibers is not excessive.
Thus, we must detect when the proportion has increased. In the long term,
we would like never to produce nonconforming fibers. Thus, we must detect
when the proportion decreases so we can learn why. Since we really are
interested in both p = 0.10 and p = 0.10, our hypotheses are

I_.ll:ll lf) == '-}l”
Hs: p#0.10.

State the test statistic: Under the null hypothesis, p=p,. Letg, =1-p,.
We thus know the standard error. As a result, our test statistic is

P—Pu

2= —— .
ViPegol/n

How large should n be and how do we determine its size? We base our
decision for n assuming that Hp is true. From the normal approximation to
the binomial, we need to choose n such that these conditions are met:

npg = 5

Ly

nqy =
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Preferably, both np, and ng, should be greater than or equal to 10. If we use
this more stringent requirement, then

e (0,10) = 10
10
i
i
n > 100.

3. State the critical region: Again, the critical regions depend on the
alternative hypotheses. Consider H,: p < p,. Figure 4.17 illustrates that we
reject Hy if 7 < —z,. Now consider H,: p > p,. Figure 4.18 illustrates that
we reject Hy if Z = z,. Finally, consider H,: p # p,. Figure 4.19 illustrates that
we reject Hy if |Z] = 2, 5. In our particular case, we need to determine an
appropriate significance level. So far, our choices have been 0.10, 0.05,
and 0.01. Since we conduct this test every shift, we really are more
concerned about a Type | error, rejecting the null hypothesis when it is true,
than a Type Il error, failing to detect a change in the true proportion of
nonconforming fibers. Why? If we make a Type | error, we must search for the
cause of a change when none is present. Since we are conducting this test so
frequently, we run the risk of constantly searching for problems that do not

Figure 4.17 | Critical Region for Ha: p < py

Figure 4.18 | Critical Region for Ha: p > py
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Figure 4.19 | Critical Region for Ha: p # pg

T Zul2

exist. On the other hand, because we are conducting this test so frequently,
if we do not pick up a change in the true proportion on any given sample, we
should pick it up on a subsequent sample. Thus, we shall use « = 0.01.

Since Ha: p #£0.10, we reject the null hypothesis if

IZ] = 240

Actually, in industry, the critical region would be to reject Hy if [2]= 3.0, which
is equivalent to using « = 0.0027.

4. Conduct the experiment and find Z: Treat the data given in Exercise 2.4
as the mest recent sample from this process. Out of the 100 fibers tested,
six have breaking strengths less than 1.2 GPa and are nenconforming.
Thus,

LY
= —= il
g T

b—po
Vipogo)/n
0.06 —0.10
J(0.10)(0.90)/100

£ =

o B ]

= J e e

5. Reach conclusions and state them in English: Since [—1.33| = 2.576 (or
p-value of 0.1866), we do not have sufficient evidence to reject the null
hypothesis. As a result, we do not have sufficient evidence to conclude that
the proportion of defectives has changed. Thus, we do not have sufficient
evidence to suggest that we should search out the presence of any changes
to our process.
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Using Confidence Intervals as an Alternative Analysis

By a process similar to the one we used to derive equation (4.1), we can establish
that an appropriate (1 — «) - 100% confidence interval for p is given by

(ba
- g 'r—Jr

: Y w

This interval depends on p, however, which is the very entity we are trying
to estimate! As a result, we use p and § = 1 — § to estimate the appropriate
standard error. Because we use f to estimate the standard error, our confidence
interval is not exactly equivalent to the two-sided hypothesis test. Even though
we use an estimated standard error, there is no theoretical basis for using a
t-statistic for our interval. Instead, the traditional {1 — o) - 100% confidence
interval for p is

We can use this result to determine the sample size required to produce an
interval with a width of approximately +B. Let po be a reasonable initial guess
for p, and let g5 = 1 — py. Following the same logic we used to derive equa-
tion (4.2}, we obtain

1

= Po-go [ B ] ;
If we truly have no idea of the general order of magnitude for p 5, we tradition-
ally use a value of 0.5 because this value maximizes the resulting sample size and

thus represents a worst case situation.

Example 4.12 | Breaking Strengths of Carbon Fibers—Revisited

A 99% confidence interval for the true proportion of nenconforming fibers is

z lpa ((0.06)(0.94)
ptnstd —ope+2.576

V # y 100
= 0.06 +0.06
= (0.00,0.12).
VOICE OF EXPERIENCE This |ntferval suggests thal_' the plaus_nble value for the true
. . propertion of nonconforming fibers is somewhere between
Tests on proportion often require farge 0% and 12%. Once again, the nominal value of 10% is a

sample sizes.

plausible value, which is equivalent to failing to reject the

null hypothesis.
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Finding the Sample Size  Suppose management wants a 9% confidence inter
val, which estimates this proportion to £ 0.02. If we can assume that the nominal
value of 10% is in the appropriate neighborhood of the true value, then we can
find the appropriate sample size by

n = fig 'r}I'-.':-[ 1’;: ]l

0.10) - (0.90) | 2278 i
= (0L LU} - (0.20)
- 0.02

= 1493,

As a result, we need a sample size of roughly 1500 to estimate the true proportion
of nonconforming fibers to the precision requested by management.

» Exercises

4.31

4.32

4.33

4.34

Airplanes approaching the runway for landing are required to stay within the
localizer (a certain distance left and right of the runway). When an airplane
deviates from the localizer, it is sometimes referred to as an exceedence. Consider
one airline at a medium-sized airport. Historically, the airline has experienced
12% exceedence. In an effort to improve the exceedence, pilots went through a
new training program. After the program, a random sample of 250 landings at
the airport found 22 in exceedence.

a. Conduct the most appropriate hypothesis test using a 0.03 significance level.
b, Construct a 95% confidence interval for the true proportion of landings that
are in exceedence.

A manufacturing company produces water filters for home refrigerators. The
process has typically produced about 4% defective. A recently designed exper-
iment has led to changing the seal to reduce defects. With the process running
using the new seal, a random sample of 300 fhlters yielded 7 defects.

a. Conduct the most appropriate hypothesis test using a 0.10 significance level.
b. Construct a 90% confidence interval for the true proportion of defective
water flters.

DeVor, Chang, and Sutherland (1992, pp. 164-163, 2358) discuss a cylinder
boring process for an engine block. Specifications require that these bores be
3.5199 £ 0.0004 in. Management is concerned that the true proportion of cylin-
der bores outside the specifications is excessive. Current practice is willing to
tolerate up to 10% outside the specifications. Out of a random sample of 1635,
36 were outside the specifications.

a. Conduct the most appropriate hypothesis test using a 0.01 significance level.
b, Construct a 99% confidence interval for the true proportion of bores outside
the specifications.

Marcucci (19835) looked at nonconforming brick from a brick manufacturing
process. Typically, 5% of the brick produced is not suitable for all purposes.
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4.36

4.37

4.38
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Management monitors this process by periodically collecting random samples
and classifying the bricks as conforming or nonconforming. A recent sample of

214 bricks yielded 18 nonconforming,

4. Conduct the most appropriate hypothesis test using a 0.01 significance level.
b. Construct a 99% confidence interval for the true proportion of nonconform-
ing bricks.

DeVor, Chang, and Sutherland (1992, pp. 209-210) examined a process for
manufacturing electrical resistors that have a nominal resistance of 100 ohms
with a specification of £2 ohms. Suppose management has expressed a concern
that the true proportion of resistors with resistances outside the specifications
has increased from the historical level of 10%. A random sample of 180 resistors
yielded 46 with resistances outside the specifications.

a. Conduct the most appropriate hypothesis test using a 0.03 significance level.
b. Construct a 95% confidence interval for the true proportion of resistors
outside the specifications.

Operators make the nickel plates for nickel-hydrogen batteries by carefully
pouring nickel powder into a frame. An important characteristic of the plate
at this point in the process is its initial net weight. Production management
imposes a strict weight standard on this product. Historically, only 35% of the
plates made meet the specifications. The material for the rejected plates is imme-
diately reused, so the real loss as the result of failing to meet the standard is
labor. A new operator, whom management suspects is not as skillful as her more
experienced colleagues, made 191 attempts in one day of work. Of these 191,
38 met the specifications.

1. Conduct the most appropriate hypothesis test using a 0.03 significance level.
b.  Construct a 95% confidence interval for the true proportion of attempts that
fail to meet the specifications.

An automobile manufacturer gives a 5-year/60,000-mile warranty on its drive
train. Historically, 7% of this manufacturer’s automobiles have required service
under this warranty. Recently, a design team proposed an improvement that
should extend the drive train’s life. A random sample of 200 cars underwent
60,000 miles of road testing; the drive train failed for 12.

a. Conduct the most appropriate hypothesis test using a 0.05 significance
level.

b.  Construct a 95% confidence interval for the true proportion of automobiles
with drive trains that fail.

Historically, 10% of the homes in Florida have radon levels higher than recom-

mended by the Environmental Protection Agency. Radon is a weakly radioactive

gas known to contribute to health problems. A city in north central Florida has

hired an environmental consulting group to determine whether it has a greater

than normal problem with this gas. A random sample of 200 homes indicated

that 25 had radon levels exceeding EPA recommendations.

a. Conduct the most appropriate hypothesis test using a 0.05 significance
level.

b. Construct a 95% confidence interval for the true proportion of homes with
excessive levels of radon.
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» 4.5 Inference for Two Independent Samples

Until now we have been solely interested in a single parameter, either y or p, of a
single population. We thus have used only one sample as the basis for our infer-
ences. More typically, we are interested in the characteristics of two or more dis-
tinct populations. For example, do two different levels of paint viscosity produce
different mean coating thicknesses? Do the mean amounts of ground beef deliv-
ered by a particular packaging process change from day to day? Do different
brands of humidifier have the same mean output moisture rates? The basic way
to address these questions is to collect random samples from both populations.
The resulting methodology allows us to analyze the simplest factoral experiment
where we have a single factor at two levels. Each level represents a different pop-
ulation.

Consider a ground beef packaging process. Suppose we wish to compare the
true mean amount of ground beef delivered on one day to the amount delivered
on the next. Let ¥11,%12,...,¥1m be a random sample of size n1 taken from
the first day. Let pq and of be the population mean and variance for this pop-
ulation, respectively. Let 71 and s7 be the sample mean and the sample variance
calculated from this random sample. In a similar manner, let ¥21,¥22,...,¥2,,
be a random sample of size n, taken from the second day. Let 1 and 05_? be the
population mean and variance for this population. Let ¥; and s3 be the sample
mean and the sample variance calculated from this random sample.

We can address the relationship between the two means by looking at their
difference, or py — p;. The possible outcomes are:

# If gy — py = 0, then the true mean amount delivered on the first day is
larger than the true mean amount delivered on the second day; thus,
p1 — p2 = 0is equivalent to puq > pa.

® If wy — py < 0, then the true mean amount delivered on the first day is
smaller than the true mean amount delivered on the second; thus,
py1 — g2 < 01s equivalent to py < pa.

*  If g — pz # 0, then the true mean amounts delivered are different; thus,
py — pz # 0 is equivalent to py # pa.

The real parameter of interest to us in this situation is gy — p3.

Estimating the Difference and Its Variability

The most appropriate estimator of g1 — 2 is the commonsense one, the differ-
ence between the two sample means: ¥; — 7. It is easy to show that

E(y1 — ¥2) = p1 — pa-

Thus, ¥1 — %2 is an unbiased estimator of py — pa. If the tivo samples are inde-
pendent of each other, this estimator’s standard error is




Example 4.13

4.5 Inference for Two Independent Samples

In general, we really do not know o and o3. In such cases, we require the
additional assumption that

1 ¥ 3
n!TI_=I.’T-:_ =T,

We thus are assuming that the true variances for both populations are the same
and that the only difference between the two populations is the mean. Under
this assumption, the standard error becomes

lef o3 [e2 @2 1 l

Vouy  m Vo : ) = 015 m omy

The common variance assumption may seem overly restrictive, but in general, it
is fairly reasonable. It is well known that the procedure we are about to outline
is extremely robust to this assumption. Most texts suggest that the common
variance assumption is reasonable as long as the ratio of the larger variance to
the smaller is less than four. This common variance assumption underlies the
classical analysis of designed experiments.

How should we estimate ¢>? Under the common variance assumption, both
s7 and s3 estimate o2. We would like to use as much of the information in the
data as possible. It thus makes sense to use both 57 and s3. The best way to
combine them is by a weighted average, where the weights are the respective
degrees of freedom, which results in sf,, the “pooled™ estimate of %

r Y 1 y 1
; lmp—1)usypt(m:—1)-55

i+ —2

By the way we have defined si, it is always between s7 and s3. The degrees of
freedom for this statistic are ny +n1 — 2.

With this information, we can develop both hypothesis tests and confidence
intervals.

Hypothesis Tests for the Difference

Once again, the best way to introduce this technique is through an example.

Packaging of Ground Beef

Maxcy and Lowry (1984) looked at a packaging process for ground beef over a
series of days. An interesting guestion is whether the true mean amount delivered
by this process changes from day to day. Ten packages are accurately weighed
and randomly selected over the course of the day on two consecutive days. For
the purposes of statistical analysis, we shall use a 0.05 significance level.
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. State hypotheses: Let 8y be a hypothesized difference—that is, a
difference of particular interest. Often, but not always, 4; = 0. Here are the
three possible sets of hypotheses:

Hy: jpop —p2=38 Hp: p1—po=8g Hg: p1 — g2 = 8y
H,: p1—pa <8 H,: pq—pp=4dg H,: pq— 3 #£ 8.

In our particular case,

Hyp: p1—uz=0
Hyp: p1—p3#0.

State the test statistic: The test statistic is

pa

¥1— 32 —do
i (. L

o | -+
Vi m

- —

In this case, since &y = 0, our test statistic is

Vi — 72

| I

5h

=
Y ni w2

The degrees of freedom for this statistic are ny +n; — 2.
3. State the critical region: These are the critical regions for this test:

*  For Ha g1 — pz <= dg, wereject Hp if t < —1n 4no-2.0.
®  For Hy p1 — pz = dg, we reject Hp if t = 1, 4n,—2.0-
® For Ha: py — gz # 8p, we reject Hy if |t] > tn,4n,-2,0/2.

In our particular case, we reject the null hypothesis if

!?‘l T fmy—2a /2

= T18.0.025
= 2.101.
4. Conduct the experiment and find t: Table 4.3 gives the weights (in grams)
of the selected packages. For the first day, j; = 1391.50 and s? = 28.409.

For the second day, yz = 1398.65 and s5 = 51.696. We next need to
calculate sZ;:

Table 4.3 The Packaging of Ground Beef Data

First Day Second Day

1397.8 1394.8 1391.7 1400.0 1393.5 1410.0 1393.9 1405.9 1404.2 1387.3
1391.2 1384.0 1391.0 13857 13853 1398.5 1399.9 1392.5 1402.5 1391.8
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1 :f:|—IJ-5%+-:n;_i:-._:%
7 4w —2
0(28.409) 4 9(51.6%a)
B 18
= 40.053.
Thus,
4 = |/ = VADO53 = 6.33.
Owur test statistic is
yi— 7
i“ — 3 il. A
I | 1
S f =
PNy m

_ 1391.50 — 1398.65
e ¥ :
i, U
Vio ' 10

= —2.526.

6.3

5. Reach conclusions and state them in English: Since |-2.524| = 2.101 (or
since p-value =0.021 is less than o =0.05), we may reject the null hypothesis.
We do have evidence to suggest that the true mean amounts of ground beef
are different on the two days. The industrial engineer assigned to this process
should seek to identify the causes for the difference and eliminate them.

Since we reject the null hypothesis, we need to give a range of plausible
values for the true difference. We can construct a {1 —e) . 100% confidence
interval for gy — s by

Y1 =32 i '+.l.l| Y —P w2 8 4+ —.

In this case, a 95% confidence interval for the true mean difference for these
two days is

J"'_I 2 _ll - 'r.'.' 1+ —L,0 _Frrl IlI — 4 —
L n2
(1391.50 — 1398.65) £ 2.101(6.33),/ - + .
i 2L — 12370:D2 ) 0T L. o 2 e B B :
' : ' Vio " 10
= F15 L+ 59%
= (—13.1,—1.2).

Thus, the plausible values for the true difference in mean amounts range
from —13.1to -1.2 g.
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Using Confidence Intervals As an Alternative Analysis

Many engineers and statisticians prefer this approach because it allows us to
bypass completely the formal hypothesis test.

Example 4.14 | Packaging of Ground Beef—Revisited

From the last example, the 25% confidence interval for the true mean difference is
(—13.1, —1.2). Thus, the plausible values for the true difference in mean amounts
range from —13.1 to —1.2 g. Since zero does not fall within this interval, we have
no reason to believe that it is plausible. We thus have evidence to suggest that
the true mean amount delivered on the second day is greater than the true mean
delivered on the first.

Checking Assumptions
In order to do this analysis, we made three assumptions:

| The distributions of the amounts of ground beef delivered for both days
are reasonably normal or mound-shaped (for sample sizes of

VOICE OF EXPERIENCE ten, the amounts follow a distribution that is single peaked,

The two-sample t-test is very rabust both
to normality ond to constant variance.

roughly symmetric, and with tails that die rapidly). If this
assumption is grossly violated, then alternative analyses (usu-
ally nonparametric methods) should be used.

The two random samples are independent.

3
i. The variances for each day are the same.

To check these assumptions, consider Figure 4.20, the side-by-side stem-and-leaf
display; Figure 4.21, the parallel boxplots; Figure 4.22, the normal probabil-
ity plot for the first day; and Figure 4.23, the normal probability plot for the
second day. Figure 4.20 reveals that both data sets are single peaked, roughly
symmetric, and with tails that die rapidly. The second day’s amounts seem to be
centered higher than the first day’s, but the spreads for the amounts look similar.
Figure 4.21 confirms these results. The median value for the second day is greater

Figure 4.20

The Side-by-Side Stem-and-Leaf Display Comparing the Amounts of Ground
Beef Delivered on Two Days

First Day Second Day
Stem Leaves Mumber Depth Leaves Number Depth
138 455 3 3 T 1 1
135 111347 6 12380 ] 6
L4n 0 1 1 45 2 3
141 0 L 1
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Figure 4.21 Parallel Boxplots Comparing the Amounts of Ground Beef
Delivered on Two Days

1410 =
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Figure 4.22 | The Normal Probability Plot for the Ground Beef Amounts on the First Day
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Figure 4,23 | The Normal Probability Plot for the Ground Beef Amounts on the Second Day
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than the value for the first. The lengths of the boxes, which are the interquartile
ranges, are similar and indicate similar variabilities. We see no apparent outliers.
Figure 4.22 does not appear to be a perfectly straight line and does give a litde
concern that the data from the first day may not come from a very well-behaved
distribution. Figure 4.23 looks much better in this regard. Since the data were
taken on two completely different days, we have no particular reason to doubt
the independence of the two samples. On the whole, we should feel reasonably
comfortable about our assumptions in this case.

=~ Exercises

4.39

4.40

Eibl, Kess, and Pukelsheim (1992) studied the impact of viscosity on the observed
coating thickness produced by a paint operation. For simplicity, they chose to
study only two viscosities: “low™ and “high.” Up to a certain paint viscosity,
higher viscosities cause thicker coatings. The engineers do not know whether
they have hit that limit or not. They thus wish to test whether the higher viscos-
ity paint leads to thicker coatings. Here are the coating thicknesses:

Low Viscasity

1.09 1.12 0.83 0.88 1.62 1.49 1.48 1.59
0.8 1.29 1.04 1.3 1.83 1.65 1.71 1.76

High Viscosity

1.46 1.51 1.59 1.40 0.74 0.98 0.79 0.83
2.05 217 2.36 2.12 1.51 1.46 1.42 1.40

a. Analyze these data using parallel boxplots.

b. Conduct the appropriate hypothesis test using a 0.05 significance level.

c. Construct a 95% confidence interval for the true difference in the mean

coating thicknesses.

What did you assume to do the analyses? Can you evaluate how well these

data meet the assumptions? If yes, determine how comfortable you are with

them. If not, explain why.

. Discuss the conclusions of the hypothesis test and confidence interval relative
to the boxplot.

-

A manufacturer of aircraft (see Montgomery 1991, pp. 242-244) monitors the
viscosity of primer paint. The viscosities for two different time periods are listed
here:

Time Period 1 Time Period 2
33.8 331 34.0 338 33.5 335 333 334 333 347
34.0 33.7 333 335 33.2 34.8 34.6 35.0 34.8 345

33.6 33.0 335 2331 338 347 343 3446 345 350
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a. Analyze these data using parallel boxplots.

L. Conduct the appropriate hypothesis test using a 0.05 significance level.

c. Construct a 95% confidence interval for the true difference in the mean
viscosities.

. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

. Discuss the conclusions of the hypothesis test and confidence interval relative

to the boxplot.

Galinsky and colleagues (1993) studied the impact of sensory modalities (either
aural or visual) on people’s ability to monitor a specific display for critical events
to which they must respond. Such tasks are critical components of jobs like air
traffic control, industrial quality control, robotic manufacturing operations, and
nuclear power plant monitoring. One aspect of the study focused on the differ-
ence in response to aural and visual stimuli. In particular, they monitored the
motor activity of the subject’s dominant wrist as a measure of “restlessness”
or “fidgeting.” The greater the activity, the more restless the subject. Galinsky
and her colleagues recorded these numbers of wrist movements over 10-minute
periods of time:

Auditory Visual
418 236 281 416 578 386 517 617 870 a92
329 197 397 &77 698 416 574 782 838 885

a. Analyze these data using parallel boxplots.

b. Conduct the appropriate hypothesis test using a 0.01 significance
level.

c. Construct a 99% confidence interval for the true difference in the mean
numbers of wrist movements.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss the conclusions of the hypothesis test and confidence interval rela-
tive to the boxplot.

An independent consumer group tested radial tires from two major brands to
determine whether there were any differences in the expected tread life. The
data (in thousands of miles) are given here:

Brand 1 Brand 2
50 54 52 47 &1 57 &1 47 52 53
56 51 51 48 56 57 56 53 &7 58
53 43 58 52 48 62 56 56 62 57

a. Analyze these data using parallel boxplots.

b.  Conduct the appropriate hypothesis test using a 0.05 significance level.

<. Construct a 95% confidence interval for the true difference in the mean tread
lives.
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d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss the conclusions of the hypothesis test and confidence interval rela-
tive to the boxplot.

Nelson (1989) compared two brands of ultrasonic humidifiers with respect to
the rate at which they output moisture. The following data are the maximum
outputs (in fluid ounces) per hour as measured in a chamber controlled at a
temperature of 70° F and a relative humidity of 30%:

Brand 1 Brand 2

14.0 14.3 12.2 15.1 121 13.6 11.9 11.2

a. Analyze these data using parallel boxplots.

b. Conduct the appropriate hypothesis test using a 0.10 significance level.

c. Construct a 90% confidence interval for the true difference in the mean vis-
cosities.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss the conclusions of the hypothesis test and confidence interval rela-
tive to the boxplot.

The following data are the yields for the last 8 hours of production from two
ethanol-water distillation columns:

Celumn 1

70 74 73 72 72 73 72 73

Column 2

Fa 74 72 Fa | 72 70 72 72

a. Analyze these data using parallel boxplots.

b. Conduct the appropriate hypothesis test using a 0.10 significance
level.

c. Construct a 90% confidence interval for the true difference in the mean
yields.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss the conclusions of the hypothesis test and confidence interval rela-
tive to the boxplot.

Capurro, Brozzo, and Cirillo (1997) studied two modern high-strength microal-
loyed structural steels. Thirty Charpy V notched specimens were machined from
a 50-mm-thick plate of steel A. Similarly, a set of 30 specimens were machined
from a piece of pipe of steel B. All specimens were tested in four-point bending
tests at a temperature of 77 K and the values of fracture load recorded. The
data are
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Steel A

24700 31300 29400 31500 28700 31900 28400 27200 32800 30200
30200 32700 30900 42000 22800 36000 28000 27700 30500 28500
40400 31300 32600 34700 33100 23200 24300 35500 25300 24700

Steel B

34510 28730 36380 32060 25810 21900 28450 37510 29960 39730
21010 28880 35150 28780 35970 37960 28840 26400 24770 26580
34110 26750 23540 32300 34140 33140 28330 32220 22040 288610

a. Analyze these data using parallel boxplots.

b. Conduct the appropriate hypothesis test using a 0.05 significance level.

¢. Construct a 95% confidence interval for the true difference in the mean
fracture loads.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss the conclusions of the hypothesis test and confidence interval
relative to the boxplot.

Penner and Watts (1991) imrestigatcd whether the time to drill holes in rock
differs using “dry” or “wet” drilling. In dr} drilling, compressed air is used to
flush the cuttings, and in wet drilling water is used. Each method is used on 12
rocks. The drilling times (in 1/100 minutes) for the two methods are

Dry Drilling Wet Drilling

727 965 904 987 847 918 607 549 762 665 588 798
814 750 804 989 902 939 704 772 T80 599 603 4699

2. Analyze these data using parallel boxplots.

b. Conduct the appropriate hypothesis test using a 0.01 significance level.

¢. Construct a 99% confidence interval for the true difference in the mean time.

. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss the conclusions of the hypothesis test and confidence interval
relative to the boxplot.

Temperatures are of interest in machining because cutting tools often fail by ther-
mal softening or temperature-activated wear. Anagonye and Stephenson (2002)
investigate the peak temperature in °C between WC material as the tool holder
and steel as the tool holder. Four samples were taken from each material and the
peak temperatures follow:

wcC Steel

810 650 717 77 834 M7 214 782
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a. Analyze these data using parallel boxplots.

b. Conduct the appropriate hypothesis test using a 0.10 significance level.

c. Construct a 90% confidence interval for the true difference in the mean
peak temperature.

d. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

¢. Discuss the conclusions of the hypothesis test and confidence interval
relative to the boxplot.

Paired t-Test

Until now, all of our two-group comparisons have assumed that the two samples
are independent of each other. On many occasions, however, the two samples
are not independent because they involve the same sampling unit. For example,
Snee (1981) compared two standard methods for measuring the octane ratings
of gasoline blends. The blends used represented a wide range of true octane
readings. A reasonable question is whether one measurement method yields rat-
ings either consistently higher or lower than the other. The ditference in the true
octane ratings of the blends used is irrelevant to this analysis because we are con-
centrating on the test methods. In fact, the difference in the true octane ratings
among the blends used merely contributes “noise™ to our analysis.

How can we collect our data to remove this extraneous noise and focus as
clearly as possible on the two rating methods? Take each blend and divide it into
two test samples. Use the first method to rate one of the test samples, and use the
second method to rate the other. In so doing, we pair the data—in this case, the
pairing comes from using the same blend to generate the test samples used by
each method. Note that we consciously choose to pair the data in order to make
our comparison of the two methods more sensitive. The resulting methodology
allows us to analyze the simplest blocked experiment.

Suppose that # blends are available. Let y, ; and y; ; be the rating by the first
method and by the second method, respectwely, for the ith blend. We may define
the ith difference by

If the first method tends to give higher ratings than the second, then the differ-
ences will tend to be positive. If the first method tends to give lower ratings,
then the differences will tend to be negative. Let & be the true mean difference
berween the ratings provided by these two methods. The three possibilities for
& are:

I. If 8 = 0, then there is no difference between the two methods.
2. If 8 = 0, then the first method tends to give higher ratings than the second.
1. If 8 < 0, then the first method tends to give lower ratings than the second.
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The most appropriate estimator of & is the commonsense one, the sample
mean difference, given by

Y d,

M

L?I_Z
It is easy to show that
Eid ) =38,

Thus, d is an unbiased estimator of 5. Let sj be the sample variance for the d;’.
Thus,

¥

5 (4

=1 =1

(]

Hela—1)

Hypothesis tests and confidence intervals follow just like the one-sample infer-
ences presented in Section 4.3.

Hypothesis Tests for the Difference

Example 4.15 | Testing Octane Blends

Snee (1981) determined the octane ratings of 32 gasoline blends by two standard
methods: motor {method 1) and research (method 2). An important question is
whether one method tends to produce higher ratings than the other. Before the
collection of data, we have no idea which method might produce higher ratings.
The sample consists of 32 gasoline blends covering a wide range of target octane
ratings. Each blend is divided into two samples so that each blend can be tested
by both methods. This is an example of a paired study because the data are
"paired” by the particular gasoline blend. For statistical analysis, we use a 0.01
significance level.

State hypotheses: In general, these are the forms of the hypotheses:
f‘.lﬂ!: ﬁ == ﬁ' HH: :'} — -':J:': J[f:l: Hi= llljl']
Hi: & <dy H;: 8=46p H;: &3+ 8.

Mote that often 4y will be zero. In this particular case, the appropriate set of
hypotheses is

Hg: §=0
Hi: a0
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2. State the test statistic: Our test statistic is

Lil == ii-:j-

s/ i

The degrees of freedom for this statistic are n—1.
3. State the critical region: These are the critical regions:

® For Hy: 8 < &y, we reject Hy if t <= —t,_4 4.
* ForH,; 8 =dg, wergject Hpift= 1,4 4.
* For Hy: 8 # 85, we reject Hy if [t > t,_4 4/2.

In this case, we reject the null hypothesis if
“l = |‘.|.| - i.._'.r_.'_’
> 31,0.003-

Mote that our t-table (Table 2 in the appendix) does not have values for 31
degrees of freedom. To be conservative, we shall use the appropriate value
for 30 degrees of freedom. Thus, we reject the null hypothesis if

|t} = 2.750.

4. Conduct the experiment and find t: Table 4.4 gives the results of the
tests, For these data,

d=-—7.10

sy = 3.04.
Table 4.4 The Octane Blend Data
Method 1 105.0 81.4 1.4 84.0 88.1 1.4 98.0 20.2
Methed 2 106.6 83.3 9.4 4.7 99.7 4.1 101.9 98.6
d; —-1.6 —-1.9 —8.0 —10.7 —11.6 —2.7 -3.9 —8.4
Method 1 4.7 105.5 86.5 83.1 86.2 87.7 84.7 838
Method 2 103.1 106.2 2.3 89.2 93.6 97.4 88.8 85.9
d; —8.4 —-0.7 —5.8 —6.1 —7.4 —9.7 —4.1 —-2.1
Method 1 86.8 90.2 Q2.4 85.9 84.8 89.3 91.7 87.7
Methed 2 96.5 99.5 F9.8 97.0 95.3 100.2 96.3 23.9
d; —9.7 —9.3 —7.4 —1141 —10.5 —10.9 —4.6 —6.2
Method 1 1.3 0.7 3.7 ¢0.0 85.0 87.9 85.2 87.4
Method 2 o7.4 98.4 101.3 99.1 92.8 5.7 93.5 7.5

d; —6.1 7.7 —7.6 —2.1 —-7.8 —7.8 -8.3 —10.1
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Thus, our test statistic is

5. Reach conclusions and state them in English: Since [-13.212| = 2.750 (or
since the p-value =0.000 is less than o = 0.05), we may safely reject the null
hypothesis. We thus have sufficient evidence to conclude that method 2
yields higher octane ratings than method 1.

Since we reject the null hypothesis, we need to give a range for the
plausible values of the true mean difference. We can construct a (1 —a)-
100% confidence interval for § by

54
d+ tn— bowf2 — ==
W F
A 99% confidence interval for § is
53 = 3.04
a3 b il —:,'— = =710+ £30.0.005 —
o M W 32
= T A0 2 TE00N53T
= 7.1 48

= (—8.58, -5.62).

The plausible values for this difference range from —8.58 to —5.62, which
again indicates that method 2 yields higher octane ratings than method 1. In
particular, method 2 seems to yield ratings somewhere between 5.6 and 8.6
points higher.

Using Confidence Intervals as an Alternative Analysis

This approach allows us to bypass completely the formal hypothesis test. Con-
fidence intervals are a simple, powerful, and direct tool if the two methods give
different results on the average.

Example 4.16 | Testing Octane Blends—Revisited

From the previous example, a 99% confidence interval for the true mean differ-
ence in the methods is (—8.58, —5.62). Since this interval does not contain zero,
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we may conclude that method 2 seems to yield ratings somewhere between 5.6
and 8.6 points higher than method 1.
Checking Assumptions
To perform this analysis, we assumed that the differences follow a distribu-
tion such that dj(s;//n) follows a t-distribution with, in this particular case,
31 degrees of freedom. For so many degrees of freedom, we are mostly con-
cerned with whether the distribution is single peaked and the tails die rapidly.
We can tolerate a certain amount of skew in the data with so large a number of
degrees of freedom. Figure 4.24 gives the stem-and-leaf display for these differ-
ences. The differences have been rounded to the nearest integer. The data show
a single clear peak and the tails do die rapidly. Figure 4.25 gives the normal
probability plot for these differences. This plot has a fairly straight line, which
Figure 4.24 | The Stem-and-Leaf Display for the Octane Differences
Stem Leaves MNumber Depth
—1t: 2 1 1
—Ls: 0001111 T -]
—u HBBRRESEON 10
—s: GHGATT G 14
—f: 445 3 8
—t; 2223 4 5
—%: 1 1 1
Figure 4.25 | The Mormal Probability Plot for the Octane Differences

Quantiles of standard normal
=}
]
'\u
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indicates that the data do come from a well-behaved distribution. We should feel
very comfortable about our assumptions.

Paired Versus Independent t-Test

How we actually conduct an experiment determines whether we should use the
paired #-test or the two-independent-samples f-test. Many experimental situa-
tions can easily lend themselves to either approach. A reasonable question is:
When should an experimenter pursue a paired structure? Pairing works well
when the sampling units available for the study differ widely among themselves.
Then pairing allows us to remove the sampling unit to sampling unit variability.
If the sampling units differ widely, removing this variability makes our estimate
of the standard deviation much smaller. In turn, the denominator of our test
statistic decreases, which makes the observed value of our test statistic larger
in absolute value. As a result, we are more likely to reject the null hypothesis
{we increase the power of our test). On the other hand, pairing the data also
reduces the number of degrees of freedom available for our analysis. Decreasing
the number of degrees of freedom makes the critical value for our test statistic
slightly larger in absolute value, making it slightly more difficult to reject the null
hypothesis (we slightly decrease the power of our test). A quick examinarion of
the t-table reveals that the number of degrees of freedom available for analysis
becomes critical for very small numbers of sampling units.

In general, we should obtain paired data whenever we know that the sam-
pling units differ significantly from one another. The reduction in variability typ-
ically more than compensates for the slight increase in the critical value for the
test. On the other hand, if we have no reason to believe that the sampling units
differ—that is, that they are truly homogeneous—then the two-independent-
samples structure makes a great deal of sense, particularly if very few sampling
units are available for the test.

» Exercises

4.48 An experiment was carried out on scale models in a wave tank to investigate
how the choice of mooring method affected the bending stress produced in a
device used to generate electricity from wave power at sea. The model system
was subjected to the same sample of 18 sea states with each of the two mooring
methods. The resulting data (root mean square bending moment in Newton-
meters) are

Sea state 1 2 3 4 5 & 7 8 9
Method 1 2.23 2.55 7.99 409 962 159 8.98 0.82 10.83
Method 2 1.82 2.42 8.26 346 977 140 8.88 087 11.20

Sea state 10 11 12 13 14 15 16 17 18
Methed1 1.54 1075 579 591 579 550 996 1.92 7.38
Methed 2 1.33 10.32 5.87 6.44 587 530 9.82 169 7.4
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b.

Conduct the appropriate hypothesis test using a 0.10 significance level.
Construct a 90% conhdence interval for the true mean ditference in bending
Stress.

What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Dunn (1989) studied the estimated lengths (to the nearest 0.1 inch) of 15 pieces
of string as assessed by two raters. The two raters always overestimated the
length of the string. The distances from the actual measured length for each

rater are
String 1 2 3 4 3 -1 7
Graham 1.3 0.9 1.5 0.5 1.7 0.8 1.0
Brian 1.5 1.0 1.3 0.9 0.5 0.5 1.6
String 8 9 10 il 12 13 14
Graham 0.4 1.5 0.3 0.3 1.2 1.6 0.3
Brian 0.8 1.4 0.4 0.5 0.5 1.3 0.9

Conduct the appropriate hypothesis test using a 0.05 significance
level.

Construct a 95% confidence interval for the true mean difference in
raters.

What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

The value of the turbine prediction coefficient was calculated for 13 pumps using
two different prediction methods. Williams (1994) gives the data as

Pump 1 2 3 4 5 & 7
Childs 0.78 1.64 2.25 0.80 1.09 1.39 0.47
Stepanoff 0.60 1.82 2.25 0.80 0.17 0.91 0.47

Pump 8 9 10 1 12 13
Childs 2.66 0.44 1.11 0.48 0.41 0.56
Stepanoff 2.88 0.23 1.11 0.48 0.67 0.89

Conduct the appropriate hypothesis test using a 0.01 significance level.
Construct a 99% confidence interval for the true mean difference in predic-
tion methods.

What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Grubbs (1983) presented data on the running times of 20 fuses. Two operators,
acting independently, measured these times for the tuses:
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Operater 1 4.85 4.93 475 477 4.67 4.87 4.67 494 485 475
Operater 2 509 5.04 495 502 490 505 490 515 5.08 4.98

Operater 1 4.83 4.92 474 4,99 488 495 495 493 492 489
Operater 2 504 512 495 523 5.07 523 3516 511 511 5.08

2. Conduct the most appropriate hypothesis test using a 0.05 significance level.
b. Construct a 95% confidence interval for the true mean difference in the
times.

What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

)

Nickel-hydrogen batteries use nickel plates as the anode. After the plates are
sintered or fired in a high-temperature furnace, they are grouped into lots of
40 plates each and then placed into an electrode deposition (ED) bath where they
are placed under an electrical load. This bath controls the electrical properties
of the cell. An important characteristic of the nickel plate batteries is “stress
growth.” As the battery cell undergoes its charge—discharge cycle, the plates
actually begin to expand due to the stress. One of the engineers believes that
the more porous the plate, the greater the stress growth. He wants to conduct
a test to confirm this belief. The engineer knows that the specific conditions of
the ED bath have a major impact on stress growth. Since no two ED bath runs
are identical, the engineer expects a lot of variability in the stress growth purely
from the ED baths. To minimize the impact of the ED baths, he has set up each
ED lot so that 20 plates have “low™ porosity and 20 plates have “high™ porosity.
After the ED run, the engineer randomly selects five low-porosity plates to make

a test battery cell and five high-porosity plates to form a second test cell. The
data are the average percent increases in the plates thicknesses after 200 charge—

discharge cycles. The following values summarize the results from 16 different
ED lots:

Low porosity 1.43 3.56 203 092 3.21 3.08 3.69 2.81
High poresity 3.00 9.41 3.8 1.81 442 219 102 2.81

Low porosity 234 239 095 201 1.98 1.59 1.04 1.66
High porosity 4.47 418 346 2.67 1.23 1.95 0.51 0.08

4. Conduct the most appropriate hypothesis test using a 0.05 significance level.

b. Construct a 95% confidence interval for the true mean difference in stress
growth.

c. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Measuring the actual dimensions of a manufactured part is a classical problem

in many different disciplines, especially mechanical and industrial engineering.

A mechanical engineer must grapple with the thickness of nickel plates for a
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nickel-hydrogen battery. By the way the plate is made, he can consistently iden-
tify specific locations on each plate. Thus, location A on the first plate measured
is the same as location A on the second plate. He believes thar one specific loca-
tion, A, of the plate is consistently thicker than another specific location, B. The
actual thicknesses (in mm) of ten plates are listed here:

Location A 31.10 31.10 30.90 30.80 32.20 30.40 29.65 29.B5 29.85 30.65
Lecatien B 29.75 29.75 30.15 30.80 30.20 30.40 30.35 29.75 29.15 30.50

2. Conduct the most appropriate hypothesis test using a 0.03 significance level.

b. Construct a 95% confidence interval for the true mean difference in the
thicknesses.

c. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Eck Industries, Inc. (Mee, 1990, also see Example 2.1), manufactures cast alu-
minum cylinder heads used for liquid-cooled aircratt engines. The wall thick-
nesses are critical, particularly in high-altitude applications. The company seeks
to compare two methods for measuring these thicknesses: ultrasound (U), which
is nondestructive, and sectioning (S} the heads, which obviously is destructive.
Sectioning is more accurate, but ultrasound allows the company to test a part
and then ship it. The company would like to see whether the methods give dif-
ferent measurements on the average. Measurements of 18 heads are listed here:

Method U 0.223 0.193 0.218 0.201 0.231 0.204 0.228 0.223 0.215
Method S 0.224 0.207 0.216 0.204 0.230 0.203 0.222 0.225 0.224

Method U 0.223 0.237 0.226 0.214 0.213 0.233 0.224 0.217 0.210
Methed S 0.223 0.226 0.232 0.217 0.217 0.237 0.224 0.219 0.192

a. Conduct the most appropriate hypothesis test using a 0.05 significance
level.

b. Construct a 95% confidence interval for the true mean difference in the
thicknesses.

¢. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Van Nuland (1992) daily compares two temperature instruments: one coupled
to a process computer and the other used for visual control. Ideally, these two
instruments should agree. The following data are the two temperatures over a

five-day period:

Day 1 2 3 4 5
Temp. 1 84.6 B45 844  B46 843
Temp.2 852  85.1 849 853 850
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a. Conduct the most appropriate hypothesis test using a 0.03 significance level.
L. Construct a 95% confidence interval for the true mean difference in temper-
arures.

What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

L]

4.56 A maintenance manager must test a new repair method that should increase the
expected time between repairs. For each machine used in the study, she recorded
the last time between failures prior to using the new method, which she called
“Current,” and the first time between failures after using the new method, which
she called “New.” These are the times {in hours):

Machine 1 2 3 4 5 [ 7 8 9 10
Current 155 222 346 287 115 389 183 451 140 252
New 211 345 419 274 244 420 319 505 396 222

a. Conduct the most appropriate hypothesis test using a 0.05 significance
level.

b. Construct a 95% confidence interval for the true mean difference.

What did you assume to do the analyses? Can you evaluate how well these

data meet the assumptions? If yes, determine how comfortable you are with

them. If not, explain why.

L]

» 4.7 Inference for Two Proportions

Section 4.4 introduced the hypothesis test and confidence interval for a single
proportion. In addition, Section 4.5 discussed comparing two means when the
samples are independent of each other. We now extend these two concepts to the
situation of having two binomial populations where we would like to compare
the two proportions.

Suppose we take a random sample of size ny taken from the first binomial
population with parameter p;. Let Y| be the number of “successes™ observed in
the sample. Suppose we take a random sample of size #; taken from a second
binomial population with parameter p. Let Y2 be the number of “successes”
observed in the sample. Using what we have learned in Sections 4.4 and 4.5, the
intuitive estimator of p; — 3 1s

i 1

= =12
" 12

It can be shown that
F'.PI e I|'-'.'l| :f}| —_ __II'}E

- . B 1a
'\'ﬁ.'l'l:llf.?'l — Pl] et ll?. 0 }I_L]rz .
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In general, we really do not know py and pa. Thus, these values will need to be
estimated for any inference. Once again, we illustrate this technique through an
example.

Hypothesis Tests for the Difference

Example 4.17 | Mewly Hatched Larvae

Jezierska et. al. (2000) studied newly hatched larvae of the commen carp for expo-
sure to copper or lead during the embryenic development. The environmental
engineer’s interest was in whether or not the percentage of defective larvae dif-
fered for the two metal solutions. The eggs and sperm were obtained from artifi-
cially induced spawning at the hatchery of the Inland Fisheries Institute in Zabie-
niec. They placed 100 eggs in each solution. The number of defective larvae was
38 with copper and 22 with lead.

We will classify a “success” as a defective larvae. Our hypothesis test focuses
on the difference in the true proportion of defective larvae when exposed to water
with copper or lead. We shall use a 0.05 significance level.

1. State hypotheses: Let §; be a hypothesized difference of interest. Often,
but not always, 8y = 0. Here are the three possible sets of hypotheses:

Hpy: PL—p2= dig J‘ir|_|: == | .ILJ[._|: Pl1—82= -:$|_|
HI..I: ,”!; — ,n”_" - .5,: jr‘JIIJ: '{Jl — r.f]l = (']|"| f‘Jrl.r: I|’1| — I{I'_‘_- :—"' §|'|.

In our particular case, the appropriate set of hypotheses is

Hy: pL—pa = 0
H: 28 ' = 0,

2. State the test statistic: Recall that the variance of p, — p, depends on the
unknown parameters: p, and p,. Under the null hypothesis, p, —p, =0 or
equivalently, p, = p,. In other words, we should pool information from the
two samples into a single estimate to calculate the variance. The best
estimate of p, = p, =pis

E Y1+ Y2
N
' o+ 12

with § =1 — p. This leads to
= &5 L 27T e i 1 [ W
var(py — py) = £191 P22 _ P4, P4 =M( i )

Y M7 M) "1 My Mg

An estimate of the variance is

— - c kw3 l
var(pl — fr2) = prg ( i —).

\ 1 2
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he test statistic is
. b1 — 9
o= : p1— P -
a,.f:f { L | ]j
||il i , M 12

The sample sizes should be sufficiently large to ensure that the normal
approximation to the binomial is appropriate.
3. State the critical region: These are the critical regions:

For Hs: py — o2 < dp, we reject Hp i =
For Ha: py — o3 = do, we reject Hp if Z = 2Z,.
*  For Hs: py — Py # 8o, we reject Ho if 12] = Z,)2.

In this case, we reject the null hypothesis if

\Z| > Zap
= £||,:J_7_€
= 1.96.

4. Conduct the experiment and find Z2: Out of the 100 eggs in the water
with copper, 38 developed defective larvae and out of the 100 eggs in the
water with lead, 22 developed defective larvae. This gives

38 2 38 + 22

h| = — = (.38 hr = — =0.22 = —— =0.30
1= 100 ” 72 = 100 P =100+ 100
and our test statistic is
- pi—fa
. 1)
VPa (3 + ;)
0.38 —0.22

'||.": 0.30(0.70) { ;,:I.,.-t'.. o ]"-II:'I}

— 2.47,

Reach conclusions and state them in English: Since [2.47] = 1.96, we
have sufficient evidence to reject the null hypothesis. As a result, we have
sufficient evidence to conclude that the true proportion of defective larvae
are different in water with copper and water with lead.

Since we reject the null hypothesis, we need to give a range of plausible
values for the true difference. We can construct a {1 — «)- 100% confidence
interval for p; — p; by

[*g]

o (i P
1 — )&, 0, + ==,
l:.lr | .F - ta'.-_hrl .f.i'| ”l
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We do not use the pooled value, p, because the confidence interval does
not assume the null hypothesis is correct. Since we are using p, and p,
instead of the pooled p, our confidence interval is not exactly equivalent to
the two-sided hypothesis test. In this case, a 5% confidence interval for the
true difference in proportions of defective larvae for copper and lead is

. Lo i [P1g1  P2ga
'-Pl—f-’:.'itf,.-:,h;' I
(0.38(0.62) 0.22(0.78
BRI E Ly ], TR
y 100 100
— 0.16 4+ 0.125
— (.035,0.285).

Thus, the plausible values for the true difference in proportions of defective
larvae for copper and lead range from 3.5% and 28.5%.

» Exercises

4.57

4.58

4.59

Airplanes approaching the runway for landing are required to stay within the
localizer (a certain distance left and right of the runway). When an airplane
deviates from the localizer, it is sometimes referred to as an exceedence. Consider
two airlines at a large airport. During a three-week period, airline 1 had 14
exceedences out of 156 flights and airline 2 had 11 exceedences out of 198

flights.

2. Conduct the most appropriate hypothesis test using a 0.05 significance
level.

b. Construct a 95% confidence interval for the true difference between the
proportion of exceedences for the two airlines.

A manufacturing company produces water filters for home refrigerators. They
have some quality problems with leaks. Out of 300 filters, 15 leaked. A project
used a designed experiment to improve their quality. After the project, a sample

of 300 filters yielded 7 leaks.

a. Conduct the most appropriate hypothesis test using a 0.10 significance level.
b. Construct a 90% confidence interval for the true difference between the
proportion of filter leaks before and after the quality project.

Gauvreau (2006) discusses early failures for patients with and without a diag-
nosis of heterotaxy syndrome. Early failure is defined as death, takedown of
the Fontan circulation, or cardiac transplantation within 30 days of the opera-
tion. A total of 500 patients underwent the Fontan procedure. There were 41
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patients with heterotaxy syndrome and 9 had early failures. Of the remaining
459 patients without heterotaxy syndrome, 75 had early failures.

a. Conduct the most appropriate hypothesis test using a 0.01 significance level.
b. Construct a 99% confidence interval for the true difference between the pro-
portion of early failures for patients with and without heterotaxy syndrome.

An automobile manufacturer gives a 5-year/60,000-mile warranty on its drive
train. Recently, a design team proposed two possible materials, 1 and 2, that
could extend the drive train’s life. A random sample of 400 cars underwent
60,000 miles of road testing, 200 for each material. The drive train failed for §

using material 1 and 12 with material 2.

1. Conduct the most appropriate hypothesis test using a 0.03 significance level.
L. Construct a 95% confidence interval for the true difference between the
proportion of drive train failures for the two materials.

Operators make nickel plates for nickel-hydrogen batteries by carefully pouring
nickel powder into a frame. An important characteristic of the plate at this point
in the process is its initial net weight. Production management proposes a strict
weight standard for this product. A new operator has finished the required train-
ing and must establish that they are no different than the person who trained
them. The new operator made 190 attempts in one day and 38 met the specifi-
cations. The trainer made 195 attempts the same day and 50 met the specifica-
tions.

a. Conduct the most appropriate hypothesis test using a 0.10 significance level.
b. Construct a 90% confidence interval for the true difference between the
proportion of specifications met by the operator and the trainer.

Ledolter and Swersey (2006) describe how experimental design with seven fac-
tors was used by Mother Jones magazine to increase its subscription rates. One
of the factors they used was giving the people the option of paying by credit
card rather than only by personal check. The general feeling was that adding the
credit card option would increase the response rate, but there was some senti-
ment among the marketing statf that people are more likely to respond if only
given a single payment choice. Out of the 40,000 offers sent out for paying only
by check, 994 responded. Out of the 40,000 offers sent out for paying only by
check or credit card, 1060 responded.

a. Conduct the most appropriate hypothesis test using a 0.10 significance level.
L. Construct a 90% conhdence interval for the true difference between the

proportion of respondents with and without the credit card option.

Inference for Variances

A Single-Sample Variance

Since the sample variance, s%, is a random variable, it also has a sampling dis-

tribution. If we take a random sample from a normal distribution we can show
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that

. 7

(m— 1)~

e

o2

follows a x? distribution with n — 1 degrees of freedom. This result depends
quite heavily on the normality assumption. As a result, serious dcganurcs from
normality should concern us. Figure 4.26 plots the pdf for a x* distribution
with four degrees of freedom. This distribution is quite skewed to the
right.

Let xi—l,l—a represent the value from the x* table (Table 3 in the appendix)
that corresponds to a right-hand tail area of « for a x? distribution with 2 — 1
degrees of freedom. We then observe that

5 n—1) ]
P(;’-rr?—l.u_-l = e s }{E._]_]_rf.l) =1-—w.
Figure 4.27 illustrates this interval. With some algebra, we get
(1 — 1)s fr — I]:-"}.
F(; <ol < ; =1—mo
V1,1 w2 D
From this result, we gert the (1 — &) - 100% confidence interval for o2
in—1)s2 (n—1)s?
=21 Y ok i
Xn_11-a/2 KAn-1g2
We also can use the x? distribution to develop an appropriate hypothesis test.
Once again, we introduce this procedure through an example.
Figure 4.26 | The pdf for a x? Distribution with Four Degrees of Freedom
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Example 4.18 | Variability in Whiteness of Titanium Dioxide

A paint manufacturer uses a large amount of titanium dioxide in its coatings.
Titanium dioxide is the primary white pigment used in paints and coatings. Peo-
ple measure the "whiteness” of this pigment using a scale of 0-30, with 30 being
essentially perfect white. Recently, this manufacturer switched vendors for its tita-
niumn dioxide. The new vendor claims that its titanium dioxide averages 25 on the
whiteness scale, with a variance of 0.4. The paint manufacturer, based on previous
experience, doubts that the new vendor really has such a small amount of vari-
ability in its product. The manufacturer plans to treat the next ten shipments as
a random sample and to address this question by a formal hypothesis test with a
0.05 significance level.

State hypotheses: In general, these are the forms of the hypotheses:

Hy: e*=a; Hp: o-=o0f Hy: o> =a;

Hy: o’ < ”'-T? Hy: ol > ”.T‘ H,;: o2 ;= fT!%.

In this particular case, the appropriate set of hypotheses is

Hg: o* =04
H.: 2> 04.

2. State the test statistic: Our test statistic is

The degrees of freedom for this statistic are n—1.
3. State the critical region: These are the critical regions:
* For H,: a? < of, we reject Hp if x% < %2 , ..
* For H;: o® > of, we reject Hp if x% > x2 ,, ..

* For Ha: ? # of, we reject Hy if x? < xf_mﬁ orx=> Ir2|—1,1—n,rz~

Figure 4.27

7 2
X1, w2 P
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In this case, we reject the null hypothesis if

ot e,

X = .-".'”__ iy
> 43,095
= 16.919.

4. Conduct the experiment and find y?: These are the actual whiteness
measurements for the ten shipments:

24 25 27 25 26
26 24 25 26 25

For these data,
2 =10.9.
Thus, our test statistic is

7 (7 — tflsl
& T —
"TI'I
9(0.9)
0.4

= L35,

5. Reach conclusions and state them in English: Since 20.25 = 16.919, we
may reject the null hypothesis. We thus have sufficient evidence to conclude
that the variability of the new vendor's product exceeds the stated claim.

Since we reject the null hypothesis, we need to give a range of plausible
values for the true variance. A (1 — «)- 100% confidence interval for o2 is

given by
( (m—1)s* (n— 1'|53)
x ) il »
11—z Xn—lo/2

which yields an interval of (0.43, 3.00). Thus, the plausible values for the
variance range from 0.43 to 3.00. We observe that the claimed value of 0.4
does not fall within this interval, which reinforces our conclusion from the
hypothesis test.

As usual, we should check our assumptions. Both the con-

fidence interval and the hypothesis test strongly depend on

: ; the assumption that individual whiteness measurements form

Fests oo nianes depend oy onthe a random sample from a normal distribution. Exercise 4.69 is

i e to check the reasonableness of this assumption within the
context of this example.
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Once again, we can completely bypass the formal hypothesis test by con-
structing the appropriate confidence interval. In this particular situation, one could
argue that a one-sided confidence interval is most appropriate. Again,
Exercise 4.6% is to derive this interval and conduct the appropriate analysis.

The Ratio of Two-Sample Variances

In some cases, we need to compare two variances. Consider

. . two different random samples. Let s7 and s3 be the sample
Please do not test for equal variances prior  yariances from the first and second random samples, respec-
to the twa—sum_p.ff testsince it s as much H tively. Similarly, let U.f' and 05_1 be the true population vari-
test for normality as a test for equality of ances for the first and second samples. Finally, let 7y and n;
VARRINES: be the respective sample sizes. Once again, we must assume
that the individual observations, the s, for both random
samples follow normal distributions.

We can show that
Gl

tollows an F-distribution with 1 — 1 numerator degrees of freedom and 1y — 1
denominator degrees of freedom. In many cases, we assume that o7 = o7, in
which case s3/s2 follows an appropriate F-distribution, which will prove useful
in Chapter 6.

Figure 4.28 plots the pdf for a typical F-distribution. Like the x? distri-
bution, the F-distribution is heavily skewed to the right. As the denominator
degrees of freedom increase, the F-distribution begins to converge to the x2 dis-
tribution with the same degrees of freedom as the numerator of the F-statistic.
Table 4 in the appendix gives the critical values for the F-distribution.

We can use the F-distribution to develop an appropriate hypothesis test. We

introduce this procedure through an example.

Figure 4.28 A Typical F-Distribution
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Example 4.19 | Pellets from Plastic Suppliers

A company that manufactures calculators is in the process of selecting from two
plastics suppliers. Pellets from 15 randomly selected batches of plastic from each
supplier are pressed into wafers of uniform thickness. The breaking strength is
recorded for each wafer. It has already been determined there is no statistical
difference between the mean breaking strength of supplier 1 and supplier 2. One
way to determine which supplier to go with is by cost. Assuming there is no cost
difference, another option is to choose the supplier with the smaller variability
{more consistent product). The variances for each supplier are s2 = 48.57 and
52 = 6.93. We shall use a 0.10 significance level.

|. State hypotheses:

Hi: ."F: = l.‘T-T’

H.: or#w

s |

2. State the test statistic: The test statistic is
F= (larger sample variance)/(smaller sample variance).

Mote that after the sample is taken, one of the variances will be larger than
the other. We acknowledge that this structure for the test statistic is
somewhat at odds with the nature of our 5-step procedure because we do
not know which sample has larger variance until we conduct the experiment
in step 4. We have changed the structure here for simplicity in relating the
test statistic to the critical region in step 3 where the order of the degrees of
freedom affect the critical value if the sample sizes are unequal. For our
example, F = s%/s2. The degrees of freedom are ny — 1 numerator and

nz — 1 denominator.

State the critical region: We reject Hj if

Lad

iz I'.r.'. s B
In this case, we reject the null hypothesis if

F = f_-'.'l = |_F,l_' -- J,L-'.":
= Fi4.140 10,2
= JL|_|_|_!,_|':|_|]E

= 2.48.

4. Conduct the experiment and find F: For these data, sf =48.57 and
5% = 6.93. Thus, our test statistic is

=-48.57 693 =T.01.

[l

F= sT‘x

Most statistical software packages will do this analysis and typically report
p-values. From the output below, the p-value is 0.001.
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Figure 4.29 | The Normal Probability Plot of the Breaking Strengths for Suppliers

=
:
L]
= .
T T I T T T I 1
145 150 155 160 165 170 175 180
Supplier 1
|
9]
B 14 i
: .
- B . ¢
5 X
s ks
= T T T T T T T T T T
156 157 158 159 160 161 162 163 164 165
Supplicr 2

Test for Equal Variances: Supplier 1, Supplier 2

F-Test (normal distribution)
Test statistiec = 7.01, p-wvalue = 0.001

&

Reach conclusions and state them in English: Since 7.01 is greater than
2.48, we may reject the null hypothesis. YWe have sufficient evidence to
conclude that the variability of supplier 1 is greater than the variability of
supplier 2. We could reach the same conclusions using the p-value: Reject
the null hypothesis since the p-value = 0.001 = « = 0.10.

As usual, we should check our assumptions. The hypothesis test strongly depends
on the assumption that the individual breaking strength measurements form a
random sample from a normal distribution. Figure 4.29 shows that the normality
assumption is valid for these data.

We must caution against testing the variances before conducting a two-
sample independent #-test. One of George Box’s (1953) more famous quotes
is, “To make the preliminary test on variances is rather like putting to sea in a
rowing boat to find out whether conditions are sufficiently calm for an ocean
liner to leave port!”™ He points out the test on two variances is as much a
test on normality. The two-sample independent #-test is more sensitive to vio-
lations of the constant variance assumption when the sample sizes are small.
Unfortunately, the test on two variances has problems picking up a difference
when the sample sizes are small. On the other hand, the two-sample inde-
pendent #-test is very robust to the constant variance assumption when the
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sample sizes are large. However, the two-sample test on variances is likely to
pick up very small differences in the variances when the sample sizes are

large.

* Exercises

4.63

4.64

4.65

Albin (1990) studied aluminum contamination in recycled PET plastic from a
pilot plant operation at Rutgers University. She collected 26 samples and mea-
sured, in parts per million (ppm), the amount of aluminum contamination. The
designer of this operation claims that the standard deviation for these concen-
trations is 60. Consider these data:

291 222 125 79 145 119 244 118 1a2
63 30 140 101 102 87 183 60 191
119 511 120 172 70 30 0 115

a. Test the claim about the variability using a 0.05 significance level.

b. Construct a 95% confidence interval for the true variance of the concentra-
tions.

¢. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

DeVor, Chang, and Sutherland (1992, pp. 406-407) discuss the production of
polyol, which is reacted with isocynate in a foam molding process. Variations in
the moisture content of polyol cause problems in controlling the reaction with
isocynate. Production claims that these moisture contents have a population
variance of 0.02. The following data represent 27 moisture analyses over a four-
month period:

2.29 2.22 1.94 1.90 2.15 2.02 2.15 2.09 2.18
2.00 2.06 2.02 2.15 217 217 1.90 1.72 1.75
212 2.06 2.00 1.98 1.98 2.02 2.14 2.10 2.05

a. Test this claim about the variability using a 0.05 significance level.

b, Construct a 95% confidence interval for the true variance of the moisture
contents.

¢.  What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

McNeese and Klein (1991) looked at the average particle size of a product.
Specifications suggest that the variance of the particle sizes is 144. Production
personnel measured the particle size distribution using a set of screening sieves.
They tested one sample a day and found these average particle sizes for the past
25 days:
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Exercizes

9.6 22.1 103.8 95.3 101.6
102.8 100.9 100.5 102.7 96.9
101.5 96.7 96.8 97.8 104.7
103.2 97.5 98.3 105.8 100.6
102.3 Q3.8 102.7 94,9 94.9

a. Test the claim about the variability using a 0.05 significance level.

b. Construct a 95% confidence interval for the true variance of the particle
slzes.

¢. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Carbon fibers are usually subjected to an oxidative surface treatment that leads
to an improvement in the interface strength when they are incorporated into a
polymer mix. Baillie and Bader (1994) investigated the strength of single fibers
embedded in resin using fragmentation tests. Ideally, the fragment strengths
should have a variance of 1 GPa. Consider the following sample:

4.3 5.0 6.0 6.8 5.5 6.0 7.6 5.7 5.1 6.6

a. Test this criterion about the variability using a 0.01 significance level.

b. Construct a 99% confidence interval for the true variance of the fragment
strengths.

What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

| o]

A study to characterize the physical behavior of steel-concrete beams under peri-
odic load was carried out at the National Institute of Standards and Technology.
The response variable is deflection (from rest point) of the steel-concrete beam.
The variance should be no higher than 70. A sample of nine beams gave

—568 —568 —-577 -578 577 —552 —576 —560 —568

a. Test this criterion about the variability using a 0.05 significance level.

b. Construct a 95% confidence interval for the true wvariance of the
deflections.

What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

L]

Moselhi and Hassanein (2003) analyzed a 957-m stretch of a recently con-
structed two-lane highway. A borehole test for silt was conducted. The goal
of the study is to show that the variance in the thickness is less than 0.05 m. The
data are

255
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0.6 1.1 0.8 0.6 0.4 0.8
0.8 0.7 0.8 0.5 0.4 0.6

a. Test this criterion about the variability using a 0.10 significance level.

b. Construct a 90% confidence interval for the true variance of the
thickness.

c. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Consider the Whiteness of Titanium Dioxide data given in Example 4.18.

1. Derive the appropriate one-sided confidence interval and conduct the appro-
priate analysis.

b. What did you assume to do the analysis? Evaluate how well the measure-
ments meet these assumptions.

Ismail, Sobieh, and Abdel-Fattah (1996) investigated the production of cyclodex-
trin glucosyltransferase enzymes by bacterial cultures. Enzyme production was
done in shaken and surface cultures. An important question is whether the
two methods have equal variances. The protein content of the cultures
in mg ml—! is

Shaken 1.91 1.66 2.64 2.62 2.57 1.85
Surface 1.71 1.57 2.3 2.30 2.25 1.15

a. Conduct the appropriate hypothesis test using a 0.10 significance level.

b, What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

McGrath et al. {1995) describe materials prepared by selective functionaliza-
tion of olefin-containing polymers to produce novel EPDM and polybutadiene
polyols. The properties of the final urethane can be modified by the addition of
other agents, such as 1,4-butanediol. One question of interest i1s how the varia-
tion is affected by increasing the ratio of 1,4-butanediol to ployol. The ultimate
strength in psi is given:

Ratio-1:1 513 1415 619 1699
Ratio-1:2 1278 2528 758 2332

2. Conduct the appropriate hypothesis test using a 0.10 significance level.

b. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

In Aktan and Khan (1992), spaghetti made from durum wheats with strong Vic
gluten was dried at a high temperature of 80° C and a low temperature of 40° C.
Of interest was whether the variability in the retention times was the same at the
two drying temperatures. A sample of times yielded
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40°C 80-C

28.68 19.76 20.40 22,96 22,31 25.27 25.07 28.44 30.37 23.55 22.75 22.11
24.29 23.75 26.68 30.69 19.13 27.66 24.09 18.97 26.48 27.39 19.62 20.22

a. Conduct the appropriate hypothesis test using a 0.10 significance level.

b. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Tests of product quality using inspectors can lead to serious error problems. Ben-
son and Ohta {1986} evaluated the performance of inspectors in a new company
using novice and experienced inspectors. Each inspector classified 200 products
as defective or nondetective. The number of errors was

Movice Experienced

25 35 26 40 46 20 31 15 25 19 28 17
45 31 33 29 21 49 19 18 24 10 20 21

a. Conduct the appropriate hypothesis test about the variability of the novice
versus experienced inspectors using a 0.10 significance level.

b. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

Kishimoto, Sakasai, and Ara (1996) looked at new methods to reconstruct plasma
shape and plasma current distribution from magnetic measurements. A question
of interest is whether the variation in error (calculated value — measured value)
is the same for magnetic fields and flux fields using a combined method of genetic
algorithms and neural networks. A sample of errors follows:

Magnetic Fields Flux Fields

-0.054 -0.019 -0.149 —-0.088 -—-0.003 —-0.432 0.017 -0.207
—0.136 -0.185 —-0.15% -0.125 —-0.255 —0.109 0.153 -0.7¢1
—-0.162 -0.313 -0.027 -0.057 -0.005 —-0.984 0.564 -0.027

2. Conduct the appropriate hypothesis test about the variability in error bet-
ween magnetic field and flux field using a 0.10 significance level.

b. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

A diagnostic study was done on Ligustrum lucidum in relation to atmospheric
pollutants in Cordoba City, Argentina, by Pignata et al. (1997). The study area
receives regional pollutants and was categorized by traffic level. The level of
pollutants was recorded for two traffic levels
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Trattic=2 3.7 310 0.73 1.80 3.03 3.06
Traffic=3 1.20 317 2.87 2.10 2.13 2.60

2. Conduct the appropriate hypothesis test about the pollutant variability of
the traffic levels using a 0.10 significance level.

b. What did you assume to do the analyses? Can you evaluate how well these
data meet the assumptions? If yes, determine how comfortable you are with
them. If not, explain why.

» 4.9 Transformations and Nonparametric Analyses

In this chapter, we talked a great deal about checking our assumptions. A legit-
imate question is: What should we do if our assumptions are grossly violated?
The t-test is quite robust to the normality assumption, but too often

we encounter data that follow very poorly behaved distri-

VOICE OF EXPERIENCE butions, especially when we deal with lifetime or reliabil-

Nonparametric procedures are less power-
ful and more sensitive to the independence

assumption.

ity data. Two common approaches for dealing with such
data are using transformations and nonparametric analy-
ses. When we transform the data, we replace them with a
mathematical function of the data. We illustrate their use in

Example 4.20

Chapter 6.

Nonparametric analyses attempt to make the least restrictive assumptions
possible about the parent distribution of the data. These procedures often replace
the data with their ranks. Standard statistical software packages make it easy for
the analyst to use either approach when the situation warrants.

Sometimes the data are not well behaved or do not follow a normal dis-
tribution. This occurs with reliability data and in manufacturing with only a
one-sided specification limit. It may be possible in these settings to transform
the data by a mathematical function such that the assumptions do hold for the
transformed data. Basically, a transformation changes the scale of the data. Engi-
neering data are often well modeled by differential equations. Thus, the log is
a typical transformation since it is well founded in engineering theory. Other
common transformations for engineering data include square root and inverse.

Aluminum Contamination

Albin (1990) studied aluminum contamination in recycled PET plastic from a pilot
plant operation at Rutgers University. She collected 26 samples and measured, in
parts per million (ppm), the amount of aluminum contamination. The maximum
acceptable level of aluminum centamination, on average, is 160. The data are
given in Table 4.5. Notice that there are several high-contamination observations,
including one exceeding 500,

The output from a one-sample ttest of Ho: p =160 versus Hy : pp < 180
is shown in Table 4.6. Using a significance level of 5%, the conclusion is to fail
to reject the null hypothesis; in other words, it appears that the contamination
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Table 4.5 The Aluminum Contamination Data
291 222 125 79 145 119 244 118 182
63 30 140 101 102 87 183 &0 191
119 511 120 172 70 30 Q0 115
Table 4.6 MINITAB Output for the Aluminum Contamination Data
Variable N Mean StDew S5E Mean T P
Contamination 26 142.654 9g.204 19.258 -0.890 0.1488

Figure 4.30 | The Normal Probability Plot for the Aluminum Contamination Data
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level is unacceptable. However, this conclusion is dependent on the assumption
of normality, which may not hold in this example because of possible outliers on
the high side. The normal probability shown in Figure 4.30 indicates that it may
not be safe to assume that the aluminum contamination readings follow a normal
distribution.

The data in this example can be modeled by a legnormal distribution, so it
makes sense to try a log transformation. The hypothesis on the natural log scale
would be Hp: p = 5.075 = In(160) versus Ha: p < 5.075. The output for the test
on the natural log scale is given in Table 4.7. Using a significance level of 5%,
the conclusion is to reject the null hypothesis, in other words, it appears that the
contamination level is acceptable. This reversal of the results will not always oceur,
but in this example it illustrates how serious violations of assumptions can lead to
incorrect interpretations of the data.
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Table 4.7 MINITAB Qutput for the Transformed Aluminum Contamination Data

Variable M Maan S5t Dev SE Mean T P
Ln (contamination) 26 4.77286 0.63144 0.12384 -2.44 0.011

Figure 4.31 | The Normal Probability Plot for the Transformed Aluminum Contamination Data
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A normal probability plet for the natural log of the contamination numbers
is given in Figure 4.31. The assumption of normality is more reasonable for the
transformed data. Brevity is not meant to belittle the importance of transforma-
tions; we will see uses in Chapter 6.

An alternative to transforming the data is to use a procedure that does not
make any formal assumption about the distribution of the data. These procedures
are called nonparametric. (We often prefer to use a transformation because it will
result in a more powerful statistical analysis.) Nonparametric tests use the prob-
ability distributions of the sampled populations rather than specific parameters
from these populations (such as the mean). The methods use the relative ranks of
the data instead of the actual observation values. In the case of the one-sample
t-test, the alternative nonparametric test is called the sign test. Essentially, we
count the number of observations that "support” the alternative hypothesis. If
the alternative hypothesis is true, we expect significantly more observations to
support the alternative (fewer than 160 in our example).

Computer packages can be used to count the observations and calculate 3
p-value, which can then be compared to a significance level. Table 4.8 shows
the appropriate output from a sign test for the contamination data. Using a sig-
nificance level of 5%, the conclusion is to reject the null hypothesis; in other
words, it appears that the contamination level is acceptable. Note that the p-value
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Table 4.8 MINITAB Qutput for the Aluminum Contamination Data Using Nonparametrics
H Below Equal hbhove P Median
Contamination 26 18 8] g 0.0378 119.0

for the nonparametric test, 0.0378, is greater than the p-value for the t-test on
the transformed data, 0.011. This is because using the actual observation val-
ues (as is or transformed) is more powerful than using a nonparametric
procedure.

When the data are skewed (for example, lifetimes of circuits), the mean will
be drawn toward the long tail of the distribution and can misrepresent the cen-
ter. In these cases, it is more accurate to use the median as the estimator of
p since it is less affected by outliers. Section 4.5 discussed the comparison of
means from two distinct populations using a two-sample t-test. The analogous
nonparametric procedure is called the Wilcoxon rank sum test. The null hypoth-
esis is that the medians represented by n are equal, Ho: 11 = n2. The general idea
is to treat the two samples as one big sample and rank the data from smallest to
largest. Then, add up the ranks for each sample separately. It there is a difference
between the two populations, then one of the samples should have most of the
high ranks and thus a higher sum of ranks. The p-value can be used to determine
whether the difference is statistically significant.

Consider a study to determine if a difference exists in the precipitation for
two U.S. Geological Survey stations in Colorado. The data in Table 4.9, taken

Table 4.9 The Precipitation Data
Station Rank Station 2 Rank

127.96 9 114.79 7
210.37 13 109.11 -]
203.24 12 330.33 17
108.91 5 85.54 1
178.21 11 117.64 8
285.37 15 302.74 16
100.85 4 280.55 14

85.89 2 145.11 10

95.36 3
Sum = 71 Sum = 82
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Table 4.10

MINITAB Output for the Precipitation Data Using the Wilcoxon Test

Wilcoxon Rank Sum Test and Cl: Station 1, Station 2

N Median
Station 1 B 153.1
Station 2 5 117.6

9%.1 Percent CI for ETA1-ETAZ is ({-115.9, 88.5}
W ="T1.0
Test of ETAl = ETAZ vs ETAl not = ETAZ2, P-value = 0.9&16

from Gastwirth and Mahmoud (1986}, represent precipitation in inches. We
note the data from station 2 do not represent a normal distribution. The data
have been ranked, and the ranks for the two stations are relatively balanced.
Table 4.10 gives the p-value as 0.9616; theretore, the null hypothesis of equal
precipitation between the stations cannot be rejected.

For paired data, the signed rank test can be applied to the differences. When
data are not well behaved, transformations and nonparametric procedures can
be useful tools for analyzing the data.

+ Exercises

4.76 Two types of electrical hazards are electrical shock and electrical arc/flash burn.

Electrical shock requires that a person have contact with the exposed energized
electrical conductor or be within the air flashover (breakdown) distance of the
conductor. Curable burn distance is defined as the distance of a person from an
arc source for a just curable burn—where the skin temperature stays less than
80° C. Jamil, Jones, and McClung (1997) investigated whether the curable burn
distance is less than 2.5 feet at 480 volts. A sample of ordered distances from
their work is given as

1.14 1.31 1.70 1.86
1.86 1.99 2.15 4.16

a. Check the data for normality.

b. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.05 significance level.

¢. The p-value for the t-test is 0.094. Would your conclusion be the same as in
part b?
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d. Try several common transformations for engineering data (square root, inv-
erse, natural log) and determine if they are useful in transforming the data
to normal.

. If a successful transformation was found in part d, conduct the appropriate
t-test on the transformed data using a 0.05 significance level. Does your
conclusion differ from that in part b?

4.77 Lawless (1982) gives failure times in millions of revolutions from fatigue endur-
ance tests for deep-groove ball bearings from a major supplier. A quality engineer
believes the bearings are lasting less than 80 million revolutions, which contra-
dicts the supplier’s claim. An ordered subset of the data is given:

28.92 33.00 41.52 42.12 45.60 48.40 51.84 51.96 54.12 55.56 67.80
68.64 68.64 6£8.88 8412 93.12 98.64 105.12 105.84 127,92 173.40

2. Check the data for normality.

b. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.10 significance level.

. The p-value for the t-test is 0.17. Would your conclusion be the same as in
part b?

d. Try several common transformations for engineering data (square root,
inverse, natural log) and determine if they are useful in transforming the
data to normal.

. If a successful transformation was found in part d, conduct the appropriate
t-test on the transformed data using a 0.10 significance level. Does your
conclusion differ from that in part b?

4.78 Watanabe and Terami (1989) conducted a study of excessive transitory migra-
tion of guppy populations; 40 adult female guppies were placed in the left com-
partment of an experimental aquarium tank which was divided in half by a
glass plate. After the plate was removed, the number of fish passing through the
slit from the left compartment to the right one, and vice versa, were monitored
every minute for 30 minutes. If an equilibrium were reached, the researchers
would expect the median number of fish remaining in the left compartment to

be 20. The data are

16 11 12 15 14 16 18 15 13 15
14 14 16 13 17 27 14 22 18 19
17 28 20 23 29 19 21 17 21 17

2. Check the data for normality.

b. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.05 significance level.

. Try several common transformations for engineering data (square root, inv-

erse, natural log) and determine if they are useful in transforming the data

to normal.

If a successful transformation was found in part ¢, conduct the appropri-

ate t-test on the transformed data using a 0.05 significance level. Does you

conclusion differ from that in part b?

e
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Consider a study on the properties of striated muscles in crayhsh. The exper-
iment was conducted to compare the biochemical properties of fast and slow
muscles. The researchers excised fast-muscle fibers from 12 crayfish and tested
for uptake of calcium (moles per milligram). They did the same for slow-muscle
fibers from 12 different crayfish. The data are

Fast Muscle Slow Muscle

0.39366 0.36993 0.00065 0.49406 0.91170 0.02194 0.67700 0.79373
0.06434 0.23915 1.87403 0.14753 0.08673 1.07372 1.19230 0.11252
0.00114 1.22716& 0.00577 1.45579 0.00009 0.02544 0.11024 0.00155

a. Check the data for normality.
b. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.10 significance level.

Two types of electrical hazards are electrical shock and electrical arc/flash burn.
Electrical shock requires that a person have contact with the exposed energized
electrical conductor or be within the air flashover {breakdown) distance of the
conductor. Curable burn distance is defined as the distance of a person from an
arc source for a just curable burn—where the skin temperature stays less than
80° C. Jamil, Jones, and McClung (1997) investigated whether the curable burn
distance is different at 208 volts and 480 volts. A sample of ordered distances
from their work is given as

208 volts 480 volts
1.14 1.31 1.70 1.86 0.71 0.86 1.15 1.22
1.86 1.99 2.15 4.16 1.41 1.52 1.63 1.99

a. Check the data for normality.
b. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.05 significance level.

McCool (1980) gives the results of a life test on rolling contact fatigue of ceramic
ball bearings. Twenty specimens were randomly split into two groups with ten
tested at a stress of 0.87 and ten tested at a stress of 0.99. The ordered failure
times are

Stress = 0.87 Stress = 0.99
1.67 2.20 2.51 3.00 3.90 0.80 1.00 1.37 2.25 2.95
470 7.53 1470 2780 37.40 3.70 6.07 665 7.058 7.37

a. Check the data for normality.
b. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.10 significance level.

A study was carried out on the calibration of ozone monitors. Consider two
measurement devices used to measure the ozone concentration. Thirteen loca-
tions are chosen and measured by each device:
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Device 1 3388 11841 gas.0 2281 668.5 8.2 03
Device 2 3374 118.2 B84.6 2265 6663 10.1 0.4

Device 1 0.1 10.8 119.6 449.2 339.3 6684
Device 2 0.6 11.6 120.2 4489 33941 &669.1

2. Check the differences for normality.
b. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.10 significance level.

4.83 Vrca et al. (1997) evaluated 11 prisoners of war in Croatia for neurological
impairment after their release from a Serbian detention camp. All 11 released
POWSs received blows to the head and neck during imprisonment. Neurologi-
cal impairment was assessed by measuring the amplitude of the visual evoked
potential (VEP) in both eyes at two points in time: 157 days and 379 days after
release from prison with higher VEP implying greater neurological impairment.

157 Days 2.46 4,09 3.93 4.51 499 442 1.14 430 7.56 7.07 7.98
379 Days 3.73 546 7.04 473 471 6.08 1.42 B70 7.37 B46 7.16

2. Check the differences for normality.

b. Conduct the appropriate #-test using a 0.05 significance level.

c. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.05 significance level.

4.84 Lin and Cole (1997) describe the development of the dynamic model for the
Global Positioning System Block IIR space vehicle. The test-derived spacecraft
and solar array assembly models were coupled using the component modal syn-
thesis method to form the system dynamic model to be used for prediction.
The trequencies for thirteen nodes were measured and also predicted from the
dynamic model. The ditferences (predicted — measured) for the nodes are

0.0 0.6 0.2 4.2 -1.5 -1.6 -1.8
0.5 0.1 0.4 1.2 0.8 1.0

1. Check the differences for normality.
b. Use software to conduct the appropriate nonparametric hypothesis test using
a 0.05 significance level.

4.10 Case Study

Statistics plays a vital role in market field tests for new or revised products.
Full field tests are extremely expensive and require proper planning. Part of the
planning process includes a pretest, which is useful for these reasons:

* It determines whether the test instrument {usually a questionnaire) is
appropriate.
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* It provides an estimate of the experimental error in order to calculate an
appropriate sample size.
* [t confirms that the new or revised product really should be fully tested in

the field.

This last point is important. Research and development (R&D) may feel that the
new product is clearly superior, but they may lack objectivity. The pretest can
serve as a reality check before marketing expends major resources on the full
field test.

The Marketing Department of Faber-Castell had determined that Faber’s
basic ballpoint pen needed to be revised. R&D produced a lot of a new pro-
totype ballpoint pen. Ten individuals working at the production facility were
asked to evaluate the overall quality of the prototype compared with the current
product and with several competitors’ pens. For simplicity, we restrict our atten-
tion to the new prototype and Faber’s leading competitor’s pen. Since we expect
significant differences in preferences from individual to individual, we should
use a paired data approach. Thus, each individual rated the prototype and the
competitor’s pen on a scale of 1-10, with 1 being extremely poor and 10 being
excellent. The actual ratings are given in Table 4.11.

Figure 4.32 shows the stem-and-leaf display of the results. This plot is not
quite bell-shaped but close enough for us to proceed with the analysis. The
center appears to be just below zero, which indicates a possible preference for
the prototype. Figure 4.33 gives the boxplot of the results. Again, the typical
value seems to be slightly negative. We do not see any outliers. Figure 4.34
gives the normal probability plot of these differences. This plot, which is typi-
cal when dealing with ordinal data, suggests that the data may not come from
a particularly well-behaved distribution. We may want to consider the equiv-
alent nonparametric test. In this case, the appropriate nonparametric analysis
test gives the same conclusion, so we shall concentrate on the standard paired
i-test.

Table 4.11

Ballpoint Pen Marketing Data

Individual Competitor Prototype Difference
1 7 8 -1
2 6 7 —1
3 8 9 -1
4 10 8 2
5 2 9 -7
-] 5 5 0
7 & [ 0
8 & 8 —2
Q 4 10 —&

10 & 9 -3
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Figure 4.32 The Stem-and-Leaf Display for the Pen Pretest Differences

Stem Leaves Mumber Depth
—&: 67 2 2
.
—t: 23 2 4
—: 111 3
*: 0n 2 b
t: 2 1 1

Figure 4.33 The Boxplot for the Pen Pretest Differences

Figure 4.34 The Normal Probability Plot for the Pen Pretest Differences

L5 »
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0.0 —
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Since R&D really wishes to establish that the prototype is better than the

competitor’s pen, these are the appropriate hypotheses:

Ho: §=0
i $<0.
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The test statistic 1s

d — 8y

sdl u,-'".ﬂ

For a pretest, we should use a 0.05 significance level. Thus, we reject the null

hypothesis if

F=x—f i
=< —IQ .05
< —1.833.
For these data, we have
d==<13 and s3=2%T77.
Thus, our test statistic is
L;‘I
r= —
sif/n
-1.9

We theretore have sufficient evidence to reject the null hypothesis. As a result, we
have evidence to suggest that people really do prefer the prototype. Of course,
one must remember that the people used in this study all worked at the pro-
duction facility. Consequently, we may conclude only that people who work for
Faber-Castell actually prefer the prototype. Nonetheless, the pretest has served
as a reality check for R&D. They do have a reasonable basis for proceeding to
the full field test where marketing can get a better sense of how the prototype
should fare against the competition.
We can construct a 95% confidence interval for the true difference:
T
5 8 T N S'L = 1.9+ 85105 —
W v 10
— 1.9+ 2.262(0.88)
=—1.9+1.98

= (—3.88, 0.08).

The plausible values for this difference range from —3.88 to 0.08, which seems
to contradict the results of our hypothesis test. We must keep in mind that we
conducted a one-sided hypothesis test; however, our confidence interval is two-
sided. In this case, we have sufficient evidence to reject the null hypothesis in
favor of the appropriate one-sided alternative but not enough evidence to reject
in favor of the two-sided alternative.
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Get data from a single section of a laboratory class where each student or
several teams of students conduct experiments that all should achieve some
target value. For example, in organic chemistry laboratory classes, many
students perform the same organic reaction experiment and record their
yields. Theoretically, the basic chemical reaction should produce a specific
yield. Perform an appropriate analysis to test the class results relative to the
theoretical value. Discuss whether the appropriate alternative hypothesis
should be one- or two-sided. Also, discuss differences and any interesting
features. Other good sources are surveying classes and unit operations
laboratories.

If data from two sections of the laboratory class are available, repeat the
first project idea, testing whether there are any significant differences
between the two sections. Discuss whether the data should be paired.
Compare the class performance on two different homework assignments or
two different examinations. If there are significant differences, come up
with a reasonable explanation. Discuss whether the data should be paired.
Collect data that will address some personal question of interest that
requires the comparison of two groups. Perform the appropriate analysis.
For example, you may wish to compare your typical daily expenses with
those of a close friend. For the next two weeks, you and your friend should
record all of your expenses. If you perform a two-group analysis, discuss

whether the data should be paired.
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Control Charts and Statistical
Process Control

* 5.1 Overview

Process Changes over Time

Industry has come to realize that to compete in a global market, it must pro-
duce high-guality goods and services as efficiently as possible. The active use of
statistics plays an important role in the pursuit of these

VOICE OF EXPERIENCE goals. In this chapter, we study how we can monitor an

All engineering processes change aver time.

engineering process to ensure that important characteristics
of interest remain as close to specified target values as pos-

sible. Here are examples from industry:

*  An industrial engineer needs to monitor the process for filling 8-oz cartons
of milk.

*  An electrical engineer needs to maintain the thickness of silicon wafers at
244 pm.

# A chemical engineer needs to keep the molecular weight of a polymer at a
specified value.

Consider the manufacture of pen barrels. One important characteristic is the
outside diameter at the point where the inside diameter of the cap forms a seal.
Let y; be the outside diameter of the sth barrel produced at some time ¢, and let
(it) be the process mean, which is the true mean outside diameter at this time.

An appropriate model is
i = pit) + €is

where ¢ is random error associated with this barrel. For the moment, we shall
assume that the process variance, o2, which is a measure of the variability among
the random errors, is constant. Let p be the desired or “target” value. If u(f) =
tto, then we have achieved the desired diameter for the fit.

An injection molding process produces these pen barrels. Some of the fac-
tors associated with this process that control the outside diameter are the injec-
tion temperature, injection pressure, cooling temperature, and the formulation.
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Figure 5.1

Typical Drift in a Process Mean over Time

wir)

b

A change in any of these factors leads to a change in the true mean outside diam-
eter, and these factors most assuredly do change over time. Figure 5.1 illustrates
how the true mean outside diameter can drift over time. In this case, the injection
molding process starts out producing barrels that have the desired mean outside
diameter. Over time, the processing conditions change, which causes this mean
to drift. As the mean shifts, the fit between the barrel and the cap deteriorates,
becoming either too tight or too loose.

Dealing with Process Changes

Engineers must consider the most appropriate response to changes in the process
mean. Five possible options are:

[ ]

Follow the philosophy caveat emptor (*let the buyer beware”), where
management does little or nothing about these changes. Sometimes
manufacturers find this strategy quite successful in the short term when
demand far exceeds supply. In such a period, one can sell even poor-quality
goods. Eventually, however, supply and demand equilibrate. Quality
becomes a determining factor in purchasing decisions, and a reputation for
poor quality lasts for a long time.

Inspect every pen barrel and “cull out™ the unacceptable (100%
inspection). This strategy requires a large amount of resources to detect
problems and then to correct them. However, this strategy does minimize
the chances of unacceptable product reaching the consumer. It is interesting
that 100% inspection is rarely, if ever, 100% effective.

Produce large “lots™ (batches of pen barrels) and use statistics to determine
whether the entire lot is unacceptable (acceptance sampling). This strategy
uses statistics as an enumerative tool to minimize the resources required to
detect problems. The manufacturer accepts a certain risk that unacceptable
product will slip through the system; however, this risk is well defined and
determined to be reasonable. This strategy does not control the resources
required to correct problems.

Constantly monitor the true mean diameter and adjust the process
whenever it begins to drift away from the target condition (statistical
process control). This strategy requires sampling from the process on a
regular basis and uses statistics as an analytic tool to detect problems
before they can do serious damage to the overall quality of the product.
Statistical process control seeks to make the product “right the first time.”
In so doing, we begin to reduce the resources required to correct problems.
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5. Create processes that cannot produce unacceptable product. This strategy
uses statistics to design efficient experiments within a continuous
improvement philosophy to drive the process to an ideal state.

All manufacturing firms, at one time or another, have exercised one or more of
these options. In areas of true competition, especially on a global scale, many
manufacturers have learned that:

*  Engineers must detect when processes begin to drift away from the target
quality as soon as possible by actively monitoring them through control
charts.

*  Engineers must design processes that minimize the chances of producing
unacceptable product.

Processes In or Out of Control

Many practitioners define a process to be in control if it is stable, predictable,
and repeatable. In some cases, we deal with processes that are easy to adjust back
to their target values when they stray. In other applications, we may have an
ideal value for our characteristic, but we cannot adjust the process well enough
to hit this value precisely. We then assure ourselves that the process is set close
enough to this ideal, and we let the process establish its own natural target. In
either case, the appropriate goal of a sound monitoring scheme is to keep the
process mean, p(t), as close as possible to this target value, which we call pp.
When the process mean is at this value, or u(t) = po, we say that the process is
in control, and we mean that any deviation in the characteristic of interest from
the target condition is purely due to random chance. Any attempt to change the
process mean, which some people call tinkering, will actually introduce more
variability into the process and thus do more harm than good.

In some cases, particularly in the early stages of process control, the target
value, pto, may not be “ideal” for our characteristic of interest. The first step
of any sound quality improvement program is to get the process in control—
that is, stable around some known value. Later, we can use experimental design
techniques to move the process mean to its ideal value.

Traditionally, statistical process control assumes that a process remains in
control until acted upon by some outside force, called an assignable cause. This
cause shifts p(f) to some value py # pg, and then we say that the process is out
of control. Figure 5.2 illustrates this shift. Statistical process control assumes that

Figure 5.2

The Form of a Process Shift Assumed by Standard Statistical Process Control
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the process mean remains at the new value, 1, until someone takes appropriate
corrective action. The purpose of statistical process control is to signal when a
process shifts our of control. Someone then must investigate the cause of the
shift and correct it.

The Basic Idea of a Control Chart

Engineers use control charts to monitor processes. Some engineers and statisti-
cians, most notably W. Edwards Deming, classify the control chart as a statistical
method unto itself with little or no tie to other statistical

VOICE OF EXPERIENCE methodologies except sampling. (For years, Deming was

Control charts ore used so there is not
unnecessary reaction to the typical
variation in the process.

known more for his work in sampling than in statistical pro-
cess control.)

Practitioners now talk about Phase I and Phase II con-
trol charts. Phase I occurs at the very beginning of the mon-

Example 5.1

itoring process and deals with estimating the appropriate
control chart parameters. Phase Il begins once these parameters are considered
adequately estimated. In some sense, the Phase I control chart is an exploratory
data analysis tool, similar in spirit to stem-and-leaf displays and boxplots. Phase
II control charts are best viewed as a sequence of hypothesis tests. For the pur-
poses of developing the control chart, we shall assume a Phase II situation for
three reasons:

I It better reflects statistical thinking because it shows the explicit tie between
the control chart and another fundamental statistical procedure.

2. It provides a formal basis for evaluating the properties of control charts,

which we shall see in Section 5.8,

The popular CUSUM chart, which we shall present in Section 5.10, makes

statistical sense only when viewed as a sequence of hypothesis tests.

Ll

Control charts take a random sample, usually called a subgroup, from a process
on a regular basis, such as once every 30 minutes, once an hour, once every
2 hours, twice a shift (every 4 hours), once a shift (every 8 hours), or once a day.
As soon as the data are collected, someone, usually the operator, tests whether
the process is in or out of control. The next example illustrates the basic idea.

Filling Milk Cartons

Maxcy and Lowry (1984) report on a process for filling milk cartons that nominally
contain 8 fluid ounces (fl oz). Since the specific gravity of milk is approximately
1.033, they can measure the volume by measuring the weight. In this case, 8 fl oz
should weigh 245 g. U.5. Department of Agriculture regulations reguire this pro-
cess to maintain a mean amount delivered of 260 g to ensure virtually no under-
fills. An engineer must devise a monitoring strategy that detects when the process
begins to move away from this target mean amount.

If we directly observed the true mean amount of milk delivered, we could eas-
ily monitor this process. Unfortunately, we never truly know this value. Consider
the following approach:
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Take random samples of five cartons per shift.
2. Use the sample mean amount of milk delivered, ¥, to estimate u.
3. Perform a hypothesis test each shift of the form

H!_I: M = [y

Whenever we reject the null hypothesis, we conclude that the true mean amount
of milk delivered has shifted away from the target value of 260 g, and we have
evidence to suggest that the process is out of control. Someone then needs to
investigate the cause of the shift and correct it. On the other hand, if we fail to
reject the null hypothesis, then we conclude that we should take no corrective
action at this time.

In this case, the standard deviation for the amounts delivered is 1.65 g. Assume
that a sample of size five is sufficiently large to assume that the sample means
follow a normal distribution by the Central Limit Theorem. Since we know the
population standard deviation, our test statistic is

Zi=2 0,
)0

We reject the null hypothesis and conclude that the mean amount of milk deliv-

ered has shifted if |Z] = zu;2.

Since production people conduct this test each shift, we would like to mini-
mize the number of actual calculations and restate the critical region in terms of
y rather than Z. Concluding that the mean has shifted if |Z] = z,2 is equivalent
to rejecting Hp if either Z > 2,12 or Z < —z,/3. Thus, we act as if the process is in
control if

Since

- ¥ — 1o

o

we can rewrite this inequality in the following manner:

¥— uo
—dufd = e = 3wl
ofyn
4] o
—Zafl —= 2 Y — M0 = L) —=
N Tl
o - o
HO —Zaf] —— =¥ = B+ Tof2 ——-
\_.'lkll \‘_-'J.’

As a result, we conclude that the process is out of control if either

_ o _ o
Y2 Ri+tZaa— O ¥ < il— Tl —
T M
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We call

®  pg+ Zu2lof/n) the upper control limit (UCL).
* g — Zyalof/n) the lower control limit (LCL).

False Alarm Rates  Within the standard hypothesis testing framework, « repre-
sents the chances of making a Type | error, where we reject the null hypothesis
when it actually is true. Within the control chart setting,

VOICE OF EXPERIENCE rejecting the null hypothesis means that we conclude that the

Even if the process remains in control, @
control chart will signol sooner or later.

process is out of control. Someone then must investigate the
process to correct the problem. Concluding that the process
is out of control, when in fact it is in centrol, is called a false

alarm because we are asking someone to isolate a cause that
really is not there. Within this context, « represents the false alarm rate. If we were
to use the typical & = 0.05, then the probability of a false alarm on the next sam-
ple from an in control process is 0.05. One out of every 20 samples, on average,
from an in control process will be a false alarm. Many control charts require sam-
ples every hour, 24 hours per day. An « = 0.05 would lead to more than one false
alarm per day, on average, which is unacceptable. A better approach chooses a
very small & and relies on frequent sampling to signal out-of-contral conditions.
Typically, we use z,;3 = 3, which coresponds to « = 0.0027.

The true false alarm rate depends on how well the Central Limit Theorem
applies to the data. If the sample size, n, is large enough for us to assume that
the sample means follow a normal distribution, then « accurately reflects the true
false alarm rate. If n is not sufficiently large, then the true false alarm rate tends to
be different from «. By choosing z,j2 = 3, we guarantee that @ is "small” even if
it is not exactly 0.0027.

The X-Chart  Figure 5.3 illustrates a graphical method, called an X-chart (X sim-
ply means a sample mean), that provides a simple basis for performing these
tests over time. This chart plots each observed sample mean. When a sample
mean falls between the upper and lower control limits, we conclude that the pro-
cess appears to be in control. Otherwise, we conclude that the process is out of
control. In this approach, pg+ 3(a//n) is the upper control limit and pp — 3(e/4/n)
is the lower control limit. The upper and lower control limits define for us the

Figure 5.3

A Basic lllustration of a Control Chart
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expected amount of variability in the sample means if the process is in control.
We say that a control chart signals an out-of-control situation whenever a sample
mean falls above the UCL or below the LCL. Such a signal indicates the possible
presence of an assignable cause.

In the milk carton example, the target value is 260 g, the population stan-
dard deviation is 1.65 g, and we take a random sample of five cartons each shift.
The control limits are calculated as shown here:

! a
UCL =g +3—

+ H

1.65
< OO0 I
ik
= 28004 2.21
— 262 .21
5 <
f.lr..f_ = i) — ==
\.-':”
L.65
300 3=
V'35
= 260.00 —2.21
=577

Figure 5.4 is the control chart for the 20 shifts studied by Maxcy and Lowry. It
signals several possible out-of-control shifts (shifts 1, 6, 8, 14, 15, 16, 17). Conse-
quently, this milk delivery process appears to be unstable and requires manage-
ment attention.

Figure 5.4

The Milk Packaging Control Chart
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Sources of Variability and Stratification

A control chart provides a basis for keeping a specified process in control, which
means that it is stable and predictable. The control limits define what constitutes
in control, and the width of the control limits depends on the size of the process
standard deviation, . The proper application of control charts requires us to
think very carefully about what constitutes our process variability.

The statistical theory underlying the control chart assumes that the process
variability is purely the result of random error. Unfortunately, in too many con-
trol chart applications, several well-defined sources produce much of the process
variability. Failure to account for these sources can greatly influence the effective-
ness of our monitoring procedure. On the other hand, identifying and removing
these sources of variability can lead to significant quality improvement. The next
two examples illustrate this point.

Example 5.2

Operators Making Nickel Plates

Operaters make the nickel plates for nickel-hydrogen batteries by carefully pour-
ing nickel powder into a frame. An important characteristic of the plate at this
point in the process is its initial net weight. Production management imposes
a strict weight standard. The three operators on each shift require a great deal
of skill in order to meet the specification. Historically, only 35% of the plates
made meet the specifications. The material for the rejected plates is immediately
reused, so the real loss as the result of failing to meet the standard is labor.

The production supervisor wishes to create a control chart to monitor the
number of successful plates made each hour. She has two choices:

1. Run a single chart that lumps all of the operators together.
2. Run a separate chart for each operator.

Recently, this supervisor attended a team-building seminar. She feels that a single
chart would build a better sense of teamwork, so she decides on that approach.
Just in case she needs the information, however, she also keeps the individual
production totals by hour.

Figure 5.5

The Stem-and-Leaf Display for the Number of Successful Attempts Per Hour

Stem Leaves
s GET
(e BEBH00
1x (0l

1t 3

1f 44444455555

Is GREGBRGORTTTTT
le BHEAO0O




5.1 Owerview

Figure 5.6

Example 5.3

The Side-by-Side Stem-and-Leaf Display by Operator
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Figure 5.5 is the stem-and-leaf display for the initial results when she lumped
all of the operators together. For convenience, we have omitted the depth infor-
mation. This display appears to have two peaks, which indicates a possible prob-
lem. Figure 5.6 gives the side-by-side stem-and-leaf display when she separated
the individual operators. This display shows that operator B makes fewer suc-
cessful attempts per hour than operators A and C. With a little extra training,
operator B's performance began to equal that of the other two.

In this example, the operators are an important source of variability. Run-
ning a control chart on their collective performance actually obscures a major
problem. On the other hand, running separate control charts on each operator
brings the problem to light and leads to overall improvement. We call break-
ing a population into subpopulations stratification. Often multiple peaks in a
stem-and-leaf display indicate a need for stratification. However, we sometimes
need to stratify our population even when the stem-and-leaf looks relatively
well-behaved, as in the next example.

Production Process for 100-Chm Resistors

A major manufacturer of electrical resistors uses three separate production lines to
make 100-ohm resistors that have a specification of 100+ 2 ohms. The superinten-
dent for these lines wants to create a control chart on the actual resistances. Since
each production line is nominally the same as the others, he elects to run a single
control chart for the entire area. However, just in case, he also keeps the identity
of each specific production line. Figure 5.7 shows the stem-and-leaf display for
the combined results. It indicates a very well-behaved distribution with a peak at
100 ohms. It also indicates some problems meeting the stated specifications.
Digging deeper, the superintendent decided to look at each production line
individually. Figure 5.8 is the side-by-side stem-and-leaf display. We see that pro-
duction line 2 appears right on target, fully meeting the specifications. Preduction
line 1 tends to produce resistors with slightly less than 100 ohms, and production
line 3 tends to produce resistors with slightly more than 100 ohms. Once the
superintendent identified the problem, he guickly corrected both line 1 and line 3.
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Figure 5.7 The Stem-and-Leaf Display for the Resistances
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Figure 5.8 The Side-by-Side Stem-and-Leaf Display by Production Line
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In general, we should run control charts on the smallest subpopulation or
subprocess that yields enough data to warrant a chart. In so doing, we can
determine important sources of variability and often correct them. Throughout
the rest of this chapter, we assume that we have appropriately stratified the
population or process for the purposes of the control chart.

Rational Subgroups

Most random sampling schemes assume that we are dealing with a static popu-
lation. For example, we may need a random sample of five milk cartons from a
much larger batch of 200. The sampling scheme concentrates on how we should
select from a group of objects, in this case milk cartons, already produced. Con-
trol charts, on the other hand, require us to sample from a dynamic process,
which presents two rather subtle problems:




5.1 Owerview

I. Possible correlations among the items in our sample or subgroup
{auto-correlation)

2. Changes in the process during the collection of the specific sample or
sub-group

We say that two variables are correlated if knowledge of one gives us some
information about the other. For example, ambient temperature and ambient
humidity tend to be correlated, especially in Florida. The

VOICE OF EXPERIENCE humidity tends to be higher if the temperature 1s high. Auto-

Proper choice of subgroups requires sound
engineering insights into the specific

[rocess.

correlation in a production process refers to correlation
among, successive production units. For example, consider
the temperature of a production furnace. Typically, the tem-
perature controller records the furnace temperature every

second.

Knowing that the furnace temperature at some time ¢t is too high probably sug-
gests that the furnace temperature is too high one second later. We thus say the
furnace temperatures are autocorrelated.

If we suspect the first problem, we should not take our sample all at one time.
If we suspect the second problem, then we do not want to take our sample over
too long a period of time. How we actually collect the samples can significantly
influence what we consider to be our process variability.

The next example illustrates the concept of autocorrelation and its impact
on our sampling strategy.

Example 5.4

Extrusion of Ceramic Pipe

Ceramic pipe is made by extruding a clay-water mixture through a die. Clay is a
fairly abrasive material that wears away the die over time. In addition, the pipe
tends to swell slightly immediately after extrusion. The actual amount of swelling
depends to a certain extent on the moisture content of the clay-water mixture.
Two successive sections of pipe tend to have very similar moisture contents and
face very similar die conditions. If the first section is too thick, we have every
reason to suspect that the second is also too thick. In other words, knowledge
that the first section is too thick gives us some information about the probability
that the second is too thick. We thus say that the two events are correlated. In this
case, we expect the two sections to be positively correlated.

What is the real consequence of this positive correlation on our control chart?
Suppose we take a sample of four consecutive sections each hour as our sample.
Since these sections are positively correlated, the variability among these four
sections is less than the true variability among all the sections produced over the
hour. Using samples of four successive sections will seriously understate the true
process variability. Our control chart will thus tend to signal more false alarms than
it should—in some cases, significantly more.

The correlation ameong pipe sections depends on how close in time they were
extruded. We expect two successive pipe sections to be highly comelated, but
we should not expect much, if any, correlation between a specific section and
the 100th after it. As a result, a better sampling scheme chooses a section every
15 minutes to form the sample of four per hour.
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Figure 5.9

The Drift in y for a Typical Positively Autocorrelated Process
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Figure 5.9 illustrates the problem of autocorrelation on sampling for con-
trol charts. The process variability between two successive items is virtually nil.
However, the true range in the process variability is from the top of the peaks
to the bottom of the troughs. Taking all of the items in the subgroup too close
together in time causes us to understate the true process variability. When we
face this particular situation, taking items at random over the entire sampling
period is a much better idea.

On the other hand, many processes do not exhibit much, if any, autocorrela-
tion. Successive observations are essentially independent of one another; that is,
knowledge that one item is too large or too small gives us no information about
the chances that the next observation is too large or too small. In these situa-
rions, we are much more concerned abourt a shift occurring during the sampling
process that will then inflate our estimate of the process variability.

Rational subgrouping tries to balance these concerns. With a rational sub-
group, we seek a sampling strategy that meets these objectives:

»  Maximizes the differences between samples when assignable causes are
truly present

»  Minimizes the differences between samples when assignable causes are
truly absent

Choosing an appropriate sampling strategy for control charts involves a careful
balance of these competing concerns:

The presence or absence of significant autocorrelation
The chances that an assignable cause will occur during the collection of a
specific subgroup

*  The sample size requirements for at least nominally assuming the Central
Limit Theorem (fortunately, this usually is not a major concern)

*  The ability to detect shifts of real concern quickly, which we shall discuss in
Sections 5.9 and 5.10.

Rational subgrouping does not always eliminate problems with autocorrela-
tion. When such situations arise, engineers may use more advanced techniques,
which are beyond the scope of this text. For the rest of this chapter, we shall
assume that we are using an appropriate sampling scheme for obtaining our
subgroups.
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General Form of a Control Chart

We commonly classify control charts as either variables or attribute, depend-
ing on the data collected. Variables charts use data that are measured, at least
theoretically, over a continuum, such as weights, lengths, or concentrations. We
model such data by continuous random variables. Attribute charts use data that
represent counts by classifications, such as the number of decorative bricks that
fail to meet specifications or the number of accidents per month. We model
attribute data by discrete random variables, usually either binomial or Poisson.

Both variables and attribute control charts use the Central Limit Theorem
to define the control limits (we shall discuss one exception in Section 5.3). Let &
be the parameter associated with an important quality characteristic, let # be an
appropriate estimator, and let o; be the standard error of this estimator. If we
can assume the Central Limit Theorem, then

gd—¢&

L=

[
approximately follows a standard normal distribution.
Once again, we shall view a control chart as a sequence of hypothesis tests.
Let 8y be the target value for this characteristic. If # = 8p, then the process is in
control. On the other hand, if @ shifts in either direction away from this target
value, then the process is out of control. Thus, the appropriate hypotheses are

Ir'i“: o= H.'

JL{“': " ﬁ {.?.IU.
When we know the standard error, the appropriate test statistic is

£ = =
"'T,l
By the same logic as before, we can show that we should reject the null hypoth-
esis and signal that the process is out of control if either

= '-“'l: + zl?-:r;_:_l or H < Il’illl = ;!r:lg-."

Most control charts use three standard ervor control limits:

UCL =854+ 11.31-'_'

LCL = 6 — 305,

If we may reasonably assume the Central Limit Theorem, then our actual false
alarm rate with these limits is 0.0027. On the other hand, if the sample size does
not justify the Central Limit Theorem, then three standard error limits should
guarantee that the false alarm rate is small, although we may not be able to
quantify exactly how small.
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Phase | and Phase Il Control Charts

It is rare that an engineer begins to monitor a process with sufficient information
to assume that he/she knows the true target mean and the true process variance.
In such a situation, the engineer begins to take rational subgroups on a regular
basis. Phase I control charts refer to the process of estimating the control limits.
Phase II control charts refer to a more mature monitoring process where the
engineer has a great deal of faith that the target mean and true process variance
are well estimated. Up to this point, we have described a Phase II control chart.
It is under Phase II conditions that control charts are most purely a sequence of
hypothesis tests. Under Phase I conditions, many practitioners view the control
chart as an exploratory data analysis tool much like a boxplot.

In the first stage of a Phase I control chart, the engineer simply collects the
information from the subgroups. At this point, he/she does not have enough
information to establish appropriate control limits; hence, it is impossible to
begin active control of the process. Typically, after twenty or so subgroups, the
engineer assumes that all of these subgroups came from an in-control process
{clearly, a questionable assumption) and estimates the target mean and process
variance accordingly. Often, at least one subgroup appears to be out of con-
trol. Ideally, the engineer should investigate what happened with that subgroup.
Unfortunately, as with all retrospective investigations, too much time has passed,
and the engineer has lost the opportunity to ascertain if the subgroup truly was
the result of an out-of-control condition. Usually, the engineer drops that partic-
ular subgroup and recalculates the control limits. Hefshe continues this process
until all of the out-of-control subgroups from the very initial period are dropped.

This first retrospective period leads to the first set of tentative control limits.

The engineer then begins to use these limits as the basis for

VOICE OF EXPERIENCE active control of the process. Good practice then updates the

In Phase (I, the controf limits are held fixed.

control limits every twenty or thirty subgroups until there
are 100 or so assumed in-control subgroups used to calcu-

late the control limits. At this point, the control limits are
assumed to be well estimated, and the chart has matured to Phase II status.

* Computer Exercises

5.1

Consider a process that is well modeled by a normal distribution with a variance
of 4. Suppose the target value for the mean is 10 and that production monitors
this process with an X-chart using samples of size four. The resulting upper
control limit is 13, and the lower control limit is 7.

a. Generate 1000 random samples, each of size four, assuming that the process
is in control. Count the number of times the procedure signals an out-of-
control situation.

b, Generate another 1000 random samples, each of size four, with the mean
shifted to 11. Again, count the number of times the procedure signals an
out-of-control situation.

c. Generate another 1000 random samples, each of size four, with the mean
shifted to 12. Again, count the number of times the procedure signals an
out-of-control situation.




Exercizes

d. Generate another 1000 random samples, each of size four, with the mean
shifted to 13. Count the number of times the procedure signals an out-of-
control situation.

¢. Comment on your results from parts a—d.

* Exercises

5.1

5.2

Yashchin (1995) discusses a process for the chemical etching of silicon wafers
used in integrated circuits. This process etches the layer of silicon dioxide until
the layer of metal beneath is reached. This company monitors the thickness of
the silicon dioxide layers because thicker layers require longer etching times. The
layer has a target thickness of 1 micron and a historical standard deviation of
0.06 micron. The company uses subgroups of four wafers. The mean thicknesses
tor 40 subgroups follow. The data are in consecutive order, reading across the
rows. The first observation is 1.006, the second is 1.037, and so on.

1.00& 1.037 0.944 0.957 1.012 1.035 0.917 1.067
1.121 0.935 0.9211 1.030 1.018 0.941 1.192 1.142
1.138 1.188 1.080 1.228 1.153 1.141 1.179 1.190
1.184 0.880 0.951 0.875 0.870 0.811 0.871 0.890
0.866 0.794 0.8&68 0.854 0.905 0.885 0.885 0.977

Calculate the appropriate control limits and plot the control chart. Comment on
your results.

Kane (1986) discusses the concentricity of an engine oil seal groove. Concentric-
ity measures the cross-sectional coaxial relationship of two cylindrical features.
In this case, he studied the concentricity of an oil seal groove and a base cylinder
in the interior of the groove. He measures the concentricity as a positive devia-
tion using a dial indicator gauge. Historically, this process has produced an aver-
age concentricity of 5.6 with a standard deviation of 0.7. To monitor this pro-
cess, he periodically takes a random sample of three measurements. The mean
concentricities for 20 subgroups follow. The data are in consecutive order, read-
ing across the rows. The first observation is 5.48, the second is 5.83, and so on.

5.48 5.83 6.69 6.04 5.64 5.23 4.89 5.72 5.39 6.19
5.78 5.76 5.82 5.63 8.73 5.05 4,62 5.74 6.60 6.81

Calculate the appropriate control limits and plot the control chart. Comment on
your results.

Runger and Pignatiello {1991) consider a plastic injection molding process for
a part that has a critical width dimension with a historical mean of 100 and a
historical standard deviation of 8. Periodically, clogs form in one of the feeder
lines, causing the mean width to change. As a result, the operator periodically
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takes random samples of size four. The mean widths for 30 subgroups follow.
The data are in consecutive order, reading across the rows. The first observation

is 93.77, the second is 105.09, and so on.

93.77 105.09 106.18 103.21 97.66
103.55 90.57 105.08 95.57 102.25
100.98 101.17 103.95 100.41 101.21
100.18 105.74 ?0.16 103.63 102.04

105.53 112.05 112.33 119.15 109.74
106.41 112.75 106.95 105.91 115.40

Calculate the appropriate control limits and plot the control chart. Comment on
your results.

Porosity is one important quality characteristic of pencil lead, which is a ceramic
material “fired” at high temperatures. The porosity measures the ultimate firing
state of the material. In addition, the resulting pore structure permits the lead
to absorb wax in the next production step. The wax smoothes the writing char-
acteristics of the pencil. A particular pencil lead grade has a target porosity of
12.5. Historically, the porosities for this grade have had a standard deviation of
0.8. Production monitors the porosity of this grade by taking a random sam-
ple of size four from each lot of pencil lead. The mean porosities for 20 such
lots follow. The data are in consecutive order, reading across the rows. The first
observation is 12,88, the second is 12.68, and so on.

12.88 1268 1295 11.55 13.88 13.03 13.25 1260 1318 12.05
12,53 1240 12.60 12.48 1245 1233 1278 1230 11.85 11.50

Calculate the appropriate control limits and plot the control chart. Comment on
your results.

The 10-0z packaging line for a popular breakfast cereal has a target net weight
of 10.5 oz. Historically, the process standard deviation is 0.1 oz. This company
monitors the net weights by taking a random sample of five cereal boxes each
hour. The mean net weights for 30 such subgroups follow. The data are in con-
secutive order, reading across the rows. The first observation is 10.56, the second
is 10.56, and so on.

10.56 1056 10.44 10.46 10.49 10.52 10.53 1047 10.44 10.54
10.49 1052 1053 1050 10.50 10.48 1049 10.55 10.62 10.58
10.44 1047 1040 10.43 1047 1050 10.38 1043 1050 10.51

Calculate the appropriate control limits and plot the control chart. Comment on
your results.
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A major producer of a polymer commonly used in clothes must closely watch
the molecular weight at a crucial stage in the process. The company has set a
target value of 800. It measures the molecular weight four times each hour, at
roughly 15-minute intervals. The operator uses the hourly average for control
purposes. Historically, the molecular weights have had a standard deviation of
10. The average molecular weights for the past 24 hours follow. The data are
in consecutive order, reading across the rows. The first observation is 793, the
second is 786, and so on.

795 786 795 805 801 825 811 784
787 808 204 797 799 791 810 796
80é 800 800 782 786 807 790 773

Calculate the appropriate control limits and plot the control chart. Comment on
your results,

Spurrier and Thombs (1990) give data for 29 consecutive measurements on the
inner diameter of a landing gear triunion. The target for the diameters is 98.00.
Historically, the diameters have had a standard deviation of 4. Each mean listed
below is the average of 4 values. The data are in consecutive order reading across
rows. Thus, the first observation is 101.235, the second is 98.00, and so on.

101.25 98.00 95.50 97.25 93.50 95.25 93.00 85.25
96.25 97.50 2450 103.75 100.50 109.50 97.25 102.00
99.00  102.00 101.25 101.25 98.75 99.75 100.25 92.50
93.75 97.50 95.60 95.75 99.75

Calculate the appropriate control limits and plot the control chart. Comment on
your results,

Venables (1989) reported a dew-retting process that involves softening flax stems
by soaking them in water, thus enabling the separation of the linen fibers from
the wooden material. Historically, the ret loss has been 17 percent with a stan-
dard deviation of 1.5. The process is monitored by taking a random sample of 3
observations and recording the ret loss as a percent. The mean for 18 subgroups
follows. The data are in consecutive order reading across rows. Thus, the first
observation is 16.90, the second i1s 16.57, and so on.

1690 1657 1813 18.60 17.73 17.63 1817 18.83 1550
1710 17.27 17.20 1567 1460 1550 1813 1747 17.97

Calculate the appropriate control limits and plot the control chart. Comment on
your results.
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» 5.2 Specification Limits

The Need to Monitor Both the Mean and the Variability

We monitor processes to maintain an acceptable level of quality for our prod-
ucts. Typically with variables data, we define the quality of our products with
specification limits. We can best illustrate this concept through an example.

Example 5.5 |

Ash Content of Graphite

Graphite has many uses, from tires to brake linings to pencil lead. A critical quality
characteristic of graphite is the ash content, which is the percent residual left
after burning off the "volatiles” (mostly carbon). Lower ash contents mean more
expensive grades of graphite. One particular grade of graphite has a specification
of 16%—20%, with a target value of 18%. When the ash content exceeds 20%, the
customer complains about the quality of the shipment. On the other hand, if the
ash content is less than 16%, then the producer is "giving away” product.

The graphite producer grinds and blends four large batches of this grade of
graphite each day. A technician takes a sample from each batch and performs
the appropriate ash test. Historically, these results follow a normal distribution.
Figure 5.10 illustrates the distribution of the ash contents for the batches when the
process is in control. Virtually all of the product falls within the specification limits.

Figure 5.11 illustrates the distribution when the process mean ash content
increases. Some of the batches now have unacceptably high ash contents due
to the shift in the process mean. As a result, this producer should menitor this
process mean closely to signal such a shift as soon as possible in order to minimize
the number of batches with unacceptable ash contents.

A shift in the mean is not the only way this process can produce unacceptable
batches. Figure 5.12 illustrates the distribution of the ash contents when the pro-
cess mean remains at the target value and the variability increases. The increase
in variability causes some batches to have unacceptably high and other batches
to have unacceptably low ash contents. As a result, this producer should monitor
the process variability along with the process mean.

Figure 5.10

Distribution of Ash Contents When a Capable Process Is in Control

1 I 1
Lower 5] Upper
specification limit specification limit
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Figure 5.11 Distribution of Ash Contents When the Process Mean Shifts Out of Control

1 |
Lower Hy Upper

specification limit specification limit

Figure 5.12 | Distribution of Ash Contents When the Process Variance Increases

VOICE OF EXPERIENCE

Control limits and specification fimits are
two unrelated things.

! . |
Lower Hy Upper
specification limit specification limit

Over the long term, many manufacturers worry more about the process vari-
ability than the process mean. Figure 5.13 contrasts two different processes:

*  A: the process mean is at the target.
*  B: the process mean has shifted slightly from the target but the process
variability is considerably smaller.

Even though the mean for process B is off target, it is less likely to produce
unacceptable product than process A. The reduced variability for process B more
than compensates for the shift in the process mean. In Chapters 7 and 8, we
introduce experimental strategies that can reduce process variability.

Many people confuse control limits and specification limits. Control limits
come from sample data and are used to assess whether or not the process is stable
over time. Specification limits define an acceptable range for individual products
and are typically set by customers. Control limits can be thought of as the “voice
of the process,” while specification limits represent the “voice of the customer.”
It is very possible to have an out-of-control process with products within the
specification limits and vice versa. Also, since specification limits are on individ-
ual observations, it makes no sense to add them to a control chart for the mean.
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Figure 5.13

Importance of Process Variability for Meeting Specifications

i ] .
Lower ty Ll'pl]:rcr

specification limit specification limit

One common way to evaluate how well the process is behaving relative to
the specification limits is to use capability indices. Section 5.11 discusses this
topic.

» 5.3 X-and R-Charts

In Section 5.1, we developed the X-chart from knowledge of both the target
value for the mean and the process standard deviation. These are the appropriate
control limits:

ol
UCL=py+3—
Jn

¥

LOL = i — 3

v

The X-chart allows us to monitor the between-subgroup variability. By between-
subgroup variability, we mean the differences from subgroup to subgroup. The
sample mean for each subgroup provides the appropriate basis for monitoring
these differences. The control limits require that we know the process or within-
subgroup variance and that this variance remains constant (stable) over time.
If the within-subgroup variance is not stable, then our control limits for the
X-chart have no meaning. By within-subgroup variability, we mean the vari-
ability each subgroup exhibits within itself. The population variance controls
this variability. Thus, by monitoring the within-subgroup variability, we actually
monitor how stable o? remains over time. Good rules of practice are:
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*  The within-subgroup variability should be in control before we can actively
monitor the between-subgroup variability.

*  We should constantly monitor the within-subgroup variability to ensure
that it remains stable.

Typically, engineers simultaneously run control charts for the subgroup mean
and for some measure of the within-subgroup variability. In general, the within-
subgroup variability tends to stay in control more than the between-subgroup
variability.

The next example illustrates the most common way engineers simultane-
ously monitor the process mean and the process variance.

Example 5.6 | Grinding of Silicon Wafers

Roes and Does (1995) present data on the grinding of silicon wafers used in inte-
grated circuits. Philips Semiconductors grinds wafers in batches of 31. For a par-
ticular product, Philips has a target thickness of 244 um. To monitor this process,
it samples five wafers from each batch,

The R-Chart  Engineers traditionally use the R-chart (for range) to monitor the

process variance. Suppose we take random samples of size n on a regular basis.

Roes and Does use n = 5. The sample range for the ith sample, R;, is the largest of

the n observations in the ith sample minus the smallest obser-

vation in the sample. More formally, let y; be the jth obser-
The range is o reasonable estimate of the vation in the ith sample, let y;, be the largest observation in
variation when the subgroup size is small this sample, and let y;;, be the smallest. The sample range is

R.‘ = _‘"i"..'.'i —_— _‘_|I.':]"

The sample range is an easy-to-calculate measure of the variability. Calculators
did not exist when control charts were first developed, so ease of calculation was
extremely important.

Engineers and statisticians have developed extensive tables for the properties
of the sample range when the observations in the random sample come from a
normal distribution. Let pp be the target value for the sample ranges. Thus, when
the process is in control,

.IL|R|| = 70+
It can be shown that the standard error for the sample ranges, ag, is
g =dzp,

where d] is a constant that depends on the sample size.*
The three standard error control limits for the ranges are

UCL = pgJ _}(f;,'llr';” = ol 1 4 .-;.'.’u‘lf;. }
LCL = o5 — 3dE oy = poll — 342);

*d’ = d3/da, where dy and d; are constants that depend on n. Table 5 of the appendix lists
values for these constants.
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To simplify the calculations, Table 5 of the appendix lists the values for the con-
stants D3 = 1 — 3d and Ds = 1 + 3d]. Thus, the three standard error limits for
the ranges are

UCL = Dypyg
f. 'LI = D'_l_lg_l.;;.

For sample sizes of six or fewer, Dy is 0, in which case the lower control limit is 0.
In our particular case, n =5, 50 D3 =0 and Dy = 2.114,

When we start an Rchart, we rarely know pg, so we need an appropriate
estimate. Typically, we treat the first m subgroups as a base period, which provides
the basis for estimating the required parameters for the control chart. Since we
require reascnably precise estimates of these parameters, most authors suggest
that m be at least 20 and preferably larger. Of course, the larger m is, the longer
we must wait until we can estimate the control limits and the longer we must wait
until we can actively monitor the process. If the process is in control during this
base period, then a reasonable estimate of g is R given by

Ll

1

R= R;.
A
Fy
The estimated control limits are
UCL = D4R
LCL =38

Table 5.1 lists the thicknesses of 30 consecutive batches analyzed by Roes and
Does. Since they did not have good prior information on the expected range
for these data, consider the first 20 subgroups as a base pericd. We can esti-
mate po by

. 1 i

ot Z| R;
e 185
B e
=9.25.

The upper control limit is
UCL = D4R

=2.114(9.25)
= 19.55.

The lower control limit is

LCL = D3R.




5.3 X- and RCharts 295

Since n = 6, D3 = 0, and the lower control limit is 0. Figure 5.14 shows the
Rechart for all 30 subgroups using these control limits. The process appears to be

in control.
Table 5.1 The Sample Ranges for the Silicon Wafer Thickness Data

Batch  yy Yiz ¥i3 Yid ¥is R;
1 240 243 250 253 248 13
2 238 242 245 251 247 13
3 23¢9 242 246 250 248 1
4 235 237 246 249 246 14
5 240 241 246 247 249
-] 240 243 244 248 245 8
7 240 243 244 249 246
a8 245 250 250 247 248 5
9 238 240 245 248 246 10
10 240 242 246 249 248 9
11 240 243 246 250 248 10
12 241 245 243 247 245 &
13 247 245 255 250 249 10
14 237 239 243 247 246 10
15 242 244 245 248 245 &
16 237 239 242 247 245 10
17 242 244 246 251 248 9
18 243 245 247 252 249 9
19 243 245 248 251 250 8
20 244 246 246 250 246 &
21 241 239 244 250 246 "
22 242 245 248 251 249 9
23 242 245 248 243 246
24 241 244 245 249 247 8
25 236 239 241 246 242 10
26 243 246 247 252 247 9
27 241 243 245 248 246
28 239 240 242 243 244
29 239 240 250 252 250 13

30 241 243 249 255 253 14
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Figure 5.14 The R-Chart for the Silicon Wafer Thickness Data
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The X-Chart Based on the Range  Since the Rchart indicated that the process
variance is stable, we can construct the X-chart to monitor the between-subgroup
variability. We have already seen that if we know the process variance, then these
are the appropriate control limits for this chart:

UCL = up+4-3

2

Vi

= [}
;.':...Ir_ = .H” — 3 —
.'.Flf
W
Since in our case o is not known, we use the Rechart as a basis for estimating these
limits. It can be shown that

E[Ri] = dao,

where d; is an appropriate constant that depends on n. Table 5 in the appendix
gives this constant for various n's. An unbiased estimate of 3(o/./n) is

Fo=
E.

dz \.-’E

For convenience, Table 5 of the appendix lists the values of A; = 3/d4/n. As a
result, when we do not know o, the following are appropriate estimates of the
control limits:

UCL = pup + A2R
LCL = jig— AsR.
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For the grinding of silicon wafers example, n = 5, so Az = 0.577.

In many applications, we seek purely to get the subgroup means stable, in
which case, we do not have a specific target value in mind. In other applications,
we may have an ideal value for our characteristic, but we cannot adjust the pro-
cess well encugh to hit this value precisely. We then assure ourselves that the
process is set close encugh to this ideal, and we let the process establish its own
natural target. In either of these two cases, we need to use the first m subgroups
as a base period to estimate pg, the true target value for the subgroup means.
Roes and Does decided to monitor this process relative to its own natural target
rather than the nominal thickness of 244 m. Frankly, most practitioners follow this
strategy.

Let y; be the jth observation in the ith subgroup. The ith subgroup mean is

1
i=— ) ¥
H

i=1
If the process is in control over this base period, then an appropriate estimate of
the target value, ug, is simply the overall mean, ¥, given by

"

= | o
T ] Z e

i=1

The control limits for an X-chart based on the sample range when we need to
estimate the target value are

UCL =y + AaR
LEL =y — AaR.

Table 5.2 lists the data and the subgroup means for the grinding example. Con-
sider the first 20 subgroups as the base period. The estimated target value is

]
Il

j. = =
w Z ¥

=1

1 )
= (4903.6)
20
— 245.18.

From the Rchart, R = 9.25. The following are the resulting control limits:

UCL =7+ AsR
= 245.18 4+ 0.577(9.25)
= 245.18 + 5.34

= 250052
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e .-‘13§
=245.18 — 0,577 (9.25)
= 24518 — 5.34
= 239.84.

Table 5.2

The Subgroup Means for the Silicon Wafer Thickness Data

Batch ¥ ¥iz Ya Y Y5 ¥i

1 240 243 250 253 248 246.8

2 238 242 245 251 247 244.6

3 239 242 246 250 248 245.0

4 235 237 246 249 246 242.6

s 240 241 246 247 249 244.6

] 240 243 244 248 245 244.0

7 240 243 244 249 246 244.4

8 245 250 250 247 248 248.0

9 238 240 245 248 2446 243.4
10 240 242 246 249 248 245.0
11 240 243 246 250 248 245.4
12 241 245 243 247 245 244.2
13 247 245 255 250 249 249.2
14 237 239 243 247 244 242.4
15 242 244 245 248 245 244.8
16 237 239 242 247 245 242.0
17 242 244 246 251 248 246.2
18 243 245 247 252 249 247.2
19 243 245 248 251 250 247.4
20 244 246 246 250 246 246.4
21 241 239 244 250 246 244.0
22 242 245 248 251 249 247.0
23 242 245 248 243 246 244.8
24 241 244 245 249 247 245.2
25 236 239 241 246 242 240.8
26 243 246 247 252 247 247.0
27 241 243 245 248 246 244.6
28 239 240 242 243 244 241.6
29 239 240 250 252 230 246.2
30 241 243 249 255 253 248.2
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Figure 5.15 The X-Chart Based on the Sample Range for the Silicon Wafer Thickness Data
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Figure 5.15 is the control chart with these limits. Again, we see an in-control
process.

We should always check our assumptions when we first construct a control
chart. The Rchart assumes:

®  The process is in control during the base period.
*  The data follow a normal distribution.

The X-chart based on the sample range assumes:

* The Rchart is in control.

*  The subgroup means are in control during the base period.

*  The sample size is large enough to assume that the subgroup means follow a
normal distribution by the Central Limit Theorem.

Figure 5.16 Stem-and-Leaf Display for the Silicon Wafer Thickness Data
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In the grinding of silicon wafers example, both the R and the X-charts appear
in control. We next should look at Figure 5.16, the stem-and-leaf display of the
data during the base period. This display appears roughly to follow a bell-shaped
curve. As a result, we should feel reasonably comfortable about our control limits.

=~ Exercises

5.9 Padgett and Spurrier (1990) analyze the breaking strengths of carbon fibers
used in fibrous composite materials. These fibers measure 50 mm in length and
7-8 microns in diameter. Periodically, the manufacturer selects random samples
of five fibers and tests their breaking stresses. Specifications require that 99% of
the fibers must have a breaking stress of at least 1.2 GPa (gigapascals). Table 5.3
lists the breaking stresses (in GPa) from 20 such subgroups. Use all 20 subgroups
as a base period.

Table 5.3 Breaking Stress Data

Subgreup  y; ¥Ya ¥ Yia ¥s
1 3.7 2.7 2.7 25 3.6
2 3.1 33 2.9 1.5 b bl |
3 4.4 2.4 3.2 3.z 1.7
4 3.3 31 1.8 3.2 4.9
5 3.8 2.4 3.0 3.0 3.4
& 3.0 2.5 2.7 2.9 3.2
7 3.4 2.8 4.2 33 2.6
8 3.3 3.3 2.9 2.6 3.6
9 3.2 2.4 2.6 2.6 2.4
10 2.8 2.8 2.2 2.8 1.9
11 1.4 3.7 3.0 1.4 1.0
12 2.8 4.9 3.7 1.8 1.6
13 3.2 1.6 0.8 5.6 1.7
14 1.6 2.0 1.2 1.1 1.7
15 2.2 1.2 51 2.5 1.2
16 3.5 2.2 1.7 1.3 4.4
17 1.8 0.4 3.7 25 0.9
18 1.6 2.8 4.7 2.0 1.8
19 1.6 11 2.0 1.6 2.1

]
o

1.9 2.9 2.8 2.1 3.7
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a. Calculate the appropriate control limits for an R-chart and plot the data.
Comment on your results.

b. Calculate the appropriate control limits for an X-chart based on R and plot
the data. Comment on your results.

¢. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

5.10 A major manufacturer of writing instruments closely monitors the critical out-
side diameters of a pen barrel. This company uses an injection molding process
to make these barrels as well as the caps. To guarantee the fit of the cap to
the barrel, the company must keep the critical outside diameter of the barrel as
consistent as possible. Each hour, the operator takes a random sample of three
barrels and measures the critical outside diameter. Table 5.4 gives the diameters
for 25 such subgroups. Use the first 20 subgroups as a base period.

Table 5.4 Outside Diameters of Pen Barrels
Subgroup ¥a ¥i2 ¥a
1 0.379 0.376 0.379
2 0.378 0.377 0.378
3 0.378 0.378 0.378
4 0.378 0.377 0.377
5 0.378 0.378 0.378
& 0.378 0.378 0.377
7 0.379 0.379 0.379
8 0.379 0.378 0.377
9 0.378 0.378 0.377
10 0.377 0.377 0.378
11 0.381 0.379 0.377
12 0.379 0.380 0.379
13 0.378 0.378 0.379
14 0.377 0.380 0.378
15 0.379 0.378 0.280
16 0.379 0.381 0.379
17 0.379 0.381 0.379
18 0.379 0.378 0.379
19 0.378 0.379 0.377
20 0.379 0.379 0.378
21 0.380 0.378 0.379
22 0.378 0.381 0.380
23 0.379 0.380 0.3280
24 0.378 0.379 0.379

P
un

0.377 0.377 0.377
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Calculate the appropriate control limits for an R-chart and plot the data.
Comment on your results.

Calculate the appropriate control limits for an X-chart based on R and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the infor-
mation in the base period, how comfortable are you with these
assumptions?

Snee (1983) examined the thicknesses of paint can ears. Periodically, the manu-
facturer took random samples of five cans each and measured the thickness of
the ears. Table 5.5 gives the measurements (in units of 0.001 in). Use the first 20
subgroups as a base period.

d.

b.

Calculate the appropriate control limits for an R-chart and plot the data.
Comment on your results.

Calculate the appropriate control limits for an X-chart based on R and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the infor-
mation in the base period, how comfortable are you with these
assumptions?

A small manufacturer of brake linings closely monitors the incoming quality of a
specific grade of graphite. This company receives the graphite in shipments of 20
pallets, with each pallet containing 40 fifty-pound bags of graphite. An inspector
takes a small amount of graphite from four randomly selected bags from each
pallet and performs a standard ash test, which burns off all the “volatiles™ in
the graphite. A low ash content indicates a high carbon content in the graphite.

Table 5.5

The Thicknesses of Paint Can Ears

Subgroup ¥4 ¥2 ¥3 ¥Yu ¥s Subgroup y3 ya ¥z ¥Ya ¥s

1 29 36 39 34 34 16 35 30 35 29 37
2 29 29 28 32 3N 17 40 31 38 35 3N
3 34 34 39 38 37 18 35 36 30 33 32
4 35 37 33 38 M 19 35 34 35 30 3é
5 30 29 31 38 29 20 35 35 31 38 36
& 34 31 37 39 36 21 32 36 36 32 36
7 30 35 33 40 36 22 36 37 32 34 34
8 28 28 31 34 30 23 29 34 33 37 35
g 32 36 38 38 35 24 36 36 35 37 37
10 35 30 3F¥ 35 31 25 36 30 35 33 AN
1 35 30 35 38 35 26 35 30 29 38 35
12 38 34 35 35 A 27 35 36 30 34 3&
13 34 35 33 30 34 28 35 30 36 29 35
14 40 35 34 33 35 29 38 36 35 31 3N
15 34 35 38 35 30 30 30 34 40 28 30
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Table 5.6 Ash Contents of a Graphite Shipment
Subgroup ¥a ¥z ¥ia ¥
1 19.2 19.5 19.3 19.3
2 19.0 18.7 18.9 18.3
3 19.0 18.5 18.4 18.6
a4 19.1 19.0 19.0 18.9
5 18.5 18.4 18.3 18.4
[} 18.9 18.7 18.7 18.6
7 19.8 19.4 19.3 19.3
8 19.3 195 19.2 19.2
9 19.6 19.6 20.2 19.3
10 18.8 19.2 19.1 18.8
11 18.8 19.2 18.6 18.7
12 19.9 2041 20.4 20.0
13 19.2 19.2 19.0 19.1
14 20.6 201 20.0 20.2
15 20.2 19.9 19.7 19.7
16 20.0 19.6 19.6 19.6
17 19.9 19.8 19.7 19.8
18 20.1 19.8 19.8 19.7
19 20.0 19.9 19.9 20.6
20 20.1 20.0 19.8 19.9

Table 5.6 lists the ash contents in the subgroups in the last shipment inspected.
Use all 20 subgroups as a base period.

a. Calculate the appropriate control limits for an Rchart and plot the data.
Comment on your results. B

b. Calculate the appropriate control limits for an X-chart based on R and plot
the data. Comment on your results.

¢. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

5.13 A awil engineer who supervises a major interstate highway expansion recently
started a control chart on the times required to fill dump trucks. Each day, he
carefully times how long it takes to fill five randomly selected trucks. Table 5.7
gives the times for the first 25 days. Use the first 20 days as a base period.

a. Calculate the appropriate control limits for an R-chart and plot the data.
Comment on your results.

h. Calculate the appropriate control limits for an X-chart based on R and plot
the data. Comment on your results.

¢. Whart did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?
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Table 5.7 The Times to Fill Dump Trucks
Day ¥y Yi2 ¥ ¥id ¥s
1 18 21 19 19 21
2 19 25 18 17 23
3 18 17 23 18 22
4 19 18 19 21 19
5 1 19 22 21 22
& 19 25 10 17 16
7 15 21 21 19 22
a8 19 16 18 23 22
1] 20 16 13 1% 18
10 19 25 16 19 16
11 15 17 23 17 15
12 18 23 22 22 15
13 21 21 26 24 20
14 17 22 17 22 17
15 19 17 20 25 17
16 16 24 12 19 24
17 15 14 22 19 17
18 17 19 23 19 16
19 15 24 18 20 19
20 18 20 25 24 22
21 22 14 16 21 19
22 23 20 20 19 19
23 15 21 16 14 22
24 17 18 15 19 19
25 17 18 16 19 19

5.14 A chemical engineer supervises a new distillation column. Five times each shift,
she determines the yield from the column. Table 5.8 lists the yields for 20 shifts.
Use all 20 shifts as a base period.

a. Calculate the appropriate control limits for an R-chart and plot the data.
Comment on your results.

b. Calculate the appropriate control limits for an X-chart based on R and plot
the data. Comment on your results.

c. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these
assumptions?
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Table 5.8 The Yields from a New Distillation Column
Shift Y Yo ¥a Yia Y5
1 99.9 96.2 26.8 99.9 94.5
2 9.7 Q6.2 971 99.9 99.9
3 22.0 1.3 97.8 95.7 99.0
4 97.8 99.9 97.4 26.6 99.9
5 99.9 99.7 99.9 20.9 98.2
& 99.4 98.0 o4.4 9.4 26.4
7 99.9 9.9 95.6 94.9 Q2.7
8 9.1 96.9 98.9 94.3 99.0
9 97.8 98.7 99.9 99.9 971
10 6.1 7.1 97.9 99.9 94.9
11 7.4 95.5 99.9 99.2 4.5
12 99.9 99.3 97.7 97.2 95.9
13 98.3 5.4 99.5 97.6 99.9
14 g7.0 6.6 99.9 99.9 98.9
15 25.6 99.9 97.8 9.1 95.4
16 99.9 6.9 94.6 99.5 94.8
17 85.1 99.9 97.8 97.8 99.9
18 8.0 99.3 97.4 97.6 98.2
19 97.8 99.9 99.9 97.4 96.3
20 6.9 28.1 Q6.4 95.2 99.9

5.15 In semiconductor processing, the basic experimental unit is a silicon wafer.
Operations are performed on the wafer, but individual wafers can be grouped
in multiple ways. The following is based on a case study performed by NIST of
a lithography process. Three wafers are randomly selected from a cassette (typi-
cally a grouping of 235 wafers), and 10 cassettes are used in the study. Table 5.9
gives the line widths for the wafers.

a. Using the first 20 wafers as a base period, calculate the appropriate control
limits for an R-chart and plot the data (wafer ranges). Comment on your
results.

b. Using the first 20 wafers as a base period, calculate the appropriate control
limits for an X-chart based on R and plot the data (wafer means). Comment
on your results.

¢. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

d. Using all 10 cassettes as a base period, calculate the appropriate control
limits for an R-chart and plot the data (cassette ranges). Comment on your
results.
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7]

Using all 10 cassettes as a base period, calculate the appropriate control lim-
its for an X-chart based on R and plot the data (cassette means). Comment
on your results.

f. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?
Compare the charts parts a and b with those in d and e. Comment on their
similarities and ditferences.

.-{ﬁ

Table 5.9 Line Widths for Silicon Wafers
Cassette Wafer ¥ ¥a ¥
1 1 2,253 2.074 2.418
1 2 2.003 1.861 2.136
1 3 2.061 1.625 2.304
2 4 2.518 2.072 2.287
2 ] 2.217 1.473 1.685
2 & 2.173 1.537 1.967
3 7 1.728 1.357 1.673
3 8 1.562 1.520 2.066
3 9 1.746 1.367 1.615
4 10 2.036 1.786 1.980
4 11 2.104 1.919 2.019
4 12 2.900 21M 3.041
5 13 2.506 1.950 2.467
5 14 3.347 2,534 3.190
5 15 3.402 2.963 2.946
& 16 2.527 1.941 2.767
& 17 2,296 2.256 2.646
] 18 2.849 1.601 2.810
7 19 2.027 1.672 1.661
7 20 2.323 1.854 2.3¢M
7 21 2,703 1.959 2.512
8 22 1.360 0.971 1.947
) 23 1.757 1.165 223
8 24 1.993 1.403 2.008
9 25 2.287 1.699 1.953
9 26 1.796 1.241 1.677
9 27 1.523 0.791 2.001
10 28 2.502 1.938 2.349
10 29 2.058 1.793 1.862

=2
o
L
o

2.291 2.475 2.021
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Table 5.10 Milk Gross Weights

Subgroup ¥ Y2 ¥ia Yia ¥is
1 263.5 264.7 262.6 2639  264.2
2 259.4  262.7 257.6  264.7 263.0
3 260.5 259.9  260.1 260.7 259.1
4 260.2 259.1 260.4  257.2  259.4
5 260.4  258.0 260.4  260.8 257.2
6 264.8 265.1 263.8 2658  254.9
7 255.0  262.3 260.8 256.2  254.9
8 254.6 259.5 257.4 2550  258.9
9 260.1 260.1 260.9  259.8  260.7
10 258.2  261.3 260.7 260.5 259.5
1 263.0  263.4 2606  262.0 2612
12 259.5 260.7 259.4  259.2  259.7
13 262.6  262.2  262.0 261.8  262.0
14 262.9 266.1 265.3 262.7 263.3
15 263.9  266.2  266.3 266.8 265.0
16 262.9  262.8 265.1 261.0  260.9
17 264.0  263.0  265.1 2629  262.0
18 259.6  258.1 260.6  263.8 256.8
19 261.8 259.4 2612  261.4  260.2
20 262.2 259.7 2645 260.7 261.1

5.16 Maxcy and Lowry (1984) studied the performance of a milk-filling operation.
Table 5.10 gives the gross weights of groups of five half-pint cartons of milk
taken on 20 different days. Use all 20 subgroups as a base period.

a. Caleulate the appropriate control limits for an Rchart and plot the data.
Comment on your results.

b. Calculate the appropriate control limits for an X-chart based on R and plot
the data. Comment on your results.

¢. Whart did you assume to construct these control limits? Given the infor-
mation in the base period, how comfortable are you with these assum-
ptions?

+* 5.4 X- and s*-Charts

Engineers tend to use X- and Rcharts by tradition. A much less traditional
method, but one strongly supported by statistical theory and statistical think-
ing, uses X- and s?-charts. We illustrate these charts in the next example.
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Example 5.7

Grinding of Silicon Wafers—Revisited

The s*-Chart From a statistical perspective, the sample variance provides a
much better measure of the within-subgroup variability, especially for meder-
ate sample sizes. For very small sample sizes, the sample range is almost as
efficient as the sample variance. As the sample size gets larger, however, the
sample range becomes less efficient, and we really should prefer a procedure
based on the sample variance. Most texts suggest that once the sample size
gets to be seven to ten, we should use the sample variance. In addition, the
three standard error contrel limits for the Rechart implicitly assume that the sam-
ple range follows a normal distribution, which is an especially bad assumption
because the distribution of the sample range is quite skewed to the right for
the small to moderate sample sizes commonly used to monitor processes. The
increased use of computer software, especially spreadsheets, to perform the nec-
essary calculations eliminates the computational advantage enjoyed by the sam-
ple range. Frankly, if we use the computer to generate our charts, then sta-
tistical theory suggests that we should never use the sample
range.

Let o) be the target value for the within-subgroup or process variance, and
let 57 be the sample variance for the ith subgroup. If the process is in control
and if the data follow a normal distribution, then from Section 4.8 we know
that

(i —1)s

g

follows a x? distribution with n — 1 degrees of freedom. We can use this rela-
tionship to develop an appropriate meonitoring scheme for the within-subgroup
variability.

Consider a sequence of hypothesis tests of the form

.H._:: = T
Hi: 6° #ay.
The appropriate test statistic is
2 m— l_f'.il?‘
x= 3
L4

We reject the null hypothesis if either

? 7

(m— 1)s- 3 i —1)sy 2

— 3 TXleddewz B — 3 Sl
".T|_T . U!-T
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For convenience, we need to restate the critical region in terms of . Since both
n— 1 and of are positive, we can rewrite these inequalities as

F T
TR iy s ) 7 K 1,0/290
gy r————————— .H'H.'J B e
; n— 1 y m— 1

Three standard error control charts correspond to @ = 0.0027. Following this
tradition, these are our control limits:

bl 3
UEL = Xu—1,0.9986570
o n—1
[ < fr1.00013570

a—1

For the grinding of silicon wafers example, n = 5. As a result, Xﬁ—w.mﬁs = 17.800
a2 oo s = 02106,

Often, when we start an s?-chart, we do not know the process variance. In
these situations, we treat the first m subgroups as a base peried. If the process is
in control, an appropriate estimate of the process variance is

which is an extension of the pooled estimate of the variance we used in the two-
independent-samples t-test. Technically, s* has m-{n— 1) degrees of freedom. For
meost realistic base periods, the number of degrees of freedom is large enough to
treat this estimate as the true value. The resulting control limits are

L ]
2 Xiu—1.0.908555"
| PP o idas
H—1
1 ]
T A V= Ap—1.0.001355

n—1

Since Roes and Does did not have good prior information on the true process
variance, consider the first 20 subgroups as a base peried. Table 5.11 lists the data
and the sample variances. We can estimate o/ by

l
— (298.9
20" ]

= 14.945.

o9
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Table 5.11 The Data and Sample Variances for the Thickness of Silicon Wafer Data

Batch ¥n Yiz ¥ia ¥ ¥is s
1 240 243 250 253 248 27.7
2 238 242 245 251 247 24.3
3 239 242 246 250 248 20.0
g 235 237 246 249 246 38.3
5 240 241 246 247 249 15.3
6 240 243 244 248 245 8.5
7 240 243 244 249 246 11.3
8 245 250 250 247 248 4.5
g 238 240 245 248 246 17.8

10 240 242 246 249 248 15.0
11 240 243 246 250 248 15.8
12 241 245 243 247 245 5.2
13 247 245 255 250 249 14.2
14 237 239 243 247 246 18.8
15 242 244 245 248 245 4.7
16 237 239 242 247 245 17.0
17 242 244 246 251 248 12.2
18 243 245 247 252 249 12.2
19 243 245 248 251 250 11.3
20 244 246 246 250 246 4.8
21 241 239 244 250 246 18.5
22 242 245 248 251 249 12.5
23 242 245 248 243 246 5.7
24 241 244 245 249 247 9.2
25 236 239 241 246 242 13.7
26 243 246 247 252 247 10.5
27 241 243 245 248 246 7.3
28 239 240 242 243 244 4.3
29 239 240 250 252 250 38.2
30 241 243 249 255 253 37.2

The upper control limit is

v T
- Ky 109986355
L.‘f_.f_:
n=—1
il )
Xinvogsss

m—1
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17.800(14.945)

4
= 66.51.
The lower control limit is
: Xn—1,0.00 3587
7 n—1,0.00135
w— 1
sy o
Kqno013s¥

n—1
0.106 (14.945)
e e
= (L.396.

Figure 5.17 shows the s’-chart for all 30 subgroups using these control limits.
Once again, the process appears to be in control.

The X-Chart Based on s° Since the within-subgroup variability is stable, we
can construct control limits to monitor the between-subgroup variability with the
X-chart. We have already seen that if we know the process variance, then the
appropriate control limits for this chart are

v a
UCL = pg + 3—
Vi

i (4]
O .

A

L

Figure 5.17 | The s>-Chart for the Thicknesses of Silicon Wafers Data
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If & is not known, we can substitute s? for o2 as the basis for estimating these
limits. Strictly speaking, we are conducting a sequence of t-tests; however, the
degrees of freedom for these tests are m - (n — 1) because we are using s° to
estimate o2. Since m - (n — 1) is usually quite large, the appropriate critical value
for the tests is essentially 3. The resulting contrel limits are

il

H

UCL = up + ?W.-'

sk

LCL = pp— 33/ —.
; V
If we need to estimate the target value for the subgroup means, the control limits
are

LCL=F-3—.

For the grinding of silicon wafers example, we have

=73
¥ =245.18
2 = 14.945,
The resulting control limits are
UCL =5+ 1,\;“‘_‘
i
N T
== 34'1. ]_b + 3,/ —
A -
= 245.18 +5.19
.
LELSF=5—
i
[14.945
= 245.18 — 3,/ —
¥ 5
=245.18 —5.19
=3235.99,

which are quite close to the limits based on the sample range. Figure 5.18 shows
the resulting control chart. Once again, we see no evidence of any out-of-control
conditions.
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Figure 5.18 The X-Chart Based on s? for the Thicknesses of Silicon Wafer Data

Tl
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245 |
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1} 5 10 15 20 05 wn
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We should always check our assumptions when we first construct a control
chart. The s?-chart assumes:

*  The process is in control during the base period.
*  The data follow a normal distribution.

The X-chart based on the sample variance assumes

*  The s’-chart is in contral; that is, the process variance is constant.

®  The subgroup means are in control during the base period.

®  The sample size is large enough to assume that the subgroup means follow a
normal distribution by the Central Limit Theorem.

In the grinding of silicon wafers example, both the s2- and the X-charts appear
in control. We next should look at Figure 5.19, the stem-and-leaf display of the
data during the base period. This display appears roughly to follow a bell-shaped
curve. As a result, we should feel reasonably comfortable about our control [imits.

Figure 5.19 | The Stem-and-Leaf Display for the Silicon Wafer Data

Stem Leaves Number Depth
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* Exercises

5.17

5.18

5.20

5.21

Consider the breaking strength data from Exercise 5.9. Again, use all 20 sub-
groups as a base period.

a.

b

Calculate the appropriate control limits for an s*-chart and plot the data.
Comment on your results.

Calculate the appropriate control limits for an X-chart based on s* and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

Consider the outside diameters from Exercise 5.10. Again, use the first 20 sub-
groups as a base period.

a.

b

Calculate the appropriate control limits for an s*-chart and plot the data.
Comment on your results.

Calculate the appropriate control limits for an X-chart based on s* and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

Consider the thicknesses of paint can ears from Exercise 5.11. Again, use the
first 20 subgroups as a base period.

a.

Calculate the appropriate control limits for an s*-chart and plot the data.
Comment on your results.

Calculate the appropriate control limits for an X-chart based on s* and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

Consider the ash content data from Exercise 5.12. Again, use all 20 subgroups
as a base period.

a.

b.

g}

Calculate the appropriate control limits for an s*-chart and plot the data.
Comment on your results.

Calculate the appropriate control limits for an X-chart based on s* and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

Consider the times to fill dump trucks from Exercise 5.13. Again, use the first
20 days as a base period.

d.

k.

Calculate the appropriate control limits for an s*-chart and plot the data.
Comment on your results. o

Calculate the appropriate control limits for an X-chart based on s* and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?




5.22

5.23

5.24

5.5 X-Chart

Consider the yield data from Exercise 5.14. Again, use all 20 shifts as a base
period.

d.

b.

Calculate the appropriate control limits for an s?chart and plot the data.
Comment on your results.

Calculate the appropriate control limits for an X-chart based on s* and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

Consider the wafer line widths from Exercise 5.15.

a.

Using the first 20 wafers as a base period, calculate the appropriate control
limits for an s*-chart and plot the data (wafer variances). Comment on your
results.

Using the first 20 wafers as a base period, calculate the appropriate control
limits for an X-chart based on s and plot the data (wafer means). Comment
on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?
Using all 10 cassettes as a base period, calculate the appropriate control lim-
its for an s*-chart and plot the data (cassette variances). Comment on your
results.

Using all 10 cassettes as a base period, calculate the appropriate control lim-
its for an X -chart based on s* and plot the data (cassette means). Comment
on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?
Compare the charts in parts a and b with those in parts d and e. Comment
on their similarities and differences.

Consider the gross weights from Exercise 5.16. Again, use all 20 subgroups as a
base period.

d.

b.

Calculate the appropriate control limits for an s?-chart and plot the data.
Comment on your results.

Calculate the appropriate control limits for an X-chart based on s* and plot
the data. Comment on your results.

What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

* 5.5 X-Chart

VOICE OF EXPERIENCE Some engineering processes do not produce data frequently

The performance of the X-chart depends on
how well the doto meet the normality

gssumption.

enough to justify monitoring subgroup means. In such cases,
we need to use each individual observation. An example illus-
trates this situation.

315




316

Chapter 5

Control Charts and Statistical Process Control

Example 5.8

Viscosities from a Batch Chemical Process

Holmes and Mergen (1992) studied a batch operation at a chemical plant where
an impertant quality characteristic was the product viscesity. At the end of each
12-hour batch, an operator took a viscosity measurement. Since data from this
process come infrequently, management required a monitoring procedure based
on the individual viscosities. Such a procedure would allow the operator to deter-
mine whether the process is out of control at the end of each batch.

Let pg be the target value for the process mean, and let o2 be the true process
variance. If both are known and if we can assume that the viscosities follow a
normal distribution, then the appropriate control limits are

L'CL

to + 3o

LCL = pp — 3@.

In this particular case, Holmes and Mergen knew neither pug nor a2, In such a
situation, we use the first m observations as a base period. Traditionally, engineers
use the moving range to estimate the process variability. Let y, be the ith viscosity
observed, and let y. , be the previous viscosity observed. The ith moving range,
MR;, is given by

MR; = |y; — ¥i_]

Let MR be the average moving range over the base period. Since the moving
range involves successive observations, we have m — 1 moving ranges over a
base period of m observations. Thus,

™

MR = i MR;.
m— 1 o

If the target value is known and the process is in control over the base pericd,
then the traditional estimates of the control limits are

3. MR
UCL = po +
tfj
3-MR
f.f::jr_=,[.lfl|— - &

a3

where d: is an appropriate constant. Since we use successive observations to
calculate the moving average, we are using subgroups of size 2 to estimate the
variability. Thus, dz = 1.128, and the resulting control limits are

UCL = g +2.66 - MR

LCL = pg— 2.66 - ME.
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If we do not know o and the process is in control over the base period, then we
estimate it by

J. I
¥=— D %
> 1 Z X
=1
and the resulting control limits are

UCL =3+ 2.66-MR
LCL =35 — 2.66 - MR.

Since Holmes and Mergen knew neither pg nor a2, consider the first 40 observa-

tions as a base period. Table 5.12 lists the data and the moving ranges. In this
particular case, since we use the first 40 observations as our base period, we have
39 moving ranges. The average moving range is

Table 5.12 The First 40 Viscosities and the Moving Ranges

Chbservation Viscosity MR; Observation Viscosity MR;

1 13.3 21 14.9 1.9
2 14.5 1.2 22 13.7 1.2
3 15.3 0.8 23 15.2 1.5
4 15.3 0.0 24 14.5 0.7
5 14.3 1.0 25 15.3 0.8
& 14.8 0.5 26 15.6 0.3
7 15.2 0.4 27 15.8 0.2
8 14.9 0.3 28 13.3 2.5
9 14.6 0.3 29 14.1 0.8
10 14.1 0.5 30 15.4 1.3
11 14.3 0.2 3 15.2 0.2
12 16.1 1.8 32 18.2 0.0
13 131 3.0 33 15.9 0.7
14 15.5 2.4 34 16.5 0.6
15 12.6 2.9 35 14.0 2.5
16 14.6 2.0 36 181 1.1
17 14.3 0.3 37 17.0 1.9
18 15.4 1.1 38 14.9 21
19 15.2 0.2 39 14.8 0.1
20 16.8 1.6 40 14.0 0.8




318

Chapter 5

Control Charts and Statistical Process Control

) 1 m
MR = ME
m— 1 ; :

1 "
=E[4].-‘3

= 1.07.

The estimate of the target value is

I

>
i
m
o,

[l
e i
oo
-]

The control limits are

UCL =7+ 2.66- MR
14.87 + 2.66 (1.07)
= 14.87 + 2.85

17.72

LCL =y —2.66 - MR
14.87 — 2.66 (1.07)
14.87 — 2.83
=122

Table 5.13 gives the next 100 observations from this process, and Figure 5.20
shows the control chart for all 140 observations. We see that observation 111 is
a possible out-of-control situation that requires attention. The chart suggests that
the viscosity for this batch has drifted higher than normal.

We should always check our assumptions when we first construct a control
chart. The X-chart assumes:

The process is in control during the base period.
*  The data follow a normal distribution.

In this example, the X-chart appears in control. We next should look at a stem-
and-leaf display of the data during the base period, which is given in Figure 5.21
This display appears roughly to follow a bell-shaped curve. As a result, we should
feel reasonably comfortable about our control limits.
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Table 5.13 The Next 100 Viscosities

Observation Viscosity Observation Viscosity Observation Viscoslty Observation Viscosity Observation Viscosity

41 15.8 61 16.0 81 15.7 101 14.8 121 15.6
42 13.7 &2 14.9 82 13.0 102 15.6 122 15.7
43 15.1 63 13.6 83 13.9 103 14.5 123 16.4
44 13.4 &4 15.3 84 16.2 104 14.9 124 14.5
45 14.1 &5 14.3 85 13.8 105 16.0 125 14.9
4& 14.8 [-1.3 15.6 86 16.5 106 15.0 126 14.6
47 14.3 &7 161 87 14.2 107 14.7 127 15.5
48 14.3 &8 13.9 a8 14.9 108 15.1 128 14.7
49 16.4 -1 15.2 89 14.7 109 15.4 129 15.0
50 16.9 70 14.4 0 15.0 10 16.0 130 13.8
51 14.2 71 14.0 91 14.4 111 18.6 131 14.0
52 16.9 72 14.4 92 14.4 12 16.0 132 15.8
53 14.9 73 13.7 93 15.4 113 15.9 133 14.8
54 15.2 74 13.8 4 16.3 114 14.5 134 15.8
55 14.4 75 15.6 95 15.0 115 15.1 135 16.7
56 15.2 76 14.5 96 15.7 116 14.2 136 16.4
57 14.6 77 12.8 97 14.5 117 17.6 137 15.3
58 16.4 78 161 28 15.5 118 13.5 138 15.7
59 14.2 79 16.6 99 14.4 112 15.3 139 15.0
&0 15.7 80 15.6 100 14.4 120 15.0 140 16.8

Figure 5.20 | The Control Chart for the Viscosity Data

0 20 40 al 80 Ty 120 140
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Figure 5.21 Stem-and-Leaf Display for the Viscosity Data

Stem Leaves Number Depth
12.: 6 1 1
13.: 1337 4 5
14.: 0011333556688999 186
15.: 12222233344568% 15 19
16.: 158 3 4
17.: 1] 1 1

» Exercises

5.25 Yashchin (1992) monitored the thicknesses of metal wires produced in a chip-
manufacturing process. Ideally, these wires should have a target thickness of
& microns. The thicknesses (in microns) follow. The data are in consecutive
order, reading across the rows. The first observation is 8.4, the second is 8.0,
and so on.

8.4 8.0 7.8 8.0 7.9 1.7 8.0 1.9 8.2 1.9
1.9 8.2 7.9 7.8 1.9 1.9 8.0 8.0 7.6 8.2
8.1 8.1 8.0 8.0 8.3 7.8 8.2 8.3 8.0 8.0
7.8 1.9 8.4 7.7 8.0 7.9 8.0 .7 1.7 7.8
7.8 8.2 7.7 8.3 7.8 8.3 7.8 8.0 8.2 7.8

Use the first 30 observations as a base period.

a. Calculate the appropriate control limits and plot the control chart. Com-
ment on your results.

b. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

5.26 Cryer and Ryan (1990) monitor a chemical process where the quality charac-
teristic is a color property. The data listed here are in consecutive order, reading
across the rows. The first observation is 0.67, the second is 0.63, and so on.

0.67 0.63 0.76 0.66 0.69 0.71 0.72
0.71 0.72 0.72 0.83 0.87 0.76 0.79
0.74 0.81 0.76 0.77 0.68 0.68 0.74
0.68 0.69 0.75 0.80 0.81 0.86 0.86
0.79 0.78 0.77 0.77 0.80 0.76 0.67




5.27

5.28

Exercizes

Use the first 25 observations as a base period.

2. Calculate the appropriate control limits and plot the control chart. Com-
ment on your results.

b. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

Van Nuland (1992) compares two temperature instruments daily: one coupled
to a process computer and the other used for visual control. Ideally, these two
instruments should agree. As a result, he monitors the daily difference in the tem-
perature readings (he is using a control chart based on paired differences). The
temperature differences for 35 days follow. The data are in consecutive order,
reading across the rows. The first observation is 0.3, the second observation is
0.0, and so on.

0.3 0.0 0.1 0.3 0.3
0.5 0.2 0.1 0.3 0.0
-0.1 0.5 0.4 0.1 0.1
-0.1 0.4 0.1 0.2 0.0
0.1 0.3 0.2 0.1 0.4
0.2 0.4 0.0 0.2 0.4
0.6 0.6 0.5 0.7 0.7

Use the first 30 observations as a base period.

a. Calculate the appropriate control limits and plot the control chart. Com-
ment on your results.

b. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?

King (1992) monitors the net weights of a nominally 16-o0z packaged product.
An inspector collected a sample of 20 packages and accurately measured their
net contents. The weights given here are in consecutive order, reading across
the rows. The first observation is 16.4, the second observation is 16.4, and
S0 on.

16.4 16.4 16.5 16.5 16.6 16.7 16.2 16.4 16.4 16.5
16.6 16.6 16.8 16.3 16.4 16.5 16.5 16.6 16.7 16.8

Use all the data as a base period.

2. Calculate the appropriate control limits and plot the control chart. Com-
ment on your results.

b. What did you assume to construct these control limits? Given the informa-
tion in the base period, how comfortable are you with these assumptions?
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5.29 Roberts and Ling (1982) monitor the iron content of crushed blast-furnace slag.
An inspector collected a sample of 30. The data are in consecutive order, read-
ing across the rows. Thus, the first observation is 24, the second is 16, and
50 on.

24 16 24 18 18 10 14 16 18 20
21 20 21 15 16 15 17 19 16 15
15 13 24 22 21 24 15 20 20 25

Use all the data as a base period.

a. Calculate the appropriate control limits and plot the control chart. Com-
ment on your results.

b. What did you assume to construct these control limits? Given the infor-
mation in the base period, how comfortable are you with these
assumptions?

5.30 Rogers and Senior (2007) studied absorption for concrete aggregate. The data
are listed here in consecutive order, reading across the rows. The first observa-
tion is 1.20, the second is 1.39, and so on.

1.20 1.39 1.18 1.22 1.38 1.37 1.38 1.39
1.38 1.39 1.43 1.40 1.16 1.42 1.14 1.45
1.42 0.98 1.15 1.17 1.12 1.49 1.41 1.328
1.60 1.49 1.48 1.38 1.38 1.12 1.38 1.36

Use all the data as a base period.

a. Calculate the appropriate control limits and plot the control chart. Com-
ment on your results.

b. What did you assume to construct these control limits? Given the infor-
mation in the base period, how comfortable are you with these
assumptions?

5.31 Sherrill and Johnson (2009) discuss chemicals in the manufacturing of wafers
in the semiconductor industry. The purity of these chemicals is critical to their
performance, so the company commonly measures the concentration of trace
contaminants, such as the element nickel. The first 30 data points from their
study are listed below. The data are listed here in consecutive order, reading
across the rows. The first observation is 3.17, the second is 4.56, and
s0 on.

317 456 1.82 248 6.40 8.01 3.58 3.06 514 1.94
3.07 3.13 233 4M 4.26 274 774 191 5.21 1.69
5.34 147 &3 6.48 1450 4.08 6.61 464 193 3.60
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Use all the data as a base period.

a. Calculate the appropriate control limits and plot the control chart. Com-
ment on your results.

b. What did you assume to construct these control limits? Given the infor-
mation in the base period, how comfortable are you with these
assumptions?

5.32 Consider the semiconductor processing in Exercise 5.15, which is based on a
case study performed by NIST of a lithography process. The basic experimen-
tal unit is a silicon wafer. Three wafers are randomly selected from a cassette
(typically a grouping of 25 wafers), and 10 cassettes are used in the study.
The observations in y;; are actually taken in the center of the wafer (the other
¥’s are taken at different positions). We focus only on yj as shown in

Table 5.14.
Use the first 20 wafers as a base period.

a. Calculate the appropriate control limits and plot the control chart. Com-
ment on your results.

b. What did you assume to construct these control limits? Given the infor-
mation in the base period, how comfortable are you with these
assumptions?

Table 5.14 Line Width at One Position on Silicon Wafer

Cassette Wafer ¥a Cassette Wafer ¥a
1 1 2.074 6 16 1.941
1 2 1.861 & 17 2.256
1 3 1.625 & 18 1.601
2 4 2.072 7 19 1.672
2 5 1.473 7 20 1.854
2 & 1.537 7 21 1.959
3 7 1.357 8 22 0.971
3 8 1.520 B 23 1.165
3 e 1.367 8 24 1.403
4 10 1.786 e 25 1.699
4 1 1.919 9 26 1.241
4 12 217M 9 27 0.791
5 13 1.950 10 28 1.938
5 14 2,534 10 29 1.793
5 15 2,963 10 30 2.475
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» 5.6 np-Chart

VOICE OF EXPERIENCE We can develop a control chart to monitor the number of

Itis not advisable to force continuous data
into binomial doto because of the sample

5i7e issles.

items that fail to meet specifications, which we typically
model with a binomial distribution. The next example illus-
trates this technique.

Example 5.9

Meonconforming Bricks

Marcucci (1985) looked at the number of nonconforming bricks from a manufac-

turing process. Management monitors this process by collecting random

samples of 200 bricks dailly and classifying them as conforming or
nonconforming.

Suppose we take a random sample of size n each sampling period, where

n remains constant over time. In our case, n = 200 and is the same for each

sample. The p-chart, which we leave as Exercise 5.41, provides

VOICE OF EXPERIENCE a basis for monitoring th:le numberl of nonconforming bricks
—— when the sample size varies over time. Let p, be the target

For many engineering processes, the proportion for the number of nonconforming bricks, and let y;
sample sizes for np-charts ore quite large. . be the number of nonconforming bricks in the ith subgroup.

The expected value and variance of y, are

Elyil = npp
var[y;] = npago,
where g, = 1 — p,. As long as the process is in control and we take the same

size sample each time, the expected value and the variance for the number of
nonconforming bricks remain constant.

SSHCEOF EXFERIENCE We can now develop a monitoring scheme, called an np-chart,

If the subgroup size is nat constant, achart  for the number of items that fail to meet the specifications.
based on the proportion defective, p, conbe  Consider a sequence of hypothesis tests of this form:

constructed.

H:]: nh = np

Hy:  np 7 npy.

If the smaller of np, and nq, is five or larger (preferably ten or larger because this
condition will guarantee that the lower control limit is positive), the appropriate
test statistic is

¥i —npy

VHPoqo

e




5.6 np-Chart
If the sample size remains constant each time, the appropriate control limits are

r.'-f-.lr_ = ”It?“ — 3 . \f.":f'l'g}-_:-tjf\j;-

LCL = npp — 3 - /npogo.

With these contral limits, operators need only count the number of nonconform-
ing bricks in each subgroup. They then plot this count en the control chart. If the
count falls within the control limits, they conclude that this process is in control
and they do not need to take any action. On the other hand, if this count falls
either above the upper contrel limit or below the lower control limit, then they
conclude that the process is out of contral and they must determine the cause of
the problem and correct it.

Often, when we start a control chart, we do not know the true proportion
of nonconforming items for the process. In such cases, we treat the first m sub-
groups as a base period. We can estimate the target proportion of items that
fail to meet specifications by B, which is the average proportion of items over
the base period that fail to meet the specifications. If we take n items in each
subgroup, then the total number of items inspected over the base period is
mn. The total number of items that fail to meet the specifications is 3, y..
The average proportion of items over the base period that fail to meet the
specifications is

Hs

]
3 — 1
p=— E ¥i-
R

If the process is in control over the base period, then the appropriate estimated
control limits are

UCL=wnp+3- \‘.-"..'El.'a q

LCL =up—3-\/np G,

whereg=1-p.

The numbers of nonconforming bricks are listed in Table 5.15. In this case, we
have only 16 subgroups, which is small for a base period. Consequently, we shall
use all 16 subgroups to estimate the control limits. The estimate of the proportion
of nonconforming bricks is

e

(]
= I
E Vi
TN | g

-
16 - 200
= 0.06625.

5
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Table 5.15 The Nonconforming Brick Data

Subgroup ¥ Subgroup ¥

1 9 9 13
2 8 10 |
3 12 11 18
4 8 12 15
5 16 13 15
[ 9 14 16
7 11 15 10
8 12 16 9

The estimated control limits are

UCL=np+3. .,'r.-"lu;i:' g

200 - (0.06625) + 3,/200 . (0.06625) - (1.0 — 0.06625)
13.25 + 10.55

=23.80

np—3-\/npq
200 - (0.06623) — 3,/200 - (0.06625)- (1.0 — 0.06625)
13.25 — 10.53

=270

LCL

Figure 5.22 | The np-Chart for the Nonconforming Bricks Data

1 A
| AN 7y
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Figure 5.22 gives the control chart, which shows that subgroup 10 is a pos-
sible out-of-control situation that requires attention. The chart suggests that the
number of nonconforming bricks from that day has drifted to a higher than normal
level.

* Exercises

5.33

5.34

5.35

Automobile hub caps typically are produced by a metal casting process that his-
torically has been slow and expensive. A common problem facing many older
casting processes is “flashing.” In casting, liquid metal is shot into a mold and
rapidly cooled. A flash commonly forms on the piece at the spot in the mold
where the metal flows. A major automobile manufacturer closely monitors the
incoming quality of the hub caps that come from a particular supplier by inspect-
ing 200 hub caps from every incoming shipment. The following data are the
number of hub caps with at least minor flashing in the last 40 shipments. The
data are in consecutive order, reading across the rows. The first observation is
20, the second is 23, and so on.

20 23 20 15 25 24 27 18 17 20
26 15 20 21 15 18 12 25 16 25
24 27 21 19 14 23 17 20 19 20
23 18 25 22 17 20 22 24 15 1"

Use the first 30 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A manufacturer of nickel-hydrogen batteries discovered a problem with “blisters”

on its nickel plates. These blisters cause the resulting battery cell to short out pre-
maturely. Each week, the manufacturer randomly selects 100 plates, constructs
test cells, cycles these cells 50 times, and counts the number of plates that blister.
The following data are the numbers of plates that blister in a 26-week period.
The data are in consecutive order, reading across the rows. The first observation
is 5, the second is 15, and so on.

5 15 7 11 3 12 7 11 12
Fi 12 8 10 8 & 4 5 7
9 9 B 0 11 11 8

Use the first 20 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

Felt-tip markers have shelf lives of approximately two years. Most manufactur-
ers use accelerated life testing, whereby markers are placed in an oven at ele-
vated temperatures for a given period of time, usually on the order of six weeks.
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The proportion that survive the elevated temperatures provides a good estimate
of the proportion that should survive two years on a shelf. One major writ-
ing instrument company performs an accelerated life test on a random sample
of 300 markers from each lot of markers. The following data are the numbers
of markers that failed the accelerated life test in the last 40 lots. The data are
in consecutive order, reading across the rows. The first observation is 14, the
second is 16, and so on.

14 16 9 14 17 13 14 19 16 11
8 11 17 5 19 17 18 17 22 18
12 16 15 12 15 16 14 20 20 17
15 14 19 13 19 19 23 18 18 21

Use the first 30 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A major manufacturer of writing instruments uses high-speed equipment to
assemble pencils. Each day, the operator randomly selects 10 gross of pencils
(10 - 144, or 1440) and classifies each as either OK or nonconforming. The fol-
lowing data are the numbers of nonconforming pencils on each of 30 days of
production. The data are in consecutive order, reading across the rows. The first
observation i1s 17, the second 1s 9, and so on.

17 9 13 17 12 12 17 15 15 10
14 ? 15 10 15 17 21 14 18 10
19 21 20 26 19 21 18 20 15 20

Use the first 20 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A major semiconductor manufacturer tests 200 locations on a randomly selected
wafer each hour from its new production process. The following data are the
numbers of “dead” locations in the past 30 hours of production. The data are
in consecutive order, reading across the rows. The first observation is 11, the
second is 8, and so on.

11 8 11 7 11 10 1 1 15 8
11 15 9 11 15 11 7 4 14 10
8 9 5 5 12 7 9 14 15 1"

Use the first 25 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A polymer chemist has developed a new adhesive. From each batch, an inspec-
tor makes 100 test specimens and subjects them to an accelerated life test. The
following data are the numbers of test specimens that prematurely failed the life
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test in the last 40 batches. The data are in consecutive order, reading across the
rows. The first observation is 24, the second is 16, and so on.

24 16 25 20 36 18 17 17 19 19

19 35 19 20 5 & 22 24 27 25
28 16 16 27 13 17 15 21 15 36
22 18 18 19 23 17 3 20 20 22

Use the first 30 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

Airplanes approaching the runway for landing are required to stay within the
localizer (a certain distance left and right of the runway). When an airplane
deviates from the localizer, it is sometimes referred to as an exceedence. Each
day, one airline randomly selects 200 flights and records the number in excee-
dence. The following data present the number of flights in exceedence on each
of 30 days. The data are in consecutive order, reading across the rows. The first
observation is 16, the second is 25, and so on.

16 25 23 1& 15 23 24 is5 23 13
21 19 23 28 30 19 18 15 18 10
24 22 20 27 21 26 30 25 26 30

Use the first 20 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A manufacturer is concerned about leaks from the gasket around their product.
Each day they randomly select 200 products and record the number that leaked.
The data are in consecutive order, reading across the rows. The first observation
is 9, the second is 15, and so on.

9 15 11 12 12 8 9 9 12 13
14 8 7 7 16 11 9 13 19 3
10 9 11 10 15 16 16 11 15 13

Use the first 20 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

In some cases, we cannot get the same size sample each time. The proper con-
trol chart must adapt the control limits for the actual sample size used (called a
p-chart). For example, the actual numbers of nonconforming bricks from Mar-
cucci (1985) came from samples of differing sizes. Let n; and let p; be the actual
sample size and the proportion of nonconforming bricks, respectively, for the
ith subgroup. Use the hypothesis test for proportions described in Section 4.4
to develop an appropriate monitoring procedure based on the p;’s. Apply this
procedure to the actual Marcucci data, which are given in Table 5.16.
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Table 5.16 The Data for the Nonconforming Brick p-Chart
Subgroup n; ¥ Subgroup i ¥

1 254 12 9 221 14
2 207 8 10 206 32
3 243 15 11 245 22
4 201 a 12 221 17
5 232 18 13 212 16
& 138 -] 14 245 20
7 218 12 15 237 12
8 155 9 16 148 7

» 5.7 c-Chart

We can develop a control chart to monitor small counts such as the number of
incidents per period or the number of nonconformances per unit, where the size
of the period or unit remains constant. We often can well model these counts by
a Poisson distribution. The next example illustrates this technique.

Example 5.10 | Industrial Accident Data

Lucas (1985) studied the number of accidents during a ten-year period at a major
industrial facility. Historically, this company has strongly emphasized the impor
tance of safety in its operations and has always striven to reduce the number of
accidents over time. Corporate management expects each facility to closely mon-
itor the accident rate.

Let ¢ (for count) be the number of accidents in the ith calendar quarter
(3-month period), and let & be the expected rate of accidents. If we can model
these counts by a Poissen distribution, then the expected value and variance for
these counts are

Elcil=4
varic] = A
As long as the process is in control, the expected value and the variance for this
count remain constant.

We can now develop a monitoring scheme, called a c-chart, for this count.
Coensider a sequence of hypothesis tests of the form

H—;;-: ;‘-\. = .n.".||
He: &35 dp:




5.7 c-Chart

If & = 5 (preferably & = 10 because that will guarantee that the lower control limit
is positive), the appropriate test statistic is

The resulting control limits are

'{_'I{“j = :‘._-;;- + }I \.-"..-."._“

LEE =i — 3%,

With these control limits, people need only count the number of incidents for
each subgroup, and then plot this count on the contral chart. If the count falls
within the control limits, they conclude that this process is in control and they do
not need to take any action. On the other hand, if this count falls either above the
upper control limit or below the lower control limit, then they conclude that the
process is out of control and they must determine the cause of the problem and
correct it.

Often, when we start a control chart, we do not know the true expected count
for the process. In such cases, we treat the first m subgroups as a base period.
If the process is in control over the base period, then we can estimate the target
count, Ap, by €, which is the average count over the base peried and is given by

b =
&= — Eii
W

=1

The appropriate estimated control limits for this situation are

UCL =%+ 3%

LCL =% — 3%

Table 5.17 lists the numbers of accidents in each calendar quarter (3-month
period) for our example. Lucas did not have a specific target for the accident rate
at the beginning of the study. Consider the first 20 calendar quarters as the base
period. An estimate of the in-control accident rate is

m

1 1
= = i l:t:' 2 f\.U.
) m Z & 20

The resulting control limits are

a3
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Since we cannot observe negative accidents, we use 0 for the lower control limit.
Figure 5.23 shows the control chart. This process looks well in control over the
base period. However, after the base period, only two observations are greater
than ¢. The other 18 observations all fall between ¢ and the lower control limit,
which is a clear sign that the accident rate has dropped at this facility. Such a
reduction in the accident rate means that the facility's efforts to improve safety
are working.

The Accident Data by Quarter

Number of Mumber of
Quarter Accidents Cuarter Accidents
1 5 21 3
2 5 22 4
3 10 23 2
4 8 24 ]
5 4 25 1
] 5 26 3
7 7 27 2
8 3 28 2
9 2 29 7
10 8 30 7
11 [} 31 1
12 9 32 4
13 5 33 1
14 [} 34 2
15 -] 35 2
16 10 36 1
17 6 37 4
18 38 4
19 39 4
20 10 40 4
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Figure 5.23 The c-Chart for the Industrial Accident Data
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5.42 Nelson (1987) considers a process in which an important quality characteristic
15 the number of flaws per length of wire. Routinely, inspectors examine 5000-m
lengths of wire and count the number of flaws. The following data are the
numbers of flaws in the last 30 sections inspected. The data are in consecu-
tive order, reading across the rows. The first observation is 15, the second is 7,

and so on.
15 7 13 13 5 8 15 10 10 7
14 146 15 14 21 10 15 15 13 24
22 18 18 14 8 1 & 10 1 3

Use the first 20 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

5.43 The manufacture of silicon wafers used in integrated circuits requires the removal
of contaminating particles of a certain size. Yashchin (1995) monitored a rinsing
process for these wafers that rinses batches of 20 wafers with deionized water.
The process then dries these wafers by spinning off the water droplets. Prior to
loading the wafers into the rinser/dryer, production personnel count the number
of contaminating particles. This count provides feedback on the cleanliness of

the manufacturing environment. The following data are the counts per batch
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for 60 successive batches. The data are in consecutive order, reading across the
rows. The first observation is 7, the second is 4, and so on.

7 4 9 2 10 3 & &
5 7 5 3 4 8 4 5
9 8 8 13 10 <] 10 1
11 13 9 1 13 15 & 10 11 12
12 2 4 7 2 4 7 & 7 4
6 4 & 8 5 &6 9 3 &

Use the first 20 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A major automobile manufacturer inspects one car an hour for minor defects as
the car rolls off the final assembly line. Virtually all of these defects are minor,
usually cosmetic. The following data are the numbers of defects found on the
last 40 cars inspected. The data are in consecutive order, reading across the
rows. The first observation is 4, the second is 7, and so on.

4 7 5 & 9 5 10 5 é 9
7 5 -] 2 4 8 7 7 [
8 9 8 & 7 9 8 [ 18
1 b 5 [ -] 4 10 3 7 3

Use the first 30 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A group of industrial engineering students created a control chart on the num-
ber of phone calls to the departmental office each hour. The following data
are the numbers of calls during a 40-hour week. The data are in consecutive
order, reading across the rows. The first observation is 4, the second is 14, and
S0 on.

4 14 11 12 15 13 15 13
4 17 16 14 9 14 9 14
3 20 14 1" 14 8 7 9
1 15 7 16 10 12 e 10
10 18 11 21 19 15 g 13

Use the first 30 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A long-distance carrier counts the number of calls that go through a critical
station in a randomly selected minute every hour. The following data are the
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numbers of calls in the last 30 hours. The data are in consecutive order, reading
across the rows. The first observation is 35, the second 1s 27, and so on.

35 27 33 44 46 Yl 33 29 39 68
&4 39 38 g | 7 16 19 17 23 33
g 41 28 26 49 30 44 44 32 33

Use the first 20 hours as a base period. Calculate the appropriate control limits
and plot the control chart. Comment on your results.

An optical scanner manufacturer randomly selects one scanner an hour from its
production line and tests it with a standard form. The company has designed
this form to test the full capabilities of the scanner. As a result, it expects to see
some errors. The following data are the numbers of errors in the past 20 hours
of production. The data are in consecutive order, reading across the rows. The
first observation is 14, the second is 14, and so on.

14 14 10 10 4 9 13 12 S -]
1 10 8 13 12 9 9 8 [ 13

Use all 20 hours as a base period. Calculate the appropriate control limits and
plot the control chart. Comment on your results.

Wrappers for candy bars are made on giant rolls, then shipped to the candy
company for packaging. A manufacturer of wrappers monitors the process of the
finished rolls by selecting a fixed sized cross-section of the roll and counting the
number of imperfections. The following data are the number of imperfections in
the last 30 sections inspected. The data are in consecutive order, reading across
the rows. The first observation is 12, the second is 6, and so on.

12 6 3 10 5 7 7 5 7 7
10 8 9 9 5 8 5 8 3 8
5 8 5 7 7 7 12 6 ! 7

Use the first 20 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

A furniture manufacturer inspects one sofa a day for minor defects. Most of the
defects are blemishes and loose stitching. The following data are the numbers of
defects found on the last 30 sofas inspected. The data are in consecutive order,
reading across the rows. The first observation is 4, the second is 0, and so on.

0 1 1 3 3 0 5 4
3 3 5 7
4 2 1 3 3 3 2 -

(73}
4=
L=
(=]
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Use the first 20 subgroups as a base period. Calculate the appropriate control
limits and plot the control chart. Comment on your results.

» 5.8 Average Run Lengths

The value of a control chart lies in its ability to detect assignable causes quickly
with a minimum of false alarms. Too often, engineers act as if control charts
never make mistakes; that is, whenever a control chart signals, there is an assign-
able cause, and when it fails to signal, no such cause is present. Unfortunately,
like all statistical procedures, control charts do make mistakes. Control charts,
sooner or later, must signal either due to a false alarm or due to an assignable
cause. Statistical thinking allows us to quantify the consequences of these mis-
takes. We usually define the properties of control charts in terms of the run
length.

Definition 5.1 | Run Length

The run length, N, is the number of samples taken before a control chart signals

Typically, we use the average run length, ARL, defined by
ARL = E(N),

to describe the behavior of a specific control chart. To find the ARL, we first
must know the distribution of N. Consider a control chart for p when the pro-
cess variance is known. Assume:

* Each subgroup is independent of all other subgroups.

*  The process mean is always at p.

The second condition is an oversimplification. Essentially, it implies that we are
looking at the properties of the procedure for a constant process mean. Under
these assumptions, the run length, N, follows a geometric distribution.

The average run length makes sense only if we view the control chart as a
sequence of hypothesis tests. Let p(u) be the probability that the chart signals
on any given sample when the process mean is p. Thus, p(u) represents the
probability that a specific hypothesis test within the sequence rejects the null
hypothesis. When the process is in control, p(pp) = &, where @ is the false alarm
rate. When the process is out of control, p(pt) represents the power of a specific
hypothesis test when the process mean is exactly u. Let ARL(u) be the average
run length when the process mean is p. Since N follows a geometric distribution
with parameter p(p), we have

ARL{p) = E(N) = ——.
piu)




5.8 Average Run Lengths

For an in-control process and three standard error limits, g = pp and plpo) =

0.0027, which 1s the false alarm rate. Thus,

1
2T { — = 370.37
ARL{pp) = 00027 — 37037,

For a standard X-chart when we know the process variance, o2, we expect,
on the average, to go 370.37 samples until a signal. For any other value of p,
we first must find the power of the hypothesis test for the specific value of the
process mean, which is

plie) = P(Z e [— ) " I‘(Z & i - u.-.)

ol /n ofn

by equation (4.5).

For example, consider a standard X-chart when we know o2 that uses a
sample size of four. Suppose from past experience we know that when the pro-
cess goes out of control, the process mean shifts to pg 4+ o. On average, how
long will the process operate in the out-of-control state before we see an out-
of-control signal? To answer this question, we first must find the power of our
basic hypothesis test to detect this shift on any given sample. When the process
is out of control, p = py +o. The power is

plp) = f'(Z < —Zgy2 — o ] + P(Z > Za2 — “—_ﬂ)

'"T_."I \.-"l.ﬁ ; : '-T."II \'E :
= P(Z T . +a = 0 ] & P(Z I i amj
' a4 a/+4
=PZ<-5)+PZ=1)
=0.1587. (5.1)

The average run length is

oot M =
plp) ~ 0.1587

ARL(p) = 6.3.

We see that this control chart averages 6.3 subgroups until it signals the presence
of the assignable cause! Not all control charts pick up assignable causes quickly!

Table 5.18 summarizes the ARLs for various u’s for a standard X-chart with
known o when the sample size is four. Note these interesting features:

»  For p = pg, where the process is in control, the ARL is quite large, which
means that we should not see many false alarms.

*  For small shifts in u, the ARLs can be quite large, which means that with a
sample size of four, this chart will not detect small shifts quickly.

*  For large shifts in p, the chart performs well, detecting the shift within one
or two subgroups.
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Table 5.18 Average Run Lengths When n=4

it pli) ARL{)

7o 0.0027 370.37

Mo+ 1050 0.0230 43.47

to + @ 0.1587 6.30

wo+({1.5)c  0.5000 2.00

fy + 26 0.8413 1.19

up+ (250 0.9772 1.02

Table 5.19 Average Run Lengths When n=9

i pli) ARL{ i)
itn 0.0027 370.37
o + (0.5)0 0.0668 14.97
o+ 0.5000 2.00
jto + (1.5)a 0.9332 1.07
o + 20 = 0.99999 = 1.00
o + (2.5)0 = 1.00000 1.00

Table 5.19 considers the same control chart with # = 9. Increasing the sam-
ple size profoundly improves the ability of this control chart to detect small
shifts. Naturally, we need to worry about rational subgroup issues as the sam-
ple size increases. Nonetheless, we can choose sufficiently large sample sizes for
detecting shifts in the process mean rapidly for many engineering processes.

* Exercises

5.50 Confirm the average run lengths given in Table 5.18.
5.51 Confirm the average run lengths given in Table 5.19.
5.52 Construct a table similar to Table 5.18 when the sample size is 2.
5.53 Construct a table similar to Table 5.18 when the sample size is 5.

5.54 Construct a table similar to Table 5.18 when the sample size is 16.

+ 5.9 Standard Control Charts with Runs Rules

From the preceding section, we know that standard control charts often have
difficulty detecting small shifts quickly. Some engineers and statisticians suggest
the use of one or more additional decision rules, often called rumns rules.
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Figure 5.24 The Zones Commoenly Used for Runs Rules

Zone 1
UCL

Zone 2

Zone 3

Zone 4
iy

Zone 5

Zone 6

FLone 7
LCL

Zone B

Let 6p represent the target value for the parameter of interest, and let o

represent the appropriate standard error. The runs rules approach divides the
chart into the following zones, as Figure 5.24 illustrates:

& & & & ® & ¥ B

Zone 1: = 6y + 30y

Zone 2: > 6 + 2o7; but < 8y + 3o,
Zone 3: > t) 4 o but < &y + 20
Zone 4: > 6 but < fp + oy

Zone 5: < 6 but = 8y —o;
Zone 6: <ty — o but > 8 — 2o
Zone 7: < fy — 2e; but = 8y — 3oy
Zone 8: < 6 — 303

The standard control chart signals whenever a point falls in either zone 1 or
zone 8. The literature contains many additional decision rules, including these
three common ones:

I

4

3

Two out of the last three points fall in zone 2, or two out of the last three
points fall in zone 7.

Four out of the last five points fall in zone 2 or 3, or four out of the last five
points fall in zone 6 or 7.

Eight points in a row fall in zone 2, 3, or 4, or eight points in a row fall in
zone 5, 6, or 7.

How do these additional decision rules affect the properties of the chart?

First, they reduce the average run length when the process is

in control. Rule 3 by itselt reduces the ARL to 128 from

Caution: As we use more runs rules, we
incregse the chance of false alarms.

370.37. Many practitioners use rule 3, but good statisti-
cal thinking should question its use. Second, the additional
decision rules make the control chart more sensitive to small

shifts. As a result, whenever rational subgrouping prevents

us from using a large enough sample size, we should think very seriously about
using these additional rules, especially rules 1 and 2. However, when we do use

339




340 Chapter 5 Control Charts and Statistical Process Control

these additional rules, we must keep in mind the tradeoft between the increase
in false alarms (the decrease in the ARL when in control}) and the increased
sensitivity to small shifts.

There are other runs rules that can be added to the charts besides zone rules.
These patterns involve consecutive observations. For example, several points in
a row, all increasing or decreasing may be an indication of a trend in the data.
In manufacturing, an oscillating pattern typically is an indication of adjusting
the process too often.

Example 5.11 | Industrial Accident Data—Revisited

When we originally analyzed these data, we considered the first 20 calendar quar
ters as the base period. The resulting estimate of the in-control accident rate was

= —-120
20
= 6.0,
The resulting control limits were
UCL=13.3
LCL=-13=10.

Figure 5.25 | The c-Chart for the Industrial Accident Data with Runs Rules

Zone |

TA o

VAL n =

N
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\1 w Vw Zone 6

0 - Lone 7
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The appropriate warning limits are

fo + 205 = 6.0+ 2/6.0 = 10.9
fo+ 05 =6.0++60=284

B —o; =6.0—+6.0=3.6
[

gy — ErTI.], =&0=2+60=1.1,

Figure 5.25 shows the control chart with all eight zones. The standard decision rule
does not indicate an assignable cause. Rule 1 does not help either. Rule 2, how-
ever, signals in quarter 25, indicating that the accident rate has actually decreased.
As a result, the facility's safety efforts appear to be working.

» Exercises

5.55

5.56

5.57

5.58
5.59
5.60
5.61
562

5.63

Repeat Exercise 5.3 using all three additional runs rules. Comment on your
results.

Repeat Exercise 5.7 using all three additional runs rules. Comment on your
results,

Repeat Exercise 5.12 using all three additional runs rules. Comment on your
results.

Repeat Exercise 5.33 using runs rules 1 and 2 only. Comment on your results.
Repeat Exercise 5.36 using runs rules 1 and 2 only. Comment on your results.
Repeat Exercise 5.40 using runs rules 1 and 2 only. Comment on your results.
Repeat Exercise 5.43 using runs rules 1 and 2 only. Comment on your results.

Repeat Exercise 5.45 using all three additional runs rules. Comment on your
results.

Repeat Exercise 5.48 using runs rules 1 and 2 only. Comment on your results.

»*5.10 CUSUM and EWMA Charts

Standard control charts have problems detecting small shifts because they use
only the information contained in the current subgroup. A better approach for
detecting small shifts uses the current plus at least some of the past subgroups,
much like the runs rules use more than just the current subgroup. The basic
idea is to accumulate information. Although no single subgroup indicates a
problem, taken together the sequence of recent subgroups may signal a process

shift.

s
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Engineers and stausticians often use the cumulative sum (CUSUM) chart
when they need to detect small shifts in a parameter of interest, especially when
monitoring individual observations. The CUSUM chart attempts to use the rel-
evant past subgroups. Of course, the trick is how we determine what subgroups
constitute the relevant past. The CUSUM chart uses the sequential probabil-
ity ratio test as the basis for determining how far back into the past to go in
order to detect a trend. The sequential probability ratio test uses an impor-
tant statistical concept best left for another course. Technically, the CUSUM
chart is a sequence of sequential probability ratio tests designed for these
hypotheses:

Hy: 8=

T
where 6 and 6, are specific values. A subtle consequence of this approach is
that CUSUM charts are inherently one-sided as opposed to the standard control
charts we have described, which are all two-sided. To detect shifts in either direc-
tion, we must run two CUSUM procedures simultaneously. The resulting proce-
dure signals a shift whenever one of the one-sided charts signals. The CUSUM
chart tends to perform much better than the standard control chart for small
shifts. The standard control chart actually tends to perform better for large
shifts.

We present the CUSUM chart for individual, normally distributed observa-
tions, which is the usual case for this chart’s use. Consider a sequence of indi-
vidual observations from a normal distribution with mean u and variance o2,
where o2 is known. For the moment, consider the hypotheses

Ho: p= puf
Haw =gy,

where pt1 = pp. Let §; be the CUSUM statistic for the ith observation, where
S = max[0, Sy + (zi —d)].

In this expression, §;_1 is the value of the CUSUM statistic for the previous
observation, z; = (y; — ug)/e, which is nothing more than standardizing the ith
observation, y;, and d is an appropriate constant, which depends on the size

of the shift we wish to detect. We typically choose Sy = 0 but not always.
Whenever

Si1+1zi—d) <0,

the current information suggests that the process is more likely to be in control
than out of control. Since we wish to detect a process shift as soon as possible,
we reset the CUSUM statistic to 0. On the other hand, if 5; = 0, then the cur-
rent information suggests that the process is more likely to be out of control:
The larger §;, the more likely the process is out of control. Once §; exceeds some
threshold, b, we conclude that the process is out of control.




5.10 CUSUM and EWMA Charts 343

These steps summarize the basic CUSUM chart:

Let Sp = 0 be the initial value for the CUSUM statistic.
Signal a possible out of control state whenever S; = b, where b is a suitably
chosen bound.

[

For the case when pt1 < pug, the CUSUM statistic is given by
S;=min[0,§;_1 + (z; + d)],

and we signal an out-of-control state whenever §; < —h.

The basic parameters of the CUSUM procedure are d and b. If we design the
chart to detect a shift of one standard deviation (i = pg £ o), then the appro-
priate choice for d is 0.5. With this choice for d and b = 5, the in-control ARL
is 465. In the absence of any other information, we typically use these values for

d and h.

Example 5.12 | Viscosities from a Cold Rolling Process

Dodson (1995) studied an aluminum cold rolling process. The manufacturer dis-
covered that it must control the coolant viscosity in order to produce aluminum
that has an acceptable surface quality. Each day, a technician recorded this
coolant’s viscosity. Of particular concern to management was a drop in this vis-
cosity. Table 5.20 lists the measurements on the first 20 days. For these data,

V= 3.00

MR = 0.0984,

Table 5.20 The Coolant Viscosity Data

Day Viscosity Day Viscosity

1 3.04 11 2.88
2 3.14 12 3.02
3 3.07 13 3.08
4 3.15 14 3.00
35 2.97 15 2.87
[ 3.04 1& 2.80
7 3.14 17 2.81
8 321 18 2.85
9 3.07 19 2.81
10 a1 20 2.83
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We use ¥ to estimate up. These are the control limits for the X-chart:

MR i
UCL=F+3— = =342.66- MR = 3.262
d3
MR
LCL=y-3 ~ =3-2.66- MR =2.738.

Figure 5.26 gives the X-chart for these data and shows an in-control process.

Now, consider the CUSUM chart designed to detect a decrease in the viscos-
ity. Once again, we use i to estimate ug. From our derivation of the control limits
for the X-chart, we observe that an appropriate estimate of o is

. MR 0.0984

5 e
=T L1

The appropriate standardization of y, is

¥—¥

-
o F

a

Management decided that an appropriate CUSUM chart should use 5 = 0,
d=0.5, and h = 5. The resulting CUSUM statistic is

Si

min ['L". Si1+(zi+d _I]

min {0. 5% (\: B 0'5”

o los “y — 3.00 0.5
nin *..,-__;+(- 0.087 + 43 .

We conclude that the process is out of control whenever 5 < —5.0.

Figure 5.26 | The X-Chart for the Viscosity Data

28 . V \_/\/

Day
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Table 5.21 The CUSUM Statistics for the Viscosities
Day Viscosity 5 Day Viscosity 5
1 3.04 0 11 2.88 —0.88
2 3.14 0 12 3.02 -0.15
3 3.07 0 13 3.08 0
4 3.15 0 14 3.00 0
5 2.97 0 15 2.87 —-0.99
& 3.04 0 16 2.80 -2.79
7 3.14 0 17 2.81 —4.48
8 321 0 18 2.85 —5.70
9 3.07 0 19 2.81 —1.68
10 3.21 0 20 2.83 -3.14
Table 5.21 gives the data and the calculated values of the CUSUM statistic
for the base period. The operator reset the CUSUM after the signal on day 18.
Figure 5.27 shows the control chart for all 20 observations. Although the X-chart
does not indicate any problems, the CUSUM chart signals on day 18 and looks
like it will signal again shortly after day 20. In this example, we see how the
CUSUM chart detects the small shift more quickly than the standard
X-chart.
Figure 5.27 | The CUSUM Chart for the Viscosity Data

=
Lh

10 15 20
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The exponentially weighted moving average (EWMA) control chart is ano-
ther good alternative to the Shewhart control charts for detecting small shifts.
The EWMA and CUSUM control charts perform similarly. We present the
EWMA charts for individual, normally distributed observations. Consider a
sequence of individual observations from a normal distribution with mean p
and variance o2, where o2 is known. Consider the hypotheses

Hp: p=ug
Ha: it 3 .

Let Z; be the EWMA statistics for the ith observation, where
Z;=¢X;+ (1 —9}Z;_;.

In this expression, X; is the ith observation, Z;_; is the value of the EWMA
statistic for the previous observation, and 0 < ¢ =< 1 is a weighting constant.
(Even though traditionally X is used for the weighting constant, we have used ¢
here because we have referred to the defect rate for Poisson distribution as .)
We typically choose Zy = pg, but sometimes we choose the average of a base
period for Z,.

The EWMA chart is constructed by plotting Z; versus time ¢ with appropri-
ate control limits. To calculate the control limits for the EWMA chart, we need
the Var(Z;). Assume the observations, X; are independent with variance o-2; then
the variance of Z; is

7 T T, ' P | -‘,'
a7 = g g /(2 — @)1 — (1 —d)].

The center line is typically the target value po. Therefore, the control limits for
the EWMA chart are as follows:

e [ @
UCL=pp+ ko | ——
2 i

[1—(1—¢)%]

. i | 0] =
LCIL = gy — ka | = [1—(1— g},

21—

where k represents the width of the control limits. Typical values for ¢ are
0.05 = ¢ = 0.25 (see Crowder (1989) and Lucas and Saccucci (1990)). Also,
k = 3, which corresponds to the usual 3 sigma limits, works reasonably well.
Using ¢ = 0.1 and k = 2.7 is approximately equivalent to using a CUSUM with
h=3andd=0.5.
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Example 5.13 | Viscosities from a Cold Rolling Process—Revisited

In Example 5.12, we looked at a CUSUM control chart for the coolant viscosity
in aluminum production. Table 5.20 lists the measurements on the first 20 days.
Management decided to use an EWMA chart with ¢ = 0.1 and k = 2.7. The
resulting EWMA statistics is

Z; =04%: 4 (1 <012y = 01X 4097 ;.

In this case, we will use the mean of the data as the target, up = =
2.9995. Also, we will still use & = 0.087. This leads to the following control
limits:

UCL = 2.9995 + 2.7(.087). | ———[1 — (1 — 0.1}2]
Vi(2-0.1)
LCL = 2.9995 — 2.7(.087). | — X 11— (1 — 0.1,
yi2-0.1) '
Table 5.22 The EWMA Statistics for the Viscosities

Day Viscosity = Day Viscosity Z
1 3.04 3.00355 11 2.88 3.05468
2 3.14 3.01720 12 3.02 3.05121
3 3.07 3.02248 13 3.08 3.05409
4 3.15 3.03523 14 3.00 3.04868
5 2.97 3.02871 15 2.87 3.03081
6 3.04 3.02983 16 2.80 3.00773
T 3.14 3.04085 17 2.81 2.98796
8 3.21 3.05777 18 2.85 297416
9 3.07 3.05899 19 2.81 2.95775
10 3.21 3.07409 20 2.83 2.94497

Table 5.22 gives the data and the calculated values for the EWMA statistic. The
EWMA chart, shown in Figure 5.28, does not signal a drop in viscosity, although
the last data point is right at the lower control limit. These results are more in line
with the individuals control chart.

347




348

Chapter 5 Control Charts and Statistical Process Control

Figure 5.28 The EWMA Chart for the Viscosity Data
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» Exercises

5.64 Consider the thickness of metal wires data in Exercise 5.25.

d.

b.

C.

Use a CUSUM chart with d = 0.5 and b = 5.0 to analyze the data. Comment
on your results.

Use an EWMA chart with ¢ = 0.1 and k& = 2.7 to analyze the data. Com-
ment on your results.

Compare all three charts.

5.65 Consider the color data in Exercise 5.26.

a.

b,

.

Use a CUSUM chart with d = 0.5 and b = 5.0 to analyze the data. Comment
on your results.

Use an EWMA chart with ¢ = 0.1 and k& = 2.7 to analyze the data. Com-
ment on your results.

Compare all three charts.

5.66 Consider the temperature differences data in Exercise 5.27.

.

b.

Use a CUSUM chart with d = 0.5 and b = 5.0 to analyze the data. Comment
on your results.

Use an EWMA chart with ¢ = 0.1 and k& = 2.7 to analyze the data. Com-
ment on your results.

Compare all three charts.
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5.67 Consider the weights data in Exercise 5.28.
a. Use a CUSUM chart with d = 0.5 and /» = 5.0 to analyze the data. Comment

on your results.

b, Use an EWMA chart with ¢ = 0.1 and £ = 2.7 to analyze the data. Com-
ment on your results.

c. Compare all three charts.

5.68 Consider the iron content data in Exercise 5.29.

a. Usea CUSUM chart with d = 0.5 and # = 5.0 to analyze the data. Comment
on your results.

b. Use an EWMA chart with ¢ = 0.1 and k = 2.7 to analyze the data. Com-
ment on your results.

c. Compare all three charts.

5.69 Consider the absorption data in Exercise 5.31.
a. Use a CUSUM chart with d = 0.5 and / = 5.0 to analyze the data. Comment
on your results.
b. Use an EWMA chart with ¢ = 0.1 and k& = 2.7 to analyze the data. Com-
ment on your results.
c. Compare all three charts.

* 5.11 Basic Process Capability Indices

A capability study can be used for several goals including:

I. To predict the expected percentage of products outside of the specification
limits

To understand the need to reduce variation

To compare material coming from different suppliers

Lpai - fodt

Most capability measures assume a normal distribution from Chapter 3.
Suppose the specification limits are set at +3 standard devi-
ations from the mean. Recall that for a normal distribu-
= e o ; tion 99.73% of the values fall between p £ 3o leaving only
Copability onsiysis s sensitve fonarmolly. 999 aunside thie specification limits. This may seem like
a capable process with a very small percentage outside the
lower specification limit (LSL) and the upper specification limit (USL). However,
suppose this is a high volume process that produces 150,000 units daily and
operates 24 hours a day, 7 days a week. Thus, this process produces approx-
imately 1 million units a week. If u — 30 = LSL and p + 30 = USL, then
approximately 2700 units per million produced (1 week’s production) are out-
side the specification limits. Most likely this is unacceptable to the company.
Hence it is common to strive for a capability measure that exceeds 1, which
implies that the percentage outside the specification limits is less than 0.27%
{2700 units per million). In practice, good process capability values are greater
than 1.33.
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There are two common forms of indices used for assessing process capability.
The first 1s referred to as potential process capability and is defined as

USL — LSL

ba

Typically, as described in Chapter 4, o is unknown and must be estimated from
sample data. Since in practice it is common to collect data using subgmups an
important question in capability is: How should we estimate o? One way is to
use the within subgroup variation, which involves looking at variation around

each mdmdual subgroup mean as discussed earlier in this

VOICE OF EXPERIENCE chapter. This is commonly referred to as short-term vari-

Other thon benchmarking, the stondord use
of capability assumes the process s in

control.

ability and the capability index is often called C,. The
other way of calculating variation ignores the subgroups
and finds the variation relative only to the overall mean of
the data. This is commonly referred to as long-term vari-

ability and the capability index is often called P,. Hence,
the only difference between the two estimates, Cp = (USL — LSL)/66,p, and
Py = (USL — LSL)/66 00411, is the estimate of the standard deviation.
For simplicity, we shall focus our discussion on the within variation. If the
process is in control, an appropriate estimate of the process standard deviation is
|_ m

m
i=1

One important characteristic of Cp is that it is simply a ratio of distances. In
other words, when the spread of the distribution is smaller than the width of
the specification limits, then C, is greater than 1. However, it is important to
note that a very large C; does not necessarily imply a good, capable process.
Consider a process that follows a normal distribution with a mean of 80 and
a within standard deviation of 2. Suppose that for this process, USL = 84 and
LSL = 66. These values lead to

B4 — 66 18 -
e s = = 1.5,
f &{2) 12

which greater than 1.33 and is considered good. However, if the data are plot-
ted as in Figure 5.29, we can see that the process actually produces a sub-
stantial amount of products outside the upper specification limit. The problem
with Cp is that it does not use the location of the process. Hence, the curve
il;] Figure 5.29 can be moved anywhere along the number line and C, will not
change.

To incorporate the location of the process, a second capability index is often
used. Define

50 : i fAL
CPU = 2 it OB =2 :

3a 3a
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Figure 5.29 Relating the Process to C,

LSL=656 USL=84

=0 R+36=36

=l

X-36=T4

which compares each specification limit relative to the mean of the data. Because
we are assuming a normal distribution, the 6o variation is split into two halfs,
each with 3o. Then another process capability index is defined as

1'_'.'1?;; = mimimum of {CPU, CPL}.

The minimum of CPU and CPL represents the side of the mean where the capa-
bility is worse because the specification limit on that side is too close to the
mean. It is common to still compare C,. to 1.33 to define good capability.

Recall that in our example presented above, the mean of the data is 80, the
within standard deviation estimate is 2, the LSL is 66 and the USL is 84. This
leads to

Cpp = minimwm of (CPU, CPL)

1 o _|USL —% y— LSL
= mimmum of — = and =
M prithhin 2T yprithin
o | B4 — 8O ~ 80 — 66 b
= minimum of { ———— = 0.667 and ———— = 2.333
3(2) 3(2]

= (0.667,
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which suggests the current process does not have good capability. In other words,
because the location of the process, 80, is very close to the upper specifica-
tion limit, 84, there will be a large percentage of products above the USL.
Essentially, the C, = 1.5 value we obtained represents the potential process
capability if the process could be centered without changing the process vari-
ation because when the process is centered between the specification limits,
Cp = Cpg- Our Gy = 0.667 indicates that the actual capability of the pro-
cess based on its -:urrent location is not adequate. However, if the engineers
can center the process between the specification limits, making ¥y = 73, with-
out changing the variation, then the process would exhibit good capabilil’y with
Cp = Cpp = 1.5. If both CP and Cy, are low, then simply centering the process
will iit be enough to achieve good C'&p.'lbllll‘}" In this case, the variation must be
reduced.

There are times that the process may only have a specification limit on one
side, either LSL or USL. It is not possible to calculate C,, because it is only defined
for both specification limits. However, Cy, can still be found. In this case, the
minimum is not necessary and C,; would simply be equal to the one side that has
a specification limit, either CPU or CPL. For a more in-depth discussion about
process capability indices, please refer to standard texts on statistical quality
control such as Montgomery (2009).

Another useful summary value for process capability is the expected defects
per million opportunities, DPMO or simply PPM. Suppose we produce 1 mil-
lion units. The PPM refers to the expected number of these units that fall out-
side of the specification limits. It is assumed that the distribution is normal
and the process is stable. Finding the PPM involves first finding the probabil-
ity of a unit being outside of the specification limits using the methods dis-
cussed in Section 3.5. Given that sample sizes are typically large, we can find
P(Y = USL) and P(Y < LSL) by transforming to the standard normal dis-
tribution. Often, the resulting Z-statistics will be larger than those provided
in Tables 1 and 2 of the appendix making it necessary to use software. After
finding these two probabilities, they need to be converted to units per million:
PPMy; = P(X = USL) - 1000000 and PPM; = P(X < LSL) - 1000000. These
values can be directly related to the CPU and CPL with low capability result-
ing in large PPMs. Finally, adding these two together gives the overall PPM =
PPMy + PPM;. We use an example to illustrate all of the capability measures
discussed.

Grinding of Silicon Wafers — Revisited

For a particular product, Philips has a target thickness of 244 pm with a LSL =
229 and USL = 259. Five wafers are taken from 30 batches. The data is shown in
Table 5.1. The mean of all of the data is y = 245.1. To find the within standard
deviation, we begin by either calculating the standard deviation in each subgroup
orin this example, simply taking the sguare root of the sample variance column in
Table 5.1. Then, we find 5 = 3.723 by averaging the 30 standard deviations. The
estimate of the potential capability of the process is
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0 I YEG 3
G — USL — LSL 5 259 — 21 _ 1.343.

68 yithin 63723

which is above 1.33 and indicates the process has good potential capability.
Mow, the process location is brought in by using

Cpr = minimum of {CPL, CPL)
USL — LSL
= minimum of =1nd
3G ypithin 3G yithin
;i - [ 259 — 2451 2451 —-229
= minimum of ST = 1.245 and O TE Tk T = 1.441
33723 33.723)

= 1.245,

which is below the 1.33 threshold indicating unsatisfactory process capability.
In this example, the target of 244 is in the center of the spec-

VOICE OF EXPERIENCE ification limits. Since the mean of the collected data, 245.1,

e : is only slightly off the target, C,, = 1.245 is slightly lower
f:fr:?;f::g;ﬁ;r;ﬂrefstJmatescrnd than the potential capability, C; = 1.343. if the company

could find a way to center the process between the specifi-
cation limits without changing the variation, then they could
achieve a more acceptable capability level.

We should also calculate the PPM. The approximate probability of exceeding
USL is

(—y 2592
P(Y > 259) = P(i = P el
5 AE3

o
] ~ P(Z > 3.734) = 0.0000942,

which leads to PPMy = 0.0000942 . 1000000 = 94. The approximate probability
of being below LSL is

P(Y < 229) = P(

Y—y 2293451 .
& : ) ~ P(Z < —4.324) = 0.0000077,

5

which leads to PPM_ = 0.0000077.1000000 == 8. Putting these two together gives
the overall PPM as approximately 94 + 8 = 102. If the process stays stable, the
company can expect about 102 wafers per million made to be out of specification
with most of the out of specification wafers above the USL of 259,

Software is typically used to perform all of these calculations. Figure 5.30
shows the same capability analysis for this example using Minitab.
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Figure 5.30 Process Capability for Silicon Wafers

LSL USL
Process Data
L5L 0
Target *
USL 50
Sample Mean 2451
Sample N 150
StDeviWithiny  3.72327

Fotential (Within) Capability
cp 13
CPL. 144
CPU 124
Cpk 124

Exp. Within Performance
PPM < LSL 166
PPM = LSL .50
PPM Toeal 102.16

232 236 240 244 248 252 256

» Exercises

5.70 Consider the outside diameters from Exercise 5.10. Suppose that the LSL =
0.375 and the USL = 0.382.

2. Calculate the potential capability index, C,. Comment on your result.
b. Calculate the process capability index, Cy.. Comment on your result.
c. Compare the two capability indices and comment.
d. Calculate the expected within PPM and comment.

5.71 Consider the thickness of paint can ears from Exercise 5.11. Suppose that the
LSL = 25 and the USL = 45.

1. Calculate the potential capability index, C,,. Comment on your result.
b. Calculate the process capability index, C,.. Comment on your result.
c. Compare the two capability indices and comment.
d. Calculate the expected within PPM and comment.

5.72 Consider the wafer line widths from Exercise 5.15. Suppose that the LSL = 1.2
and the USL = 2.8.

3. Calculate the potential capability index, C,. Comment on your result.
b. Calculate the process capability index, Cp;.. Comment on your result.
c. Compare the two capability indices and comment.
d. Calculate the expected within PPM and comment.
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5.73 Consider the gross weights from Exercise 5.16. Suppose that the LSL = 250 and
the USL = 270.

a. Calculate the potential capability index, C,. Comment on your result.
b. Calculate the process capability index, C,;. Comment on your result.
c. Compare the two capability indices and comment.
d. Caleulate the expected within PPM and comment.

5.74 Consider the breaking strength data from Exercise 5.9. Suppose that the
LSL =1.2.

a. Calculate the process capability index, C,;. Comment on your result.
b. Calculate the expected within PPM and comment.

5.75 Consider the times to fill dump trucks from Exercise 5.13. Suppose that the
USL = 30.

a. Calculate the process capability index, C,;. Comment on your result.
b. Calculate the expected within PPM and comment.

*5.12 The SPC Approach to Gage R & R Studies

So far in this chapter, as well as earlier chapters, we have taken sample data
and made some form of inference by using statistics to estimate parameters. It
has been assumed that the quality of the data is acceptable. In other words, we
have assumed that the measurement is exact. However, there is almost always
some variation due to measuring which can affect data and decisions made from
that data.

For simplicity, consider monitoring a process with an X-chart with LCL = 10
and UCL = 22. Suppose that while monitoring the process we observe a data
point of 23. This point is out of control and could indicate that an assignable
cause has occurred. However, what if the measurement system is bad and the
actual data point, if measured correctly, is 21.6? Now, this correctly measured
data point indicates that the process is in control and no action is necessary. In
general, there will always be some measurement error but when it is small it will
have little overall effect on the data and decisions made from the darta.

Before using control charts, performing a capability study, or any other sta-
tistical procedure that requires a decision, it is important to ask: Can the data
be trusted? This question can be answered in many ways. For example, we may
look at a Q-Q plot of the data to verify that it follows some theoretical distri-
bution. There could be some clerical mistakes in recording the data that need to
be corrected. Other types of outliers may be present as well. We have discussed
these types of data problems in earlier chapters of this book. Another common
issue with engineering data is that the resulting data values must be measured
by someone and with some instrument. What if either or both of these have seri-
ous problems? We might end up with data that are not precise. Therefore, we
should verify that the act of measuring, referred to as the measurement system,
is trustworthy before making data-driven decisions.
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As an example, consider a company that supplies a certain part to an auto-
mobile manufacturer and the diameter of the part is an important quality charac-
teristic. Suppose one part is taken from the production line and measured 3 times
using the same person and same measuring device. If the diameter measurements
are 5.25, 7.08, and 6.33, how comfortable are we that the measurement system
is consistent? It is important to remember that these 3 data points are all repeats
from the exact same part. In other words, they should be exactly the same. Over-
all, we would probably not be too happy with the variation that we are seeing
in these 3 measurements. The final decision about the acceptability of this mea-
surement system will depend on measuring more parts, understanding the scale
of the data and possibly the specification limits for the parts.

The act of measuring a part has two main sources of variation: the instru-
ment (gage) used for measuring the gquality characteristic of interest and the
operators taking the measurements. These two are often referred to as Repeata-
bility and Reproducibility, making up the R&R in the name, Gage R&R study.
We can define these two pieces of the measurement variation as:

* Repeatability—the variation due to the measuring device, or the variation
observed when the same operator measures the same part repeatedly with
the same device.

* Reproducibility is the variation due to the operators, or the variation
observed when different operators measure the same part using the same
device.

It is important to keep in mind that the purpose of a measurement system

or Gage R&R study is not really assessing whether the process is actually on

target. Almost all parts have a target value but that does

not mean that the part being measured is on target. There-

5 fore, we are not interested in the target value but instead

age RER focuses only on the o : 3

eusierieh ssten il e e the variation that exists when measuring a part rregardless of

whether the part is on or off target. We are trying to quan-

tify how good the measurement system is so that if/when

the process goes off target, we will feel comfortable with our decision that the

process has shifted. In addition, we want to be sure that a process that appears
in control, really is stable.

Suppose we are monitoring a process with an X control chart. The variation
that is observed in the control chart is made up of two pieces: process variation
and measurement variation. The real process has some distribution. For exam-
ple, the real process may produce parts that follow a normal distribution with a
mean of 50 and a standard deviation of 5. Then using the Empirical rule leads
to most parts produced being between 35 and 65. This assumes that each obser-
vation is measured with no error. Suppose that the measurement system has a
normal distribution with a standard deviation of 0.333. This means that when
we take a part and measure it, we may get a value that is up to £1 units off the
actual value. Therefore, the observed process has variation that is a combination
of the real process variation and the variation created by the measurement sys-
tem. In a perfect situation, there would be no measurement variation leading to
the observed process being exactly the same as the real process. Since this is not
true in practice, the goal of a Gage R&R study is to quantify the magnitude of
the measurement variation. If the measurement system variation is reasonably
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small, then the measurement system is deemed acceptable and the data can be
used to make decisions about the process.

Consider our example from before with the diameter measurements of 5.25,
7.08, and 6.33 coming from the same operator measuring the same part three
times. Therefore, the variation that exists in these 3 data points cannot tell us
anything about how this operator is different from any other operator because
we have no data from the other operators. Similarly, these data cannot tell us
anything about the part or process variation since they come from only one part.
So what is left? The answer is the gage and how the specific operator used this
gage to take the measurements. When multiple parts and operators are used, this
variation within each operator/part combination makes up repeatability. Now,
when we use another operator to measure the same part 3 times, then, the aver-
age for operator 1 compared to the average of operator 2 on this particular part
gives us some idea of the variation that exists between the operators. When mul-
tiple parts and operators are used, the variation between the operator averages
across all parts makes up reproducibility. In addition, the total variation in the
data collected will also include the variation in the parts themselves, which is
found by comparing the part averages. If we assume that everything is indepen-
dent, this leads to

“Total — = Part

Q)
|
=1

4
=y
=1

where 320:  is the overall variance of the data, Ef,m is the variance due to the
parts, og s is the repeatability variance, E]g-epy . 1s the reproducibility variance,
and T34, g is the combined measurement system variance.

The magnitude of the variances and the standard deviations depends on the
scale of the data so we will use a percentage of the total variation as the summary
value for the measurement system. The percentage of the total variation in the
data that can be attributed to the measurement system is simply the ratio of
estimated standard deviation for R&R to the estimated total standard deviation
for the whole data set. This gives

TTatal

%R&R = [’-”"“*’“} % 100.

In practice it is common to say that the measurement system is:

*  Acceptable if %R&R < 10%
*  Marginal if 10% =< %R&R < 30%
*  Unacceptable if %R&R = 30%

Before illustrating the methodology with an example, we need to discuss the data
collection. To assess the measurement system, each operator must measure the
parts more than once using the same instrument. The first step in collecting the
data for a Gage R&R study is to randomly select parts from the process. This
should be done in such a way as to be representative of the process variation. It
is commonly recommended to use 10-135 parts, see the AIAG (2008). Some or all

as7
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of the operators who regularly take measurements are selected, typically 2 or 3.
The next step is to have an operator measure each part once in a randomized
order. Then, the parts should be randomized again and the same operator will
measure them once. This is continued until this operator has measured each part
a set number of times. Now, the parts should be randomized again and given to
the second operator to measure once. The data collection is continued until each
operator has measured the parts the desired number of times, each time in a
different randomized order. It is very important to randomize the order that the
parts are measured within each operator to avoid operator bias and/or to control
for any other extraneous sources of variation. In fact, the best way to collect the
data is to randomize everything, i.e., randomly select an operator, then randomly
select a part and have them measure it. However, to do this requires all of the
operators to be present at the same time. In practice, this is typically not possible
since the operators tend to come from different shifts.
We illustrate the methodology through the following example.

Example 5.15 | Automobile Door Gap

Knowles, Vickers, and Anthony (2003) conducted a Gage R&R study invalv-
ing the use of a "carrot gage” for measuring the door gap on an automobile.
The gage is inserted into the door gap as far as it can go by the operator who
then reads the measurement. For this study, 4 parts are used with 3 operators.
Each operator measured every part twice in random order. The data are shown in
Table 5.23.

We begin by calculating repeatability, which is the variation observed when
the same operator measures the same part more than once. The range for each
operator—part combination needs to be found, see Table 5.23. These ranges can
be visualized on an R-chart and an SPC approach can be used for obtaining the
necessary pieces to evaluate the measurement system. Typically the R-chart is
used to determine if the process variation is stable over time. However, we can
use the R-chart with a8 measurement study to determine if the process variation is
consistent over the operator and part combinations (not necessarily good though,
because the ranges could all be large). If the chart shows all ranges in control, then
the variation in measuring the parts is consistent across the parts and operators.
If one operator is out of control, then their method of taking the measurements

Table 5.23 Automobile Door Gap Data Using "Carrot Gage”
Operator 1 Operator 2 Operator 3
Part 1 2 Range 1 2 Range 1 2 Range
1 5.7 5.5 0.2 5.7 5.7 0.0 6.2 5.8 0.4
2 5.1 5.5 0.4 5.4 5.4 0.0 5.5 6.0 0.5
3 5.7 5.8 0.1 5.3 5.4 0.1 5.9 5.9 0.0
4 5.6 5.6 0.0 5.3 5.3 0.0 5.8 5.9 0.1
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Figure 5.31 Gage X- and R-Charts for the Door Gap Data
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creates more variation than the other operators. The bottom graph in Figure 5.31
shows that the chart is in control but that operator B has less variation than the
other two operators.

Suppose we have a parts, b operators, and each operator measures each
part r times. The estimated standard deviation for repeatability is found using the
following method:

Find the range for each part within each operator

Find the average of the ranges in step 1, call it R

Divide R by the constant d;(g,m) from Table 6 in the appendix where
g=a bandm=r.

b b=

For our example, Table 5.23 gives the range for each operator leading to R =
0.15. Using Table 6 in the appendix with g = 4.3=12 and m = 2 gives d;(12,2) =
1.1549. This leads to the estimated standard deviation for repeatability as

& R A5
PRutieal = = =0.1299.
Ri Fre I'ﬂl:i: ] . ] \_.:Ec}

Recall that reproducibility is the variation observed when the different operators
measure the same part more than once. The estimated standard deviation for
reproducibility is
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=1 %
= ( Rop )_ ( \TRepeat ™
g \, ‘.IJ (g, 1) ar

where Rop = Max{operator average) — Min{operator average) is the range of the
operator averages and d;(g, m) is a constant found using Table 6 in the appendix
with g = 1 (since only one range is calculated) and m = b (the number of oper
ators). For our example, the operator averages are X4 = 5.563, Xz = 5.438 and
Xc = 5.875. This leads to a range of Rgp = 5.875-5.438 =0.437. Using Table 6 in
the appendix with g = 1 and m = 3 gives d;(1, 3) = 1.91155. Thus, the estimated
standard deviation for repreducibility is

= )

) It Rop \* ((Grepeat®\ [{ 0437 \? [(0.1299°
popiy () ~ (. RS T [y
1|, dalg, ni) i J \ 191155 \ 8

= 0:2239:

The measurement system variation is made up of both repeatability and repro-

ducibility. Define Grer = fcrgepem +chEPmd For the example, we get Grer =

v/0.1299° 4+ 0.2239° = 0.2589.

Since several different parts were used, the total variation in the data includes
the variation between the parts in addition to Repeatability and Reproducibility.
Before assessing the percentage of variation attributed to the measurement sys-
tem, we must first find the variation due to the parts. We can visualize the part-to-
part variation on an X-chart separated by operator, see Figure 5.31. The control
limits on this chart are calculated using repeatability instead of part-to-part vari-
ation. Therefore, it is goed if there are several out-of-control points because this
implies that the variation between parts (points on the chart) is large relative to the
repeatability or gage variation. From the X-chart in the top graph of Figure 5.31,
we can see that there are some parts out of control but that the control limits are
quite wide due to the repeatability.

The estimated standard deviation for parts is

= Rn
OPagr; =
a Jq H)

where Rp = Max{part average) — Min(part average) is the range of the part aver
ages and dz(g, m) is a constant found using Table 6 in the appendix with g = 1
(since only one range is calculated) and m = a (the number of parts). For our exam-
ple, the part averages are 5.7667, 5.483, 5.667, and 5.583. This leads to a range of
Re = 5.7667—5.483=0.2837. Using Table & in the appendixwithg=1and m=4
gives d(1,4) = 2.23887. Thus, the estimated standard deviation for parts is

” Rp 0.2837 15
O P = — = — =0.1267.
Sco dilg, m) 223887

Notice that gpar = 0.1267 is smaller than both repmd = 0.223%9 and Tgepear =
0.1299. This means that the variation created by measuring the parts is larger
than the process variation in the parts themselves, which is clearly not desirable.




Exercizes

Mow that all of the pieces of variation have been found, the total variation in
the data can be calculated by

-

OTotal = y O Pyt T hfﬁ-ﬁ'\'ﬂ'

For our data, we get O = Jﬂ.126?2 + 0.25892 — 0.2882. Recall that the per-
centage of the total variation in the data that can be attributed to the
measurement system is simply the ratio of estimated stan-

VOICE OF EXPERIENCE dard deviation for R&R to the estimated total standard devi-

e : ation. In this example, we get %RE&R = [orar/0rmm] x 100 =
There are more sophisticoted onalysis tools 4 5580/, 2882)100 — 89.83%, which means that about 90%
for Gage R & R studies.

of the total variation observed in the dats is due to the
measurement system with most of the variation being repro-
ducibility. Using the guidelines provided earlier indicates that this measurement
systemn is unacceptable. This means that the variation created by measuring the
parts is larger than the process variation.
With small data sets like the one used here, it is not too difficult to do the
calculations by hand. However, as the Gage R&R study invelves more parts and
operators, it is more efficient to use statistical software to perform the analysis.

= Exercises

5.76 Das (2004) carried out a study to assess the measurement error involved in the
measurement of earing closure stock. The earing value is obtained by holding
inverted cups onto the measuring instrument and visually examining the degree.
This small initial Gage R&R study used only 3 cups, all 3 operators, and each

operator measured each cup twice. Table 5.24 has the data.

a. Calculate the estimated standard deviation for Repeatability.

b.  Caleculate the estimated standard deviation for Reproducibility.

c. Caleulate the estimated part-to-part standard deviation.

d. Calculate the percent of the process variation related to the measurement
system and comment on the adequacy of the measurement system.

Table 5.24 Earing Value Data

Operator 1 Operator 2 Operator 3
Part 1 2 1 2 1 2
0.7117 0.9000 1.0333 1.2250 1.3533 1.2567
1.5117 1.3100 1.3267 1.3750 1.6933 1.4567

3 1.3633 1.3117 1.7116 1.4367 1.4717 1.3633

361
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Table 5.25 Automobile Door Gap Data Using Vernier Caliper

Operator 1 Operator 2 Operator 3

Part 1 2 1 2 1 2
1 4,30 4.31 4.28 4,30 4.20 4.27
2 5.18 5.19 5.21 5.19 5.19 5.19
3 4.73 4.75 4.79 4.77 4.81 4.82
4 4.84 4.90 4.90 4.89 4.97 4.91

5.77 Consider the door gap data in Example 5.15. After the bad results of the Gage
R&R study using the “carrot gage,” the automobile manufacturer decided to
switch to a modified Vernier caliper in an attempt to improve the measurement
system. Table 5.25 gives the data for the new Gage R&R study.

a. Calculate the estimated standard deviation for Repeatability.

b. Calculate the estimated standard deviation for Reproducibility.

-. Calculate the estimated part-to-part standard deviation.

Calculate the percent of the process variation related to the measurement
system and comment on the adequacy of the measurement system.

=T

5.78 Van den Heuvel and Trip (2003) present an R&R study to characterize the mea-
surement variability of an advanced optical microscope at a manufacturer of
diodes. Two analysts measured 5 different spots with each spot measured 3
times. The quality characteristic is the distance from the edge of a semiconductor
crystal to the epitaxial layer (in mm). The measurements are given in Table 5.26.

. Calculate the estimated standard deviation for Repeatability.

b. Calculate the estimated standard deviation for Reproducibility.

c. Calculate the estimated part-to-part standard deviation.

d. Calculate the percent of the process variation related to the measurement
system and comment on the adequacy of the measurement system.

Table 5.26 Manufacturer of Diode Data

Analyst 1 Analyst 2
Spot 1 2 3 1 2 3
1 &60.0 59.5 59.5 56.0 55.2 56.5
2 57.5 57.7 57.2 55.7 55.7 56.5
3 58.7 59.5 58.2 56.2 55.7 56.5
4 59.0 59.0 58.2 57.0 57.0 56.7
5 57.7 58.0 58.2 B2.5 56.5 56.7




Exercizes 363

Table 5.27 Inbalance Magnitude Data

Operator A Operator B

Part 1 2 1 2
1 2.14 2.61 2.41 2.M
2 3.25 2.02 2.52 2.39
3 2.89 2.69 2.67 2.95
4 1.75 2.14 2.47 2.67
5 2.73 2.26 3.23 3.16

5.79 Sweeney (2007) examined vibration resulting from inbalance in rotating machin-
ery. Inbalance is a condition where the mass center of a rotating component is
not coincident with the center of rotation. In order to verify that inbalance can
be measured precisely, a Gage R&R study was conducted using 5 parts, 2 oper-
ators, and 2 replicates. The inbalance magnitude data is shown in Table 5.27.

a. Calculate the estimated standard deviation for Repeatability.

b, Calculate the estimated standard deviation for Reproducibility.

c. Caleulate the estimated part-to-part standard deviation.

d. Calculate the percent of the process variation related to the measurement
system and comment on the adequacy of the measurement system.

5.80 Ermer (2006) presents a geometrical interpretation of a Gage R&R study. The
example uses 5 parts, 3 operators, and each operator measured each part twice.
The data are shown in Table 5.28.

a. Calculate the estimated standard deviation for Repeatability.

b. Calculate the estimated standard deviation for Reproducibility.

c. Calculate the estimated part-to-part standard deviation.

d. Calculate the percent of the process variation related to the measurement
system and comment on the adequacy of the measurement system.

Table 5.28 Geometrical Gage R&R Data

Operator A Operator B Operater C
Part 1 2 1 2 1 2
1 &7 62 55 57 52 17
2 110 113 106 99 106 103
3 87 83 82 79 80 81
4 89 96 84 78 80 82
5 56 47 43 42 48 54
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Table 5.29 Confidential Gage R&R Data
Operator A Operator B Operator C
Part 1 2 3 1 2 3 1 2 3
1 7.1 7.3 7.2 7.6 7.5 7.5 7.0 7.1 |
2 13.2 13.3 13.4 13.4 13.7 13.6 13.0 13.3 13.3
3 21 2.1 2.1 2.6 2.5 2.6 2.2 2.0 2.0
4 27.2 27.5 27.5 28.2 28.1 28.2 27.6 27.8 27.4
5 18.9 18.8 18.5 19.1 19.4 19.1 19.0 18.8 18.8
& 31 3.1 3.3 3.6 3.6 3.7 3.2 3.2 3.3
7 21.3 21.5 21.6 22.0 22.0 22.0 21.7 21.7 21.4
8 6.4 6.4 &6.6 7.2 6.9 6.8 6.5 6.7 6.7
9 38.2 38.5 38.6 38.6 38.8 L | 38.7 38.6 38.5
10 21.8 21.8 21.6 21.6 21.9 22.0 21.6 21.9 21.8
5.81 Van den Heuvel (2000) presents a Gage R&R study. Due to confidentiality, the
author was restricted from providing any detail about the measurements. The
example uses 10 parts, 3 operators, and each operator measured each part 3
times. The data are shown in Table 5.29,
a. Calculate the estimated standard deviation for Repeatability.
b. Calculate the estimated standard deviation for Reproducibility.
. Calculate the estimated part-to-part standard deviation.
d. Calculate the percent of the process variation related to the measurement
system and comment on the adequacy of the measurement system.
5.13 Case Study

Pencil lead is a ceramic material that consists of clay and graphite. The clay
provides the ceramic matrix that supports the graphite. Pencil lead formulation
focuses on the ratio of clay to graphite: the more clay, the firmer the grade and
the lighter the mark made by the pencil. One measure of the ratio of clay to
graphite is the “ash™ content. Inspectors take a sample of pencil lead from every
lot and fire it at high temperature for a predetermined length of time {usually
either 12 or 24 hours). This process burns off all of the “volatiles™ (essentially
the carbon), leaving the ash. The ash content is the weight of the remaining
ash divided by the initial weight of the sample. We report the ash content as a
percentage. A high ash content indicates too much clay in the formulation; a low
ash content indicates too much graphite.

Faber routinely measures the ash content in each lot of pencil lead immedi-
ately atter the firing step. Quality control uses subgroups of five lots as the basis
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for its control chart because this essentially represents one shift of production.
Table 5.30 gives the ash content measurements for approximately a 2-month

period. Faber used the first 30 subgroups as the base period.

Table 5.30 The Pencil Lead Ash Data

Subgroup ¥ ¥a ¥3 Ya ¥5 ¥ s

1 43.0 42.5 42.2 43.5 42.6 42.76 0.253

2 42.5 42.5 42.2 42.3 42.6 42.42 0.027

3 40.2 42.0 41.4 42.1 42.0 41.54 0.638

4 41.5 40.3 41.7 41.2 42.3 41.40 0.540

5 42.4 41.7 42.5 42.5 43.2 42,46 0.283

& 40.7 41.0 41.4 42.0 42.0 41.42 0.342

7 42.2 42.0 42.0 42.5 43.7 42.48 0.507

] 42.6 43.7 41.3 42.7 42.7 42.60 0.730

? 42.5 421 42.2 42.3 40.3 41.88 0.802
10 42.6 42.6 40.5 42.1 42.4 42.04 0.783
11 41.0 42.3 42.2 42.3 40.9 41.74 0.523
12 41.0 40.3 40.5 40.1 40.5 40.48 0112
13 40.7 40.8 40.5 41.5 42.3 41.16 0.548
14 41.9 41.8 4.7 41.6 41.4 41.68 0.037
15 41.3 41.7 42.8 42.4 41.5 41.94 0.403
16 41.7 42.7 41.0 40.4 42.3 41.62 0.877
17 40.4 42.4 42.9 42.1 42.7 4210 0.995
18 42.0 42.8 42.3 42.6 42.5 42.44 0.093
19 42.5 42.6 42.0 42.0 42.6 42.34 0.098
20 42.9 41.8 42.4 42.4 42.5 42.40 0.155
21 42.6 42.2 42.3 41.1 41.2 41.88 0.467
22 42.3 42.3 42.3 41.6 41.6 42.02 0.147
23 42.1 43.0 42.1 42.2 41.6 42.20 0.255
24 41.8 41.8 42.2 43.3 41.9 42.20 0.405
25 41.9 43.6 43.1 43.0 43.2 42,96 0.403
26 43.0 43.7 42.2 42.7 43.0 42,92 0.297
27 41.7 45.0 43.4 40.0 43.6 42.74 3.718
28 43.2 41.7 41.5 43.0 42.9 42.46 0.633
29 43.4 43.3 43.8 42.9 41.9 43.06 0.523
30 38.3 42.9 43.8 43.1 43.5 42,32 5.172
)| 41.3 41.5 41.5 41.9 41.4 41.52 0.052
3z 41.3 41.7 41.7 41.9 41.4 41.60 0.060
a3 41.7 4.7 41.7 42.0 41.8 41.78 0.017

{Continued)
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Table 5.30 The Pencil Lead Ash Data (Continued)

Subgroup ¥ ¥:2 ¥a Y4 ¥5 Y i
34 41.7 4.7 41.6 41.3 41.3 41.52 0.042
35 41.8 4.7 41.7 42.4 41.6 41.84 0.103
36 41.3 42.0 41.5 41.1 41.6 41.50 0.11%
37 40.1 38.8 40.9 41.0 9.4 40.04 0.903
38 40.4 41.5 41.0 40.7 39.6 40.64 0.503
39 41.6 40.7 41.6 39.4 40.0 40.66 0.948
40 40.3 41.3 41.3 41.4 40.6 40.98 0.247

The overall mean and the average sample variance for this base period were

R |

A2

=

yv=4
s2=10

g7
B892,

respectively. The control limits for the s2-chart to monitor the within-subgroup
variability were

UCL = 3.0803

LEE =0.0183.
Figure 5.32 shows the resulting control chart for the base period. We see that
subgroups 27 and 30 are out of control. Production investigated why and deter-
mined that the cause in each case was a rejected lot. In subgroup 27, the lot in
question was too firm; in subgroup 30, the lot was too soft.

Since we could identify the assignable cause, we can drop these subgroups
and recalculate the control limits. For the modified base period,

y = 42.09
2 = 0.4241,
The new control limits for the s*-chart to monitor the within-subgroup variabil-
ity were
UCL = 1.8874
BEL =02

Figure 5.33 gives the resulting control chart for the modified base period. We
see no additional out of control subgroups.

Once we obtain a stable base period for the within-subgroup variability,
we can proceed to the between-subgroup variability. The control limits, based
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Figure 5.32 The s2-Chart for the Ash Content Data for the Initial Base Period
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Figure 5.33 | The s*-Chart for the Ash Content Data for the Modified Base Period
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on the modified base period, for the X-chart to monitor the berween-subgroup
variability were

UCL =42.97
LCL =41.22,

Figure 5.34 is the resulting control chart. We see that subgroups 12, 13, and
29 appear out of control. Production could find no problems with these specific
subgroups. As a consequence, we have no basis for dropping them and recalcu-
lating the control limits.
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Figure 5.34 | The X-Chart for the Ash Content Data for the Modified Base Period
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Figure 5.35 The s2-Chart for the Ash Content Data for the Entire Period
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Figure 5.35 shows the s*-chart for the entire period, and Figure 5.36 gives
the X-chart. The s2-chart indicates no new problems. The X-chart, on the other
hand, indicates that subgroups 37-40 have ash contents that are low. Production
investigated and determined that these ash contents corresponded to a new ship-
ment of one of the clays. Supervision quickly corrected the problem.

Finally, we need to confirm that the underlying assumptions for the control
charts are reasonable. The s*~chart assumes:

® The process is in control during the base period.
#  The data follow a normal distribution.
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Figure 5.36 The X-Chart for the Ash Content Data for the Entire Period
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The X-chart based on the sample variance assumes:

The s2chart is in control.

# The subgroup means are in control during the base period.
The subgroup size is large enough to assume that the subgroup means
follow a normal distribution by the Central Limit Theorem.

For the modified base period, the _sz—charr was in control, and we could
not find any assignable causes for the X-chart. We next should look at a stem-
and-leaf display of the data during the base period, shown in Figure 5.37. This

Figure 5.37 The Stem-and-Leaf Display for the Ash Data
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Quartiles = 41.65, 42.6
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display appears roughly to follow a bell-shaped curve. As a result, we should

teel reasonably comtfortable about our control limits.

*»5.14 Ideas for Projects

LY

Ly

As a class, do Deming’s Red Bead Experiment, which is a classic example of
an np-chart. This experiment involves filling a bowl with a large number of
red and white beads. Deming used 20% red. Make a paddle with 50 holes
large enough to capture the beads. Use the paddle at least 20 times to
sample from the bowl. Record the number of red beads in each sample. Use
a control chart to analyze the results.

Weigh yourself daily for at least a month and record the results. Even
better, weigh yvourself two times a day for at least a month. Use a control
chart to analyze these data. If these weights are not in control, what are the
assignable causes?

Record your daily expenditures on food or entertainment for a month. Use
a control chart to analyze these data. If these expenditures are not in
control, what are the assignable causes? Are there any periodic trends in the
data (weekday versus weekend, for example)?

Many instructors use a catapult to teach basic statistical concepts. If you
have access to one, fix the throwing conditions and launch the ball

30 times. Record the distances and use a control chart to analyze the
results. If the process is not in control, what are the assignable causes?

Get data from a laboratory class where a large number of measurements
are taken. For example, in organic chemistry laboratory classes, many
students perform the same organic reaction experiment and record their
yields. Ideally, the basic chemical reaction produces a specific yield. Use a
control chart to analyze the consistency of the results. If the yields are not
in control, what are the assignable causes? Other good sources are
surveying classes and unit operations laboratories.

Use a control chart to analyze the average homework scores for the
students in your class. If the scores are not in control, what are the
assignable causes?

A generous reviewer suggested or inspived the following projects.

Count the number of cars stopped by a traffic light at a busy intersection
for at least 20 cycles. If these counts are not in control, what are possible
assignable causes?

Count the number of telephone calls made to the department office over
15-minute periods throughout the day. If these counts are not in control,
whart are possible assignable causes?

If you own an answering machine, count the number of messages you
receive each day for a month. If these counts are not in control, what are
possible assignable causes?
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Linear Regression Analysis

» 6.1 Relationships Among Data

Engineers use models, which express the relationships among various engineer-
ing characteristics, to solve problems. These models allow engineers to predict
a characteristic of interest, called the response or dependent variable, given the
values of other characteristics, called the independent variables. We usually call
these independent variables either the regressors or the predictors. For example,

mechanical engineers routinely manipulate temperature (the

VOICE OF EXPERIENCE regressor) to obtain a specific vapor pressure (the response)

Engineering theory often leads fo

regression analysis.

for steam. Chemical engineers manipulate the calcina-
tion temperature and stoichiometry (the regressors) of
iron—cobalt hydroxides to maximize the surface area (the

Example 6.1

response) of a catalyst.

Engineers require data to estimate these models. In general, we obtain these
data from either an observational study or a designed expertment. In observa-
tional studies, we merely observe the process, disturbing it only to the extent
required to obtain data. We measure simultaneously, or as close to simultane-
ously as possible, the related engineering characteristics. In many observational
studies, the distinction between the regressor and the response can be arbitrary.
In a designed experiment, we actively manipulate the regressors, sometimes
called the factors within this context, and then observe the resulting response.
The next examples illustrate these techniques.

Relationship of Hardness and Young’s Modulus for High-Density

Penetrator Materials

The military often uses high-density metals in munitions because these metals are
better able to penetrate armor. Magness (1994) conducted an observational study
of seven different high-density metals in which he measured the Rockwell hard-
ness (the regressor) and the Young's modulus (the response) for a single specimen
of each metal. The Young's modulus is the ratio of simple tension stress to the
resulting strain paraliel to the tension. Normally, we expect Young's modulus to
increase as the Rockwell hardness increases. Table 4.1 gives the results for seven
metals.
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Table 6.1

Example 6.2

The High-Density Penetrator Materials Data

Rockwell Young's
Hardness Medulus

41 310
41 340
44 380
40 317
43 413
15 62
40 119

We will return to these data in Exercise 6.6.

Springs with Cracks

Box and Bisgaard (1987) discuss a manufacturing operation for carbon-steel
springs that have a severe problem with cracks. Basic metallurgy suggests that
the cracking depends on these factors:

*  The temperature of the steel before quenching
#*  The amount of carbon in the formulation
*  The temperature of the quenching oil

The engineers use the percent of springs that do not exhibit cracking as their
response. They seek to develop a2 model in these three factors to predict the
cracking and to find conditions that will reduce or even eliminate the problem.
The experimental results are listed in Table 6.2.

Table 6.2

The Springs with Cracks Data

Percent Percent
Run Steel Temp. Carbon il Temp. Without Cracks
1 1450°F 0.50 TJO°F &7
2 1800°F 0.50 TJO°F 79
3 1450°F 0.70 70:F &1
4 1600°F 0.70 70°F 75
5 1450°F 0.50 120°F 59
& 1600°F 0.50 120°F 20
7 1450°F 0.70 120°F 52
a 1600 F 0.70 120°F 87




6.2 Simple Linear Regression

Engineers need data to build or to confirm models. Thus, after they collect
the data, they must perform these tasks:

*  Estimate the proposed model.

Determine whether the hypothesized relationships truly exist.

Determine the adequacy of the model.

Determine the ranges for the regressors that allow reasonable prediction of
the response.

. ®

Initially, we shall restrict our attention to models that have only a single regressor
and a response, which we call simple linear regression. Later in this chapter, we
shall extend our analysis to models with two or more regressors, which we call
mutltiple inear regression.

* 6.2 Simple Linear Regression

Scatter Plots

The first step in analyzing the relationship between two characteristics of inter-
est is to graph the data with the regressor on the horizontal or x-axis and the
response on the vertical or y-axis. We call such a graph a scatter plot, and it
allows us to visualize the relationship between the two characteristics. Seeing
the nature of the relationship can help us to propose reasonable models.

Example 6.3

Reflux Ratio for a Distillation Column

A chemical engineering professor used a pilot plant scale ethanol-water distilla-
tion column in the unit operations laboratory to illustrate the importance of the
reflux ratio on the quality of the column’s distillation. This column used a total
condenser, which means all of the vapor from the top of the column is condensed
to liquid. Let V represent the total vapor taken from the top of the column, let D
represent the amount of the liquid that is taken off as final product, and let R rep-
resent the amount of liguid that is returned to the top of the column to "prime”
it. By a basic material balance, we have

V=EK+D.

The reflux ratio is R/D. For most separations of practical interest, this ratio is much
greater than 1.

The professor divided the class into five teams. Only one team could use a
specific piece of equipment each session. Over the semester, the professor had
each team operate the column under exactly the same conditions except for the
reflux ratio. After the column reached equilibrium, the students tock a sample of
the product and found the concentration of ethanol. Table 6.3 lists the results.

Figure 6.1 gives the scatter plot, which graphs each data pair of reflux ratic
and concentration. We see that as the reflux ratio increases, so does the concen-
tration of ethancl in the final product. This plot indicates that we can model the
concentrations using a straight line in the reflux ratio. Although the data points
display some curvature, a straight line may serve as a useful first approximation.

a7s
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Table 6.3 The Reflux Ratio Data
Reflux Concentration
Ratio of Ethanol
20 0.446
30 0.601
40 0.786
50 0.928
&0 0.950
Figure 6.1 The Scatter Plot for the Reflux Ratio Data
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Least Squares Estimation

The Simple Linear Regression Model Often, we can model the response as a
straight line in the regressor. Let y; be the ith response, and let x; be the ith
value for the regressor. The simple linear regression model is a linear relation-
ship of the form

vi= 8o+ Bix;+ =5

where 8 is the y-intercept, f is the slope, and ¢; is a random error. Usually, we
assume that the random errors are independent with mean 0 and variance 2.

Then the expected value of the response for any value of the regressor is
Elyl = o + Bixs

This equation provides a basis for predicting the response given a specific value
for the regressor.
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The slope, f1, represents the expected change in the response given a one-
unit change in the regressor and determines the nature of the relationship between
the response and the regressor. If ; = 0, then the response really does not
depend on the regressor at all. The expected value of the response does not
change as we change the values of the regressor, and we say that the response
and the regressor are uncorrelated. If f; < 0, then the values of the response
grow smaller as we increase the values of the regressor, and we say that the
response and the regressor are negatively correlated. Conversely, if 81 = 0, then
the values of the response grow larger as we increase the values of the regres-
sor, and we say that the response and the regressor are positively correlated. We
should not confuse this sense of correlation with causality, which is necessary
correlation and is an extremely strong claim about the nature of the relation-
ship between the response and the regressor. Statistics can never establish the
necessity of the relationship. Our models show only that the regressor and the
response are related, not that one necessarily causes the other.

Our prediction equation depends on the y-intercept, 8y, and the slope, 8y,
which in turn are parameters of the population and typically unknown.
Traditionally, we estimate these parameters by the method of least squares,
which minimizes in some meaningful way the errors in predicting the observed
dara.

A Measure of Overall Fit  The least squares estimates of gy and p; specifically
minimize the sum of the squares of the residuals. Let ¥; be the predicted value
of the i th response. If by is our estimate of the y-intercept, fy, and if by is our
estimate of the slope, 8y, then the prediction equation is

§i = by + byx;.

An appropriate measure of the quality of the fit of our
model looks at the residuals, or the differences between the
ThiaveshAills Give fiformation G he observed jalues for the response anq:! the predicted values.

T L e We may view the residual as an estimate of the error for
pi i our prediction of the actual value. Let ¢; be the 7th residual

defined by

Figure 6.2 illustrates the residual for the fifth pair of the reflux ratio data. The
straight line represents the predicted values. The reflux ratio for the fifth pair
is 60. The vertical distance from the straight line to the observed data value is
the residual. In this case, since the actual concentration (ys) is less than the value
predicted by the straight line, the residual is negative. Values of e; near zero, such
as the one for a reflux ratio of 30, indicate a good fit.

In the spirit of the sample variance, an appropriate measure of the quality
of the fit is the sum of squares for the residuals, §S,.., defined by

S8 = Z c‘ = t (¥yi— 7.'-,:.11 = Z lyi — (bg + byx -'i'll-
=1 |:=:.

=1
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Figure 6.2

Illustration of a Residual
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Later, we shall see that §S,.. provides a basis for estimating o2, which is the
variance of the random errors.

Derivation of the Estimates We call by and b the least squares estimators of
Bo and By if they minimize SS,... By minimizing S8,.., bg and b 1, in some sense,
provide the best straight line equation to fit the data. From calculus, bg and b4
minimize S8, if they satisfy these equations:

d )
by Z[" —(bo + byx)F =0
Wby 4=

n i 2
.}:JJ Z[_‘l'.- —(bg + by x)]° =

|
=

These derivatives result in the following “normal™ equations:

£

"
nby + by Z Xi= Z ¥i

= i=1

n n M
by Z x;+ b Z 1: = Z XiVi.
i=1 1=1

=1
Solving these two equations simultaneously, we get

i"‘li e ]' —_ {7 I“'—I
S8y
SSxx”

f?g =
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where X is the mean of the predictor, ¥ is the mean of the response,

i
VOICE OF EXPERIENCE - : :
.S.‘}_\-_.,. = E (x; —X)yi—¥)

In real life, people use statistical software
to perform these calculotions.

Statistical software packages, spreadsheet programs, and many calculators
find these estimates directly. Dnly rarely do engineers find these estimates by
hand. Nonetheless, we can gain some insights into the nature of these estimates
from these formu]as

Example 6.4 | Distillation Column Data—Estimating the Model
From Table 6.4, we get ¥ =200/5=40, y =3.711/5=0.7422,

"

o i e D
s 3o 3 () (£
=1 =1 / vi==1
L icec 5 2
= 161.79 — ;[2'.*{?]:3..' 11) = 13.35
U I n 2 ]
7 3
N i sy i == s { i (
S8 ZI: xG— ( ZI: .*c,) 9000 — (200)” = 1000.
Table 6.4 Summary of Calculations for the Distillation Column Data
Reflux Ratio Concentration
X; ¥ xl.z XY,
20 0.4456 400 8.92
30 0.601 00 18.03
40 0.786 1600 31.44
50 0.928 2500 46.40
&0 0.950 3600 57.00

Y x; =200 Yy =3.711 Y2 =9000 Y xy,=161.79

are
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Figure 6.3

The Plot of the Prediction Equation for the Reflux Ratio Data
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Our estimate of the slope is

58+ 1335 . .
by = =2 = = 0.01335.
§S.. 1000
Our estimate of the y-intercept is
bg=¥—b1x=0.7422 —0.01335(40.0) = 0.2082,
The prediction equation is

y=0.2082 + 0.01335x.

Figure 6.3 shows how the estimated relationship fits the data. A straight line rela-
tionship provides a reasonable first approximation to the data, but the straight
line does not perfectly fit the reflux ratic data. Rather, the plot indicates that the
true relationship between the reflux ratio and concentration may be nonlinear. We
may be able to generate a better model later.

Analysis of the Model

Tests and Intervals for the Slope  In many cases, the primary question we must
address is whether the values of the response really depend on the specific values
of the regressor. Trying to predict or to control the response by the regressor
makes sense only if the two are related. Consider our model:

Wi= .HH —}- ,";'| xR

If g1 = 0, then the response does not depend on the regressor. If 81 = 0, then the
response and the regressor have a positive relationship. Conversely, if g, < 0,
then the response and the regressor have a negative relationship.
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We have already seen that an appropriate estimator of 81 1s

$5.
.!rj| = i
88xx
Under our assumptions, we can show that
|i'|:|r1;:l — ﬁg.

Thus, b is an unbiased estimator of . We can also show that the variance of
b] 18

Cr_'

S8ux

Typically, we do not know o 2; however, a reasonable estimate is called the mean
squared residual, MS,.., which is

58yres

*-:ll.fr 23 .

'lll'f S ras —

where df,., is the number of degrees of freedom associated with this estimate of
the variance. In general,

-.I'If',-g,j = {number of observations) — (number of parameters estimated).

In the simple linear regression case, we must estimate two parameters, fp and
PB1, in order to calculate SS,... If # is the total number of pairs of observations,
then

dhise=n—2
iy

Jﬁl'i..";.rl'_-; =
Under our assumptions, we can show that MS,,; is an unbiased estimator of o%;
that is,

.{'_': 1'&'15|‘._'_: :' = {7 2 =
Putting all this together, we get an appropriate estimate of the variance of b:

M5 oS
L

var(by) =

If we can well model the random errors, the €’s, by a well-behaved distribu-
tion, then we can construct a (1 — @) - 100% confidence interval for

B1 by

| MSyes

by = tp_ 202

as1
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The degrees of freedom are n — 2, which are the degrees of freedom associated
with the estimate of the standard error.

Almost always we use computer software to perform the actual analysis. Let
G, be the estimated standard error for b given by

ey

[ M5,
123 E’II 55 i ¥

Most statistical software packages print the estimated standard error for by
when they print out b 1. We can re-express the appropriate confidence interval by

Oy £ty 30/ -6y,

In a similar manner, we can construct hypothesis tests for the slope.

Example 6.5

Distillation Column Data—Testing the Slope

A reasonable question for these data considers the specific relationship between
the reflux ratio and the concentration of ethanol in the final product. Unless oth-
erwise stated, we shall use a 0.05 significance level throughout this chapter.

We first need to state our hypotheses. Let 81 be a hypothesized value for
f1. In general, the hypotheses will have these forms:

Hy: fr=5Fp8 Hp: Bi=Bp Hp: Br=#ip
H;: By <Bip Ha: f1=Fip Ha: B # Bip-

Usually, £ will be zero, which corresponds to a null hypothesis of no relation-
ship between the regressor and the response. In this particular case, a cursory
knowledge of distillation suggests that as the reflux ratio increases, so does the
concentration of ethancl in the final product. Thus, our hypotheses are

Hg: p =10
.Ir_"_l: ﬂ'l = ”,

If we can assume that the random errors follow a well-behaved distribution,
then our test statistic is

by — Bio
v MSpas /585y l

Almost always we use computer software to perform the actual analysis.
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We can re-express the appropriate test statistic by

VOICE OF EXPERIENCE

The test statistic for 8y issimply o
t-stotistic, which is a signol-fo-noise-ratio.

by — Bio

iTi

—

The degrees of freedom for the test statistic are n—2, which
are the degrees of freedom associated with the estimate of
the standard error.

383

In general, the critical regions are:

* ForHs f1 < o, wereject Hp ift < —to 2.
*  ForHa i = 1o, wereject Ho Tt = thoza.
* ForHas fi# Pipowereject Hoif [ t] = thoz 2.

In addition to the calculated value for the test statistic, computer software prints
out the p-value. In Chapter 4, we learned that the p-value depends on the specific
alternative hypothesis. Most software packages assume a two-sided alternative.
When this is appropriate, we reject the null hypothesis whenever the given p-value
is less than a.

In our case, we have a one-sided alternative, and we reject the null

hypothesis if
E>in 20
- fa- |1-1
- 2333

We have already found that by = 0.01335. If we perform this analysis by hand,
we next need to find 55.... By definition,

An easier way to calculate 55. uses 55ua, which is the overall variability in the

data, given by

1

-Ee()

total = ZH __1. ._

i=1

With some algebra, we can obtain the computational formula for 55q.:

:‘Sr e — SQr wtal — |I'._| g“\).
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For the distillation column data, YL, y* = 2.941597. We have already found that

Yoo ¥ = 3.711. Thus, ., ; 2
= .. ] :
85 total = E_‘l:.:_ o (Z‘l)
=1

i=1

— 2.941597 — :_.:3.?1133
={L1872928. -
We can find 55.. by
0 =88, = B80T

= 0.1872928 — (0.01335)*(1000)
= (.0090703.

We estimate the variance of the random errors by

: 580 0.0090703 S
MSpos = —— = = 0.003023.
¥ 2
@ yas o |

We now can evaluate our test statistic by
by 0.01335

A N . — 7.678.
.\_-'. ."'VT.‘S;-,:-_,- I-"I I"l“‘n;( \ I.}.'.JU _-; L-}E} ! l I.}U f_}

Since 7.678 = 2.353, we may reject the null hypeothesis and conclude that the
concentration of ethanol does increase as the reflux ratio increases.

Because we rejected the null hypothesis, we need to construct a range of
plausible values for the slope. A 95% confidence interval for f, is

I MS.... 2 [0.003023
O T v G WL |, 60 3

b i T
8] -2l | 88 1\" 1000
\ X

=0.01335 £ 0.00553
= (0.00782,0.01888).

The plausible values for the slope range from 0.00782 to 0.01888, which again
suggests a definite positive relationship between the reflux ratio and the ethanol
concentration.

As usual, we should check our assumptions that the random errors are inde-
pendent and follow a well-behaved distribution. Later in this chapter, we shall
provide appropriate graphical analyses for doing this.

Using Confidence Intervals As an Alternative Analysis—One-Sided Case  In Chap-
ter 4, we outlined how we can use confidence intervals to address questions of
interest. We constructed the appropriate interval and checked to see whether the
hypothesized value was plausible—that is, whether the hypothesized value fell
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within the calculated interval. In the process, we were able not only to conduct
the test but also to determine whether the observed value was of practical sig-
nificance. We can do the same analysis for slopes in simple linear regression.

Example 6.6

Distillation Column Data—Interval for the Slope

Since our alternative hypothesis is greater than zero, we need only to compute
a lower bound for the plausible values for the true slope. We take as our upper
bound oc. In this case, we do not need to split @ between the two tails, so this
lower bound is

| MS, o [0.003023
I W o 7 O e
I N 3G Y 1000
= (0.01335 — 0.00409
= (1.00926.

The t-value used in the interval is the same as the tvalue we used in our ocne-sided
hypothesis test. Our interval is (0.00926, oo), which clearly does not include zere.
This interval again suggests a definite positive relationship between the reflux
ratio and the ethanol concentration.

Tests and Intervals for the Intercept In many engineering problems, the y-
intercept has little or no interpretation, and thus formal tests on gy make little
sense. Nonetheless, we can easily extend the hypothesis test and confidence
interval to the intercept whenever we have the least squares estimate and an
appropriate estimate of its standard error.

We have already seen that an appropriate estimator of 8y is

by =¥y — b %
Under our assumptions, we can show that
Eiby) = Ea.

Thus, by is an unbiased estimator of S3. We can also show that the variance of
bq is

If our random errors are independent and follow a well-behaved distribution,
then a (1 — o) - 100% confidence interval for the y-intercept, S, is

# 3
- I il
‘.'r'-'l'_l — f.h'- _-._u_._ q:e ﬁl»’!."‘t,l-slf 2 (” = 2 S,S )




386

Chapter 6

Linear Regression Analysis

If we are interested in conducting a formal hypothesis test, then the test statis-
e is

where B g is the hypothesized value for the y-intercept.

The Coefficient of Determination We can partition the overall variability in
the data, §8,,,, into two components: §5,.;, which represents the variability
explained by the model, and §S,.., which measures the variability left unex-
plained and usually attributed to error. We define the sum of squares due to the
regression, 88,.¢, by

=1

8§,.; measures the variability among the predicted values. With some algebra,

we can show that
S8¢otal = S8reg + 88rus.

1f the true slope is zero, then the predicted values are all near the overall mean, ¥,
and the model does not fit the data well. Virtually all of the variability remains
unexplained. As a result, §8,.; is relatively small and §8,.; is relatively large.
On the other hand, if the slope is pronouncedly positive or negative, then at
least some of the predicted values are quite different from the overall mean. The
model fits the data relatively well, and 5S,.; is relatively large. The model thus
accounts for much of the total variability, and S5, is relatively small.

The coefficient of determination, R?, uses the relative sizes of the variability
explained by the regression model and the total variability to measure the overall
adequacy of the model. It is defined by

. R e — S8
!‘\_ L ; reg = vl s i J -

5850 580t

Doty

55

]

fofal

which guarantees that 0 = R* < 1. We may interpret R? as the proportion of

the total variability explained by the regression model.
For models that fit the data well, R? is near 1. Models that poorly fit the
data have R? near 0. One problem with R? is what constitutes a “good” value.
In many engineering situations, we see R? = 0.90, which

VOICE OF EXPERIENCE means that our model explains more than 90% of the total

Praper interpretation of R requires subject

grea insights.

variability. When physical phenomena are modeled, we may
see R? virtually equal to 1. However, in very “noisy” sys-

tems, a good R? may be less than 0.5, Ultimately, we can-
not determine what constitutes a good value for R* without
some background on the specific application.
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Many practitioners put too much focus on a hi%h R%. There are other diag-
nostics that should be used in conjunction with R* to assess the adequacy of
the model. Also, a high R? could mean that the model is good for predicting
the sample data but not necessarily good for predicting the population. On the
other hand, it the purpose of the experiment is to identity important variables
that relate to the response, a low R? may be fine. High values for R? are depen-
dent on the experimental situation. For example, one would expect a high R? for
enzg;ineering laboratory experiments where everything is controllable. However,
R+ values tend to be much lower in food tasting and agricultural experiments.

Some analysts prefer the adjusted R? defined by

VOICE OF EXPERIENCE : SSris/ Ao . MS, e

Adjusted R? is often used to compare al = 38— sz ie—1) =30~ MS o0

models with different numbers of
parometers.

where MS, .0 = S8 jorat/(n — 1), Ri 4; COrTects R? for the number of parameters
in the model. We shall discuss R§ i in more detail in Section 6.3 when we discuss

T - . 2 2
multiple linear regression. We tend to interpret R- 4 similarly to R4,

Example 6.7 | Distillation Column Data—R? and Razd_f

We have already found that 555, =0.1872928. We next need to find 55.5. By
definition,

L
SSeg =) (3—F)
=1

However, a better formula computationally is

Using the computational formula, we get
58rey = bS8y, = (0.01335)%(1000) = 0.1782225
The resulting coefficient of determination is

g2 _ SSg _ 0.1782225
SSia  0.1872928

—{L.2515.

In this case, our model explains approximately 95% of the total variability. The
adjusted R is . _—
¥ .35.1:_.- Lirl.'rl.-ﬁ.s

R‘ T — i ,{] —
g -'-.;'gl'l-l.'ﬁu""ll |: H — ] )

0.0090703/3
~ D.1872928/4
= (.9354,
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In general, R? values greater than 0.9 are considered quite good. Thus, with R? =
0.9516 and RZ, = 0.9354, we appear to have an adequate model for predicting
the ethanol concentrations given the reflux ratio.

The Overall F-Test We can also develop a formal testing procedure for the
overall adequacy of the model. In general, the test considers the question whether
there is some relationship between the response/regressors and the regression. In
simple linear regression, this test focuses on the slope, #;. Let M5, be the mean
squared for the regression model, defined by

5Srag

MSpep =~

]

where df,., is the number of degrees of freedom for the model. In general,

df

freg

= number of parameters in the model — 1

= number of regressors.

For the simple linear regression model, we have only two parameters in our
model; thus, df,.; = 1. We can show that

3

E(MS;s) = o + BISSx.

We can view MS,., as a standardized measure of the variance associated with
our model.

Earlier, we stated that E(MS,..) = 2. If the model fits the data well and
the true slope, 1, is significantly different from zero, then MS,, is large rela-
tive to MS,... As a result, their ratio MS,./MS,., is large. On the other hand,
if the model does not fit the data, then this ratio is small, on the order of
one or less. We can show that if the true slope is 0, then MS,../MS,.; follows
an F-distribution with 1 numerator degree of freedom and # — 2 denomina-
tor degrees of freedom. We can use this result to develop a test for the overall
adequacy of the model. For simple linear regression, this test is exactly equiva-
lent to the two-sided t-test for the slope. The next example outlines this testing
procedure.

Example 6.8 |

Distillation Column Data—The Overall F-Test

This procedure focuses purely on whether some relationship, either positive or
negative, exists between the response and the regressor

VOICE OF EXPERIENCE Conseguently, it is inherently a two-sided procedure. In gen-

The F-statistic (s still just o signal-ta-noise

rotio.

eral, this test evaluates the overall adequacy of the model.
For simple linear regression, this test reduces to a two-sided
test for the slope, in which case our hypotheses are

.{‘.Ir“l: j."ll ‘—" |}.




6.2 Simple Linear Regression

We shall see in multiple regression that this test simultaneously evaluates all of
the regression coefficients.

Strictly speaking, if the random errors follow a normal distribution, then our
test statistic is

- |'I|I"i.l.\1ll'(|:5
MR

As long as the random errors follow a reascnably well-behaved distribution, we
feel comfortable using this test statistic. For simple linear regression, we can show
that this test statistic is the square of the t-statistic used to test the slope. In this
situation, the degrees of freedom for the test statistic are 1 for the numerator and
n—2 for the denominator.

Since we have only one possible alternative hypothesis, we always reject Hp
if F= Fy n-z o If we use standard statistical software, we reject Hy if the p-value
associated with this test statistic is less than «. In our case, we reject the null
hypothesis if

F= Fin-2a
= Fy 3005
= 10.13.

If we perform this analysis by hand, we next need to find M5.g. Earlier, we found
that §5mag = 0.1782225. We find MS.z4 by

: -
MS,,, = — £ =
= ar

= 0.1782225,

0.1782225
1

Woe earlier found that M5 ,; = 0.003023. We now can evaluate our test statistic by

MS,.; 0.1782225
~ MS,.e  0.003023

= ¥8.954.

Apart from rounding errors, this value for the F-statistic is the square of the value
for the t-statistic we used to test the slope originally.

We typically use the analysis of variance (ANOVA) table to summarize the
calculations for this test. We call this an analysis of variance because we are testing
the variance explained by the model relative to the variance left unexplained.
In general, the ANOVA table has the form shown in Table 6.5. For our specific
situation, the ANOWVA table is given in Table &.6.

Source refers to our partition of the total variability into two components: one
for the regression model and the other for the residual or emer. The degrees of
freedom for the model are

number of parameters — 1 =2 —-1=1

for simple linear regression. The degrees of freedom for the residuals or the
error are

number of observations — number of parameters=n -2 =3

389
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Table 6.5

Table 6.6

Example 6.9

A Generic ANOVA Table for Regression Analysis

Degrees of Sum of Mean
Source Freedom Squares Squares F
Regression dfg 55, MS5,.g F
Residual df .. 55, MS,..
Total n—1 55;0tal
The ANOWVA Table for Distillation Column Data
Degrees of Sum of Mean
Source Freedom Squares Squares F
Regression 1 0.1782225 0.1782225 58.956
Residual 3 0.0090703 0.003023
Total 4 0.1872928

for this particular situation. We obtain the mean squares by dividing the appropri-
ate sum of squares by the corresponding degrees of freedom. We calculate the
F-statistic by dividing the mean square for regression by the mean square for the
residuals.

Since 58.956 = 10.13, we may reject the null hypothesis and conclude that
concentration of ethanol and the reflux ratio are related.

Reading a Computer-Generated Analysis

Engineers almost always use standard statistical software or spreadsheets to esti-
mate and test models. However, we cannot fully understand these computer-
generated analyses until we first know how the numbers were generated. From
now on in this chapter, we shall rely purely on the computer to perform all of the
calculations. The next example shows the relationship between the analysis of
the distillation column data we developed by hand and the output of a standard
statistical software package.

Distillation Column Data—Using the Computer

Table 6.7 shows the analysis generated by SAS software, 3 commeon statistical
package. Other packages and most spreadsheets use a similar format. The analy-
sis starts with the ANOWVA table for the overall F-test. The F-statistic is the ratio of
the mean square for the model and the mean sguare for error. Apart from round-
ing error, we see the same value for this statistic as we calculated by hand. The
software also prints the associated p-value. Since the p-value = 0.0044 is less
than o = 0.05, we are confident that some linear relationship exists between the
ethanol concentration and the reflux ratio.
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Table 6.7

The Computer Analysis of the Distillation Column Data

Analysis of Variance

Sum of Mean
Source OF Squares Sguare F Value Prob>F
Model 1 0.17822 0.17822 5B.947 0.0046
Error 3 0.00807 0.00302
C Total 4 0.1872%9
Root MSE 0.054%9 R-sguare 0.9516
Dep Mean 0.74220 Adj R-=qg 0.9354
B A 7.40848

Parameter Estimates

Parameter Standard T for HD:

Variable ODOF Estimate Error Parameter=0 P> |7
INTERCEFT 1 0.208200 0.07377113 2.822 0.0666
REFLUX 1 0.013350 O0.0D01738BO 7.578B 0.0046

\We next notice that R? is 0.9514 and qui is 0.9354, just as we calculated

by hand. In general, R? values greater than 0.9 are considered quite good. As
a result, this model appears to be adequate for predicting the ethanol concen-
tration.

In the Parameter Estimates section of the analysis, we see the estimates of
the intercept (INTERCEPT) and the slope associated with the reflux ratic (REFLUX).
Beside each estimate is the appropriate estimated standard error. The value of the
t-statistic is simply the ratio of the parameter estimate and the standard error. The
software then gives the p-value testing whether the parameter is zero versus the
alternative not equal to zero. The p-value for the test on the slope is exactly equal
to the p-value for the overall F-test. We should not be surprised by this result
because the two-sided test for the slope and the overall F-test are equivalent in
simple linear regression.

In our original analysis, we conducted the one-sided test:

Ha: S =0
H:: BH=0G

In this case, because the alternative is A3 > 0 and the estimate is greater than
0 (which supporis the alternative), the appropriate p-value is one-half the value
given by the printout. Thus, the appropriate p-value for the hypotheses of interest
to us is 0.0023.

As usual, we should check our assumptions. Later in this chapter, we shall
outline appropriate techniques.

N
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Confidence and Prediction Intervals

Once we are satisfied with our model, we often use it for prediction. Suppose
that we wish to estimate the expected response for some specific value for the
regressor. Let xg be the specific value, not necessarily one used to estimate
the model, and let y{x;) be the resulting predicted value for the response from
the estimated model. We have

Yixg) = bg + b1xg.

A (1—a)-100% confidence interval for the expected response when the regressor
1s set to xp Is

Vixo) £ b2 sz

| MSres ( W i )
15‘  H 351‘1 .

Most standard statistical software packages provide the option to calculate the

confidence interval for all of the points used to estimate the model.
The width of this confidence interval depends on the distance of x; from =.
The width is a minimum when xg = ¥. As xp gets farther from the center of
the x’s used to estimate the model, the confidence inter-

VOICE OF EXPERIENCE val becomes wider. In some cases, we may wish to use our

The guality of our prediction deteriorates
os we move further from the center of

the data.

model for extrapolation, where we predict the response for
an xp outside the range of the x's used to estimate the model.
In such a case, the interval can become so wide that almost
any value is plausible for the prediction. As a result, we

generally do not recommend using the estimated model for
extrapolation.

Usually, we are interested in the confidence interval for several values of
the regressor. A (1 — a) - 100% confidence band for the expected values of the
response is the plot of the (1 — &) - 100% confidence intervals for the values of
the regressor over the region of interest.

Whereas the confidence interval focuses on the estimation of the expected
value or the mean of the response, the prediction interval considers the estima-
tion of individual responses. Such an interval must consider both the variabil-
ity in the prediction of the expected value of the response and the variability of
the individual responses around this expected value. A (1 —a) - 100% prediction
interval is
I 4 1 lxn — X ]l )

F(%0) £ tn_3.0/2 | MSres ( o
: i 5

The constant 1 in this expression takes care of the variability associated with
the individual responses. Again, most standard software packages provide the
option to calculate the prediction interval for every point used to estimate the
model. The (1 — «) - 100% prediction band is the plot of the (1 — a) - 100%

prediction intervals for the values of the regressor over the region of interest.
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Example £.10 | Distillation Column Data—Confidence Bands

Table 6.8 gives the confidence and prediction bands generated by SAS. Other
statistical software packages and maost spreadsheets use a similar format.

Figure 6.4 shows the plot of the original data, the estimated regression line,
the 95% confidence band, and the 95% prediction band. We see that both the
prediction and the confidence bands grow wider as the regressor moves away
from the center of the region. As a result, we are less confident about our predic-
tions when values of the regressor are distant from the center of the region used
to estimate the model. In this case, all of the data fall within the upper and lower
confidence bands, which does not always happen. We should expect, however,
that about 95% of the data should fall between the upper and lower prediction

bands.

Table 6.8 The Confidence and Prediction Bands for the Distillation Column Data
Dep Var Predict Lower95% Upper9%5% Lower95% UpperSss
Obs COWNC Value Mean Mezan Predict Predict

1 0.446 0.4752 0.3397 0.6107 0.2539 0.6965

2 0.601 0.6087 0.5129 0.7045% 0.4092 0.B0OB2

3 0.78B8 0.7422 0.6639 0.8205 0.5505 G.5339

4 0D.928 0.8757 0.77%9 0.9715 0.6762 1.0752

5 0.950 1.0092 0.8737 1.1447 0.7879 1.2305

Figure 6.4 The Prediction Equation, Confidence Bands, and Prediction Bands
for the Distillation Data

12 Upper prediction band
Upper confidence band
1.0 — = Prediction equation
Lower confidence band
.E 08 - Lower prediction band
el =
E [
[}
g
Copal "
0.2 -
0.0 | | |

Reflux ratio
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* Exercises

6.1 Davidson (1993) studied the ozone levels in the South Coast Air Basin of
California for the years 1976-1991. He believes that the number of days the
ozone levels exceeded 0.20 ppm (the response) depends on the seasonal mete-
orological index, which is the seasonal average 850-millibar temperature (the
regressor). Table 6.9 gives the data.

a. Make a scatter plot of the data.

k. Estimate the prediction equation.

c. Perform a complete, appropriate analysis. Discuss your results and conclu-
sions.

d. Calculate and plot the 95% confidence and prediction bands.

6.2 Mandel (1984) looks at the relationship between the amount of nickel (the
regressor) and the volume percent austenite in various steels. Table 6.10 gives
the data.

a. Make a scatter plot of the data.

b.  Estimate the prediction equation.

¢. Perform a complete, appropriate analysis. Discuss your results and conclu-
slons.

d. Calculate and plot the 95% confidence and prediction bands.

Table 6.9 The Ozone Data
Year Days Index
1976 o1 16.7
1977 105 171
1978 106 18.2
1979 108 181
1980 a8 17.2
1981 9 18.2
1982 58 16.0
1983 Bz 17.2
1984 a1 18.0
1985 65 17.2
1986 &1 16.9
1987 48 174
1988 61 18.2
1989 43 17.3
1990 33 17.5

1991 36 16.6




Exercizes 395

Table 6.10 The Steel Data

Amount Percent

of Nickel Austenite
0.608 2.1
0.634 1.95
0.651 2.27
0.658 1.95
0.675 2.05
0.677 2.09
0.702 2.54
0.710 2.51
0.7320 2.33
0.750 2.26
0.772 2.47
0.802 2.80
0.819 2.95

6.3 Hsiue, Ma, and Tsai (1995) study the effect of the molar ratio of sebacic acid (the
regressor) on the intrinsic viscosity of copolyesters (the response). Table 6.11
gives the data.

a. Make a scatter plot of the data.
b. Estimate the prediction equation.

¢. Perform a complete, appropriate analysis. Discuss your results and conclu-
sions.

d. Calculate and plot the 95% confidence and prediction bands.

Table 6.11 The Sebacic Acid Data

Ratio Viscosity
1.0 0.45
0.9 0.20
0.8 0.34
0.7 0.58
0.6 0.70
0.5 0.57
0.4 0.55

0.3 0.44
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Table 6.12 The PET-LCP Data

Percent PET Modulus

100 2.12
7.5 2.26
95 2.57
90 3.26
80 346
50 4.54

0 8.5

6.4 Mehta and Deopura (1995 studied the mechanical properties of spun PET-LCP
blend fibers. They believe that the modulus (the response} depends on the percent
of PET in the blend. Table 6.12 gives the data.

a. Make a scatter plot of the data.

b. Estimate the prediction equation.

¢. Perform a complete, appropriate analysis. Discuss your results and conclu-
sions.

d. Calculate and plot the 95% confidence and prediction bands.

6.5 Byers and Williams (1987) studied the impact of temperature (the regressor) on
the viscosity (the response) of toluene—tetralin blends. Table 6.13 gives the data,
which are for blends with a 0.4 molar fraction of toluene.

a. Estimate the prediction equation.
b. Perform a complete, appropriate analysis. Discuss your results and conclu-
slons.

¢. Calculate and plot the 95% confidence and prediction bands.

Table 6.13 The Viscosity Data

Temperature {*C) Viscosity (mPa - s)

24.9 1.133

35.0 0.9772
44.9 0.8532
55.1 0.7550
65.2 0.6723
75.2 0.6021
85.2 0.5420

95.2 0.5074
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6.6 The military often uses high-density metals in munitions because these metals
are better able to penetrate armor. Magness (1994) conducted an observational
study of seven different high-density metals in which he measured the Rockwell
hardness (the regressor) and the Youngs modulus (the response) for a single
specimen of each metal. The Young’s modulus is the ratio of simple tension
stress to the resulting strain parallel to the tension. Normally, we expect Young’s
modulus to increase as the Rockwell hardness increases. Table 6.14 gives the
results,

4. Estimate the prediction equation.

b. Perform a complete, appropriate analysis. Discuss your results and conclu-
sions.

c. Calculate and plot the 95% confidence and prediction bands.

6.7 Anand and Ray (1993) study the relationship between the discharge of oil (the
regressor) and the wear (the response) on the cylinder blocks for a specific type
of hydraulic pump. Table 6.15 gives the data.

Table 6.14 The Hardness Data

Rockwell Young's
Hardness Modulus
41 310
41 340
44 380
40 317
43 413
15 62
40 119
Table 6.15 The Wear Data
Discharge Wear
{mm) (L/min)
11 0.016
10 0.040
9 0.067
8 0.096
6 0.145
5 0.168
4 0.197
2 0.250
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a
b,

L]

Estimate the prediction equation.
Perform a complete, appropriate analysis. Discuss your results and conclu-
sions.

Calculate and plot the 95% confidence and prediction bands.

6.8 Carroll and Spiegelman (1986) look at the relationship between the pressure in
a tank (the response) and the volume of liquid (the regressor). Table 6.16 gives
the dara.

a. Estimate the prediction equation.

b. Perform a complete, appropriate analysis. Discuss your results and conclu-
slons.

¢. Calculate and plot the 95% confidence and prediction bands.

6.9 A study is carried out to investigate the relationship between the average level
of aflatoxin (parts per billion) in a mini-lot sample of peanuts (x} and the per-
centage of noncontaminated peanuts in the batch (y). The data from Draper and
Smith (1981) are in Table 6.17.

a. Make a scatter plot of the data.

b. Estimate the prediction equation.

¢. Perform a complete, appropriate analysis. Discuss your results and conclu-
slons.

d. Calculate and plot the 95% confidence and prediction bands.

6.10 Joglekar, Schuenemeyer, and LaRiccia (1989) looked at the relationship bet-
ween the percentage of hardwood in a batch of pulp (x) and the tensile strength
of Kraft paper measured in psi made from the batch (y). The data are in
Table 6.18.

Table 6.16 The Pressure Tank Data

Velume Pressure Volume Pressure Volume Pressure
2084 4599 2842 6380 3789 8599
2084 4600 3030 6818 3789 8600
2273 5044 3031 6817 3979 2048
2273 5043 3031 6818 3979 9048
2273 5044 3221 7266 4167 9484
2463 5488 3221 7268 4168 9487
2463 5487 3409 7709 4168 9487
2651 5931 3410 7710 4358 9936
2652 5932 3600 8156 4358 9938
2652 5932 3600 8158 4546 10,377

2842 6380 3788 8597 4547 10,379
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Table 6.17 Moncontaminated Peanut Data

Y x Y " ¥ X
99.971 3.0 99.942 18.8 99.863 46.8
99.979 4.7 99.932 18.9 99.811 46.8
99.982 8.3 99.908 21.7 99.877 581
99.971 9.3 99.970 21.9 99.798 62.3
99.957 9.9 99.985 22.8 99.855 70.6
99.961 11.0 99.933 24.2 99.788 Fa
99.956 12.3 99.858 25.8 99.821 71.3
99.972 125 99.987 30.6 99.830 83.2
99.889 12.6 29.958 36.2 99.718 83.6
99.961 15.9 29.909 39.8 99.642 99.5

99.982 16.7 99.859 44.3 99.658 111.2
99.975 18.8

Table 6.18 Paper Tensile Strength Data

E s ¥ »
6.3 1.0 39.9 6.5
11.1 1.5 42.0 7.0
20.0 2.0 46.1 B.0
24.0 3.0 531 2.0
26.1 4.0 52.0 10.0
30.0 4.5 52.5 11.0
33.8 5.0 48.0 12.0
34.0 5.5 42.8 13.0
38.1 6.0 27.8 14.0
21.9 15.0

a. Make a scatter plot of the data.

b. Estimate the prediction equation.

¢. Perform a complete, appropriate analysis. Discuss your results and conclu-
slons.

d. Calculate and plot the 95% confidence and prediction bands.

6.11 In a chemical process, batches of liquid are passed through a bed containing an
ingredient that is absorbed by the liquid. In an attempt to relate the absorbed

percentage of the ingredient (y) to the amount of liquid in the batch (x), Bissell
(1992) gives the data in Table 6.19.

a. Make a scatter plot of the data.
b. Estimate the prediction equation.
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Table 6.19 Absorbed Liquid Data

¥ = ¥ "

310 4.52 760 6.63
330 5.18 800 5.48
370 5.76 810 6.22
400 5.10 910 5.88

450 6.09 1020 6.99
490 5.55 1020 6.30
520 5.46 1160 6.86
560 5.80 1200 6.73
580 5.50 1230 6.38
650 5.25 1380 7.7
650 6.12 1460 1.23
650 5.92 1490 6.62

c. Perform a complete, appropriate analysis. Discuss your results and conclu-
slomns.

d. Calculate and plot the 95% confidence and prediction bands.

6.12 A study considered the ability to predict cracking of latex paints on exposed
wood surfaces based on accelerated cracking tests. Data on accelerated crack
rating (x) and exposure cracking (y) are given in Table 6.20.

a. Make a scartter plot of the data.
b. Estimate the prediction equation.

Table 6.20 [ Paint Cracking Data

=
Yt

2.86
4.00
5.65
4.57
5.28
6.26
5.45
6.42
8.7
8.33
8.26
9.24

b I B+ T = O I I I LR T - R |
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¢. Perform a complete, appropriate analysis. Discuss your results and conclu-
slons.
d. Calculate and plot the 95% confidence and prediction bands.

6.13 Williams and Lee (1985) investigated how the propagation of an ultrasonic
stress wave through a substance depends on the properties of the substance.
Data on fracture strength (x, as a percentage of ultimate tensile strength) and
attenuation (y, in neperfcm, the decrease in amplitude of the stress wave) in
fiberglass-reinforced polyester composites were read from a graph that appeared
in the paper and is shown in Table 6.21.
a. Make a scatter plot of the data.
b. Estimate the prediction equation.
c. Perform a complete, appropriate analysis. Discuss your results and conclu-

sions.

d. Calculate and plot the 95% confidence and prediction bands.

6.14 Fearn (1983) presents an experiment to calibrate a near-infrared reflectance
instrument for the measurement of protein content of ground wheat samples.
See Table 6.22. The aim of the experiment is to predict the protein content (y)
from the reflectance of near infrared radiation at a wavelength of 2310 (x).
a. Make a scatter plot of the data.
b. Estimate the prediction equation.
¢. Perform a complete, appropriate analysis. Discuss your results and conclu-

slons.
d. Calculate and plot the 95% confidence and prediction bands.
Table 6.21 Ultrasonic Stress Wave Data

= ¥
12 3.3
30 3.2
36 3.4
40 3.0
45 2.8
37 2.9
&2 2.7
&7 2.6
71 2.5
78 2.6
93 2.2
94 2.0
100 2.3

105 2.1
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Table 6.22 Infrared Reflectance Instrument Data

¥ #* ¥ =

9.23 386 10.57 443
8.01 383 10.23 450
10.95 353 11.87 467

11.67 340 B8.09 451
10.41 an 12.55 524
9.51 433 8.38 407
8.67 3 9.64 374
1.75 353 11.35 N
8.05 77 2.70 353

11.39 398 10.75 445
9.95 378 10.75 383
8.25 365 11.47 404

» 6.3 Multiple Linear Regression

In most engineering problems, the response depends on several regressors. Mul-
tiple linear regression is a straightforward extension of simple linear regression
to more than one regressor. Essentially, model estimation, model testing, and
prediction all follow the same basic procedure.

Multiple Linear Regression Model

Often, we can well model engineering phenomena as a linear combination of
several regressors. For example, Box and Bisgaard (1987) model the cracking of
carbon-steel springs (the response) in terms of these factors:

*  The temperature of the steel before quenching
#  The amount of carbon in the formulation
»  The temperature of the quenching oil

Let y; be the percentage of springs that do not exhibit crack-
ing for the ith batch produced. Let x;; be the temperature
e et R essior e g e of th'e steel _for the i th batch, let x;2 be the amount of car-
o s str.fctfyspeukinlgr A bon in 1the IT:'h batch, ;?nd let x;; be the temperature of th_e
e ' qruem".lhmg oil for the 7 th batch. A possible model for this

situation is

yi=fo+ Bixi + frxin + Paxis + €6,
where

Bo is the y-intercept.

B1 is the coefficient associated with the steel temperature.

f2 is the coefficient associated with the amount of carbon.

B is the coefficient associated with the quenching oil temperature.
£; 1s a random error.

% & 8 @




Just as in simple linear regression, we usually assume that the random errors
are independent with mean 0 and variance o?. Under these assumptions, the
expected value of the response for the i th set of conditions for the regressors is

Elyl = Bo + Pixit + Prxip + Bixis.

In the multiple regression setting, we must be very careful with our inter-
pretation of the coefficients, the g’s. The coefficient, g;, represents the expected
change in the response for a one-unit change in x; given that all the other regres-
sors are held constant! In the springs with cracks example, the engineers have
complete control over all three regressors. As a result, they truly can change one
regressor while holding the others constant. In many other engineering contexts,
however, we really do not have this ability. In Chapter 1, we discussed an exam-
ple involving a production process for a polymer filament. Supervisors kept a log
of the actual temperatures and pressures for the reaction, which indicated that
in the actual process, as the temperature increased, so did the pressure. In this

situation, we could not make a one-unit change in temper-
VOICE OF EXPERIENCE ature without making some kind of change in the pressure.

Observational studies can haove problems We say that temperature and pressure are at least partially

with collinearity.

collinear. Collinearity is an important problem in regression

analysis, which we shall introduce in Section 6.5.

Multiple linear regression means that the model is linear in terms of the
coefficients. For example, engineers often use a Taylor series approximation to
justify this type of polynomial model:

> o 7
yi = Bo + Bixji + Paxp 4+ Buixjy + Baaxiy 4+ Buxixia + €.

Since the model is linear in the coefficients, we could define new regressors x;; =
x;-!l, Xy = xfz, and x;5 = x;1x72 to produce an exactly equivalent model of the
form

vi = Bo+ Bixi + Baxip + Byxiz + Baxig + Baxis + €

Two other examples of multiple linear regression models are

1
¥i= o + B log(xi1) + B2 &
X

logly;) = 8o + Bixn + Paxin + €.

In each case, we could define either a new response or new regressors that pro-
duce exactly equivalent models that appear completely linear in the new terms.

Just like simple linear regression, we traditionally use the method of least
squares to estimate the coefficients. Suppose our model has k regressors and is
of the form

¥i= Bo+ Bixit + -0+ Bpxy + e

Let bg,b1,..., by be the corresponding estimates of the coefficients, and let
be the predicted value for the response for the 1 th set of conditions for the
regressors. Thus,

j'_. =bo 4+ bixin 4o by,
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Once again, we define the sum of squares of the residuals by

"
ISST{’S = Z |:_1' P — {:'Jl.

We call bp,b1,...,b; the least squares estimates if they minimize 55,.;. From
calculus, we find these estimates by taking the partial derivative of S5,.. with
respect to each parameter and setting them equal to zero, which produces the
following k + 1 equations in k& + 1 unknowns:

g M

1
1;) Z [vi — (bo + bixin + baxp + -+ .F;J:_TI-L._I|2 =)
gl

la
Ll z [vi — (bg + byxjy + baxpp +---+ e’?,rsxj-lr:_ljl =)

M
Z [vi— by + byxj + baxp + -+ H;;em';kj[: =],

I=1

11
o

[f.'f f} F

These derivatives result in the “normal™ equations:

H ] ) n
nby + by Z.T,-g + b Zx;—; + ot by Z.\:r.l. == Zjﬁ,
i=1 i=1 =1 =1
n H T i "
by Z.x',-; + by Zxﬁ + b3 Z.‘c,;.t',z + -+ by Z-"rix;’k = Zx”_jrl.
=1 =1 =1 = i=1
Fl "

n " n
by Z xi2 + by Zx,.'|_\',-'1 + b2 Z.TE_‘_\ + o+ by Z.\';g.‘r,‘_{.— = Z Xi2Yi

=1 =1 =1 =1

H L T " H
¥
bo ) xip+b1 ) wixip+ba Y xpxm 4o +bp Y xp =D xayi
=1

=1 i=1 i=1 i=1

Matrix Notation (Optional) Matrix notation is convenient for some of our
discussion in this chapter. Let y be the n x 1 vector of responses

#
y =12, ynl

Let X be the » x (k4 1) matrix defined by

F = e ot
f1xi1x12...%14 rfxl“-,

1 %31 37 ... Xip %X

X: —— 4

| G =3 (= Rt o X;

\ 1 xn1 X2 ... Xyl \ K;;. /
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where x/ is the 7 th row of X and represents the specific values for the regressors
for the 1 th data point. We sometimes call X the model matrix. Finally, let b be
the (£ + 1) % 1 vector of estimated coefficients:

b= (bg;byy... by,
We now can rewrite the normal equations as
X'Xb = Xy.
If X'X is nonsingular, then the least squares estimates of the coethcients are
b= {(XN)""X'y.

Standard statistical software packages and many spreadsheets use good algo-
rithms for finding these estimates.

Model Testing and Prediction

Once we estimate the model, we need to address some basic questions such as:

|. Is there a relationship between the response and at least one of the
regressors?

What is the overall adequacy of the model?

If there is a relationship between the response and at least one of the
regressors, which ones are related?

W ]

We can address each of these questions using straightforward extensions of tech-
niques we developed in simple linear regression, as the next example illustrates.

Example £.11 | Stability of Catalyst

Supercritical water oxidation has become a well-known treatment for conver-
sions of aqueous wastes. Aki, Ding, and Abraham (1994) studied the stability
of chromium oxide in supercritical water oxidation. The effect of oxygen con-
centration (mol fr.), water concentration {mol/L), and residence time (seconds)
on chromium effluent concentration was investigated. Table 6.23 gives the data
based on their study.

R? and the Overall F-Test  The first question is whether there is any relationship
between the response and at least one of the regressars. Our approach to this
question looks at the amount of variability explained by the regression model
|:55m5:| relative to the amount of variation left unexplained and presumed to be
error (55,..).

Just as in simple linear regression, we define the total variability by

n

58 v = Z ¥i—¥ e,
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Table 6.23

Chromium Effluent Concentration Data

Water Cone. Oxygen Conc. Time Cr Conc.
5.66 0.025 5.40 49.95
6.38 0.017 5.64 47.59
3.43 0.069 5.23 38.97
3.88 0.054 5.81 46.16
5.06 0.030 6.04 48.93
4,39 0.036 6.56 51.68
6.20 0.014 6.43 48.70
3.73 0.052 6.44 46.21

Once again, we can establish that
"{S.'Iu'..'ll — .i,':-u',.-._-\: 4 5.‘;.-::.

where

is the variability explained by the model. If all of the coefficients asseciated with
the regressors are truly zero, then the predicted values are all near the overall
mean, and the model does not fit the data well. Virtually all of the variability
remains unexplained. As a result, S5 is relatively small and S5 is relatively
large. On the other hand, if some of the coefficients associated with the regres-
sors are not zero, then at least some of the predicted values differ from the overall
mean. The model fits the data better, and $5..3 accounts for more of the total vari-
ability. If the model fits the data almost perfectly, then 55, is very large relative
to S54..
We can use the coefficient of determination,

B Ny g, S
S5 sotal 58+,

to evaluate the overall adequacy of the model. We interpret R ? just as we did in
simple linear regression. Ultimately, we cannot determine what constitutes a good
value for R? without some background on the specific application.

One problem with R? is that it cannot decrease as we add more regressors to
our model. As a result, many analysts prefer to use Rfdj:

LA I

T
Boii=1.0— — -
firfe __Hb.ri:l,"l;_."l.l." - I.'

This measure “adjusts” RZ for the degrees of freedom we use for the model. As k
gets larger, n— k—1 gets smaller. As we add terms to our model, Rfdf will increase
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only if the new term reduces 55.. enough to compensate for the decrease in
n — k—1. Most standard statistical software packages routinely give both R? and
R2.
/]
We can also develop a formal testing procedure for the overall adequacy of
the model. Let M5 be the mean squared residual:

.gl‘;_l'._l_:_'

.'Jll'[::l‘r"c — - 5
g -_i‘lf;-(u_;

where dfi, is the number of degrees of freedom for the model. In general,

df,,. = number of observations — number of parameters in the model

==l =%

f
I res

For the multiple linear regression models with k regressors, we have k + 1 param-
eters in our model to estimate; thus, df.: = n — k— 1. Under our model assump-
tions, we can show that

E(MS;s) = 0

thus, MS,.. is an unbiased estimator of 2.
Let MS,.; be the mean squared for the regression mode| defined by

$Seq

i;‘lllllu i

]

{‘I-'.I.'.\‘n-_s:_? =

where df ., is the number of degrees of freedom for the model. In general,

df,

frec = number of parameters in the model — 1.

Since our models always have a y-intercept, we have k + 1 parameters in our
model, and dfg = k, the number of regressors. Under our model| assumptions,
we can show that

E | MS reg § > l.'T: !

and equals o7 if and only if the true coefficients associated with all the regressors
are 0.

If some of the coefficients are significantly different from 0, then MS. is large
relative to MSes. As a result, MSpaq/MSy: is large. On the other hand, if the model
does not fit the data, then this ratio is small, on the order of 1 or less. We can show
that if the true value for all of the coefficients is 0, then MS;eq/MS,s; follows an F-
distribution with k numerator degrees of freedom and n — k — 1 denominator
degrees of freedom.

We now can develop an appropriate hypothesis test to determine whether
some relationship, either positive or negative, exists between the response and at
least one of the regressors. If the response does not depend on at least one of the
regressors, then all of the coefficients must be zero. In such a case, there seems
to be little point in continuing the analysis. On the other hand, if the response
depends on at least one regressor, then at least one of the coefficients must be
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different from zero. We then pursue follow-up analyses to determine which of the
coefficients are nonzero.
Our hypotheses are

f'jl”: ﬁ: =rj:="=|!}l,|__-={:|
H;: Atleastone §; #0 fici=12 ..k
Thus, this test jointly considers all of the coefficients.

Strictly speaking, if the random errors follow a normal distribution, then the
test statistic is

|1|I.! S_l'llc_:
MS,

F=

As long as the random errors follow a reasonably well-behaved distribution, we
feel comfortable using this test statistic. The degrees of freedom for the test statis-
tic are k for the numerator and n — k —1 for the denominator.

Since we have only one possible alternative hypothesis, we always reject Hg
if F= Fink-1.a. In our case, we reject the null hypothesis if

P Fomb-iin
- JL.I\,_,J__|:|_||{
= 6.59.

If instead we use standard statistical software, we reject Hy if the p-value associ-
ated with this test statistic is less than .

We typically use an analysis of variance (ANOVA) table to summarize the cal-
culations for this test. We call this an analysis of variance because we are testing
the variance explained by the model relative to the variance left unexplained.
Table 6.24 gives the analysis based on the MINITAB statistical software package.
Source refers to our partition of the total variability into two components: one
for the regression model and the other for the residual or error. Since we have

Table 6.24

The Analysis of Variance Table for the Chromium—Effluent Concentration Data

Analys=i= of Variance

Source DF 58 M5 F 3%
Regression 3 58.298 32.766 25.25 0D.o04
Residual Errror 4 4,481 1.120

Total 7 102,779

5=1.05843 FE-S5g = 95.6% E-Sgladj)= 92.4%
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three regressors, we have three degrees of freedom for the model. The degrees
of freedom for the residuals or the error are

number of observanons — number of parameters =n—k—1=4

for this particular situation. We obtain the mean squares by dividing the appropri-
ate sum of squares by the corresponding degrees of freedom. We calculate the
F-statistic by dividing the mean square for regression by the mean square for the
residuals. In this case, we obtain an F-value of 29.25 and a p-value of 0.004.

Since the p-value is less than « = 0.05, we may reject the null hypothesis and
conclude that the effluent concentration does depend on oxygen concentration,
the water concentration, or the residence time. Furthermore, we cbserve that
R® = 0.956, which tends to indicate a reasonable candidate model. Of course,
we need to conduct follow-up analyses to determine whether we can develop a
better model.

Tests on the Coefficients Once we determine that the effluent concentration
depends on at least one of the regressors, we need to determine which specific
ones. Let By be a hypothesized value for g for j=1, 2,..., k. In general, these
are the hypotheses:

Hp: Bi= B Hg: Bi=§ap Hg: &= B
H;: Bi = Bin Ha: Bi= Bip Ha: B # Bo.

Usually, ;0 will be zero, which corresponds to a null hypothesis of no relationship
between the jth regressor and the response. It is important to note that these
hypotheses test the relationship given that the other regressors are held constant.
We thus must use some care in interpreting the results of these tests.

In this particular case, the engineers wish to determine which of the regressors
appear to influence the effluent concentration. As a result, these are the appro-
priate hypotheses:

Hpj: = Q0 forj=1,2,....k

g -0t o el 200 R

We next need a test statistic. Let &b, be the estimated standard error for by. If we
can assume that the random errors follow a well-behaved distribution, then our
test statistic is

The degrees of freedom for the test statistic are n — k—1.
Our critical regions are listed next:

* ForHs: B; < Bjp, we reject Hy if t < —tq__1.
* ForHs: B; > Bjp, we reject Hp if t > tq__1,0.
* For Ha: B; # Bjo, we reject Hp if |t > thok_1,0/2.

In addition to the calculated value for the test statistic, computer software prints
out the p-value. In Chapter 4, we learned that the p-value depends on the specific
alternative hypothesis. Most software packages assume a two-sided alternative.
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Table 6.25

The Tests on the Individual Coefficients for the Chromium-Effluent
Concentration Data

Predictor Coef S5E Coef T P

Constant 154.41 25.14 6.14 0.004
Water Conc. -11.810 2.376 -4.89 0.008
Oxygen Conc. —-827.5 145.1 =5.70 D.00%
Time -3.400 1.544 2,20 0.092

When this is appropriate, we reject the null hypothesis whenever the given p-value
is less than .
In our case, we reject the null hypothesis if

Table 6.25 gives the analysis based on the MINITAB statistical software package.
We see the least squares estimates of the intercept (Constant), the coefficient
associated with the water concentration {(water conc.), the coefficient associated
with the amount of oxygen concentration (oxygen conc.), and the coefficient asso-
ciated with the residence time (time). Next to each estimate is the appropriate
estimated standard error. The value of the t-statistic is simply the ratio of the
parameter estimate and the standard error. The software then gives the p-value
testing whether the parameter is zero versus the alternative not equal to 0.

\We see that the coefficients for the water concentration and the oxygen con-
centration have p-values less than « = 0.05. As a result, we have evidence that
both water and oxygen concentrations influence the chromium-effluent concen-
tration, given the other regressor in the model. Furthermere, since both coeffi-
cients are negative, we see lower chromium—effluent concentration as we increase
the water or oxygen concentration.

Once we conclude that the coefficient for the water concentration is not zero,
many analysts suggest giving a range of plausible values for it. In general, we
need to be very careful about confidence intervals for regression coefficients in
multiple linear regression. We must keep in mind that these coefficients repre-
sent the estimated per-unit change associated with a specific regressor when all
of the other regressors are held constant. These coefficients represent the esti-
mated impact of the specific regressor once all of the other regressors are in
the medel. Thus, these coefficients represent the estimated impact above and
beyond the impact of all the other regressors. Improperly applied, confidence
intervals on the individual coefficients tend to give these coefficients more weight
than they deserve. Many experts in regression analysis prefer joint confidence
intervals for several coefficients of interest over confidence intervals for individ-
ual coefficients. Unfortunately, we must leave joint confidence intervals for more
advanced texts.
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Table 6.26 The Confidence and Prediction Intervals

Obs Cr Conc. Fit SE Fit SE% 2T 85% PI

1: 49.95 49.650 O0.84B (47.295, 52.005) (45 .BB4, 53.414)

2  47.59 47.094 O0.758 (44.990, 49.199) (43.480, 50.709)

3 38.97 39.710 0.906 (37.194, 42.,225) (35.R41, 43.578)

4 46.16 44.925 0.511 (43.505, 46.345) (41.661, 4B.189)

5 48.93 50.303 0.552 (48.768%9, 51.8B36) (46.988, 53.617)

6 51.68 51,348 0,756 (49.250, 53.447) (47.737, 54.959)

7 4B8.70 4B.9B1 0.B5B (46.597, 51.364) (45.197, 52.764)

B 46.21 4£.17% 0.701 (44.234, 48.125) (42 .655, 49.704)

A 95% confidence interval for the true value of this coefficient is
by by 182 0p =—11.610 = 2.777(2.376)
=—11.610+6.598
= ( — 18.208,—5.012).

Thus, the plausible values for this coefficient are between —18.208 and —-5.012,
which confirms the negative relationship between the water concentration and
the response.
Confidence and Prediction Intervals Most statistical software packages pro-
vide the option to generate the 95% confidence and prediction bounds for the
data used to generate the model. Table 6.24 gives the confidence and prediction
intervals generated by the MIMITAB statistical software package for the chromium
effluent concentration data.

How to come up with the final model in regression is an important topic.
We will only discuss this briefly. In many regression problems, model reduction
is done one term at a time because factors are correlated (see Section 6.5). It is
common to begin with the largest p-value for the highest-order term. Then, in
general, terms are removed one at a time until all remaining terms are significant.
However, in many planned or designed experiments, the factors are orthogonal
or uncorrelated. In this case, model reduction is done in one step by removing all
terms that are insignificant at the same time. We will talk more about planned
experiments in the next two chapters.

» Exercises

6.15 Chang and Shivpuri (1994) study the effect of the furnace temperature (x;) and

die close time (x2) on the temperature difference (y) on the die surface in a die

411




412

Chapter 6

Linear Regression Analysis

Table 6.27 The Die Casting Data
Temp. Time ¥
1250 6 80
1300 7 95
1350 & 101
1250 7 85
1300 & 92
1250 8 87
1300 8 26
1350 7 106
1350 8 108
casting process. Ideally, they would like to minimize this difference. Table 6.27
summarizes the data. Perform a complete analysis. Discuss your results and con-
clusions.
6.16 Tracy, Young, and Mason (1992) studied the impact of temperature (x,) and
concentration (x;) on the percentage of impurities (y) for a chemical process.
Table 6.28 gives the data. Perform a complete analysis. Discuss your results and
conclusions.
Table 6.28 The Impurities in a Chemical Process Data

Temp. Conc. Percent Impurities
85.8 42.3 14.9
83.8 43.4 16.9
84.5 42.7 17.4
86.3 43.6 16.9
85.2 43.2 16.9
83.8 43.7 16.7
86.1 43.3 171
85.9 43.4 16.9
85.7 43.3 16.7
86.3 42.6 16.9
83.5 44.0 16.7
85.8 42.8 171
85.9 43.1 17.6

84.2 43.5 16.9
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Lawson (1982) conducted a designed experiment to optimize the yield (the
response) for a caros acid process. For proprietary reasons, he could not dis-
cuss the three specific regressors, x;, X3, and x;. Table 6.29 lists the data in
their actual run order. Perform a complete analysis. Discuss your results and
conclusions.

Said and colleagues (1994) studied the effect of the mole contents of cobalt (x1)
and calcination temperature (x3) on the surface area of an iron—cobalt hydroxide
catalyst. Table 6.30 gives the data. Perform as complete an analysis as possible.
Discuss your results and conclusions.

Table 6.29

The Caros Acid Data

Run 7 Xg X3 ¥
1 -1 1 -1 77
2 1 1 1 g2
3 0 0 0 81
4 —1 -1 1 86
5 1 -1 -1 &7
& 1] o 0 a2
7 0 0 -1 72
8 —1 0 0 84
9 0 1 0 81

10 1] 0 1 87
ik 0 0 0 82
12 0 -1 0 74
13 0 0 0 82
14 1 o] 78
15 1 -1 80
16 —1 -1 -1 &8
17 -1 1 1 92
18 0 o 0 a
19 0 0 0 80
20 1 -1 1 86
21 0 -1 0 76
22 1] o -1 7
23 -1 0 0 86
24 0 0 0 a2
25 0 0 0 81
26 1] o 1 86
27 0 1 0 82
28 1 0 0 79
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Table 6.30

6.20

6.21

6.22

The Catalyst Data

Cobalt Surface
Contents Temp. Area
0.6 200 20.6
0.6 250 82.7
0.6 400 58.7
0.6 500 43.2
0.6 600 25.0
1.0 200 127.1
1.0 250 112.3
1.0 400 19.6
1.0 500 17.8
1.0 600 09.1
2.6 200 53.1
2.6 250 52.0
2.6 400 43.4
2.6 500 42.4
2.6 600 3.6
2.8 200 40.9
2.8 250 379
2.8 400 275
2.8 500 27.3
2.8 600 19.0

Wauchope and McDowell (1984) studied the effect of the amount of extractable
iron, the amount of extractable aluminum, and the pH of soils on the soils’
adsorption of phosphate. Table 6.31 gives the data. Perform a complete analy-
sis. Discuss your results and conclusions.

Liu, Kan, and Chen (1993) studied the relationship among the superficial fluid
velocity (x1), the liquid viscosity (x2), and the mesh size of the openings (x1) on
a dimensionless factor (y) used to describe pressure drops in a screen-plate bub-
ble column. Table 6.32 summarizes the data. Perform as complete an analysis as
possible. Discuss your results and conclusions.

A study was carried out to relate specific power, proportional to power per unit
weight (x1), flight range factor (x3), payload as a fraction of gross weight of air-
craft (x3), and sustained load factor (x4) to the first flight date, in months after
January 1940 (y). The data from Cook and Weisberg (1982) are in Table 6.33.

Perform a complete analysis. Discuss your results and conclusions.

Perch and Bridgewater {1980) investigated the relationship among the percent of
fixed carbon (x4}, the percent ash (x3), and the percent sulfur (x;) on the coking
heat (y) in BTU per pound. Table 6.34 summarizes the data. Perform a complete
analysis. Discuss your results and conclusions.




Exercizes

Table 6.31 The Soil Adsorption Data
Extractable Extractable Adsarption
Iron Aluminum pH Index
&1 13 1.7 4
175 21 1.7 18
111 24 6.8 14
124 23 7.3 18
130 &4 5.1 26
173 38 5.7 26
169 33 5.8 21
169 &1 5.2 30
160 39 6.3 28
244 71 5.7 36
257 112 4.4 65
333 88 4.5 62
199 54 6.2 40
Table 6.32 The Pressure Drop Data
Fluid Liquid Mesh
Velocity Viscosity Size ¥
2.14 10 0.34 28.9
4.14 10 0.34 26.1
8.15 10 0.34 22.8
2.14 2.63 0.34 24.2
414 2.63 0.34 15.7
8.15 2.63 0.34 18.3
5.60 1.25 0.34 18.1
4.30 2.63 0.34 19.1
4.30 2.63 0.34 15.4
5.60 101 0.25 12.0
5.60 101 0.34 19.8
4.30 1041 0.34 18.6
2.40 101 0.34 13.2
5.60 101 0.55 22.8
2.14 mz2 0.34 41.8
414 112 0.34 48.6
5.60 10.1 0.25 19.2
5.60 1041 0.25 18.4
5.60 10.1 0.25 15.0
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Table 6.33 First Flight Data

¥ 1 a x5 X4

82 1.468 3.30 0.166 0.10
89 1.605 3.64 0.154 0.10
1M 2.168 4.87 0.177 2.90
107 2.054 4.72 0.275 1.10
115 2.467 4.1 0.298 1.00
122 1.294 3.75 0.150 0.90
127 2.183 3.97 0.000 2.40
137 2.426 4.65 0.117 1.80
147 2.607 3.84 0.155 2.30
166 4.567 4,92 0.138 3.20
174 4.588 3.82 0.249 3.50
175 3.618 4.32 0.143 2.80
177 5.855 4.53 0.172 2.50
184 2.898 4.48 0.178 3.00
187 3.880 5.39 0.101 3.00
189 0.455 4.99 0.008 2.64
194 8.088 4.50 0.251 2.70
197 6.502 5.20 0.366 2.90
201 &.081 5.65 0.10&6 2.90
204 7.105 5.40 0.089 3.20
255 B8.548 4.20 0.222 2.90
328 6.321 6.45 0.187 2.00

Table 6.34 Coking Heat Data

X1 X3 X3 ¥

83.2 11.2 0.61 625
78.9 5.4 0.60 680
76.1 5.3 1.65 &80
72,2 8.1 1.06 710
73.2 1.0 1.02 710
73.8 6.0 0.75 685
70.6 8.6 0.74 705
&68.4 9.8 1.09 &85
70.5 6.7 0.76 &80
63.2 11.8 1.85 700
55.8 10.4 0.7 720

(Continued)
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Table 6.34 Coking Heat Data {Continued)

56.3 8.8 1.70 705
571 5.3 0.93 730
55.6 6.6 0.90 715
54.7 6.5 1.54 705
534 4.5 1.10 730
60.4 2.9 1.08 725
60.8 8.1 1.41 710
61.9 6.8 1.03 710
61.8 6.8 0.99 700
61.9 6.6 0.90 715
61.1 6.4 0.7 710
59.0 1.6 1.36 740
59.3 7.0 1.31 730
56.6 7.6 1.07 730

6.23 The three basic structural elements of a data processing system are files, flows,
and processes. Files are collections of permanent records in the system, Hows are
data interfaces between the system and the environment, and processes are func-
tionally defined logical manipulations of the data. An investigation of the cost
of developing software as related to files, flows, and processes was conducted.
The data are in Table 6.35. Perform a complete analysis. Discuss your results
and conclusions.

Table .35 Cost of Developing Software Data

Files Flows Processes Cost
4 44 18 22.6
2 33 15 15.0

20 80 80 781
& 24 21 28.0
& 227 50 80.5
3 20 18 24.5
4 41 13 20.5

16 187 137 147.6
4 19 15 4.2
& 50 21 48.2
5 48 17 20.5
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Table 6.36 The Power Plant Data
Flow Rate Water Depth Head Loss Coefficient
566 32.55 0.20
848 37.03 0.28
856 35.45 0.59
856 36.61 0.53
856 37.46 0.52
852 37.46 0.71
852 36.67 0.76
3852 35.63 0.79
1687 41.03 1.20

6.24 Fuamba, Brosseau, and Mainville (2007) investigated the relationship among
flow rate (x;) and water depth (x;) on the head loss coefficient (v) at a hydroelec-
trical power plant. Table 6.36 summarizes the data. Perform a complete analysis.
Discuss your results and conclusions.

6.25 Mukhopadhyay (2008) studied the rubber mixing process for the manufacture
of hot water bags. The goal was to understand the relationship among the initial
temperature of the dispersion kneader (x1), the final temperature of the disper-
sion kneader (x; ), and the temperature of the open mill (x;) on the scorch time
{v). Table 6.37 provides a subset of the data. Perform a complete analysis. Dis-
cuss your results and conclusions.

Table 6.37 The Hot Water Bag Data

Initial Final Open Mill Seorch
Temperature Temperature Temperature Time
B5.0 B4.5 69.2 2.90
B6.5 B84.5 68.5 2,55
79.5 79.0 60.2 3.85
B3.5 84.5 63.1 3.18
B4.5 85.0 53.1 4.30
56.5 70.5 49.1 3.75
B6.5 B7.5 59.8 3.40
82.5 B1.5 63.5 3.46
56.5 78.5 65.3 312
21.5 B9.5 66.2 2.25
76.5 78.0 58.3 4.45

{Continued)
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Table 6.37 The Hot Water Bag Data (Continued)

Initial Final Open Mill Scorch
Temperature Temperature Temperature Time
75.0 78.5 50.2 4.20
85.5 85.0 62.8 3.20
87.5 B3.5 53.1 4.23
74.5 B2.5 62.3 316
67.5 78.5 68.4 2,70
73.5 79.5 65.8 312
88.5 1.5 71.2 2.85
89.5 86.5 67.8 2.54
75.5 B5.5 54.8 3.40
B81.5 B35 52.3 415
84.5 B1.5 68.7 2.48
57.5 70.5 61.2 3.83
87.5 89.0 53.8 3.20
87.5 B5.5 67.2 2.56
84.5 83.5 61.5 3.45
85.5 89.5 69.3 2.3
83.5 B81.5 701 2.90

» 6.4 Residual Analysis

We estimate models based on their ability to explain the observed data. The
residuals measure how well the model predicts the data used in the model’s
estimation. In a sense, the residuals represent the failure of
VOICE OF EXPERIENCE the model to predict the given data. As a result, the residuals
: - provide a wealth of information on the quality of the analy-
The residuals ore fundomental for checking ; : Fi A :
. sis. Large residuals indicate either an outlier or a poor model
our ossumptions. : ] P
{due to model misspecification or some violation of the
underlying assumptions). Every measure of the adequacy of
the chosen model we have developed depends on

n

i ) ey
.E‘nb,ry;; = Z '._"r'r = .'l'll'.'_.

We cannot appreciate how well our model estimates the data without a thor-
ough analysis of the individual residuals. In this section, we emphasize some
simple graphical techniques for this analysis. First, we outline methods for
identifying systematic model misspecification. We then develop methods for iden-
tifying possible outliers and for checking the assumptions underlying our
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estimation and testing procedures. We conclude this section by showing how
transformations often can improve our models.

Checking for Model Misspecification

Model misspecification often reveals itself by a systematic pattern in the residu-
als. Two plots often prove useful for identifying this problem:
I The residuals against the predicted values

?. The residuals against the regressors

In the case of simple linear regression, the two plots are essentially the same.
If our model is reasonable, we expect the residual plots to look like a random
pattern, as in Figure 6.5. Two common problems are systematic curvature, as in
Figure 6.6, and a funnel shape, as in Figure 6.7. We generally can correct these
problems either by adding appropriate terms—for example, an x? term—or by
a transformation of the response. It is important to note that by transforming
the response, we affect the distributional assumptions on our random errors. In
many cases, the changes are nontrivial. We leave a more detailed description of
this issue to a more advanced course.

Figure 6.5 An "Ideal” Residual Pattern
e
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Figure 6.6 Systematic Curvature in a Residual Plot
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Figure 6.7

A Funnel Pattern in a Residual Plot

Example 6.12 | Vapor Pressure of Water

Chemical and mechanical engineers often need to know the vapor pressure of
water for specific temperatures. One approach requires the engineer to always
refer to the infamous steam tables. Another approach seeks to use a simple model
to predict the vapor pressure given the temperature. Thus, temperature is the
regressor, and vapor pressure is the response. Table 6.38 lists the vapor pressures
of water for various temperatures from 10° C to 607 C. Figure 6.8 is the scatter plot
of these data. We see that as the temperature increases, so does the vapor pres-
sure. This plot indicates that we may be able to model the vapor pressures using
a straight line in the temperatures. Although the data display some curvature,
a straight line may serve as a useful first approximation. This curvature provides
us with an excellent opportunity to illustrate how we can use a residual plot to
identify model misspecification. Later in this section, we shall use an appropriate
transformation to improve this model.

Table 6.39 gives the analysis of the simple linear regression moedel based
on the SAS statistical software package. In this case, because we have only one
regressor, the overall F-test and the test on temperature are equivalent. Since they
both yield a p-value of 0.0036, we may safely conclude that the vapor pressure of

Table 6.38

The Vapor Pressure of Water Data

Temp. {°C) Vapor Pressure (mm Hg)
10 9.2
20 17.5
30 31.8
40 55.3
50 92.5

60 149.4
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Figure 6.8

The Scatter Plot of the Vapor Pressure Data
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water does depend on the temperature. The estimated coefficient is positive, so
the vapor pressure does increase as the temperature increases.

We next notice that R? is 0.9038 and Rzad; is 0.8798. This model may be ade-
quate for predicting the vaper pressures by the temperatures; however, since
we are dealing with physical phenomena, we may be able to generate a better
model.

Figure 6.9 is a plot of the residuals against the predicted walues. We see
that the residuals for low temperatures are positive, for moderate temperatures
they are negative, and for high temperatures they are positive again. The pat-
tern appears qguadratic. Figure 6.10 plots the residuals against the temperatures
and reveals the same pattern. The pattern suggests that a better model should
include a quadratic term for temperature or some other method to account for

Table 6.39

The Computer-Generated Analysis of the Vapor Pressure Data

Enalysis of Variance

Sum of Mean

Source DOF Squares Sguare F Value Procb > F
Model 1 12875.2B9%23 12879.28%29 37.591 0.0036
Error 4 1370.45505 342 .61478
C Teotal 5 14248.74E33

Root MSE 18.50986 E-sguare 0.9038

Dep Mean 53.2833% Adj R-=sg 0.8793

2 31.22270

Parameter Estimates
Farameter Standard T for HO:
Variable DF Estimate Error Parameter=0 P = |T|
INTERCEPT 1 -35.666667 17.23173798 =2.070 0.1073
T 1 2.7128587 0.44247018 6.131 0.0036
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Figure 6.9 The Residuals Versus Predicted Values Plot for the Vapor Pressure Data
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Figure .10 | The Residuals Versus Temperature Plot for the Vapor Pressure Data
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the curvature in the data. At the end of this section, we shall develop a model
that deals with this curvature.

Ouitliers, Leverage, and Influence

We have already observed that outliers are data values that appear to be

distinctly different from the rest of the data. In the regres-

VOICE OF EXPERIENCE sion setting, data may appear to be distinctly different

Outliers are not necessorily invalid dato. in. terms of the i i e D.f the e
Thus, there are three possibilities for the different points:

1. Outliers,which are data points where the observed response does not
appear to follow the pattern established by the rest of the data

1. Leverage points, which are data points that are distant from the other data

points in terms of the regressors

Influential points, which try to combine the concepts of both leverage

points and outliers

o]

Lad

Outliers are extreme data values in terms of the y-direction. Leverage points
are extreme data values in terms of the x's. Influential points are extreme in a
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combined sense and can carry undue influence on your analysis. The next two
examples illustrate these concepts.

Example 6.13 | Surface Tension of Water-Based Coatings

The laboratory manager for a paint manufacturer asked a summer intern to make
a series of waterbased coatings by changing only the amount of the surfactant.
The manager wanted the intern to see exactly what the surfactant does to the
surface tension of the coating. Table 6.40 summarizes the data. Figure 6.11 gives
the scatter plot of the data along with the estimated prediction equation.

The data value with an amount of 0.50 is a leverage point because it is quite
distant from the rest of the data in terms of the amounts. In this case, however,
the observed surface tension appears to be consistent with the trend established
by the rest of the data. As a result, we have no reason to believe that it is overly
influential.

The data value with an ameount of 0.15 appears to be an outlier because it
does naot follow the general pattern of the value in the y-direction; that is, the
response for this amount looks different from the rest of the data. The laboratory
manager rechecked this solution and determined that the intern had misread the
instrument. As a result, the intern’s value was replaced with the correct value.

Table 6.40 The Initial Surfactant Data
Amount Surface Tension
0.05 70
0.10 64
0.15 &5
0.20 54
0.25 50
0.50 26
Figure 6.11 The Scatter Plot and the Prediction Equation for the Initial Surfactant Data
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Example £.14 | Surface Tension of Water-Based Coatings—Revisited

The laboratory manager later asked the intern to repeat the same experiment
using a different surfactant. Table 6.41 gives the results, and Figure 6.12 shows
the scatter plot along with the estimated prediction egquation. In this case, the
data point with an amount of 0.50 appears to be highly influential because its
response does not seem to follow the same trend as the rest of the data and
it is extrame relative to the other amounts. When we use least squares to esti-
mate our model, influential points tend to draw the line to themselves, as Fig-
ure 6.12 illustrates. Many engineers’ instincts would tell them to drop this influ-
ential point and to reanalyze the data. A better policy investigates this point
to leam why it is so different. In general, there are three reasons a point is so
influential:

4

Someone made a recording error, which happens often and is easy to
correct.

Table 6.41 The Second Set of Surfactant Data
Arnount Surface Tension
0.05 70
0.10 60
0.15 49
0.20 41
0.25 30
0.50 46
Figure £.12 | The Scatter Plot and the Prediction Equation for the Second Set
of Surfactant Data
80 |-
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2. Someone made a fundamental error collecting the cbservation, which
usually requires us to repeat the experiment at that data value to confirm.

3. The data point is perfectly valid, in which case the model cannot account for
the behavior.

Too often both statisticians and engineers become slaves to their models, even
when they should not. George Box, a famous statistician who has worked for
years with engineers, has often said, "All models are wrong. Some models are
useful.” Sometimes we throw out perfectly good data when we should be throw-
ing out questionable models. Figure 6.13 is a typical plot of the surface tension of
a water-based coating as we add surfactant. Although a straight-line model works
well for part of the curve, it cannot work well over the entire range of interest. The
laboratory manager wanted the intern to see this important aspect about surfac-
tants firsthand. In fact, most water-based coatings formulations use amounts of
surfactants out in the flat portion of the curve. Such a strategy makes the coating
insensitive to the actual amount of surfactant added.

Figure 6.13

A Typical Surface Tension Versus Surfactant Amount Plot
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Studentized Residuals

Our regression model assumes that the random errors, the €', are independent
with mean 0 and variance o2, It is natural to think that our residuals, the e’s,
are also independent with mean 0 and variance o2, In actuality, they are not. To
appreciate why, we need to develop some notation.

Let ¥ be the n x 1 vector of predicted values; thus,

In matrix notation,

i =Xb = X(X'X) 1X'y.




6.4 Residual Analysis 427

Let e be the n x 1 vector of residuals; thus,

e=y—4

= F—XNR Xy
= [1— X(X'X)'X'ly
= [I-Hly

where H = X({X'X)~'X'. We often call H the hat matrix.

We call the i th diagonal element of H the ith hat diagonal and denote it by
bii. The hat diagonal represents the distance the point x; is from the center of all
the x’s. For a model that contains an intercept term, we can show that

The i th hat diagonal is 1/n if x; is in the exact center of the space defined by X.
For simple linear regression, b; = 1/nif x; = x.

Recall that a leverage point is one that is distant from the overall center of
the data in terms of the x’s. The hat diagonals provide a measure of this distance.
Most regression texts suggest that sth data point is a leverage point if

2B+ 1)

n

Virtually all statistical software packages calculate the hat diagonals as standard
practice.
We can show that for the ith residual, ¢;,

Ele;) =10

var(e;) = (1.0 — b; b2

As a result, the variance of each residual depends on how far away the data
point is from the overall center of the data in terms of the x’s: the farther the
data point is from the center, the smaller the variance for the corresponding
residual.

The dependence of the variance for the ith residual on the data point’s dis-
tance from the overall center of the data can make interpreting residual plots
difficult. The usual approach to this problem is to standardize the residuals
appropriately. We can show that

&)
a4/ 1.0 — b
follows a standard normal distribution. Unfortunately, we never know o. At first
glance, a reasonable approach uses the internally studentized statistic
&y

\.':._':L'I:qll,c-'_c | AT ili'.l-l

5
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which many people would presume follows a ¢-distribution with n—k—1 degrees
of freedom; however, in reality, it does not for quite technical reasons. The best
approach uses the R-student statistic, r;, defined by

a8 s

e g
siiin/ 1.0 — b

where s;;) is an appropriate estimate of o that does not use the i th residual.
Some people call r; the externally studentized residual. We can show that #; truly
follows a t-distribution with n— k& — 2 degrees of freedom. Virtually all statistical
software packages calculate either the internally or the externally standardized
residuals as standard practice.

Many analysts use R-student as a measure, among many, of influence. Stu-
dentized residuals remove the scale of the data by transforming the residuals into
t-statistics. This means that the magnitude of the studentized residuals has the

same interpretation in every data set. For this reason, we

VOICE OF EXPERIENCE recommend using the studentized residuals for graphically

Whenever possible, use the externally

studentized residuals.

checking assumptions. A very rough rule of thumb suggests
that |r;| = 3 implies that the ¢ th data point is either highly
influential or an outlier and thart |r;| = 2 implies that we

should investigate this point further. There are better tech-
niques for formally determining whether a data value is an outlier or highly
influential. Untortunately, we must leave this discussion for a course that spe-
cializes in regression analysis.

Example 6.15 | Surface Tension of Water-Based Coatings—Continued

Tables 6.42 and 6.43 give the hat diagonals and the R-students for the two surface
tension data sets. Both data sets use the same amounts, the x5, so we expect to
see the same hat diagonals for these two data sets. Since we have one regressor,
k=1, our cutoff value is

2(k+1) 2{2)
= = {J.6666.
M b

Table 6.42

The Hat Diagonals and R-Students for the Initial Surfactant Data

Amount Surface Tension h; r
0.05 70 0.2639 —0.2273
0.10 64 0.2590 —0.6737
0.15 65 0.1934 7.2393
0.20 54 0.1672 —0.6725
0.25 50 0.1803 —-0.2718

0.50 26 0.8381 0.0559
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Table 6.43 The Hat Diagonals and R-5tudents for the Second Set of Surfactant Data

Amount Surface Tension h; r
0.05 70 0.3639 1.3610
0.10 &0 0.2590 0.4268
0.15 49 0.1934 —0.2308
0.20 41 0.1672 —0.6716
0.25 30 0.1803 —1.8122
0.50 46 0.8361 33.2225

The data point with an amount of 0.50 is a leverage point in both data sets. For
the initial data set, the data value with an amount of 0.15 is an outlier because
it has a large, in absolute value, R-student but no real leverage. For the second
data set, the data value with an amount of 0.50 is an influential point because it
also has a large, in absolute value, R-student and it has leverage.

Checking Assumptions

Least squares estimation of the model assumes that the random errors:

Have an expected value of zero

1
. Have constant variance
3

Are independent
Our testing procedures require the additional assumption
SENEE Cif EAPER R S that the residuals follow a well-behaved distribution. We
Our assumptions focus on the random can show that if we use least squares to estimate the model,
errors, not the responses themselves. then the sum of the residuals is zero. As a result, the sam-

ple mean of the residuals, which is our best estimate of the
expected value, is always zero. Some useful graphical techniques for checking
the other assumptions are:

* A plot of the studentized residuals against the predicted values, which
checks the constant variance assumption.

= A plot of the studentized residuals against the regressors, which also checks
the constant variance assumption.

* A plot of the studentized residuals in time order, which checks the
independence assumption.

* A stem-and-leaf display of the residuals or of the studentized residuals,
which checks the well-behaved distribution assumption.

* A normal probability plot of the studentized residuals, which also checks
the well-behaved distribution assumption.

Some statistical software packages use the nonstudentized residuals in these
plots. When possible, we should use the externally studentized residuals to check
these assumptions, particularly the constant variance assumption, because we
know that the nonstudentized residuals do not have the same variance.
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Statisticians tend to focus the most attention on the constant variance assump-
tion. In many engineering problems, the variability increases with the predicted
value. The resulting residual plot displays a distinct funnel effect, which we illus-
trate in the next example. In other cases, the variability appears to depend on
the specific values of at least one of the regressors. In either case, we sometimes
can use an appropriate transformation of either the response or the regressors
to correct these problems.

Too often, people lose the time order of the data, which can be rather unfor-
tunate. Whenever possible, we should plot the residuals in their time order to
ensure that no systematic biases occurred during the data collection. Such biases
can result from important factors for which we did not collect data.

The stem-and-leaf display and the normal probability plot are methods for
checking the shape of the distribution of the residuals. We discussed the stem-
and-leaf display at length in Chapter 2. Most statistical software packages gen-
erate normal probability plots, which we introduced in Chapter 3, as a routine
feature. If the data truly come from a normal distribution, then the resulting plot
should look like a straight line. Deviations are evidence of nonnormality: the big-
ger the deviation, the bigger the problem. Problems with either of these displays
may suggest that we consider an appropriate transformation of the response.

Example 6.16 | Popecorn Data

A popular student project in this course looks at making popcomn. The following
data represent an attempt to find the optimal combination of burner setting (x),
amount of oil (xz), and "popping” time (x3} to minimize the number of inedible
kernels (y) when the comn is popped over a stove top. Te minimize extraneous vari-
ability, the experimenter uses the same burner, the same pan, the same bag of
popcorn, and the same initial amount for each run. In addition, the experimenter
makes only one batch per day to ensure no residual heat effects from the previ-
ous batch. An inedible kernel is one that either does not pop or is burned. The
same person evaluates each batch. From previous experience, the experimenter
believes that an appropriate initial model is

7 ? 3 2
vi= fo+ Bixi + Paxix + Baxiz + fuagy + Braxy + Basxg;
+ Biaxixi + Braxiixia + Baaxipaxin + €.

The experimenter used a Box-Behnken design, which is a commonly used exper-
imental plan for fitting this medel. Table 6.44 gives the results.

Table 6.44

The Popcorn Data

Temp. Qil Time ¥
7 4 20 24
5 3 105 28
7 3 105 40
7 2 20 42

{Continued)
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Table 6.44 The Popcorn Data (Continued)

Temp. oil Time ¥
6 4 105 1
& 3 Q0 16
5 3 735 126
6 2 105 34
5 4 0 32
& 2 75 32
5 2 20 34
7 3 75 17
<] 3 Q0 30
& 3 Q0 17
& 4 73 S0

Table &.45 The Computer-Generated Analysis of the Popcorn Data

Analysis of Variance

Sum of Mean

Source oF Sguares Sgquare F Value Prob=>F
Model 9 8868.93333 985, 44255 3.270 0.1026
Error 5 1506.75000 301.35000
Total 14 10375.73333

Root MSE 17.355944 R-squara 0.8548

Dep Mean 38.53333 Adj R-sg 0.5934

.V 48,85395

Parameter Estimates

Parametar Standard T for HO:

Variable ODOF Estimate Error Parameter=0 P > |T|
INTERCEPT 1 2122.125000 6&19.70855134 3.424 0.0187
X1 1 -379.625000 123.20919710 -3.0B1 0.0274
X2 1 149.375000 91.652229592 1.183 D.2BA3
X3 1 -23.¥B3333 B.21394647 -2.822 0.0370
X1l 1 16.500000 9.034134665 1.826 0.1274
X2z 1 -4 .500000 9.034136R5 -0.4548 0.63895
X33 1 0.067778 0.04015172 1.688 D.1522
X1Z2 1 -4.000000 E.67971774 -0.461 0.6643
X13 1 2.016667 0D.57364785 3.485 0.0176
X23 1 -0.6B3333 0D.57864785 -1.1E1 0.2907
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Table 6.46

The Residuals for the Popcorn Data

Obs X1 X2 X3 ¥ Predict Residual
1 7 4 90 24 13.75 10.25
2 5 3 145 28 20.863 b S
3 7 3 185 40 h&.B8 -16.BE8
4 7 2 a0 42 2B.00 14.00
5 & 4 105 11 4,38 6.62
3 & 3 a0 16 21.00 -5.00
7 5 3 Th 126 (I08R.13 16.8B8
8 & 2 145 34 31 .43 2,87
a 5 4 90 32 46.00 -14.00

10 b 2 75 32 3B.B3 -6.63

Tl 5 2 90 34 44 .25 -10.25

12 7 3 75 17 22.38 -7.38

13 b 3 90 30 21.00 9.00

14 & 3 g0 17 21.00 -4.00

15 6 4 75 50 BZ.B8 -2.B8

Table 6.45 summarizes the analysis based on the SAS statistical software pack-
age. The overall F-test indicates a marginal model because the p-value is greater
than & = 0.05. The R value of 0.8548 indicates that the model accounts for more
than 85% of the observed variability. The adjusted R.; of 0.5934 indicates that the
model is possibly overspecified. The individual t-tests indicate that only the coef-
ficients associated with x;, the burner setting, x3, the popping time, and xx3, the
interaction of burner setting and time, appear significant (have p-values less than
0.05). None of the terms involving x;, the amount of oil, appear to be important.

Table 6.44 gives the residuals for this analysis. Figure 6.14 gives the stem-
and-leaf display, which indicates that the residuals do follow a well-behaved dis-
tribution. We see a single peak, the data appear roughly symmetric, and the tails
die rapidly. Figure 6.15 shows the boxplot and does not indicate any potential
outliers.

Figure 6.16 gives the normal probability plot of the studentized results. We
really do not see a straight line; instead, the pattern appears more 5-like. Usually
such a pattern suggests that we try some kind of transformation on the responses
and reanalyze the data. Since both the stem-and-leaf display and the boxplot look
reasonably good, we may or may not want to use a transformation.

Figure 6.17 is a plot the studentized residuals against the predicted values
and suggests that the variability may increase with the predicted value (a funnel
effect). Such a pattern may justify using a square root or log transformation of the
response and reanalyzing the data.

Figure 6.18 is a plot of the studentized residuals against the burner settings.
We see that the residuals appear to be less variable for a setting of 6 than for the
settings of 5 and 7. If the true effect of the burner setting is quadratic, then this
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Figure 6.14

The Stem-and-Leaf Display for the Popcorn Residuals
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Figure 6.15

The Boxplot for the Popcorn Residuals
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Figure 6.16

The Mormal Probability Plot of the Studentized Residuals for the Popcorn Data
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pattern is consistent with the variability being related to the predicted value of the
response. Figure 6.19 is a plot of the studentized residuals against the amount of
oil. Although there are two studentized residuals near 4 in absolute value, we do
not see any patterns. Figure 6.20 is a plot of the studentized residuals against the
popping times. The residuals for 75 seconds appear to be slightly negative, and
the residuals for 105 seconds appear slightly positive. This pattern may suggest
some systematic departure from the medel that warrants further analysis.
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Figure 6.17 | The Studentized Residuals Versus the Predicted Values for the Popcorn Data
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Figure 6.18 | The Studentized Residuals Versus Burner Settings for the Popcorn Data
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Figure 6.19 | The Studentized Residuals Versus Amounts of Qil for the Popcorn Data
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Figure 6.20 The Studentized Residuals Versus Popping Times for the Popcorn Data
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Figure &.21 The Time Plot of the Studentized Residuals for the Popcorn Data
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Figure 6.21 plots the studentized residuals in their time order. We see no
pattern, so we should feel reasonably comfortable that there were no systematic

effects over the course of the experiment and that the independence assumption
holds.

Transformations
Engineers use transformations of the response for two basic reasons:

|. To correct problems with the underlying assumptions
2. To change the natural metric of the problem in accordance with engineering
theory
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Typically, we use some kind of transformation of the response when we

encounter problems with the constant variance assumption or when the residuals

appear to follow a distinctly nonnormal distribution. In

other cases, engineering theory suggests an appropriate

: - ; transformation of the data. For example, theory from phys-

Erigiricai: gietyivstscn oy plois, which ical chemistry suggests that the vapor pressure is an expo-
ore examples of o tronsformation. - Y TR Por p P

nential function of the inverse of the temperature. We shall

see that this insight provides a much better way to model

our vapor pressure data.

Two common transformations of the response are square root and log.
Both transformations can help to make the variance more consistent over the
region of interest and make the residuals appear more normal. We often use the
square root transformation when we deal with count data. We often use the log
transformation when we believe that the variance depends on the mean or when
the response represents a time until some event.

Example 6.17 | Popcorn Data—Revisited

Table 6.47 gives the analysis for the square root transformation of the data based
on the SAS statistical software package. The overall Ftest appears to provide
a little more evidence that at least one of the coefficients is nonzero, although

Table 6.47 The Computer-Generated Analysis for the Square Root Transformation
of the Popcorn Data

Enalysis of Variance

Sum of Mean

Source DF Squares Square F Value Prob>F
Hodel 9 42.00055 4.66673 1.994 0.0708
Error 5 5.84157 1.16831
C Total 14 47.84212

Root MSE 1.0B0ES9 E-=quare 0.8779

Dep Mean L.6E717 243 R-=g 0.8581

C.W. 19.00571

Parameter Estimates
Parameter Standard T for HO:

Variable DF Estimate Error Parameter=0 P > |T|
INTERCEPT 1 143,9396737 3B.5B&20960 FTa 0.0135
X1 1 -26.652326 T.6T162697 -3.474 0.0178
X2 1 7.913474 5.70673079 1.387 0.2242
X3 1 -1.,4618B35 0.51144180 ~2.858 0.0355
X11 1 1.2277939 0.56251098 2.183 0.0808
X22 1 -0.044361 D.56251098 -0.079 0.9402
X33 1 0.004355 0.00250005 1.742 0.1420
Xl2 1 =0.351914 0.54044307 -0.651 0.5437
X13 1 0.135582 0.03602954 3.763 0.0131
X23 1 -0.0&85476 0D.03602954 -1.817 .1289
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it still is not significant relative to a 0.05 significance level. The R? of 0.8779 is
reasonably good. We cannot directly compare it to the R® for the untransformed
data, however, because the transformation changes the the units for our response
{the transformation changes the metric of our problem). None of the terms involv-
ing x; appears important, which suggests that we drop all such terms from the
medel. In Chapter 7, we shall explain why we reanalyze data in this manner from
a well-planned experiment.

Table 6.48 gives the analysis when we drop all terms involving xz. Now the
overall F-test suggests that at least one of the regressors does influence the num-
ber of inedible kernels. The burner setting (%), the popping time (x3), and their
interacticn are all significant. The two pure quadratic terms appear to be less
important.

Many analysts prefer to use the smallest model that explains the data well.
In that spirit, we would drop the pure guadratic terms. In this particular case, the
experimenter’s goal was to minimize the number of inedible kernels. The pure
quadratic terms play an important rele in finding optimum conditions, as we shall
see. In such a situation, an analyst may justify including some marginal terms in
the model, which is what this particular experimenter did.

We next need to check the residuals. Figure 6.22 shows the stem-and-leaf
display. We see a pattern slightly skewed to the right for these residuals, though
probably not enough to cause much concern about the results of our tests.
Figure 6.23 gives the boxplot, which does not indicate any problems with out-
liers. Figure 6.24 is the narmal probability plot for the studentized residuals.

Table 6.48

The Computer-Generated Analysis for the Square Root Transformation of the
Popcorn Data When All Terms Involving x2 Are Dropped

Analysis of Variance

Sam of Mean

Source oF Squares Sguare F Value Prob=>F
Model 5 36.61997 T.32399 5.874 0.0110
Error 9 11.22215 1.2448591
C Total 14 47.84212

Root MSE 1.11665 R-sguare 0.7654

Dep Mean 5E.&B7T17 Adj E-sg O0.B6351

C.V. 19.63455

Parameter Estimates

Parameter Standard T for HO:

Variable DF Estimate Error Parameter=0 P > |T|
INTERCEPT 1 167.556304 36.33435275 4.612 0.0013
Xl 1 -27.748022 T.72784449 =3.591 0.005B
X3 1 -1.660952 0.51518963 -3.224 0.0104
X1l1 1 1.231211 0.57540084 2.125 0.0625
X33 i 0.004370 0.00257511 1.697 0.1435
X13 1 0.1355E2 0.03722164 3.643 0.0054
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Figure 6.22 The Stem-and-Leaf Display for the Residuals After the Transformation
of the Popcorn Data

N = 15 Median = -0.38

Quartiles = -0.74, 0.78

Decimal point is at the colon
1 i -

8 -0 : 98777541

3 0D : 778

3 1 = 035

Figure 6.23 | The Boxplot for the Residuals After the Transformation of the Popcorn Data
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Figure 6.24 | The Normal Probability Plot of the Studentized Residuals After the Square
Root Transformation
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It indicates a more severe Slike pattern. As a result, the transformation may have
worsened the shape. In this case, the transformation did not improve the distri-
butional assumptions for our analysis.

Figure 6.25 is a plot of the residuals against the predicted values. Prior to
the transformation, we saw some evidence that the variability increased with the
predicted value. We do not see any apparent pattern to the residuals now. Thus,
this plot indicates that the transformation has eliminated this problem.
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Figure 6.25 The Residuals Versus the Predicted Values After the Transformation
of the Popcorn Data
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Figure 6.26 The Residuals Versus Burner Settings After the Transformation
of the Popcorn Data
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Figure 6.26 is a plot of the residuals versus the burner settings. Prior to the
transformation, these residuals appeared to be more variable at the settings of 5
and 7 than at 6. We do not see any apparent patterns in the residuals in this
plot, which again suggests that the transformation has eliminated this problem.
Figure 6.27 is a plot of the residuals against the popping times. Figure 6.28 plots
the residuals in their time order. Again, we do not see any apparent pattern, which
suggests that no sysiemaiic biases were present.

On the whole, the square root transformation appears to provide a better

basis for modeling these data. We can conclude that a reasonable model for the
data is

J¥ = 167.6 — 27.7x1 — 1.66x3 + 1.23x7 + 0.0044x3 + 0.14x1x3 + .
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Figure 6.27 The Residuals Versus Popping Times After the Transformation
of the Popcorn Data
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Figure 6.28 | The Time Plot of the Residuals After the Transformation of the Popcorn Data
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We can use this model to find the burner setting and popping time that min-
imize the number of inedible kernels. We first take the partial derivatives with
respect to %1 and xs and set them equal to zero, which yields these equations:

246x1 £ 0.18x%5=27.7

0,0088x3 + 0.14x1 = 1.66.

Solving then simultaneously, we find that the minimum number of inedible ker-
nels occurs with a burner setting of 5.5 and a popping time of essentially 105
seconds. In Chapter 8, we shall outline experimental strategies for optimizing an
engineering process along these lines.
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Sometimes engineering theory suggests important transformations, as in the
next example.

Example 6.18 | Vapor Pressure of Water—Revisited

Physical chemistry suggests that the vapor pressure should follow an exponential
relationship to the inverse of the temperature. Specifically, let p, be the vapor
pressure, and let T be the temperature. The Clausius—Clapeyron equation states
that

In{p,) o l
Ry | B ——
£ T

Let y; be the natural log of the ith vapor pressure, and let x; be the inverse of the
ith temperature. The Clausius-Clapeyron equation suggests that a reasonable
model for the vapor pressures over a wide range of temperatures is

yi=Po+ fix;i+ €.
Table 6.49 lists the vapor pressures of water from 0° C to 1007 C. Since we need
the inverse of the temperatures, we must convert from degrees Celsius to degrees
Kelvin by adding 273 to each temperature.

If y; is the natural log of the ith vapor pressure and if x; is the inverse of the i th
temperature, then we can restate these data as in Table £.50. Table 6.51 gives the
analysis from the SAS statistical software package. The estimated model provides
an excellent fit to the data. All of the tests have p-values of 0.0001, and both R?
and Rgdj are 0.9999. Figure 6.29 shows the scatter plot for the transformed data,

Table 6.49 | The Vapor Pressures of Water from 0° C to 100° C

Temp. Vapor Pressure
(K) {mm Hg)
273 4.6
283 9.2
293 17.5
303 31.8
313 55.3
323 92.5
333 149.4
343 233.7
353 355.1
363 525.8

373 760.0
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Table 6.50 The Transformed Values for Temperature and Vapor Pressure

X ¥i
0.00366 1.526
0.00353 2.21%
0.00341 2.862
0.00330 3.459
0.00319 4.013
0.00310 4,527
0.00300 5.007
0.00291 5.454
0.00283 5.872
0.00275 6.264
0.00268 6,633

Table 6.51 The Computer Generated Analysis of the Transformed Vapor Pressure Data

Enalysis of Variance

Sum of Kean
Source OF Squares Sguare F Value Prob=>F
Model 1 28.51104 28.51104 ®6715.469 0.0001
Error 3 0.00385 0.00043
C Total 10 28.51489
Rook MSE 0.02067 E-sgquare 0D.9999
Dep Mean 4.34893 adj R-=sg 0.999%
T 0.47535

Parameter Estimates

Parameter Standard T for HO:
Variable DF Estimate Error Parameter=0 P > |T|
INTERCEPT 1 20.607379 0.06325352 325.788 0.0001
TEMP_INV 1 -5200.7617%1 20.13509535 -258.293 0.0001

which form an excellent straight line. Figure 6.30 converts the prediction eguation
back to the original metric and shows a nonlinear curve even though we used a lin-
ear technigue. Again, the prediction equation does an excellent job of explaining
the data.
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Figure 6.29 The Scatter Plot for the Transformed Vapor Pressure Data
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Figure .30 | The Prediction Equation Transformed Back to the Original Scatter Plot
for the Vapor Pressure Data
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= Exercises

6.26 Perform a thorough residual analysis of the ozone data given in Exercise 6.1.
If you feel a transformation is warranted, transform the data and reanalyze the
data. Discuss your results and conclusions. Note that these data appear in time
order.

6.27 Perform a thorough residual analysis of the steel data given in Exercise 6.2. It
you feel a transformation is warranted, transform the data and reanalyze the
data. Discuss your results and conclusions. Note that these data appear in time
order.

6.28 Perform a thorough residual analysis of the PET-LCP data given in Exercise 6.4.

6.29 Perform a thorough residual analysis of the percent of noncontaminated peanuts
data given in Exercise 6.9. If you feel a transformation is warranted, transform
the data and reanalyze the data. Discuss your results and conclusions.
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Perform a thorough residual analysis of the tensile strength of Kraft paper data
given in Exercise 6.10. If you feel a transformation is warranted, transform the
data and reanalyze the data. Discuss your results and conclusions.

Perform a thorough residual analysis of the springs with cracks data given in
Example 6.2. If you feel a transformation is warranted, transform the data and
reanalyze the data. Discuss your results and conclusions.

Perform a thorough residual analysis of the caros acid data given in Exercise 6.17.
If you feel a transformation is warranted, transform the data and reanalyze the
data. Discuss your results and conclusions. Note that these data appear in time
order.

Perform a thorough residual analysis of the catalyst data given in Exercise 6.18.
If you feel a transformation is warranted, transform the data and reanalyze the
data. Discuss your results and conclusions.

Perform a thorough residual analysis of the soil adsorption data given in
Exercise 6.19. If you feel a transformation is warranted, transform the data
and reanalyze the data. Discuss your results and conclusions.

Perform a thorough residual analysis of the first flight data given in Exercise
6.21. If you feel a transformation is warranted, transform the data and reanalyze
the data. Discuss your results and conclusions.

Perform a thorough residual analysis of the coking heat data given in Exercise
6.22. If you feel a transformation is warranted, transform the data and reanalyze
the data. Discuss your results and conclusions.

Perform a thorough residual analysis of the head loss coefficients data given in
Exercise 6.24. If you feel a transformation is warranted, transform the data and
reanalyze the data. Discuss your results and conclusions.

Perform a thorough residual analysis of the scorch time data given in Exercise
6.25_ If you feel a transformation is warranted, transform the data and reanalyze
the data. Discuss your results and conclusions.

From basic principles of physical chemistry, the viscosity is an exponential func-
tion of the temperature. Use appropriate transformations of the viscosity data
given in Exercise 6.5 to perform a thorough residual analysis.

» 6.5 Collinearity Diagnostics

The Problem of Collinearity

Often, when we use an observational study to collect data, the individual regres-
sors are actually related to one another. For many of these data sets, the rela-
tionships are minor enough so they do not present any real problems for the
analysis. Occasionally, though, especially if we use an observational study on a
normally operating process, the regressors are highly related, and we encounter
significant problems with our analysis as a result. In some cases, the overall F-
test will indicate that at least one of the individual coefficients is important but
none of the #-tests for the individual coetficients is even close to significant. Why
can this occur? Recall that the #-tests for the individual coefficients actually test
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the significance of the specific coefficient given that all of the other regressors are
in the model. If the regressors are highly related, then having any one of them in
the model can essentially mean that the real contribution of all of the others is
also present. We can avoid this problem entirely if we use a designed experiment
where we manipulate the regressors in such a way as to ensure that they are
unrelated to one another.

Figures 6.31-6.34 help to illustrate the problem of collinearity. Figure 6.31
shows the classic “picket fence™ analogy for a data set with a collinearity prob-
lem. The x-values determine the location of the pickets, and the response values
at these x's determine the height of each picket. The x’s provide the basic support
for estimating our model. When we estimate our regression model, we actually
are trying to balance a plane on top of the x’. In Figure 6.31, the x’s fall almost
pertectly along a straight line. They offer little, if any, real support for balanc-
ing a plane on top of them. Some statisticians make the analogy to trying to
balance a plane on top of a picket fence. Such a plane will not be stable. The
plane’s orientation can change dramatically with even a slight change in one of
the responses. Figure 6.32, on the other hand, illustrates how orthogonal regres-
sors provide a more stable basis for balancing the plane. Orthogonal regressors
are like table legs, which provide fairly rigid support for our model. Designed
experiments generally produce either orthogonal or nearly orthogonal regres-
sors, depending on the nature of the model to be estimated.

Figure £.31 | A Data Set with a Collinearity Problem—The Picket Fence

¥

Figure .32 | A Data Set with Orthogonal Regressors

x




446 Chapter 6 Linear Regression Analysis

Figure 6.33 A Data Set with a Collinearity Problem—A Two-Dimensional View with
Only the xs
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Figure 6.24 | A Data Set with Orthogonal Regressors—A Two-Dimensional View with
Only the x's
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Figure 6.33 also helps us to see the source of the problem. We think we
have two regressors, x| and x;, which implies that we have two dimensions
of interest. However, the two regressors tend to form a straight line with each
other, so essentially we have only one dimension to support our model. Figure
6.34 shows how orthogonal regressors truly form a two-dimensional basis for
estimating our model. In general, collinearity problems occur when we have
k regressors, so we believe we have a k-dimensional basis for supporting our
model, but because of relationships among these regressors, we essentially have
something less than a k-dimensional basis available.

Five distinct consequences of collinearity are:

The estimates of the coefficients are not stable.

The variances of the estimated coefficients are inflated.

The sign of the estimated coefficient is the opposite of what we expect.
Prediction away from the “picket fence™ (the actual range of the observed
data) is poor.

The power of the individual #-tests is greatly reduced.

o N

oy

Three common reasons for problems with collinearity are:

|, The data collection method (sometimes called sample collinearity)

! Inherent constraints on the population or process (sometimes called
population collinearity)

i. The assumed model, particularly if it is overspecified

Sample collinearity is generally the result of a poor data collection method.
Observational studies often have collinearity problems for this reason. Popu-
lation collinearity is a more subtle issue. Montgomery, Peck, and Vining (2006,
p- 325) discuss an example in which an electrical utility investigated the effect of
tamily income and house size on residential electricity consumption. For this par-
ticular region of the country, family income and size of house are highly related:
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the higher the income, the larger the house. Extremely few people with very low
tamily incomes owned large houses. Conversely, very few wealthy families lived
in extremely small houses. The nature of this relationship is not due to any arti-
fact of the sampling scheme; rather, it is inherent to the population under study.
Hence, this is an example of population collinearity. Finally, including too many
terms in our model, especially when the data come from an observational study,
increases the likelihood that at least two of the regressors are highly related.
Reducing our model—that is, dropping some of the model terms—usually cor-
rects the problem.

In engineering situations, we encounter problems with collinearity when we
try to observe a process under fairly tight control. In such circumstances, we do
not allow our regressors enough “room to roam;” that is, we do not allow them
to cover the real region of interest. Designed experiments, on the other hand,
force the regressors to cover the region of interest, thus avoiding the problem
with collinearity.

More mathematically, collinearity depends on the columns of our model
matrix, X. If we can express at least one of the columns of X as a linear com-
bination of the other columns, then we have perfect collinearity. Technically,
the least squares estimates do not exist. We say that we have a problem with
collinearity when we can almost express at least one of the columns of X as a
linear combination of the other columns. From a mathematical perspective, we
must look at the X'X matrix to identify problems with collinearity.

Example 6.19

Molecular Weight of a Polymer

An engineer assigned to a polymer process used an observational study to exam-
ine the current production process. She believed that the reaction temperature (x),
the reaction pressure (xz), the flow rate (xa), and the amount of catalyst (x4) con-
trol the molecular weight of this polymer. Table 6.52 gives her data. Table 6.53 is
the statistical analysis generated by SAS. We see that the overall F-test is signif-
icant, but none of the individual coefficients is. We also note a relatively low Re
of 0.5051, which is not uncommeon for an observational study. The inconsistency

Table 6.52 |

The Polymer Molecular Weight Data

Temp. Pressure Flow Rate Catalyst Molecular Weight
258 49 107.5 2.3 831
248 51 104.1 25 823
256 53 107.6 25 846
243 45 101.2 2.5 803
254 53 106.9 2.5 848
247 48 103.4 2.5 821
242 45 103.0 2.4 815
240 46 101.5 2.5 802

(Continued)
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Table 6.52 The Polymer Molecular Weight Data (Continued)
Temp. Pressure Flow Rate Catalyst Melecular Weight
249 48 104.6 2.4 830
258 55 110.0 2.8 831
259 s4 108.9 2.4 820
251 49 104.8 2.2 812
258 53 108.0 2.2 839
250 S0 105.1 2.4 804
257 53 109.2 2.5 843
248 43 102.9 2.2 833
246 47 102.9 2.2 808
249 S50 105.1 2.2 826
241 47 100.8 2.2 809
247 48 104.1 2.5 808
between the overall Ftest and the individual t-tests for the coefficients suggests
a possible problem with collinearity.
Table 6.53 The Computer-Generated Analysis of the Polymer Molecular Weight Data

knalysis of Variance

Sum of Mean
Socurce DOF Squares Sguare F Value Prob=F
Model = 2090.375258 B22.59482 3.8B47 0.0245
Error 15 2048.42071 136.56138
C Total 19 4138.80000
Root MSE 11.685085 B-sguare 0.5051
Dep Mean 822.60000 Adj R-sg 0.3731
(e 1.42061
Parameter Estimates
FParameter Standard T for HD:
Variable DF Estimate Errocr Parameter=0 P > |T|
INTERCEPT 1 411.549722 167.533893R80 2.457 D.0267
TEMF 1 1.190355 1.90114540 0.626 0.5404
FRES 1 0.138173 1.97304634 0.070 0.9451
FLOW 5 1.078073 4,B2740584 0.223 0.8263
CAT 1 -2.8B035%1 21.29209378 -0.132 0.8970
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Common Diagnostics

The literature suggests many different collinearity diagnostics, including these
three common ones:

I. The correlation matrix for the estimated coefficients
7. Variance inflation factors
3. Condition numbers

All three of these measures depend upon X'X.

The correlation matrix for the estimated coefficients is nothing more than
the X'X matrix where we have scaled everything such that the diagonal ele-
ments are 1. The off-diagonal elements represent the correlations between each
pair of regressors. These correlations must be between —1 and 1, inclusive. A
correlation of 0 indicates that the two regressors are uncorrelated. A correlation
of —1 indicates that the two regressors are perfectly negatively correlated. Sim-
ilarly, a correlation of 1 indicates that the two regressors are perfectly positively
correlated. Values of the correlation near 1 or —1 indicate a strong relation-
ship between the two regressors. Values around 0.5 or —0.5 indicate a moderate
relationship.

The variance inflation factors are actually the diagonal elements of the inverse
of the correlation matrix. Whereas the correlation matrix allows us to look at
pairs of regressors, the variance inflation factors allow us to look at the joint
relationships among a specified regressor and all the other regressors. Most texts
suggest that variance inflation factors of 10 or more indicate a strong problem
with collinearity. Values between 5 and 10 indicate a moderate problem.

The condition number also allows us to look at the joint relationships among
the regressors. The matrix X'X must have & + 1 eigenvalues, which in turn
must all be positive. The condition number is the ratio of the largest eigenvalue
over each eigenvalue. Most texts suggest that any condition number greater
than 1000 is evidence of a collinearity problem. To identify where the prob-
lem occurs, we look at the corresponding variance proportion, which is the
proportion of the variance for a specified estimated coethcient that we can
attribute to a specific eigenvalue. If an eigenvalue has a condition number greater
than 1000, we then look at the variance proportions associated with it. Those
regressors with variance proportions near 1 are affected by the collinearity
problem.

SAS actually uses the singular values rather than the eigenvalues to compute
its condition number. As a result, a large condition number in SAS is over 30.
We still use the variance proportions as before.

The common ways we correct for collinearity are:

*  More data collection
*  Subset models, where we drop regressors from the model
* Biased regression methods

The basic cause of the collinearity problem sometimes boils down to the fact
that our data do not cover the region of interest in the regressors. We can correct
this problem by collecting data in those areas we missed before. Subset models
assume that because the regressors are highly related, we really do not need all of
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them in the model. The trick then becomes to find the most appropriate subset
model. In other cases, we think that all of our regressors are important and
should appear in our model. In these cases, we use such biased regression tech-
niques as ridge regression or principal components regression. The details for
all of these corrective measures are better left to a separate course on regression
that can go into sufficient detail.

Example 6.20 | Molecular Weight of a Polymer—Revisited

Table 6.54 gives the collinearity diagnostics for these data. The correlation matrix
information reveals that the temperature and the flow rate, with a comelation
of —0.8849, are highly related to each other. In addition, the following pairs are
at least moderately correlated:

*  Temperature and catalyst, with a correlation of 0.5392
*  Pressure and flow rate, with a correlation of —0.4175
*  Flow rate and catalyst, with a correlation of —0.4657

Table 6.54

The Collinearity Diagnostics for the Polymer Molecular Weight Data
Correlation of Estimates

CORREB INTERCEP TEMP PRES FLOW CAT
INTERCEP 1.0000 -0.3241 D.7211 -0.1319% -0.3314
TEMP -0.3241 1.0000 0.0031 -D.8B49 0.53892
PRES 0.7211 0.0031 1.0000 -0.4175 -0.1591
FLOW -0.131% -0.8849 -D.4175 1.0000 -0.4657
CAT . 3315 0.5392 -0.1591 -0.48657 1.0000
Variance
Variable DF Inflation
INTERCEP 1 0.000o00co0
TEMP 1 18.86950254
FRES 1 5.56244881
FLOW 1 24.72544588
CAT 1 1.62503058
Condition Numbers and Variance Proportions
BEigen- Cond. Var Prop Var Prop Var Prop Var Prop Var Praop
Number walue Number INTERCEF TEMP PRES FLOW CAT
1 4.99468 1.00000 0.0000 0.0000 0.0000 0.0000 0.0001
2 0.00311 40.09564 0.0016 0.0007 0.0161 D.0004 O.6664
3 0.00209 48.51789 0.035% 0.0004 0.2107 0.0001 0.0054
4 .000112 211.36786 0.3513 0.0640 0.7187 0.0500 0.060R
5 .000015 578.37005 0.0073 0.9349 0.0534 0.9495 0.2675
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The variance inflation factors indicate severe problems (values greater than 10) for
temperature and flow rate, and a moderate problem (a value between 5 and 10)
for pressure. The condition numbers also support these conclusions. We see four
quite large condition numbers. Since we are dealing with SAS output, any con-
dition number greater than 30 indicates a potential problem. The variance pro-
portions indicate that temperature, pressure, and flow rate are the most affected.
Taken together, these diagnostics suggest that these regressors are highly related,
which explains why the overall F-test indicates a significant model but none of the
t-tests for the individual coefficients is significant. As a result, we probably do
not need all of these regressors in the model. The analyst used a subset model
approach called all possible regressions, which suggested that the only regressor
needed in the model is temperature.

» Exercises

6.40

6.41

65.42

643

6.44

6.45

6.46

6.47

6.48

65.49

Check the data given in Exercise 6.15 for collinearity problems. Perform
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.16 for collinearity problems. Perform
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.17 for collinearity problems. Perform
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.18 for collinearity problems. Perform
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.19 for collinearity problems. Perform
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.20 for collinearity problems. Perform
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.21 for collinearity problems. Perform
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.22 for collinearity problems. Perform
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.24 for collinearity problems. Perform a
thorough analyses on appropriate subset models.

Check the data given in Exercise 6.25 for collinearity problems. Perform a
thorough analyses on appropriate subset models.

6.6 Case Study

Pencil lead is a mixture of clay and graphite. The clay provides a ceramic matrix
to support the writing medium, the graphite. Like all ceramics, pencil lead is
“fired” or heated to extremely high temperatures in a furnace. The heating
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process initially drives out any residual moisture in the pencil lead mixture.
Later, the heating process breaks down the water of hydration in the clay. The
water of hydration actually creates a pore structure in the ceramic as the water of
hydration exits. Once all of the water of hydration exits, the pores begin to close.

After the firing stage, the pencil lead is placed in hot wax for a period of
time. The residual pore structure in the pencil lead allows the lead to absorb the
wax into the ceramic matrix. The wax can actually add strength to the result-
ing pencil lead. More importantly, though, the wax provides lubrication, which
makes for smoother writing quality.

An important quality characteristic of pencil lead is the transverse strength.
The transverse strength is the force required to snap a pencil lead into two pieces
under a two-point loading. Basic clay chemistry suggests that the transverse
strength depends upon the amount of clay, the final porosity, and the outside
diameter of the pencil lead. An extended study was conducted to confirm this
hypothesis. It was impossible to determine the actual amount of clay used in a
particular pencil lead. As a result, Faber-Castell used the residual ash content
of the pencil lead. The ash content was the amount of solid material remain-
ing after all combustibles (for example, graphite) are burned away. Table 6.55

summarizes a subset of the data.

Table 6.55 Strength of Pencil Lead Data

Por- Outer Por- Quter
Obs. Ash  osity Diam. Strength Obs. Ash osity Diam.  Strength
1 42.2 129 0.087 1.25 34 43.0 13.6 0.088 1.30
2 43.8 137 0.090 1.20 35 427 139 0.090 1.35
3 42.1 15.6 0.087 0.85 36 41.6 14.1 0.090 1.30
4 42.0 13.3 0.086 1.15 37 42.4 15.6 0.083 0.60
5 45.0 122 0.088 1.55 k1 429 142 0.085 0.90
& 42.5 143 0.085 1.00 39 43.5 154  0.088 0.75
7 41.9 13.1 0.085 1.35 40 43.3 15.2 0.086 0.75
8 42.4 13.8 0.086 1.05 41 41.4 15.5 0.093 1.00
2 41.9 144 0.085 1.15 42 427 143  0.087 0.75
10 421 155 0.085 0.90 43 428 141 0.085 1.00
11 42.2 12.7 0.087 1.30 44 42.0 13.6 0.084 1.10
12 43.4 13.4 0.089 1.20 45 42.2 13.4 0.092 1.30
13 41.9 129 0.084 1.35 46 424 141 0.0 1.30
14 424 155 0.084 1.00 47 428 161  0.087 0.60
15 43.3 13.8 0.085 1.10 48 42.5 14.9 0.086 0.95
16 42.2 13.3 0.087 1.25 49 42.3 15.5 0.0¢1 1.15
17 40.0 14.0 0.088 1.20 50 43.3 159 0.089 0.65
18 427 160 0.090 0.95 51 40.4 13.0 0.084 1.35
19 41.9 12.7 0.084 1.05 52 41.7 14.2 0.083 1.20

(Continued)
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Table 6.55 Strength of Pencil Lead Data (Continued)
Paor- Quter Por- Outer
Obs. Ash osity  Diam. Strength Obs. Ash osity  Diam. Strength
20 42.5 16.0 0.087 0.85 53 42.3 12.8 0.083 1.25
21 411 143 0.086 1.25 54 42.9 14.3 0.090 1.15
22 41.9 15.2 0.087 0.85 55 40.3 14.2 0.084 0.95
23 42.5 14.0 0.085 0.80 56 41.3 15.0 0.088 0.80
24 41.4 16.0 0.085 0.60 57 42.0 12.5 0.086 1.20
25 41.0 14.4 0.085 0.70 58 42.2 15.6 0.084 0.60
26 38.9 15.8 0.086 0.60 59 42.5 13.7 0.088 1.05
27 42.5 14.9 0.087 0.90 60 42.8 17.8 0.088 0.40
28 42.2 12.5 0.083 1.05 61 40.5 14.2 0.084 0.65
29 41.6 15.0 0.087 1.10 62 401 14.3 0.085 0.95
30 42.6 15.4 0.091 1.20 63 42.9 17.9 0.085 0.55
S 427 13.4 0.083 0.70 64 41.7 12.9 0.092 1.45
32 441 15.8 0.088 0.60 65 41.0 15.5 0.092 1.20
33 43.2 133 0.083 1.25 &6 42.5 13.9 0.093 1.50
&7 43.0 14.7 0.084 0.85 74 421 14.1 0.087 1.20
68 43.4 12.6 0.0846 1.00 75 42.7 13.2 0.091 1.40
69 41.1 16.3 0.088 1.10 76 43.8 14.9 0.084 0.70
70 42.7 13.0 0.085 1.20 77 42.3 15.7 0.087 0.95
71 421 13.0 0.084 0.90 78 42.3 15.5 0.087 0.65
72 43.7 13.5 0.087 1.15 79 42.6 13.6 0.084 1.05
73 39.5 16.0 0.088 0.65 80 42.5 14.0 0.088 1.10

A multiple linear regression model involving the ash content {Ash), the poros-
ity (Porosity) and the outside diameter (Outer Diam.) is fit to strength. Table 6.56
gives the initial analysis. The overall F-test indicates that at least one of the
coefficients is nonzero, p-value = 0.000. Table 6.56 also indicates Ash is not
significant with a p-value = 0.428. Therefore, the term for ash content will be
removed. Table 6.57 gives the final model, which includes only porosity and
outside diameter. The R? of 0.666 is not overly high but is sufficient, because the
purpose of the data collection was just to identify the relationship between the
input variables and the response, strength.

We need to check the residuals. Figure 6.35 is the normal probability plot
for the studentized residuals. The residuals fall on a straight line, indicating
the distributional assumption is fine. Figure 6.36 is the plot of the residuals
against the predicted values. We do not see any apparent pattern to the residuals.
Figure 6.37 plots the residuals in their time order. Again, we do not see any
apparent pattern, which suggests that no systematic biases were present. The
assumptions do not appear to be violated.
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Table 6.56 Initial Model

Analysis of Variance

Source DF 58 MS F P
Regression 3 3.59B4 1.1995 51.25 0.o00

Fesidual Error 76 1.77E& 0.0234

Total 79 5.3770

Predictor Coaf SE Coaf T P
Constant 0.1206 D.9106 0.13 0.8595
Ash -0.01370 0.017109 -0.380 0.428
Porosity -0.16477 0.01443 -11.42 0.000
Out Diam 44 .287 6.766 6.55 0.000

S = D.152980 R-5g = 66.9% R-Sgiadij) = 65.6%

Table 6.57 Final Model with Only Porosity and Outside Diameter

Predictor Coef SE Coef T P
Constant -0.4328 pD.&5B78 -0.74 D.464
Porosity -0.16338 0.01429 -11.43 D.0oD0
Qut Diam 43 .765 B5.719 B.51 0.000
S = 0.1562617 E-50 = 66.6% R-8giadj}) = 65.8%

Figure £.35 | The Mormal Probability Plot of the Studentized Residuals for the Pencil Lead

Strength Data
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Figure 6.36 The Residuals Versus the Predicted Values for the Pencil Lead Strength Data
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Figure £.37 | The Time Plot of the Residuals for the Pencil Lead Strength Data
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Our analysis indicates that porosity and the outside diameter impact the
lead’s final strength, while ash content does not. It is interesting to note that the
ash content was not important. A basic understanding of clay chemistry would
suggest that the amount of clay, as measured by the ash, is an important driver
of strength. It is crucial to note that these data come from an observational
study, which we discussed in Chapter 1. Faber-Castell tries to maintain strict
control on each batch’s formulation. These efforts kept the ash content within a
sufficiently narrow band that we could not see this effect. Often in observational
studies, regressors that the analyst strongly believe to be important turn out to
be insignificant over the ranges encountered in the study.
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The porosity of the lead is a clear measure of the impact of the firing process
in the furnace. Clearly, Faber-Castell is not able to control the firing process as
well as the formulation process. Our regression analysis strongly suggests that
Faber-Castell should use control charts to monitor the porosity and to identify
when the firing conditions change due to assignable causes.

Finally, it should be no surprise that the outside diameter of the lead impacts
the final strength: the larger the diameter, the more material. Pencil lead, as a
ceramic material, is quite abrasive. Pencil lead is extruded through a ceramic die.
Over time, the pencil lead wears away the die, causing larger outside diameters.
As a result, Faber-Castell closely monitors the outside diameters produced by
each die. Unfortunately, an appropriate monitoring procedure for this situation
is beyond the scope of this book.

» 6.7 |deas for Projects

|. Determine how well homework scores and class attendance predict test
scores. Do a thorough residual analysis to confirm the underlying
assumptions and to check for any interesting results. Comment on the
nature of these relationships.

2. Almost all engineering laboratories focus on relationships among

engineering characteristics. Use regression analysis followed by a thorough

residual analysis to develop good models for these data.

Many instructors use a catapult to teach basic statistical concepts. If you

have access to one, conduct a 2? factorial experiment (see Chapter 2) using

the distance that the ball is thrown as the response. Use regression analysis

followed by a thorough residual analysis to construct a good model. Place a

box a fixed distance from the catapult, and use the model to try to throw

the ball into the box.

4. If you are a team sports enthusiast, use regression analysis to model the
performance of your favorite team. Determine which regressors appear
most important for predicting success.
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Introduction to 2X
Factorial-Based Experiments

In general, the best way to study an engineering process is to design an appropri-
ate experiment. The next two chapters outline an important approach to experi-
mentation called response surface methodology (RSM) originally espoused by
Box and Wilson (1951), a statistician and a chemist. This approach uses a
sequential philosophy of experimentation, whose ultimate goal is to optimize
a process. RSM recognizes that many industrial situations allow us to get exper-
imental results very quickly. For example, we can run one small experimental
plan this week, analyze it next week, and then run a follow-up experiment based
on what we learned the week after. RSM plans each experiment to support an
appropriate regression model. In the early stages, RSM uses the fewest possible
experimental runs to save resources for later in the optimization process. As we
become more confident that we know where the true optimum conditions for
our process lie, we begin to use more experimental runs. RSM recognizes that
in industrial experimentation, each run is expensive in terms of either time or
money. As a result, RSM seeks to use resources as efficiently as possible.

This chapter begins by outlining the simplest experimental design called
the 2* factorial (Sections 7.1 and 7.2). In many cases, the 2* factorial design
requires more resources than we can afford. As a result, we next describe a
simple method for generating fractional factorial designs that cuts down on the
number of experimental runs while still preserving the basic factorial structure
{Section 7.3).

» 7.1 The 2° Factorial Design

Consider a situation where we must determine the relationship berween reac-
tion temperature and pressure on the strength of polymer fibers. Our best data
collection strategy uses a designed experiment where we systematically manip-
ulate the reaction temperature and pressure and then observe our response, the
strength. In this experiment, we call reaction temperature and pressure the fac-
tors. In a designed experiment, we manipulate the factors according to a well-
defined strategy, called the experimental design. This strategy must ensure that
we can separate out the effects due to each factor. The specified values of the
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factors used in the experiment are called the levels. Typically, we use a small
number of levels for each factor, such as two or three. For example, we may
use a “high” or +1 and a “low” or —1 level for both reaction temperature and
pressure. We thus would use two levels for each factor. A treatment combination
is a specific, distinct combination of the levels of each factor. Each time we carry
out a treatment combination is an experimental run or setting. The experimental
design or plan consists of a series of runs.

The experimental design and analysis basically are the same for categorical
and continuous factors when we use only two levels for each factor. If all of the
factors are continuous and we need more than two levels, however, we generally
use either a standard two-level design (see Sections 7.1-7.3) plus center runs (see
Section 7.2) or a response surface design (see Chapter 8). If all of the factors are
categorical and we need more than two levels, we generally use classical factorial
designs. We shall not discuss experimental designs and analysis for categorical
factors with more than two levels in this text, but the interested student may read
about them in Montgomery (2009). It remains an open research question when
we need both categorical and continuous factors with more than two levels each.
A full discussion of this problem is beyond the scope of this text. A reasonable
approach is to run a different response surface design for each combination of
the categorical factors.

Engineers often run two-level factorial experiments. If we have k factors,
the full factorial design consists of every possible combination of the two levels
for the k factors, and we have a total of 2% distinct treatment combinations. We
begin with the simplest case, where we have only two factors.

The Basic Design

Example 7.1 |

The Carbon Monoxide Concentration from Burning Pine Wood

Rao and Saxena (1993) studied the effect of moisture and fumace temperature
on the flue gases produced when pine wood is burned. They

VOICE OF EXPERIENCE studied the composition of the flue gases that resulted. We

The actual high ond low levels usedin an
experiment require sound engineering

insights.

concentrate on their results for carbon monoxide because it is
an important poliutant. The researchers were concerned with
a moisture content of 0%, which represents "bone dry” wood,

and with a moisture content of 22.2%. They used furnace tem-
peratures of 1100 K and 1500° K.

The 2? factorial design uses as the treatment combinations every possible
combination of two different factors, each at two levels. Since each factor has only
two levels, we can name one the "low"” or —1 level and the other the "high” or 41
level. In general, statisticians prefer to talk about designs in terms of the design
variables. Let x; be the design variable associated with the moisture content.
Thus,

—1 if the moisture content is 0%
1 if the moisture content is 22.2%.
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Figure 7.1 The Basic 2° Factorial Design in Design Variables
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In a similar manner, let x; be the design variable associated with the furnace
temperature. Thus,

—1  if the temperature is 1100K
1 if the temperature is 15300K.

e

The basic 2° factorial in design variables is simply all of the possible combinations
of the two levels:

My X2
-1 -1
1 -1
-1 1
1 1

Figure 7.1 shows that this design forms a square in terms of the design vari-
ables. This design contains 2% = 4 distinct treatment combinations—hence, the
name. All 2? factorial designs in the design variables reduce to this particular
form. Rao and Saxena replicated this base design to get an estimate of the exper-
imental error. Table 7.1 summarizes the actual design, and Table 7.2 gives the
corresponding 22 factorial design in the natural units.

Table 7.1 The Pine Wood Experimental Data in the Design Units

Concentration of CO

x X2 Replication 1 Replication 2
-1 -1 20.3 20.4

1 -1 13.6 14.8
-1 1 15.0 181

1 1 9.7 10.7
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Table 7.2

The Pine Wood Experimental Data in the Natural Units

Mcistura Temp. Concentration of CO

{¥e) {K) Replication 1 Replication 2

0 1100 20.3 20.4
22.2 1100 13.6 14.8
)} 1500 15.0 15.1
22.2 1500 9.7 10.7

The Model and Calculating Effects

For the situation in Example 7.1, the largest model this design allows us to fit is

¥i = Bo + Brxin + Baxip + Praxixip + €,

where

* y; is the carbon dioxide concentration for the i#th test run.

Bo is the y-intercept, which in this case is the overall mean response because
we have centered the x’s around zero.

B1 is the regression coefficient associated with the moisture content.

B, is the regression coefficient associated with the temperature.

B12 is the interaction coethicient for moisture and temperature.

€i is a random error.

L ]

& & & @

The interaction term allows the model to adjust the impact of the moisture con-
tent for the specific level of temperature used, and vice versa. We shall discuss
this concept of interaction in more detail in the next example.

Traditionally, we estimate the effects of moisture, temperature, and their
interaction. We can best illustrate what we mean by effects and their calculation
through an example. We shall see that by dividing the appropriate effect by 2,
we obtain the estimate of the regression coefficient associated with the corre-
sponding design variable. Because of this relationship, we are more interested in
the calculation of effects and interactions conceptually than computationally.

Example 7.2

The Pine Wood Experiment—Estimation of the Effects

We first need to introduce some notation that allows us to "name” the specific
responses. Let x; be the design variable associated with facter A, and let x; be
the design variable associated with factor B. For the moment, let factor A be the
moisture content, and let factor B be the temperature. Thus,

) —1 if factor A is at its low level
i . + H
! 1 if factor A is at its high value

—1 if factor B is at its low level
1 if factor B is at its high value.
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Let a denote the average of the responses when A is at its high level and B is
at its low level. Similarly, let b denote the average of the responses when B is
at its high level and A is at its low level. This convention gives us that ab is the
average of the responses when both A and B are at their high levels. By con-
vention, we let (1) represent the average of the responses when both factors are

at their low levels. We can summarize the results of a 2° factorial experiment as
shown here:

xq X3

-1 -1 (1
1 -1 a

-1 1 b
1 1 ab

X1 Mg

-1 -1 (1)  20.35
1 -1 a 14.2

-1 1 b 15.05
1 1 ab 10.2

For factorial designs, we can estimate two types of effects:

The main effects associated with the factors
2. The interactions between factors

In general, if a factor has a positive main effect, we mean that the response, on the
average, increases as the factor goes from its low level to its high level. Consider
the main effect due to moisture content. A reascnable definition of this effect is

effect of A = effect of moisture
= average response at the high level

— average response at the low level.
In terms of our conventions, this main effect becomes

= : atab [(1)4+8b
eftect of A = - - =

1424 10.2 20.353-15.05
= o 7

(%)

177
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In a similar manner, the main effect due to temperature is

etfect of B = effect of temperature

bt+abk [1}4+a

2 2

15.05416.2° 20354142
= 3

= 12,625 — 17275

— —4.65.

We see that the main effects for moisture and for temperature are about the same
size, which indicates that they have a similar influence on the carbon monoxide
concentration. In addition, we see that both meisture and temperature have a
negative effect: the higher we go on either moisture or temperature, the lower
the carbon monoxide concentration.

Concept of Interaction

If the factors A and B interact, then the effect of A depends on the specific level
used of B. We can see what we mean by an interaction most

VOICE OF EXPERIENCE clearly by an interaction plot, which simply plots the means

An interaction means that the effect of one
factor depends an the specific level used of

another factor.

for one factor given the levels of the other factor Two quick
numerical examples illustrate this concept.

Suppose the following table summarizes the results from
a 22 factorial experiment:

x X3 ¥
-1 -1 (1 2
1 -1 a 5
—1 1 b 4
1 1 ab 7

Figure 7.2 shows the resulting interaction plot. In this case, both factors A and B
have positive effects. We also see that the effect of factor A is the same for both
levels of B:

*  The average response increases three units when we go from the low level of
A (%7 = —1) to the high level (x; = +1) for B at its low level {xz = —1).

*  The average response increases three units when we go from the low level of
A (%) = —1) to the high level (x; = +1) for B at its high level (x; = +1).

Thus, the two lines are parallel. Since the effect of one factor does not depend on
the specific level used of the other, we say they have no interaction.
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Figure 7.2 An Interaction Plot When Mo Interaction Is Present

A
g -
ah
=+l
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b — 33 =
F
% (1)
0 - Ly
—1.0 -5 0.0 0.3 i

Suppose the following table summarizes the results from another 22 factorial

experiment:
X1 H3 y
-1 -1 1) 2
1 -1 a 2
-1 1 b 4
1 1 ab F i

Figure 7.3 shows the resulting interaction plot. There seems to be no effect due
to factor A when B is at its low level, but there seems to be a positive effect due
to A when B is at its high level. So, the effect of A does seem to depend on the
level of B, and the lines are not parallel. Since the effect of one factor depends on
the specific level used of the other, we say that the two factors interact.

Figure 7.4 gives the interaction plot for the pine wood experiment. The lines
appear to be almost parallel, which suggests that the effect of meisture content
does not depend on the level of temperature. Thus, we see no evidence for an

Figure 7.3 An Interaction Plot When an Interaction Is Present

a

{1y a

—1.0 —0.5 0.0 0.5 1.0
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Figure 7.4 The Interaction Plot for the Pine Wood Experiment
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interaction between meisture content and temperature. In addition, we can see
the negative effects for both moisture content and temperature.

VOICE OF EXPERIENCE We can formally calculate an interaction effect from this con-

The test for the presence of an interaction ~ ©ePt of parallel lines. Consider the effect of factor B at the low
is o test for parallelism. level of A, which is given by

;i"l': =h— |_1_|.
The effect of factor B at the high level of Ais

Az =ab—a.

If the two factors do not interact, then the effect of B does not depend on A. Thus,
the effect of B is the same at the high and low levels of A. On the other hand, if
A and B have a positive interaction, then we expect the response when both A
and B are at their high levels to be larger than we expect from the main effects
alone. Consequently, if A and B have a positive interaction, then the effect of B
at the high level of A is larger than the effect at the low level of A, or Az = A4,
Figure 7.5 illustrates the situation when A; is greater than A4, We define the

Figure 7.5 lllustration of How to Calculate an Interaction

Average response
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interaction between A and B by

Ay — 89

2

interaction between A and B =

[ab —a]l =6 —(1)]
7

(1) Fab—a—=b
3

The denominator 2 ensures that the size of the interaction effect is consistent
with the size of the main effects. We may view the definition of an interaction as
the average difference in the effect of B over the levels of A. For the pine wood
data,

AB interaction = interaction between moisture and temperature

(1)L ab—m—5

3

2035 + 10,2 — 14.2 — 15.05

=

= {l&35.

We thus see a small positive interaction, which is much smaller in absolute value
than either of the main effects. The relative size of this interaction suggests that

the effect of moisture content really does not depend on the level of temperature
used.

Table of Contrasts

We have seen how to use the definition of the main effects and the interaction to
obtain these equations:

———— atab (1)4+b
effect of A = 5= 3
—(1}+a— b+ ab
)

” : biab (1)+a
eftectot B = : 25 ~

—{1}—a+b+ab
;

(13- ab—a— b
-

interaction between A and B =

(1} —a—b+ab
> :
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We can obtain the numerators for each of these expressions more easily by look-
ing at our model

yi = Bo + Pixin + Baxp + Braxpxi + &

We see that the interaction really involves the product of the design variables
associated with the two factors. This model also points out the importance of
the overall mean, which in this case is the y-intercept ;. We find the overall
mean by averaging all the responses. Let [ stand for the intercept. We produce
the table of contrasts, which follows, by rewriting the table for our design to
include the intercept and the interaction terms:

| X1 Ko M1 Xy

1 -1 -1 1 (1
1 1 -1 -1 a
1 -1 1 -1 b
1 1 1 1 ab

Consider the column for xy. If we use the —1’ and +1% in this column to
combine the average response for each treatment combination, then we get

—{1l14+a—b&+ab

which is the numerator for the effect of A. In a similar manner, we can use the
columns for x3 and x1x; to get

—{1) —a+b+ab

(1) —a— b+ ab,

which are the numerators for the main effect of B and the AB interaction,
respectively. This table always tells us how to combine the average response
for each treatment combination to form the numerator of our estimate of the
effect.

For two-level factorial designs, the denominator for estimating effects and
interactions will always be one-half of the number of distinct factorial treatment
combinations. In the case of the 22, we have 4 different factorial treatment com-
binations, so our denominator is 2 for estimating the effects. We always use the
total number of distinct treatment combinations in our denominator to estimate
the intercept.

Traditionally, we have used the table of contrasts as the basis for estimating
all of the effects. With the widespread use of statistical software and spreadsheets,
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we no longer need this table for computations. However, we shall see that it pro-
vides profound insights on how we can reduce the size of our two-level experi-
ments under certain conditions.

Formal Analysis Using Regression

We can use the estimated effects to estimate the corresponding regression
coefficients by recognizing that these coefficients are slopes.

VOICE OF EXPERIENCE Slopes represent the expected change in the response when

An estimated effect is twice the size of the
corresponding estimated regression

coefficient.

we increase one factor one unit while holding the other fac-
tors constant. Going from —1 to 1 in the design variable
represents a movement of 2 units. Since the effect is the aver-
age change in the response by moving from the —1 to the +1

Example 7.3 [

level of a factor, the appropriate estimate of the regression
coefficient corresponding to a particular effect is

estimated effect

i)

estimated regression coetficient =

This relationship holds due to the orthogonality of the 22 factorial design.
Because of this relationship, we rarely calculate effects by hand. Instead, we use
standard statistical software or even spreadsheets to obtain either the estimated
effects directly or the estimated regression coefficients. Since the two are related
by a constant multiple, we can show that the two analyses are algebraically
equivalent.

The Pine Wood Experiment—Regression Analysis

Table 7.3 gives the analysis for the pine wood experiment based on the SAS
regression software. This analysis uses the design variables, the £1's, as the regres-
sors. The overall F-test indicates that the carbon monoxide concentration

depends on at least one of the factors because the p-value

VOICE OF EXPERIENCE (0.0003) associated with this test is much less than 0.05. The

Testing the effect of a factor is similar to g
two-independent-samples t-test

R? of 0.9884 indicates that our model accounts for more than
78% of the total variability, which is quite good for this kind of
experiment. Since we used the design variables to generate

this analysis, we see that the parameter estimate for each of
the regression coefficients is exactly one-half the corresponding estimated effect
that we computed by hand. We also see that both main effects are important
because both of their p-values are much less than 0.05 (0.0001 for moisture and
0.0003 for temperature). In addition, the interaction between moisture and tem-
perature appears unimportant, with a p-value of 0.1727. Ideally, we should per
form a complete residual analysis within a regression context; however, for brevity,
we leave this for the student.

459
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Table 7.3

The Regression Analysis of the Pine Wood Experiment

knalysis of Variance

Sum of Mean

Source DF Squares Sgquare F Value Prob=F
Model 3 104.55%000 34.86333 113.377 0.0003
Error 4 1.23000 0.30750
C Total 7 108.B2000

FRoobt MSE 0.55453 E-square 0.9884

Dep Mean 14.35000 Adj R-sqg 0.57597

BN 3.70921

Parameter Estimates

Parameter Standard T for HO:

Variable OUF Estimate Error Parameter=0 Prob > |T|
INTERCEPT 1 14.950000 0.159605484 Th.254 0.0001
X1 1 -2.750000 0.19505484 -14.027 0.000L
X2 1 -2.325000 0.15605484 -11.8589 0.0003
X1z i 0.325000 D.15%605484 1.658 0.1727

* Exercises

7.1

7.2

7.3

Buckner, Cammenga, and Weber (1993} ran a two-factor experiment to look at
the effects of pressure and the Ha /WF¢ ratio and determine their effect on the
uniformity of the titanium nitride adhesion layer for a type of silicon wafer. We
extracted a 22 factorial design from their larger experiment with these levels for
these two factors:

Low High
Factor Level Lewel
Pressure 15 Torr 70 Terr
H./WF; ratio 3 ?

Table 7.4 gives the results. Estimate both main effects and the interaction.

Said and colleagues (1994) studied the effect of the calcination temperature and
the mole fraction of cobalt on the surface area of an iron—cobalt hydroxide
catalyst. From their work, we extracted the 2? factorial experiment summarized
in Table 7.5. Estimate both main effects and the interaction.

Yi and Shrive (2003) studied the strength of hollow masonry walls with one
course bond beams subjected to concentrated loads. The walls were modeled
with different loading plate sizes and different loading locations along the wall.
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Table 7.4

The Uniformity Experiment

Pressure H./WF, Uniformity

15 3 B.6
70 34
15 6.9
70 5.1

L=« I

Table 7.5

The Calcination Data

mole Surface
Temp. fraction Area

200 0.6 0.6
600 0.6 25.0
200 2.8 40.9
&00 2.8 19.0

Table 7.6

The Hollow Masonry Walls Experiment

Loading Loading Plate Failure
Location Length Load

400 160 342
1200 160 378
400 320 463
1200 320 517

We extracted a 22 factorial design from their larger experiment, which is sum-
marized in Table 7.6. Estimate both main effects and the interaction.

A chemical engineer used a replicated 22 factorial design to study the impact of
inlet feed temperature and reflux ratio on the yield of gasoline from a distillation
column. The yield was defined to be the concentration of gasoline in the prod-
uct stream from the top of the column. Table 7.7 summarizes the experimental
results.

a. Estimate the two main effects and the interaction.
b. Use a statistical software package to analyze these results.

An engineering statistics class ran a catapult experiment to develop a predic-
tion equation for how far a catapult can throw a plastic ball. The class decided
to manipulate two factors: how far back the operator draws the arm (angle),
measured in degrees, and the height of the pin that supports the rubber band,
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Table 7.7 The Distillation Column Experiment
Reflux
Inlet Temp. Ratio Yield
550 4 88
600 4 Q0
550 8 95
600 8 97
550 4 a7
600 4 91
550 8 o4
600 8 98
Table 7.8 The Catapult Data
Angle Height Distance {inches)
140 2 27 27
180 2 81 67
140 4 &7 62
180 4 137 158

measured in equally spaced locations. The class used a replicated 2% design.
Table 7.8 summarizes the experimental results.

a. Estimate the two main effects and the interaction.
b. Use a statistical software package to analyze these results.

7.6 Liu, Kan, and Chen {1993) conducted an experiment to determine the effect of
gas velocity and fluid viscosity on a dimensional factor, K, related to the pressure
drop across a screen plate used in bubble columns. Table 7.9 summarizes the
results for a replicated 27 factorial design that we extracted from their data.

a. Estimate the two main effects and the interaction.
b, Use a statistical software package to analyze these results.

Table 7.9 The Pressure Drop Data
Velocity Viscosity K
214 2.63 24.2 17.6 14.0 338
8.15 2.63 20.9 15.8 18.3 28.1
2.14 10 28.9 271.2 19.7 29.2

8.15 10 26.4 23.2 22.8 23.6
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Table 7.10

The Asphalt Concrete Toughness Experiment

Mixture Temp. Toughness
MNormal —-35 15.83
Polymer added —-35 13.69
MNermal -10 13.33
Polymer added -10 15.62
MNormal —-35 15.06
Polymer added —-35 13.83
MNermal -10 13.9
Polymer added -10 15.86

7.7 The fracture toughness of asphalt concrete increases at low temperature and then

decreases at temperatures below a certain level. Some polymers are known to
have the property of improving the temperature susceptibility of asphalt binder
at low temperatures. Kim et al. (2003) evaluated the fracture toughness of some
polymer-modified asphalt concretes. We extracted a 22 factorial design from
their larger experiment, which is summarized in Table 7.10.

a. Estimate both main effects and the interaction.
b. Use a statistical software package to analyze these results.

A manufacturer of automotive accessories provides hardware to fasten the acces-
sory to the car. Hardware is counted and packaged automartically. Specifically,
bolts are dumped into a large metal dish, a plate that forms at the bottom of the
dish rotates counterclockwise, and the bolts are forced along the narrow edge
at the outside of the dish. The ledge spirals up to a point where the bolts are
allowed to drop into a pan on a conveyor belt. As the bolt drops, it passes an
electronic eye that counts it. The speed of rotation and the sensitivity of the elec-

tronic eye are varied to study their effects on the time it takes to count 20 bolts.
The data are in Table 7.11.

a. Estimate both main effects and the interaction.
b. Use a statistical software package to analyze these results.

Table 7.11

The Automotive Bolts Experiment

Speed Sensitivity Time
2 6 22.56 18.44 18.01
& & 26.84 28.25 34.40
2 10 12.97 17.13 14.93
& 10 68.52 71.22 71.59
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» 7.2 The 2% Factorial Design

The treatment combinations for the 2* full factorial design consist of every pos-
sible combination of the two levels for the k factors. The analysis extends nat-
urally from what we developed for the 2%, as we illustrate for a three-factor
case.

The 2° Design

Example 7.4 | Springs with Cracks
Box and Bisgaard (1987) discuss a manufacturing operation for carbon-steel
springs that have a severe problem with cracks. Basic metallurgy suggests that
the cracking depends on three factors:
*  The temperature of the steel before quenching
*  The amount of carbon in the formulation
*  The temperature of the quenching oil
In this case, the engineers apply each treatment combination to an entire pro-
duction lot of springs. Quality control inspects each spring for cracking. The engi-
neers use the percent of springs that do not exhibit cracking as their response.
They seek to determine the basic relationships among the three factors and the
cracking. In the process, they hope to find conditions that will reduce or even
eliminate the problem. They decided to pursue a two-level experiment involving
these three factors. Table 7.12 lists the actual levels used.

The variables are defined as follows:
®  xy is the design variable associated with the steel temperature before
quenching.

*  xz is the design variable associated with the carbon content.
*  xs is the design variable associated with the quenching oil temperature.
The 2* factorial design uses every possible combination of the two levels for the
three factors, which entails 2* = 8 different treatment combinations. Table 7.13
gives this 2* design in the design variables. Figure 7.6 shows that this design
forms a cube in terms of the design variables. Table 7.14 gives the design for this
specific experiment in the natural units. The engineers ran the actual design in
random order.

Table 7.12 The Factors and Their Levels for the Springs with Cracks Experiment

Factor Low Level High Level
Steel temp. 1450°F 1600° F
Carbon 0.50% 0.70%

Oil temp. 70°F 120°F
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Table 7.13 The 2° Design in the Design Variables

Xy M3 X3
= = =
1 £ -1
= 1 =
1 1 =
| =4 1
1 4 1
=9 1 1
1 1 1

Figure 7.6 An lllustration of a 2* Factorial Design in the Design Variables

- X

Table 7.14 The Springs with Cracks Experimental Data in the Natural Units

Steel Temp. Percent Qil Temp.

=F) Carbon (*F)
1450 0.50 70
1600 0.50 70
1450 0.70 70
1600 0.70 70
1450 0.50 120
1600 0.50 120
1450 0.70 120
1600 0.70 120

Hidden Replication For economic reasons, the engineers did not neE!il:a‘te the

design, which complicates the analysis. Full 2* factorial

designs exhibit hidden replication. Often, when we run a
; e 5 2% factorial, at least one of the factors and all of the inter-
Hidden replication (s not the some thing 05 5 iong that involve this factor really are not important. Of
frue replication. course, when we plan the experiment, we have little, if any,
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Table 7.15

Xy X3
= (N
, .
= 1
1 1
2 A
1 =
= 1
1 1

idea which of these factors will prove unimportant. For an unimportant factor,
there essentially is no difference in the response when we go from the low to
the high level. Including this factor really just provides replication. For the sake of
argument, suppose that the oil quench temperature has no effect on the crack-
ing of the springs. Then we can remove oil quench temperature as a factor. Our
eight-run design then is shown in Table 7.15, a replicated 27 factorial design. The
problem is how to identify any unimportant factors. Later in this section, we shall
describe a procedure based on the normal probability plot.

Estimating Effects for the 2° Factorial The 2 factorial design supports the
estimation of this model:

vi = Po+ Bixit + Prxip + faxis

+ Buaxiixin + Braxaxi + Brzxpxi + Braxixpxiy + &,

where

* vy is the percent of springs that do not crack in the ith production lot.

*  fpis the y-intercept, which is the overall average percent of springs that do
not crack.

* P4, Bz, and B3 are the regression coefficients or the slopes for the design
variables.

®  fhz, P13, and faz are the regression coefficients or the slopes for the
two-factor interactions.

* P23 is the regression coefficient or the slope for the three-factor
interaction.

* g is the random error associated with the ith spring.

Table 7.16 is the table of contrasts including the observed responses for the
springs with cracks experiment. The naming convention for the average of the
responses at each treatment combination extends naturally from the 22 case. The
letter a is the average of the responses when factor A is atits high level and all the
other factors are at their low levels. In a similar manner, abc is the average of the
responses when all three factors are at their high levels. In general, if the letter is




7.2 The 2* Factorial Design 477

Table 7.16 The Table of Contrasts for the Springs with Cracks Experiment

[ X X3 X3 XiXg X1 Xg X3Xy XqXpH3

1 -1 -1 -1 1 1 1 -1 (1) &7
1 1 -1 -1 -1 -1 1 1 a 79
1 -1 1 -1 = 1 -1 1 b 61
1 1 1 -1 -1 -1 -1 ab 75
1 -1 -1 1 -1 -1 1 c 59
1 1 -1 1 -1 1 -1 =1 ac 20
1 -1 1 1 -1 | 1 -1 be 52
1 1 1 1 1 1 1 1 abe 87

present, the corresponding factor is at its high level. If a letter is absent, then its
corresponding factor is at its low level.

We can use the table of contrasts to estimate all the main effects and interac-
tions. In each case, the denominator is one-half the number of factorial treatment
combinations. Since we have 2° = 8 treatment combinations, the denominator is
4 for each estimate. The columns of the table of contrasts tell us how to combine
the average responses to form the denominators. Thus,

effect of steel temperature (A)

{1y tag—bt+abh—c+ ac— bt abe

4
G771 L7 a9 §E L BY
= 4
=T 5.0
In a similar manner, we can obtain the following estimates of the other main
effects:
effect of carbon (B) = —3.0
etfect of oil temperature (C) = 1.5.

We can use the table of contrasts to find each two-factor interaction. For exam-
ple, the estimate of the steel temperature by oil temperature (AC) interaction is
given by

(lY—a+4+b—dgb—cH+ac—bect+abe
4

67 -T2 6] —TF 59419 =52+ 87
4

AC interaction =

= 10.0.
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In a similar manner, we can obtain the following estimates for the other two-
factor interactions; steel temperature by carbon (AB) and carbon by oil tempera-
ture (BC)

AB interaction = 1.5

BC interaction = 0.0.
Finally, we can estimate the three-factor interaction (ABC) by

. . (N +at+b—ab+e—ac—betabe
ABC interaction = : y - = -

—674+794+61 —T54+59—90— 524 87
4

— [

We can estimate the regression coefficients for the comresponding design vari-
ables by

. ; el estimated effect
L‘Sf]lﬂﬂred l'C:_.T ression L_'(‘Jcih\.'li_’!'lt — - i

Because of this relationship, we rarely calculate effects by hand. Instead, we use
standard statistical software or even spreadsheets to obtain either the estimated
effects directly or the estimated regression coefficients. Since the two are related
by a constant multiple, we can show that the two analyses are algebraically equiv-
alent.

Table 7.17 gives the analysis based on the SAS regression software when we
estimate the full model given by

yi = fo+ Bixi1 + Baxia + faxi

+ Braxnxn + Bisxnxin + Baaxaxn + Piaaxaxaxia + &

Because our model has as many regression coefficients as we have observations,
we are unable to estimate an error term. And without an appropriate error term,
we are unable to perform any formal tests, which is a problem.
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Table 7.17

effects.

The ANOVA Table for the Full Model

Source DF

Model 7

Error

C Total 7
Root MSE
Dep Mean
C.uV.

Variable OIOF
INTERCEPT
X1
X2
X3
X12
X13
X23

1
1
1
1
1
1
1
X123 1

Analyeis of Variance

Sum of Mean
Squares Square F Value Prob=F
1317.50000 188.21429
0.0o000
1317.50000
E-square 1.0000
71.25000 4dj B-sg

Parameter Estimates
Parameter Standard T for HO:
Estimate  Error Parameter=0 Prob > |T|
71.250000
11.500000
-2.500000
0.750000
0.750000
5.0000C00
L]
0.250000

Many statistical software packages force the user to fit a hierarchical model.
This means that if a model includes a higher-order term (such as AB), it must
also contain all lower-order terms that compose it (in this case, A and B). Hierar-
chy promotes stability and consistency in the model. There are some engineering
principles (such as Ohm’s law) that do not follow model hierarchy, and some-
times better predictions can be obtained from nonhierarchical models.

Using Normal Probability Plots
The normal probability plot, which we introduced in Chapter 3, provides a

powerful, informal, graphical method for determining important etfects in a 7k

VOICE OF EXPERIENCE

Normal probability plots are a powerful but
subjective tool for identifying important

tactorial design when we do not have an appropriate error
term. By imiportant, we mean that an effect is large in abso-
lute value. The success of this procedure depends heavily on
the assumption of effect sparsity. When we run an experi-
ment, we rarely expect all of the effects to be large in abso-
lute value, and we certainly do not expect all of the effects
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to be of equal absolute size. The normal probability plot often allows us to pick
out the larger effects.

We may use a normal probability plot on either the effects or the estimated
coefficients. For simplicity, this discussion will focus on the effects. In some
sense, the normal probability plot parallels the global F-test from regression
analysis. If the assumptions for our regression model are reasonable, then all of
the estimated effects follow normal distributions. The global F-test has a null
hypothesis that none of the effects is important, which means that all of the true
effect sizes are zero. With factorial experiments, if all of the true effects are zero,
then they all follow the same normal distribution. As a result, if all of the true
effects are really zero, then a normal probability plot of hmncalionh] Soumca
straight line. Any estimated effect whose true size is not zero will tend to fall
significantly away from this straight line. The basic idea of the normal proba-
bility plot is to let the estimated effects closest in absolute value to zero define
a straight line. Any estimated effect that is significantly different from this line
indicates an important effect.

Determining which estimated effects depart from the straight line requires
some subjectivity. Several of our colleagues suggest the “fat pencil™ rule, where
the analyst places a pencil over the estimated effects closest in absolute value.
We consider important any estimated main effects and interactions that are not
covered by the pencil. Although this approach may seem somewhat ad hoc,
in practice it works quite well as long as the assumption of effect sparsity

holds.

Example 7.5

Springs with Cracks—Normal Probability Plot

Table 7.18 lists the estimated effects we calculated by hand. We obtain the same
conclusions if we use the estimated coefficients from any regression software
package or spreadsheet. Figure 7.7 gives the normal probability plot for the
springs with cracks data. Since we have seven effects, the plot has seven points.
We see that the steel temperature {A) and the steel temperature by oil guench
temperature interaction (AC) appear most important because these two terms do
not lie on the straight line defined by the estimated effects smallest in absclute

Table 7.18

The Estimated Effects from the Springs with Cracks Experiment

Estimated
Source Effect
Steel temp. (A) 23.0
Carbon (B) —-5.0
Qil temp. (C) 1.5
AB 1.5
AC 10.0
BC 0.0

ABC 0.5
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Figure 7.7

The Mormal Probability Plot of the Effects from the Springs
with Cracks Experiment
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value. To generate the interaction plot, we need the average responses over the
levels of carbon for these combinations:

*  Steel temperature at its low level and quenching oil temperature at its low
level (x; = —1 and x3 = —1).

*  Steel temperature at its high level and quenching oil temperature at its low
level {xy = +1 and x3 = —1).

*  Steel temperature at its low level and quenching oil temperature at its high
level (xy = —1 and x3 = +1).

*  Steel temperature at its high level and quenching oil temperature at its high
level (x; = +1 and xz = +1).

These averages are

gy =1 and g =—1: - = 64.0
a—+ab .
& =21 awd &5 ==l 5 =77.0
& L b o
3 ——Tanl e —41: — 55.5
1 ; 3
ac+abe .o
x1=+1landx3=+1: ——— =§8.3

Figure 7.8 gives the interaction plot, which indicates that the percent of springs
without cracks increases as the steel temperature (x;) increases. This makes a
great deal of engineering sense because the heat treatment of steel changes the
steel’s crystalline structure. The higher temperature allows the steel to develop a
stronger crystalline structure, which in turn reduces the cracking. Since the two
lines are not parallel, we have evidence of an interaction. The rate of increase
is much greater when the guenching oil temperature (xs) is at 120°F than at
70° F. The lower cil temperature may induce some thermal stress, which results
in some cracking. Because of this interaction, we must be careful in interpreting
the main effects of temperature and oil quench temperature, especially the lat-
ter. It is not completely true to say that the oil quench temperature has no effect

481
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Figure 7.8 The Steel Temperature—Oil Quench Temperature Interaction Plot
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on the percentage of springs without cracks. Instead, the effect of the oil quench
temperature depends on what steel temperature we use. For the low level of steel
temperature, the effect of the oil quench temperature is positive. The estimated
main effect of the oil quench temperature is the average effect over the two levels
of steel temperature. In this case, the negative effect at the low level of the steel
temperature cancels out the positive effect at the high level of steel temperature.
Table 7.19 The Analysis of Variance Table for the Reduced Springs with Cracks Experiment

Analysis of Variance

Sum of Mean
Source DF Squares Square F Value Prob>F
Model 3 1262.50000 420.83333 30.606 0.0032
Error 4 55.00000 13.75000
C Total 7 1317.50000
Root MSE 3.70810 E-=square 0.95E83
Dep Mean 71.25000 Adj R-sg 0.9269
C.V. 5.20435
Parameter Estimates
Parameter Standard T for HO:
Variable DF Estimate Error Parameter=0 Prob = |T|
INTERCEPT 1 71.250000 1.31101106 54.347 0.0001
X1 1 11.500000 1.31101106 8.772 0.0009
x3 1 0.750000 1.31101106 0.572 0.59759
X13 1 5.000000 1.31101106 3.Bl4 0.01E9
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Since the estimated main effect and all interactions involving the amount of
carbon are so small, at least over the range of carbon studied, it does not seem to
affect the percent cracking. We thus have reasen to drop this factor from the analy-
sis. The hidden replication property of the 7* design yields a replicated e design.
Mow we are able to perform a formal statistical analysis, given in Table 7.19. The
overall F-test, with a p-value of 0.0032, indicates that the cracking depends on
at least one of the factors. The R indicates that the model explains more than
75% of the total variability, which is quite good. The tests on the individual factors
confirm that the steel temperature main effect and the steel temperature by oil
quench temperature interaction are important.

Center Runs

For true two-level designs, the basic design and analysis of the experiment are the
same for categorical and continuous factors. When we have continuous factors,
however, we often are interested in what happens to the response for settings
in between those used in the experiment. Recall the steel springs with cracks
example that has these factors and experimental ranges:

»  Steel temperature from 1450° F to 1600° F
*  Amount of carbon from 0.50% to 0.70%
*  Quenching oil temperature from 70° F to 120°F

In this example, since all the factors are continuous, we at least conceivably
could run the process at a steel temperature of 1525° F, an amount of carbon of
0.60%, and an oil quench temperature of 95°FE. On the other hand, consider a
factor such as supplier. We can arbitrarily designate one supplier as the —1 level
and the other supplier as the +1 level. It really makes no sense to talk about the
0.25 level, however, because this factor is categorical.

When we run engineering experiments with all continuous factors, we often
add center runs to the base design. As the name implies, center runs use as the
settings the levels for the factors in the exact center of the experimental region.
The exact center is the average of the low and high levels. In design variables,
the center run has each design variable set to 0, which is the average of —1 and
+1. In the steel springs with cracks example, these are the center runs in the
natural units:

»  The steel temperature at w —1525°F
*» The amount of carbon at 2324270 — 0.60%

*  The quenching oil temperature at w = 95°F
Engineers use center runs for a variety of reasons including these three:

To serve as a “reality check”
To provide replication, which allows us to estimate an error term
To check for curvature

e
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We typically center our experimental region around what we expect to be
the best setting. The 2% factorial design then moves an equal

VOICE OF EXPERIENCE distance in all £ dimensions in an effort to improve. Ide-

Center runs provide o "cheap” way to

replicate.

ally, our experiment should include at least one experimen-
tal run at the point of expected best performance to serve as
a reality check. Engineering economics often dictates min-

imal replication of the experiment. In such situations, cost
prevents replicating every treatment combination. Rather than depending solely
on the hidden replication property of 2* factorial designs, many engineers repli-
cate only a single treatment combination. The most logical candidate from both
the engineering and statistical perspectives is the center. The concept of curvature
requires some explanation. The strict first-order prediction equation

ji = by -+ byxip 4o+ bpxig

actually represents a plane through the experimental region, as illustrated in
Figure 7.9. When we add the interaction terms to the prediction equation, we
add a twist to this plane, as illustrated in Figure 7.10. Many engineering phe-
nomena display true curvature, which requires pure quadratic terms, such as x7,
to model. Figure 7.11 illustrates the response surface generated by the second-
order model

Vi = bg + byxjy + baxipp + by 1,1'7:'1 - .{.‘l;.".."t'%_-\ + byyxix.

Center runs provide a method to test whether we need to include these pure
quadratic or curvature terms in our model. The specifics of the analysis are
beyond the scope of this text, but the interested student may read about them in
Mpyers and Montgomery (2002, pp. 128-134).

Figure 7.9

An lllustration of the Plane Formed by a Strict First-Order Prediction Equation
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Figure 7.10 An lllustration of the Plane Formed by a First-Order Prediction Equation
with Interactions

fety

Figure 7.11 | An lllustration of the Plane Formed by a Second-Order Prediction Equation

Example 7.6 | Concrete Strength

The Federal Highway Administration (FHWA) sponsored a project performed
jointly by researchers from FHWA and the Mational Institute of Standards and
Technology (NIST) Building Materials and Statistical Engineering Divisions. The
purpose of this project was to investigate the use of experimental design
approaches to maximize the strength of a concrete mixture. Table 7.20 lists the
factors used and their proposed levels.

The variables were defined as follows:

*  x is the design variable associated with the water (factor A).
* Xz is the design variable associated with the coarse aggregates (factor B).
® X3 is the design variable associated with the silica fume (factor C).
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Table 7.20 The Factors and Their Levels for the Concrete Strength Experiment
Water Coarse Agg. Silica
0.3576 0.4071 0.0153
0.4329 0.4353 0.0247

Table 7.21 The Concrete Strength Experiment in Design Units

X1 xz X3 Strength
-1 -1 -1 58.27
1 —1 —1 55.06
-1 1 —1 58.73
1 1 -1 52.55
-1 -1 1 54.88
1 —1 1 58.07
—1 1 1 56.60
1 1 1 59.57
] 0 o 55.27
0 o [+] 56.09
0 4] 0 58.42
o] ] 0 57.48

The researchers used a 2° factorial design with four center runs. Table 7.21 gives
the design in design variables and the experimental results. The center runs
use each of the factors at its exact middle value. In this case, these are the
center runs:

* The water is set to 233764 04389 _ () 39525,

* Coarse aggregate is set to 24071504333 — 04212,
* The silica fume is set to 20193+ 0.0247 — 0,02,

Table 7.22 gives the design in the natural units. The actual design was run in
random order. The researchers used the center runs here mostly as check points.

The model for this experiment is the same as the model we used for the
cracking of steel springs data. We shall extend cur naming convention for the
responses to let (0) represent the response at the center. Table 7.23 is the table of
contrasts. We obtain our estimated effects in the same manner as before. The
table of contrasts tells us how to combine the responses to form the numer
ator. The denominator is one-half the number of factorial treatment combina-
tions. In this case, we have 8 factorial treatment combinations, so the denomi-
nator is 4. Since the table of contrasts indicates that the coefficient associated
with the average response at the center is always zero except for the intercept,
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Table 7.22 The Concrete Strength Experiment in Natural Units

Water Coarse Agg. Silica
0.35760 0.4071 0.0153
0.43290 0.4071 0.0153
0.35760 0.4353 0.0153
0.43290 0.4353 0.0153
0.35760 0.4071 0.0247
0.43290 0.4071 0.0247
0.35760 0.4353 0.0247
0.43290 0.4353 0.0247
0.39525 0.4212 0.0200
0.39525 0.4212 0.0200
0.39525 0.4212 0.0200
0.39525 D.4212 0.0200

Table 7.23 The Table of Contrasts and Experimental Results for the Concrete
Strength Experiment

[ x4 Xg g MqXa XyX3 XNz X3 X{X3X3
1 | —1 -1 +1 £1 +1 -1 1 58.27
1 1 -1 -1 -1 —1 +1 +1 a 55.06
1 —1 1 -1 —1 +1 -1 +1 b 58.73
1 1 1 —1 +1 -1 -1 -1 ab 52.55
1 -1 —1 1 +1 — -1 +1 < 54.88
1 1 -1 1 —1 +1 -1 -1 ac 58.07
1 -1 1 1 -1 -1 +1 -1 be 56.60
1 1 1 1 +1 +1 +1 +1 abc 59.57
1 1] L] o] 0 0] 0 4] (@) 56.815

the center run really has no influence on the estimates of the main effects and
interactions. Table 7.24 lists the estimated effects. Figure 7.12 gives the normal
probability plot from Minitab of the estimated main effects and the interactions.
This plot using the standardized effects indicates that only the interaction effect
(AC) between water (A) and silica (C) appears to have an important effect on the
strength because it is the only estimated effect that does not lie close to the
straight line defined by the smallest estimated effects in absolute value. Appar-
ently, the interaction between water and silica produces significant variations in
the concrete strength.
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Table 7.24 The Estimated Effects for the Concrete Strength Experiment

Source Estimated Effect
Water —0.8075
Coarse agg. 0.2925
Silica 1.1275
AB —0.7975
AC 3.8875
BC 1.3175
ABC 0.6875

Figure 7.12 | The Normal Probability Plot of the Standardized Effects for the
Concrete Experiment

(Quantiles of Standard normal
L =
i 1
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Standardized Effect

The engineers added the center runs to this design to serve as a reality check.
Figure 7.13 plots the responses for each level of the water by silica interaction.
The plot indicates no curvature in the response. Since the goal of the experiment
is to maximize the concrete strength, the experimenters could choose either low
water with low silica or high water with high silica. In the end, it was decided that
the low settings would be used.
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Figure 7.13 The Interaction Plot for Water and Silica
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» Exercises

7.9 Aceves-Mijares and colleagues (1995) consider a polysilicon deposition process
commonly used in the manufacture of integrated circuits. Four factors of inter-
est are pressure (A), temperature gradient (B), furnace temperature (C), and
the location of the gas input (D). Suppose the engineers assigned to this pro-
cess wish to conduct an appropriate two-level full factorial design using these

levels:

Temp. Furnace
Pressure Gradient Temp. Gas Input
1 Torr Flat 625°C Bottom
3 Torr Ramp 725°C Top

a. Give the appropriate factorial design in the design variables.
. Give the appropriate design in the natural units.
. Give the appropriate design in random order.

7.10 Consider the polymer filament example where the breaking strength of the fil-
ament depends on the amount of the catalyst (factor A), the polymerization
temperature (factor B), and the polymerization pressure (factor C). Suppose the
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engineers assigned to this process need to conduct an appropriate two-level full
factorial design using these levels:

Catalyst Temp. Pressure
1.5% 2500 C 25 psig
3.0% 280" C 40 psig

1. Give the appropriate factorial design in the design variables.
b. Give the appropriate design in the natural units.

. Give the appropriate design in random order.

d. Repeat parts a—c adding four center runs to the design.

Ul-Hag, White, and Adeleye (1995) investigated the freezing of agqueous solu-
tions on cooled heat-conducting surfaces at atmospheric pressure to assess the
freeze process efficiency. Five factors of interest are the cooling rate (A), ultra-
sonic intensity (B), presence of air in the freezing solution (C), initial soluble
concentration (D), and freezing time (E). Suppose the engineers assigned to this
process need to conduct an appropriate two-level full factorial design using these
levels:

Cooling Rate Ultrasonic Intensity Presence of Air Concentration Freezing Time

-0.1 160 Yes 1.5 32.5
—0.2 200 No 12.5 57.5

a. Give the appropriate factorial design in design variables.
b.  Give the appropriate design in natural units.
. Give the appropriate design in random order.

Shina {1991) conducted an experiment to determine the impact of wave width
{x1), direction (x2), flux (x3), and angle (x4) on the average number of short
leads per batch produced by a wave-soldering process for printed circuit boards.
Table 7.25 gives the experimental results.

a. Estimate all of the main effects and interactions. Use software as appropri-
ate.
b. Perform a thorough analysis of these data and interpret your results.

Antony (2002) presents a catapult experiment to maximize distance, which can
be easily taught to engineers and managers in organizations to train for design
of experiments. The results of this experiment have been taken from a real live
catapult experiment performed by a group of engineers in a company during the
training program on DOE. The data are in Table 7.26.

a. Estimate all the main effects and interactions. Use software as appropriate.

b. Plot the estimated effects on a normal probability plot. Again, use software
as appropriate.

c. Interpret your results.

A mechanical engineer studied the effect of tool speed (A), depth (B), and feed
rate (C), on the life of a cutting tool. Table 7.27 lists the experimental results.
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Table 7.25 The Results for the Wave-Soldering Experiment

¥
xt % X xs Rep.1 Rep.2
-1 -1 -1 -1 6.00 10.00
1 -1 -1 =i 9.50 6.75
-1 1 -1 -1 20.00 17.25
1 1 -1 -1 26.70 10.30
-1 -1 1 = 1.50 1.75
1 -1 1 -1 0.75 3.25
-1 1 1 =1 9.67 5.67
1 1 1 = 7.30 .00
-1 -1 -1 1 10.00 8.50
1 -1 -1 1 &.00 6.25
-1 1 -1 1 16.50 19.50
1 1 -1 1 19.30 17.70
-1 -1 1 1 0.25 4.25
1 -1 1 1 3.50 6.50
-1 1 1 1 2.00 .75
1 1 1 1 6.00 8.70

a. Estimate all of the main effects and interactions. Use software as appropri-
ate.

b. Plot the estimated effects on a normal probability plot. Again, use software
as appropriate.

c. Interpret your results.

7.15 It is widely believed that spending more on high-quality batteries, using expen-
sive gold-plated connectors, and storing batteries at low temperatures will
improve overall battery life in remote-control cars. Wasiloff and Hargritt (1999)
conducted an experiment to evaluate the validity of these practices. A simple
electrical test circuit with an indicator light to detect the state of battery dis-
charge was developed to permit testing. Table 7.28 lists the experimental results.
a. Estimate all the main effects and interactions. Use software as appropriate.
b. Plot the estimated effects on a normal probability plot. Again, use software

as appropriate.
c. Interpret your results.

7.16 Eibl, Kess, and Pukelsheim (1992) used a 2* factorial design to study the impact
of belt speed (factor A), tube width (factor B}, and pump pressure (factor C)
on the coating thickness for a painting operation. Table 7.29 gives the
responses.
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Table 7.26 Catapult Experiment

Release Angle Peg Height Stop Position Hook Position Distance
180 3 3 3 363 364
Full 3 3 3 4017 406
180 a4 3 3 416 460
Full 4 3 3 470 490
180 3 5 3 380 383
Full 3 1 3 437 440
180 4 5 3 474 477
Full 4 5 3 532 558
180 3 3 5 426 413
Full 3 3 5 474 494
180 4 3 5 480 502
Full 4 3 5 520 555
180 3 5 5 446 467
Full 3 5 5 512 550
180 4 5 5 480 4a5
Full 4 5 5 580 3591

Table 7.27 The Results for the Tool Life Experiment

Speed Depth Feed Tool Life

{rpmj} {im} {ips) {min)
1000 0.02 2 200
2000 0.02 2 225
1000 0.08 2 28
2000 0.08 2 35
1000 0.02 10 150
2000 0.02 10 154
1000 0.08 10 17

2000 0.08 10 21
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Table 7.28 Remote-Control Car Battery Experiment

AA battery Connector Battery Temperature Time te Discharge
Low Standard Cold 72
High Standard Cold 612
Low Gold Cold 75
High Gold Cold 490
Low Standard Ambient 93
High Standard Ambient 489
Low Gold Ambient 94
High Gold Ambient 493

Table 7.29 The Responses for the Coating Thickness Experiment

(1) 0.575
a 0.585
0.680

ab 0.590
€ 0.665
ac 0.585
be 0.915
abe 0.785

2. Estimate all of the main effects and interactions. Use software as appropri-
are.

. Plot the estimated effects on a normal probability plot. Again, use software
as appropriate.

c. Interpret your results.

7.17 Ferrer and Romero (1995) conducted an unreplicated 2* factorial design to
determine the effects of the amount of glue (x;), predrying temperature (x;),
tunnel temperature (x1), and pressure (x4) on the adhesive force obtained in an
adhesive process of polyurethane sheets. Table 7.30 gives the results.

2. Estimate all of the main effects and interactions. Use software as appropri-
are.

b. Plot the estimated effects on a normal probability plot. Again, use software
as appropriate.

c. Interpret your results.
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Table 7.30

The Results for the Adhesive Experiment

1 Az 3 L7 ¥
-1 -1 -1 -1 3.80
1 -1 -1 -1 4.34
—1 1 —1 —1 3.54
1 1 -1 -1 4.59
-1 -1 1 -1 3.95
1 -1 1 —1 4.83
—1 1 1 —1 4.86
1 1 1 -1 5.28
-1 -1 -1 1 3.2¢9
1 -1 -1 1 2.82
—1 1 -1 1 4,59
1 1 -1 1 4.68
-1 -1 i 1 2.73
1 -1 1 1 4.31
-1 1 1 1 5.16
1 1 1 1 6.06

»7.3 Fractions of the 2X Factorial Design

Table 7.31 presents the numbers of treatment combinations required for various
2k factorial designs. For even moderate values of k, the 2% factorial design can
require a prohibitive number of experimental runs. Often, particularly when
screening important factors, engineers must construct experiments involving
six or more factors. Consider an experimental situation that involves aircraft
engines where each experimental unit costs $500,000 to test! Such expense is
not uncommon in engineering experiments. A full factorial in even five fac-
tors probably is prohibitive. In other cases, time provides a significant barrier.
In the semiconductor industry, engineers often must produce significant results
in less than two weeks. In such a situation, full 2* factorial experiments are
impossible.

Fortunately, we can use fractional factorial designs to reduce the total num-
ber of treatment combinations while preserving the basic factorial structure
of the experiment. These designs use the “main effects” principle to reduce
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Table 7.31 The Numbers of Treatment Combinations Required for a Full 2 Factorial Design
for Various NMumbers of Factors

Number of
Treatment Combinations

4
2]
16
32
&4
128
256
512

L= T - S R = R T I

the number of treatment combinations. Essentially, the main
VOICE OF EXPERIENCE effects principle states that main effects tend to dominate
: B 3 : two-factor interactions, two-factor interactions tend to dom-
Fractional factonol designs ore important : 3 : b
: : inate three-factor interactions, and so on. The full 2® fac-
for screening out unimportant factors. ; ; : : )
torial design allows us to estimate all of the interactions.
As k gets larger, more and more of these interactions
probably are not important. Fractional factorial designs “sacrifice™ the ability to
estimate the higher-order interactions in order to reduce the number of treatment
combinations.

Half Fraction of the 2°

Recall the steel springs with cracks example where we seek to determine the
influence of steel temperature (factor A), amount of carbon (factor B), and
quenching oil temperature (factor C) on the percent of steel springs that exhibit
no signs of cracking. Suppose we can afford only four runs. How can we carry
out this experiment?

Recall the table of contrasts for the full 2* factorial, given in Table 7.32.
Under the main effects principle, the one effect least likely to be important is
the three-factor interaction. We need a design with only four treatment combi-
nations. Consider using the four treatment combinations that have +1 in the
x1x2x3 column as our design, which the following table summarizes:

X1 A2 X3
1 5 =4
= 1 =
-1 -1 1

1 1 1
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Table 7.32 Table of Contrasts for a Full 2* Factorial Experiment
I X X3 X3 XXz NyX3 A3 X3 Xy NpX3
AR T TR +1 +1 +1 =
1 1 -1 - -1 -1 +1 34
f -4 T -1 4 +1 = +1
1 1 1 -1 +1 —1 —1 -1
1 -1 -1 1 +1 -1 = +1
1 1 -1 1 -1 +1 -1 -1
1 —1 1 1 —1 -1 +1 -1
1 1 1 1 +1 +1 +1 +1

Table 7.33 Table of Contrasts for a Half Fraction of a 2* Factorial Experiment

| X9 Xa X3 M1 Xz M1y MaXq N1Xa¥g
1 1 -1 -1 -1 -1 +1 +1
1 -1 1 -1 -1 +1 —1 +1
1 -1 -1 1 +1 -1 -1 +1
1 1 1 1 +1 +1 +1 +1

Table 7.33 is the resulting table of contrasts. First, note that the column for
the three-factor interaction (xx;x3) is the same as the intercept (I) column. As
a result, the numerator for estimating the intercept is exactly the same numera-
tor for estimating the three-factor interaction. We thus cannot uniquely estimate
either! In this situation, we say that the three-factor interaction, ABC, is aliased
with the intercept. By choosing the three-factor interaction as the basis for cut-
ting the full factorial in half, we have lost our ability to estimate it; hence, we
have sacrificed it. Next, note that the column for x; is the same as the column
for x3x3. As a result, factor A is aliased with the BC interaction. Consequently,
our estimate of the main effect of A is the same as the estimate for the BC inter-
action. If this estimate is important, we have no statistical basis for determining
whether it is due to the main effect of A or to the interaction of B with C. In
a similar manner, factor B is aliased with the AC interaction, and factor C is
aliased with the AB interaction. As a result, all of the main effects are aliased
with the two-factor interactions.

What if we use the treatment combinations with x{x2x; = —1? We can show
that factor A is aliased with the negative of the BC interaction, factor B with the
negative of the AC interaction, and factor C with the negative of the AB inter-
action. Consequently, we still cannot obtain unique estimates of these effects.

How can we get around this problem? Suppose that the engineers propose

this model:

i = Bo + Bixin + Baxia + faxia + €,
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which assumes that only the main effects are important. With this model and
the proposed design, if an estimated effect appears significant, we conclude that
the corresponding main effect and not the interaction is important. The main
effects principle suggests that assuming the interactions to be unimportant is
often quite reasonable. In those cases where this assumption holds, we may
use the proposed design. On the other hand, if one of the interactions is truly
important, we mistakenly conclude that a main effect is important when it is
not.

If we use xyx3x3 = 1 to select the treatment combinations, then the result-
ing design is called the positive half fraction of the 2°. Figure 7.14 illustrates
this design. If we use x1x2x3 = —1 to select the treatment combinations, the
resulting design is called the negative half fraction of the 2°. In either case, since
we used x;x;x; to select the treatment combinations, we say that ABC is the
defining interaction for the design.

In general, we denote a half (either positive or negative) fraction of the 23
by 231, where:

* 2 indicates the number of levels for each factor.
* The exponent 3 indicates the number of factors.
* The exponent —1 indicates a half {2-) fraction.

The total number of treatment combinations is 23— = 4.

The Alias Structure

We can always use the table of contrasts to determine which effects are aliased
with one another. A quicker method uses modulo 2 arithmetic (clock arithmetic
with only two numbers: 0 and 1). In modulo 2 arithmetic, 1+ 1 = 0.
To obtain the “alias structure,” we first note that because ABC is the
defining interaction, it is aliased with the intercept or the
VOICE OF EXPERIENCE idEntitjf. We thus write | = PLEC, which is read “ABC is
o et Sl Biperent e s_aliascd '_mth the intercept. ‘WE then ca_ll ﬁ!ﬁl: the defining
fdinn : : interaction. To determine with what A is aliased, we add A
is no information for the defining iy : ; ; :
: . to the defining interaction, ABC, using modulo 2 arithmetic.
interaction. Thus
El

A+ ABC =BC,

Figure 7.14 | lllustration of a Half Fraction of a 2° Design
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and we see that A is aliased with the BC interaction, just as before. In a similar
manner, we obtain

B+ ABC=AC
C+ ABC = AB.

We can summarize the entire alias structure in the following table:

1 = ABC
A = BC
B = AC
c = AB

AB = C
AC = B
BC = A

We often stop the number of rows after every main effect and interaction appear
in the table. Using this convention, we get this alias structure:

1 = ABC
A = BC
B = AC
c = AB

The alias structure in this form tells us the largest model we can estimate

from the experiment. In this case, we can estimate a term

associated with the intercept (I), the main effect for A, the

Fractional factariol experiments do not main effect for B, and the main effect for C. We cannot esti-
uniquely estimate the terms of our model. mate any of the interactions.

Using a 2° to Generate a 2™’

We can always generate fractional factorial designs from the table of contrasts.
But again, there are quicker methods. We note that the 2°~! design requires four
different treatment combinations, just like the 2. Consider the following table
of contrasts for the 22 factorial design:

i xq xg X1X3
1 —1 -1 +1
1 1 -1 -1
1 -1 1 -1
1 1 1 +1

If we can assume that the two-factor interaction is unimportant, then we can use
the x| x; column to determine the settings for a third factor, C, whose design vari-
able is x3. In so doing, we make x3 = x1x2, which is equivalent to aliasing C with
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the AB interaction. The defining interaction is C + AB, which is ABC even under
modulo 2 arithmetic. The resulting design is the positive half fraction of the 23.

This approach emphasizes the projection property stationary point of half
fractions. If one of the factors is actually unimportant, then the half fraction
becomes a full factorial in the other factors. For example, consider the positive
half fraction of the 2°. For the sake of argument, if factor C is unimportant, then
the design given above becomes the following 27

XM Mo
| -1
1 -1
-1 1
1 1

Half Fractions in General

Half fractions readily extend for higher numbers of factors. In each case, one
uses the highest-order interaction to generate the design.

Example 7.7 I

Qil Extraction from Peanuts

Kilgo (1988) performed an experiment to determine the effect of CO; pressure,
CO;z temperature, peanut moisture, CO; flow rate, and peanut particle size on
the total yield of oil per batch of peanuts. The specific levels used are listed in
Table 7.34. For economic reasons, she could afford only 16 experimental units.
She generated a half fraction of the L i design from the 2* full factorial
design. Table 7.35 gives the o8 design, in design variables, plus the column for the
ABCD interaction. By letting xs = —xyXzxax4, we obtain the negative half fraction
with ABCDE as the defining interaction, which is what Kilgo used. Table 7.36 lists
the yield results. Table 7.37 gives the alias structure. The alias structure tells us
that we can estimate a model with terms for the intercept, each main effect, and
each two-factor interaction.

We can use either computer software or the table of contrasts to estimate the
effects. The table of contrasts tells us how to combine the responses to form the
numeratars. The denominator is still one-half the number of factorial treatment
combinations. In this design, we have 16 factorial treatment combinations, so
our denominator is 8. Table 7.38 lists the estimated effects, and Figure 7.15 is the

Table 7.24

The Factors and Their Levels for the Qil Extraction Experiment

A B c D E
Pressure Temp. Moisture Flow Rate Particle Size
(bar) i 4 (% by weight) (L/'min) {mm)
415 25 5 40 1.28

550 95 15 60 4.05
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Table 7.35 | The Experimental Design for the Oil Extraction Experiment
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=

Table 7.36 I The Results for the Oil Extraction Experiment
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Table 7.37 The Alias Structure for the Oil Extraction Experiment
! = ABCDE

A = BCDE

B = ACDE

C = ABDE

D = ABCE

E = ABCD

AB = CDE

AC = BDE

AD = BCE

AE = BCD

BC = ADE

BD = ACE

BE = ACD

cD = ABE

CE = ABD

DE = ABC
Table 7.38 The Estimated Effects for the Oil Extraction Experiment

Estimated
Source Effect
Pressure (A) 7.5
Temp. (B) 19.75
Moisture (C) 1.25
Flow rate (D) 0.0
Particle size (E) —44.5
AB 5.25
AC 1.25
AD —4.0
AE -7.0
BC 3.0
BED —-1.75
BE —0.25
cD 2.25
CE 6.25

DE —-3.5
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Figure 7.15 The Mormal Probability Plot of the Estimated Effects for the Qil

Extraction Experiment

Quantiles of standard normal
=}
T

resulting normal probability plot. This plot indicates that the two important effects
are the main effect due to the average particle size (E) and the main effect due to
temperature (B) because they do not lie close to the straight line formed by the
estimated effects near zero. None of the estimated interactions appear important.

Table 7.39 is the ANOVA table generated by SAS. The overall F-test, with a
p-value of 0.0001, indicates that at least one effect is important. The R? exceeds
0.90, which indicates that our reduced model explains more than 90% of the total
variability. The tests on the estimated regression coefficients, which are half the

Table 7.39 The Analysis of Variance Table for the Oil Extraction Experiment

Analy=i= of Variance

Sum of Mean
Source DF Squares Sgquare F Value Prob=F
Model 5 9481.5000 3160.50 43.0244 0.0001
Error 12 B81.5000 73.48
C Total 15 10363.0000
Root MSE B.5T707E B-sguare 0.91449
Dep Mean 54.25000 Adj R-=sg 0.8937
Paramater Estimates
Parameter Standard T for HO:
Variable DF Estimate Error Parameter=0 Procb > |T|
INTERCEPT 1 £4.2500 2.142695 25,32 0.0001
X2 1 9.8750 2.142688 4.61 0.00086
X5 1 -22.2500 2.142658 -10.38B 0.0001
H2s 1 -0.1250 2.142696 -0.06 0.9544
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Figure 7.16 | The Main Effect Plot for Particle Size
§
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Figure 7.17 | The Main Effect Plot for Temperature

size of the corresponding effects, confirm that both temperature and particle size
are important, with p-values of 0.0006 and 0.0001, respectively, but the interac-
tion, with a p-value of 0.9544, is clearly not.

Figures 7.16 and 7.17 give the main effects plots for particle size and tem-
perature. These plots show that the yield decreases as the particle size increases,
which makes engineering sense. As the particle size increases, the available sur-
face area decreases, and because the surface area controls the transfer of cil to
the CO3, the larger the particle size, the smaller the yield. Similarly, the more ener-
getic the physical system, the more likely transfer from the peanuts to the COs,.
Thus, the higher the temperature, the better the yield.

Smaller Fractions

For more than four factors (& = 4), we can construct even smaller fractions
than the half. We can generate two-level fractional factorial designs with eight
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VOICE OF EXPERIENCE treatment combinations for up to seven factors, with 16

The defining refationships ond alias
structure for smalfer fractions ore very
complicated because the factors are aliosed
with muttiple interactions.

treatment combinations for up to 135 factors, and so on. The
designs with up to eight treatment combinations alias the
interaction columns from the table of contrasts for the 2°
factorial design. The designs with up to 15 treatment com-
binations use the columns for a 2# factorial design. The next

example illustrates the method.

Example 7.2 | Thickness of Paint Coatings
Eibl, Kess, and Pukelsheim {1992} used a sequential experimentation strategy to
achieve a target coating thickness of 0.8 mm for a painting process. In their first
experiment, they ran a 2°~* factorial design to study the impact of these factors
on the thickness:
*  Belt speed (factor A)
#  Tube width (factor B)
*  Pump pressure (factor C)
*  Paint viscosity (factor D)
*  Tube height {factor E)
*  Heating temperature (factor F)
For proprietary reasons, the authors did not publish the actual levels for these
factors.

Table 7.40 lists the actual design and results. The authors generated this
design from a 2* full factorial design by setting x4 = Xazx3, X5 = X;x2x3, and
Xs = XiXz. Thus, the defining interactions are BCD (xaxaxs), ABCE (x1X2Xaxs),
and ABF (x;x2xs). This design can estimate only one interaction uniquely. In this
particular case, we may ascribe its effect to the AC = BE interaction because
it is the only column from the original 2* not already aliased with a main
effect.

Table 7.40 The Coating Thickness Experiment

X X3 %3 K Xy Xg ¥
—1 -1 —1 1 -1 1 df 1.490
1 —1 —1 1 1 | ade 0.835
-1 1 —1 —1 1 -1 be 1.738
1 1 -1 -1 —1 1 abf 1.130
-1 —1 1 —1 1 1 cef 1.545
1 —1 g —1 —1 -1 ac 0.980
-1 1 1 1 —1 -1 bed 2175
1 1 1 1 1 1 abedef 1.448
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Table 7.41 The Estimated Effects for the Coating Thickness Experiment

Estimated
Source Effect

—0.639
0.410
0.239
0.139

—0.052

—-0.029

AC —0.007

TMm QO N @ P>

Figure 7.18 | The Normal Probability Plot of the Estimated Effects for the Coating
Thickness Experiment
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Table 7.41 gives the estimated effects, and Figure 7.18 is the resulting normal
probability plot. In this case, the estimated effect associated with the belt speed
(A) appears to be important. The estimated effect for tube width (B) may be impor-
tant because it does not appear to fall on the line generated by the effects near
zero.

Table 7.42 is the ANOVA table when we use belt speed (xy), tube width (x2),
and their interaction (x1x2) as our model. Since there are now only two factors,
there is hidden replication. We can analyze the data as if it were a replicated 2% in
factors A and B. This allows the fitting of the AB interaction and provides degrees
of freedom for error. The overall F-test, with a p-value of 0.0261, indicates that
at least one of the terms is important. The R? of 0.8976 indicates that the model
explains approximately $0% of the total variability, which is fairly good. The tests
on the estimated coefficients indicate that belt speed (x4 is reasonably important,
with a p-value of 0.0105, and that tube width (xz) is probably important, with a
p-value of 0.0433. The belt speed—tube width interaction is clearly not important,
with a p-value of 0.8479.
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Table 7.42 The Analysis of Variance Table for the Coating Thickness Experiment

Analysi= of Variance

Sum of Mean
Socurce DF Sgquares Sguare F Value Prob=F
Model 3 1.1542664 0.3B4755 . T3R2 0.0261
Error S 0.15B0O715 D.039518
C Total 7 1.3123379
Root MSE 0.198751 B-sguare 0.8795
Dep Mean 1.417625 Adj R-sg 0.7892

Parameter Esztimates

Parameter Standard T for HD:

Variable DF Estimate Error  Parameter=0 Prob > |T|
INTERCEPT 1 1.417625 D.0TFG2E3 2017 0.0001
X1 I -=0.319375 D.070283 -4.54 0.0105
X2 1 0.205125 0.0T0ZE3 2.92 0.0433
Xla 1 -0.014375 D.0T702E3 -0.20 0.B479

Figure 7.19 | The Main Effects Plot for Belt Speed
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Figures 7.19 and 7.20 show the main effects plots for both factors. The main
effects plot for the belt speed (x;] shows that the higher the belt speed, the thin-
ner the coating, which makes good engineering sense. The main effects plot for
the tube width shows that the thickness increases as we increase the tube width.
Taken together, these plots suggest using the high level of paint speed and the
low level of tube width to reduce the thickness of the coating.
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Figure 7.20 The Main Effects Plot for Tube Width
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Design Resolution

Design resolufion refers to the length (number of letters) in the smallest defining

or “generalized” interaction and tells the user some critical

information about the alias structure., Generalized interac-

e ) tions are every possible modulo 2 sum of the defining inter-

Resoiution s a shorthand notation to . .

s actions. For example, if we use ABCD am{l ABE for our

defining interactions, then CDE is the resulting generalized

interaction. Both the defining and the generalized interac-

tions are aliased with the intercept. We thus must include all generalized inter-
actions when we construct the full alias structure of a design.

For a Resolution III design, the smallest defining or generalized interaction
has three letters. As a result, at least one main effect is aliased with a two-factor
interaction. Example 7.8 illustrates a Resolution III design because several of the
defining and generalized interactions have three letters. We typically use Resolu-
tion I designs for screening because they are the smallest designs available.

For a Resolution IV design, the smallest defining or generalized interaction
has four letters. As a result, the smallest interaction aliased with a main effect
is a three-factor. At least some of the two-factor interactions are aliased with
each other. In the next chapter, Example 8.7 illustrates a Resolution IV design
because the defining interaction is ABCD. Engineers use Resolution IV designs
when they believe that some, but not all, of the two-factor interactions may be
important.

For a Resolution V design, the smallest defining or generalized interaction
has five letters. The smallest interaction aliased with a main effect has four
factors, and the two-factor interactions are aliased with three-factor or higher
interactions. Example 7.7 illustrates a Resolution V design because the defining
interaction is ABCDE. Resolution V designs are very important for process
optimization.
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By convention, we note the resolution of a fractional factorial design b]!lf
a subscript. For example, Zf}r_i denotes a Resclution III half fraction of a 2

factorial design. Similarly, 2572 denotes a Resolution IV quarter fraction of a 26
factorial design.

Factorial-Based Designs and Traditional
Engineering Experimentation

Engineers not well trained in statistics often pursue two basic approaches: one
factor at a time and “shotgun.” In general, we do not recommend either of these
strategies.

With one-factor-at-a-time experimentation, we run one treatment combina-
tion with every factor at a specified level, usually the low level. We then run
a series of treatment combinations where we use the high level for one factor
and the low level for the others. If we have & factors, then we run a series of &
treatment combinations, allowing each factor to be at its high level once. The
experiment thus consists of £ + 1 total treatment combinations. Figure 7.21
illustrates this experimental strategy for a three-factor situation. One-factor-at-
a-time experimentation suffers from these major drawbacks:

= It cannot estimate interactions.

* [t does not cover the entire experimental region.

» It produces less precise estimates of the effects than a corresponding
factorial or fractional factorial design.

Efficient model estimation requires us to spread our design points evenly on
the boundary of the region of interest defined by our model. Problems occur
because the one-factor approach provides no information in the upper-right-
hand quadrant, as Figure 7.21 illustrates.

Figure 7.22 illustrates the negative fraction of the 2*~! factorial design. It is
important to note that this design also cannot estimate interactions. Nonetheless,
it is a much better experimental design than the one-factor-at-a-time approach
illustrated in Figure 7.21. The one-factor-at-a-time approach uses only two exper-
imental runs to estimate each factor effect: the one run where all the factors are
at their low levels and the one run where the specific factor of interest is at its

Figure 7.21 An lllustration of One-Factor-at-a-Time Experimentation
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Figure 7.22 An lllustration of Fractional Factorial Experimentation
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high level. On the other hand, the 2*~! factorial design uses all four experimen-
tal runs to estimate each factor effect: the average of the two runs at the factor’s
high level and the average of the two runs at the factor’s low level.

Further, compare the volumes enclosed by the experimental runs in the two
designs. The 23~ factorial design encloses much more of the volume of the cube.
The bottom line is that the 2*~! factorial design makes much better use of the
resources available for the experiment than the one-factor-at-a-time approach.
The benefits of using fractional factorial designs actually increase as we use more
factors.

The shotgun approach randomly selects points over the region of interest. It
gets its name because the pattern looks like a shotgun blast. This approach also
has drawbacks:

* It tends to use many more treatment combinations and thus tends to waste
FesOurces.

* It rarely covers the experimental region well.

* It produces less precise estimates of the effects.

Some engineers pursue a shotgun approach as an expression of their creativ-
ity. In general, a better way to express creativity is in judicial selection of the
appropriate factors and their ranges for the experiment.

» Exercises

7.18 Aceves-Mijares and colleagues (1995) consider a polysilicon deposition process
commonly used in the manufacture of integrated circuits. Four factors of interest
are pressure (A), temperature gradient (B), furnace temperature (C), and the
location of the gas mput (D). Suppose the engineers assigned to this process
wish to conduct an eight-run design using the following levels:
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Temp. Furnace
Pressure Gradient Temp. Gas Input
1 Torr Flat 625 C Bottom
3 Torr Ramp 725°C Top

2. Construct the appropriate fractional factorial design, in the design variables,
that has the highest resolution.

b. Give this design in the natural units.

. Give this design in random order.

7.19  Consider the oil extraction experiment described in Example 7.10. Suppose the
researcher could afford only an eight-run design.

a. Construct the appropriate fractional factorial design, in the design variables,
that has the highest resolution.

b. Give this design in the natural units.

. Give this design in random order.

7.20 Consider the freeze process efficiency experiment described in Exercise 7.11.
Suppose the researcher couldn’t atford the full 32-run design.

2. Consider 16 runs. Construct the appropriate fractional factorial design, in
the design variables, that has the highest resolution.

b. Give this design in natural units.

c. Give this design in random order.

d. Consider 8 runs. Construct the appropriate fractional factorial design, in the

design variables, that has the highest resolution.

Give this design in natural units.

f. Give this design in random order.

]

7.21  Consider the catapult experiment described in Exercise 7.13. Suppose the researcher
could afford only an eight-run design.

a. Construct the appropriate fractional factorial design, in the design variables,
that has the highest resolution.

b. Give this design in natural units.

. Give this design in random order.

7.22 Shoemaker, Tsui, and Wu (1991) study the process that grows silicon wafers
for integrated circuits. These layers need to be as uniform as possible because
later processing steps form electrical devices within these layers. The smallest
unit to which the engineers can apply the processing steps is a batch of wafers.
The individual wafers are the observational units. In their initial experiment, the
engineers seek to determine which of six possible tactors truly influence the uni-
formity of the silicon layer. They intend to conduct follow-up experimentation
using the significant factors from this initial experiment. To minimize the size of
the design, they use only two levels for each factor. These are the factors and
their levels:
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Deposition temp. 1210 1220

Deposition time Low High
Argon flow rate 55% 59%
HCI etch temp. 1180 1215
HCI flow rate 10% 14%
Nozzle position 2 4

Construct a 16-run Resolution IV (2572) fractional factorial design in both the
design variables and the natural units.

7.23 Anand, Bhadkamkar, and Moghe (1995) used a fractional factorial design to
determine which of five possible factors influenced the determination of carbon
in cast iron. The five factors and their levels follow:
A—Testing time Meorning Afternoon
B—KOH econe. 38 42
C—Heating time 45 75
D—Oxygen flow Slow Fast
E—Muffle temp. 250 1100

Table 7.43 summarizes the experimental results.

a. Identify this design.

b.  Give the defining interaction or interactions.

c. Analyze the experimental results.

7.24 Pignatiello and Ramberg (1985) studied the impact of several factors involving
the heat treatment of leaf springs. In this process, a conveyor system transports

Table 7.43 The Carbon in Cast lron Experiment

X Xz 3 X K ¥
-1 -1 -1 -1 -1 3.130
—1 —1 1 1 -1 3.065
-1 1 -1 -1 1 3.105
-1 1 1 1 1 2.940
1 -1 -1 1 1 2.940
1 —1 1 —1 1 3.110
1 1 -1 1 -1 3.145
1 1 1 -1 -1 3.240
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leat spring assemblies through a high-temperature furnace. After this heat treat-
ment, a high-pressure press induces the curvature. After the spring leaves the
press, an oil quench cools it to near ambient temperature. An important qual-
ity characteristic of this process is the resulting free height of the spring. The
researchers used these factors:

Lowr High
Factor Level Level

High heat temp. (x1) 1840 1880

Heating time [xz) 23 25
Transfer time (xz) 10 12
Heold down time (x4) 2 3

Table 7.44 summarizes the experimental results.
a. Identify this design.

b. Give the defining interaction or interactions.
. Analyze the experimental results.

7.25 Anand, Bhadkamkar, and Moghe (1995} used a fractional factorial design to
determine which of six possible factors influenced the determination of man-
ganese in cast iron. The six factors and their levels follow:

A—Titration speed Medium Fast
B—Dissolution time 20 30
C—AgMNO; addition 20 10
D—Persulfate addition 2 3
E—Volume HMnO, 100 150
F—Sodium arsenite 0.10 0.15

Table 7.45 summarizes the actual experimental results.

Table 7.44 The Leaf Spring Experiment

b 2] X X3 X4 ¥
-1 -1 -1 —1 7.37
1 -1 —1 1 7.66
-1 1 —1 1 T.67
1 1 —1 —1 71.79
-1 -1 1 1 7.52
1 -1 1 —1 7.64
-1 1 1 —1 7.54
1 1 1 i 7.90
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Table 7.45 The Manganese in Cast Iron Experiment
1 Xz X3 Ky s X ¥
-1 -1 -1 -1 -1 -1 0.1745
-1 -1 -1 1 1 1 0.1340
-1 1 1 —1 -1 1 0.1630
-1 1 1 1 1 -1 0.0680
1 -1 1 -1 1 -1 0.0055
1 -1 1 1 -1 1 0.0330
1 1 -1 -1 1 1 0.0690
1 1 -1 1 -1 -1 00730
Table 7.46 The Photographic Color Slide Experiment
X X2 X3 Xg X5 X4 ¥
1.5 2.1 7 0.2 6.8 Q.75
7 2.1 7 0.1 3.5 9.75
1.5 3.6 7 0.1 6.8 9.55 14
7 3.6 7 0.2 3.5 9.55 9
1.5 2.1 18 0.2 3.5 9.55 13
7 2.1 18 0.1 6.8 9.55 11
1.5 3.6 18 0.1 3.5 9.75 4
7 3.6 18 0.2 6.8 Q.75 3
2. Identify this design.
b. Give the defining interaction or interactions.
¢. Analyze the experimental results.

7.26 Chapman (1995) discusses an experiment to improve a photographic color slide
process. For proprietary reasons, he could identify the six factors only by xi-
x¢. In addition, he transformed the response. Table 7.46 lists the experimental
results in the natural units.

a. Identify this design.
b. Give the defining interaction or interactions.
c. Analyze the experimental results.
7.27 Colloidal gas aphrons (micro bubbles) are created from an anionic surfactant

and can be characterized in terms of stability. The effect of pH, salt concentra-

tion, time of stirring, and temperature on the stability was studied by Jauregi,
Gilmour, and Varley (1997). The data in Table 7.47 are based on their experi-
ment.

513
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Table 7.47 The Colloidal Gas Aphrons Experiment
pH Salt Conc. Time Temp. Stability
4 0.00 4 1 o0
4 0.00 16 2 107
B 0.00 16 1 &8
8 0.14 4 1 &0
L 0.00 4 2 o0
4 0.14 16 1 30
4 0.14 4 2 45
8 0.14 16 2 73
a. Identity this design.
b. Give the defining interaction or interactions.
¢. Analyze the experimental results.

7.28 Five factors in a manufacturing process for an integrated circuit were investi-
gated with the objective of improving the process yield. The five factors were
aperture setting (small and large), exposure time (percent below nominal and
above nominal), develop time (30 and 45 seconds), mask dimension (small and
large), and etch time (14.5 and 15.5 minutes). The data are in Table 7.48
a. Identify this design.

b Give the defining interaction or interactions.
. Analyze the experimental results.

7.29 Azeredo, Da Silva, and Rekab {2003) conducted an experiment to see the effect
of process parameters on the force required to open an injection molded closure
for medical infusion bottles. Table 7.49 summarizes the experimental results.

a. Identify this design.

b. Give the defining interaction or interactions.

c. Analyze the experimental results.

d. Can you think of a design with higher resolution? How could it be carried
out in 24 runs?

7.30 Costa and Pereira (2007) conducted an experiment to see the effect of process

parameters on the performance of a black liquor recovery boiler. The goal was to
minimize the oxygen emission in the combustion gases. Table 7.50 summarizes
the results.

a. Identify this design.

b. Analyze the experimental results.
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Table 7.48 The Integrated Circuit Experiment

Aperture Setting  Exposure Time  Develop Time  Mask Dimension  Etch Time  Yield

small -20 30 small 15.5 8
large -20 30 small 14.5 9
small 20 30 small 14.5 34
large 20 30 small 15.5 52
small -20 45 small 14.5 16
large -20 45 small 15.5 22
small 20 45 small 15.5 45
large 20 45 small 14.5 &0
small -20 30 large 14.5 6
large -20 30 large 15.5 10
small 20 30 large 15.5 30
large 20 30 large 14.5 50
small -20 45 large 15.5 15
large —-20 45 large 14.5 21
small 20 45 large 14.5 44
large 20 45 large 15.5 63

Table 7.49 The Medical Infusion Bottle Experiment

Injection  Moid Melt Heolding Holding Cooling Ejection

Speed Temp. Temp. Pressure Time Time Speed Foree
40 25 205 45 3 25 5 41.04 4402 41.89
75 25 205 25 2 25 25 68.59 70.89 71.53
40 45 205 25 3 10 25 4412 4646 3233
75 45 205 45 2 10 5 63.02 64.12 62.67
40 25 235 45 2 10 25 65.51 6248 59.05
75 25 235 25 3 10 5 71.62 78.44 7396
40 45 235 25 2 25 5 4277 41.15 39.49
75 45 235 45 3 25 25 64,33 7343 7095
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Table 7.50 The Oxygen Emission Experiment

TL Fs Pas Pbs Pat Ft Pbt Fp Ab 0O

126 as 10
126 35 10
126 as 10

& 27 10 23 -15 1.98
10 27 [ 19 —-22 1.14
& 23 10 19 —22 0.72

126 as 10 10 23 & 23 -15 1.85
126 3as 13 & 23 & 23 —22 1.16
126 35 13 10 23 10 19 -15 0.43
126 3as 13 & 27 & 19 —-15 1.36
126 a5 13 10 27 10 23 —22 231
126 41 10 & 23 & 19 —-15 1.57
126 41 10 10 23 10 23 —22 2.22
126 41 10 & 27 & 23 —22 3.54

126 41 10
126 41 13
126 41 13
126 41 13

10 27 10 19 —-15 2.80
& 27 10 19 —22 2.30
10 27 [ 23 -15 2.94
& 23 10 23 -15 2.56

126 41 13 10 23 & 19 —-22 1.74
129 3as 10 & 23 & 19 —22 0.46
129 35 10 10 23 10 23 -15 1.28
129 35 10 & 27 & 23 -15 2.47

129 35 10
129 3as 13
129 35 13
129 as 13
129 a5 13
12¢ 41 10
129 41 10
129 41 10

10 27 10 19 —-22 1.51
& 27 10 19 -15 1.20
10 27 (-] 23 —22 2.00
& 23 10 23 —22 1.49
10 23 & 19 -15 0.64
& 27 10 23 —22 3.03
10 27 [ 19 -15 2.22
& 23 10 19 —-15 2.04

129 41 10 10 23 & 23 —22 2.96
129 41 13 & 23 & 23 -15 2.34
129 41 13 10 23 10 19 —-22 1.54
129 41 13 & 27 & 19 —22 2.40

129 41 13 10 27 10 23 -15 3.22
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7.4 Case Study

Pen barrels are produced by an injection molding process. Pigment and poly-
propylene are mixed together, melted, and extruded into a chilled mold.

Faber-Castell ran into a problem with “warped” pen barrels when it brought
a new injection molder into production. In some cases, the warp was quite sig-
nificant with the barrels displaying a pronounced bow. These barrels were com-
pletely unsuitable for use. As a result, the process engineer needed to conduct
an appropriate experiment whose first objective was to identify the factors that
influence the warping. In Chapter 8, we discuss the design and analysis of exper-
iments that can minimize warping,.

The process engineer worked closely with the area supervisor and the oper-
ators. In a series of meetings, they devised a method for measuring the warp as
a deflection in degrees. They then identified four processing factors that should
influence warping: x|, the proportion of polypropylene in the formulation; x,,
the melt temperature in the holding chamber; x3, the injection pressure; x4, the
temperature of the chilled water in the mold. Finally, they agreed to run a 2*

Table 7.51

The First Pen Barrel Warping Experiment

X3 3 X3 Xy Warp
0 0 0 ] 9.5408
-1 1 1 -1 2.0647
1 -1 1 —1 2.4075
-1 -1 -1 1 33.4354
o 0 0 0 9.912%
1 -1 -1 1 33.7727
-1 1 1 1 14.8448
-1 -1 -1 -1 13.5184
-1 1 -1 -1 14.3446
1 1 1 —1 2.7584
1 1 —1 1 33.2454
-1 1 -1 1 33.2368
1 -1 1 i 13.2066
-1 -1 1 | 1.2758
-1 -1 1 1 13.6236
1 -1 -1 -1 13.9000
1 1 -1 -1 13.9417
1 1 1 1 14.5301
[ 0 o} 0 10.2025
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Table 7.52 The Analysis of Variance Table for the First Pen Barrel Warping Experiment

Term Effect Coef SE Coef T P
Constant i15.B82 0.1125 141.21 0.000
A 0.177 g.089 0.1125 0.79 0.456
B 0.478 G239 0.1125 2.13 0.071
C -15.588 -7.7%3 0.1135 -60.29 0.000
D 1R.711 7.855 0.11258 69.84 ©0.000
AxB -0.181 -0.091 0.1125 -0.B1 0.447
Al 0.09%6 0.048 0.1125 0.43 0.682
A+D -0.274 -0.137 0.1125 -1.22 '0.263
BwC 0.443 0221 0.1125 1.97 0.080
E«D -0.024 -0.012 0.1125 -0.10 ©6.591%
C+D -3.786 -1.8893 0.1125% -16.83 0.000
Ct Pt -5.995 0.2830 -21.18 ©.000

full factorial experiment with three center runs. Table 7.51 shows the data. The
specific levels used for each factor are confidential.

We see from the analysis in Table 7.52 that x;, the injection pressure, x4,
the temperature of the chilled water in the mold, and the x;x, interaction are
important. In addition, since the test for the center point is significant, we see
that there is serious evidence of curvature (Ct - Pr, p = 0.000). These results
strongly suggest that we conduct a follow-up experiment based on x; and x4
that will allow us to model the curvature in the hopes of finding conditions that
will minimize the warping, which we do in Chapter 8.

» 7.5 Ideas for Projects

I, As a class, perform the “catapult” experiment. Many instructors use a
rubber band catapult to generate experimental data. The ones we use allow
you to change the tension on the rubber band in several ways. Perform the
experiment to generate a prediction equation for how far the catapult
throws the ball. Use the prediction equation to try to hit a target a known
distance away.

2. Perform the “paper helicopter” experiment. Many instructors make paper
helicopters and drop them in class. We prefer to drop them from the fourth
floor of a building on campus. The goal is to design a paper helicopter that
flies as long as possible.
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3. Work with an instructor for a unit operations laboratory. Help a class
perform an experiment to screen for important factors that affect the
operation of a piece of equipment.
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Introduction to Response
Surface Methodology

With a basic understanding of the 2¥ factorial design and its fractions, we show
how we can optimize a process using RSM (Sections 8.1 to 8.3). Section 8.4
outlines how to optimize a process with more than one response of interest. In
Chapter 5, we learned that the process variability is at least as important as the
process mean. Section 8.5 outlines appropriate methods for incorporating the
process variance into our experiments and their analyses.

* 8.1 Sequential Philosophy of Experimentation

Engineering experiments, particularly if we seek to optimize a process or prod-
uct, should proceed sequentially, where we use low-order polynomial equations
as our models. Ideally, we apply what we learn from our previous experiments
to plan each subsequent one.

Figure 8.1 illustrates a typical sequence of experiments for optimizing a pro-
cess. We center the initial experiment at the setting of the two factors that we
expect to give the best results based on whatever previous knowledge we have.
For example, when we scale from bench-top research to a pilot plant operation,

we start the pilot plant operation using the best settings rec-

VOICE OF EXPERIENCE ommended by the bench-top results. We have no reason to

Al engineering investigations involve a

series of experiments.

believe that these recommended settings really should provide
the best pilot plant operation; however, we have no basis for
starting anywhere else. Typically, we conduct this experiment

for two purposes:

|. To screen out the unimportant factors

2. To suggest better operating conditions

Since we know that we are going to run a sequence of experiments, we should
save resources for the later, more important and more expensive experiments.
As a result, we tend to use the smallest two-level experiments we can, which are
the Resolution III screening designs. These designs allow us only to estimate a

521
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Figure 8.1 An Example of a Sequential Approach to Experimentation

Final experiment

Second
expenment

First path of ascent

Initial
experiment

strict first-order model, which we hope serves as an adequate approximation to
the true relationship.

Based on the results from our screening, we can estimate a model in the
important factors. We can use this model to construct a path of steepest ascent
(or descent, depending on whether we wish to maximize or minimize the
response). We then conduct a second series of runs along this path, stopping
when we begin to see a deterioration in our response.

We next conduct another two-level factorial experiment centered at the set-
tings that have given us the best performance so far. Typically, we use a Reso-
lution IV design at this stage. Based on these results, we can estimate another
model, which we can use to suggest another path for exploration.

After the second path of exploration begins to deteriorate, we usually are
quite near a true point of optimal response. In this case, we plan another exper-
iment that will allow us to find the settings in the factors to achieve this goal.
Section 8.2 outlines one common experimental strategy for optimization.

The Path of Steepest Ascent

The path of steepest ascent provides a powerful basis for process improvement.
Consider a situation where we model the response by a strict first-order model
with a prediction equation of the form

y=bo+bixy +baxa+ -+ bpxp.

From calculus, we know that to find either a maximum or a minimum, we must
take the partial derivatives and set them equal to zero. Taking the first derivative

with respect to x;, we see that




8.1 Sequential Philosophy of Experimentation

As a result, the maximum and minimum for the estimated response do not lie

in the interior of the region of interest but on the boundary,
which should not be a surprise. The simplest example of a
Steepest ascent is o gradient method strict first-order model is a straight line. If the slope is positive,
assuming a strict first-order model. then the maximum value occurs at 420 and the minimum at

—oa, and conversely if the slope is negative.

Technically, we find the path of steepest ascent by a constrained optimization
technique based on Lagrangian multipliers. If we have only two factors, the path
of steepest ascent is the line from the origin to the maximum response over the

circle defined by

1 1

xi+x3=c¢ foranye>0,

where ¢ is the radius of the circle. For & = 3 factors, the path of steepest ascent
is the line from the origin to the maximum response over the sphere defined

by

o=

) o : ;
x; =¢ forany = (L

The path of steepest descent searches for the minimum response. Since the path
of steepest ascent represents the optimum response over spheres, we need to
construct this path in the metric where spheres make the most sense. A sphere
assumes that a one-unit change in one factor is equivalent to a one-unit change
in any other factor. As a result, we should always construct the path of steepest
ascent in terms of the design variables and then convert this line back to the
natural units.

Figure 8.2 illustrates a path of steepest ascent for a two-factor experiment.
We construct this path so that it runs perpendicular to the contours of constant
response. In so doing, we get the greatest expected increase in our response for
a one-unit change in either of the two factors.

Since the path of steepest ascent is a straight line, we define the specific
settings for all of the factors when we specify the setting for any single one. Let
x1 be this “key™ factor, and let x1p be a specific value for this factor along the

Figure 8.2

An lllustration of the Path of Steepest Ascent

|
A
Path of
_,,Ff/stt:pcsl ascent
30 60

T[\E[J

Lol ']
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desired path. The settings for the other factors are

b;
I'l?l

.'L_I|'|'|= ‘L.'||: _.'.=1._1.'......k.

This path passes through the point (0,0,...,0), which is the center, in terms of
the design variables, of the region of interest.

To convert this line back to the natural units, we must formalize how to
transform the natural levels to the design variables. Let ¢; be the center value, in
the natural units, for the jth factor. By definition, ¢; is the same distance from the
high and low levels for this factor. Let d; represent this distance. Let x7, be the
specific setting for the jth factor along the path of steepest ascent; thus,

TMI\ = I:-II- g L_l'lll.\fl'l.l'.

We usually pick the factor with the largest estimated coefficient in absolute value
as our key factor. We construct the line by increasing this key factor by a con-
venient amount each time. We then run a series of experiments along this path.
For a path of steepest ascent, we expect the response to increase for the first few
runs along this path. At some point, we expect to encounter some curvature,
and the response should begin to decrease. We stop our series of runs once we
are reasonably convinced that we have passed the best setting on this path.

Example 8.1

0Qil Extraction from Peanuts—Revisited

Kilgo (1988) conducted an experiment to maximize the amount of oil extracted.
In Example 7.7, we concluded that only temperature (xz) and particle size (xs)
were important. Table 8.1 gives the information we need to construct the path of
steepest ascent. Since x5 has the largest coefficient in absolute value, we use it
as our key factor. For a specific setting of particle size, xsg, along the path, the
appropriate setting for temperature, %20, is given by

s
_'\_';1,| — X = ‘_‘.»'-'.'Eu = —{J."‘l":l'.\‘i:].

Table 8.1

The Information Required to Generate the Path of Steepest Ascent for the Oil
Extraction Experiment

Xz X5
b 9.875  —22.250
g 60 2.665
4 35 1.385




Exercizes

Table 8.2 The Path of Steepest Ascent for the Oil Extraction Experiment
Design Variables Matural Units
Run X20 ¥50 Xz0 X50 ¥
1 0.444 -1.0 75.5 1.28 81
2 0.488 -1.1 771 1.14 84
3 0.533 -1.2 787 1.00 20
4 0.577 -1.3 80.2 0.86 97
5 0.622 -1.4 81.8 0.73 95
& 0.666 -1.5 83.3 0.5% 92
We can convert each value of xzp back to the natural units by
x3p = 2 + dixzo = 60+ 35x20.
We can convert each value of xsp back to the natural units by
Xtn = €5 +dsxsg = 2.665 + 1.385x5q.
Table 8.2 gives the path in both the design and the natural variables along with
the observed responses. The estimated coefficient associated with the key factor,
X5, suggests that we want to make this factor as negative as possible. Thus, this
path starts with xs = —1, which is the most negative value for the key factor
actually used in the experiment. We see that the yield does increase initially along
this path. At run 4, we observe our largest yield along the path (97). Run 5 gives
a slightly smaller yield, but not so much smaller as to justify stopping the path.
Run & gives an even smaller yield. We thus conclude that run 4 is the best setting
aleng this path. We should center our next experiment at this point.
» Exercises
8.1 Construct an appropriate path of steepest descent for the uniformity experiment
in Exercise 7.1.
8.2 Construct an appropriate path of steepest ascent for the calcinations experiment
in Exercise 7.2.
8.3 Construct an appropriate path of steepest ascent for the strength of hollow
masonry walls experiment in Exercise 7.3.
8.4 Construct an appropriate path of steepest ascent for the distillation column
experiment in Exercise 7.4.
8.5 Construct an appropriate path of steepest descent for the coating thickness

experiment in Exercise 7.16.
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8.6 Construct an appropriate path of steepest descent for the manganese in cast iron
experiment in Exercise 7.25.

8.7 Construct an appropriate path of steepest ascent for the photographic color slide
experiment in Exercise 7.26.

» 8.2 Central Composite Designs
The Second-Order Model and Optimization

The responses for most engineering processes display curvature in the neigh-

VOICE OF EXPERIENCE burhf::u}d of their optimal settings. Strict first-order modu?ls

provide no way to account for this curvature. In such a sit-

Second-order madels are much larger than  yation, we base our model on a second-order Taylor series
typical first-order models. approximation of the form

5

- g L
yi=Po+ Prxi + Baxa + -+ Bexe + Brixgy + Praxp + -+
+ Bepxyy, + Braxpxip + Braxpx + o+ Bro1gxik 1%k e

E—1 &

e .
= fin + Z ;‘i’,::{.‘l.- B Z ﬁrmjr B Z Z Biirxiixiy 4 €.
=1

This model includes the £ + 1 terms from the strict first-order model, the &

pure quadratic (x7) terms, and the [;’) two-factor interactions. Thus, this model
contains a total of

ke (B4 1)k +2)
(k+ [;I:—.F:+(j]=+++

terms, which can be quite large for even moderate choices of k.

The second-order model provides a powerful basis for selecting optimal
settings for our process. From calculus, we optimize a function by taking the
first partial derivatives and setting them equal to zero. We call the resulting
solution the stationary point. There are three possibilities for the stationary
point:
|. A point of maximum response
2. A point of minimum response
3. A saddle point

We determine the actual status of the stationary point by examining the sec-

ond partial derivatives. Figures 8.3-8.5 show three-dimensional response surface

plots to illustrate stationary points that are a maximum, a

minimum, and a saddle point, respectively. Figure 8.3 shows
To i startionery pofnts; we take that the response decreases as we move in any direction away
derivatives of the second-order model with ~ {rom the stationary point. Similarly, Figure 8.4 shows that the
respect to each foctor ond setequal tozero,  TESPONSE INCreases as We move in any vl_:lirecrion away from the
stationary point. Of most interest is Figure 8.5. With a saddle
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Figure 8.3 A Three-Dimensional Response Surface Plot lllustrating a Stationary Point That
Is a Maximum

Figure 8.4 A Three-Dimensional Response Surface Plot lllustrating a Stationary Point That
Is a Minimum

system, the response increases as we move away from the stationary point in one
direction, and it decreases as we move in another direction. Figures 8.6-8.8 use
contour plots to illustrate stationary points that are a maximum, a minimum,
and a saddle point, respectively. These contour plots illustrate the same behavior
as we move away from the stationary point.

Many analysts use both three-dimensional response surface and contour
plots to determine optimum operating conditions for a process, particularly if
they are analyzing an experiment that involves only two factors. As the number
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Figure 8.5 A Three-Dimensional Response Surface Plot HHlustrating a Stationary Point That
Is a Saddle

Figure B.6 A Contour Plot Illustrating a Stationary Point That Is a Maximum

of factors increases, the value of these graphical procedures rapidly decreases,
and we need alternative analytical tools.

Optimizing a response over a region of interest when the prediction equa-
tion contains second-order or higher terms is a standard example of a nonlinear
programming problem. Many spreadsheets have built-in routines for solving
these problems—for example, the SOLVER routine in Microsott EXCEL. The
major spreadsheets use good algorithms, usually based on reduced gradients. We
simply need to input the appropriate prediction equations, and the spreadsheet
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Figure 8.7 A Contour Plot llustrating a Stationary Point That Is a Minimum
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Figure 8.8 A Contour Plot lllustrating a Stationary Point That Is a Saddle
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routine finds the optimal setting. These packages should give
as this optimal setting the stationary point whenever it lies in
Software exists that will perform these the region of interest and it is a point of optimal response. If
optimizations. the stationary point is not an optimum or if it lies ourtside the
experimental region, then the point of optimal response lies
on the boundary of this region. We then must supply the package with the appro-
priate constraints corresponding to the boundary of the experimental region.
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For cuboidal experimental regions, wherein each x; must fall within the interval
—1 to 1, we use the following additional constraints:

A==l —1l28 <l ... —1<x;<1,

For spherical experimental regions, we need the additional constraint

With these constraints, the spreadsheet routine can find the optimal settings.

Design Construction
To estimate a second-order model, the design must satisfy these conditions:

*  The design must have at least as many distinct treatment combinations as
terms to estimate in the model.
=  Each factor must have at least three distinct levels.

The most commonly used design to estimate the second-order model is the cen-
tral composite design (ccd). Figure 8.9 illustrates a ccd for two factors. Table 8.3
gives this design in design variables. The first four treatment combinations form
a 22 factorial. The next four treatment combinations are the axial runs because
they lie on the axes defined by the design variables. The last treatment combina-
tion represents at least one center rumn.

The specific choice of @ depends on the experimenter. These are typical
choices for a:

* 1, creating a face-centered cube ccd
» 'k, creating a spherical ccd
. n;—]'zs , creating a rotatable ccd, where #y is the number of factorial runs used

in the design

A face-centered cube has all of the treatment combinations except the center run
on the surface of a cube (for two factors, on the surface of a square). A spherical

Figure 8.9

A Two-Factor Central Composite Design

a -
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Table 8.3 A Two-Factor Central Composite Design
xq X3
-1 -1
1 —1
—1 1
1 1
—o o
o 0
0 —a
0 o
0 0

Figure 8.10 | A Three-Factor Central Composite Design

VOICE OF EXPERIENCE

Secaond-order designs tend to be expensive. a)

®x

ccd has all of the treatment combinations except the center run on the surface
of a sphere (for two factors, on a circle). The rotatable ced produces prediction
variances that are functions only of ¢% and the distance from the center of the
design. The interested student can read about the rotatable ccd in Myers and
Montgomery (2002, pp. 331-335). Often the rotatable and spherical values for
o are inconvenient and, in some cases, not practical to attain. In such cases,
engineers often use the closest practical values for @ as they can.

Figure 8.10 illustrates a three-factor ccd. Table 8.4 gives the design in design
variables. The first eight treatment combinations form a 2° factorial design. The
next six treatment combinations are the axial runs. The last treatment combina-
tion represents the center run. In general, a ccd consists of three portions:

I. A 2 full factorial or a Resolution V fraction of that
1. 2k axial runs
3. Usually, at least one center run
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Table 8.4 A Three-Factor Central Composite Design
X1 X3 X3
-1 -1 -1
1 -1 -1
-1 1 -1
1 1 —1
-1 -1 1
1 -1 1
— 1 1
1 1 1
—o 0 o
o 0] ]
0 —ix 4]
0 o« 0
0 0] —
0 o] o
0 o] 4]
Example 8.2 | Optimizing the Deposition Rate for a Silicon Wafer Process

Buckner, Cammenga, and Weber (1993) ran a two-factor, spherical ccd to optimize
the deposition rate for a tungsten film on a silicon wafer in terms of the process
pressure and the ratio of Hz to WF, in the reaction atmosphere. The ranges for
the two factors are listed here:

Low High
Factor Level Level
Pressure 4 Torr 80 Torr
H./WF; 2 10

Since they used a rotatable ced, the low level corresponds to a design variable of
—1.414 (—+/2) and the high level corresponds to a design variable of 1.414 (+2).
Let x; be the design variable associated with pressure, and let x; be the
design variable associated with Ha/WF.. Table 8.5 gives the result of this exper
iment. Table 8.6 gives the regression analysis of these results from the SAS sta-
tistical software package. The overall Ftest, with a p-value of 0.0001, strongly
suggests that at least one of the terms in our second-order model is important.
The R? of 0.9862 indicates that our model explains almost 99% of the total vari-
ability, which is quite good. The tests on the individual coefficients suggest that
all of the terms except the two-factor interaction are at least marginally important.
The residual plots, which we leave as an exercise, show no problems with the data.
The analysis suggests this prediction equation:

4T3 24 C — 2 c—F 2
¥y = 8973 + 3454x; 4+ 1567x; — -'E'J.l.\'T — 3 "r‘].'i:_'J.
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Table B.5 The Tungsten Deposition Experiment
X4 X3 ¥
-1 -1 3663
1 —1 2393
-1 1 5602
1 1 12488
-1.414 0 1984
1.414 0 12603
4] —1.414 5007
1] 1.414 10210
0 0 8979
0 o] 8960
1] 0] 8979

Figure 8.11 | The Contour Plot for the Tungsten Deposition Experiment
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The first partial derivatives of y with respect to the x5 yield

iy

: = 3454 — {762 )x;
axq

ay

: 1567 — 2{579)x3.
dx2 ; &

Setting these partials to zero and solving, we get x; = 2.27 and x2 = 1.35. By look-
ing at the second partial derivatives, we can show that this setting is a point of
maximumn response. However, this setting lies outside the experimental region,
so we probably should not put much faith in it. Figure 8.11 gives the contour plot
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Table B.& The Regression Analysis of the Tungsten Deposition Experiment

Analysis of Variance

Sum of Mean

Source DF Squares Sguare F Value Prob=F
Model 5 11547B764.6 238095752.02 71.275 0.0001
Error 5 1676204.3072 335240.B6144
C Total 10 1211549%68.91

Boot MSE 57E.99988 R-square 0.9862

Dep Mean 7997.0%091 kdj B-sg 0.9723

Gy 7.24013

Parameter Estimates

Parameter Standard T for HO:

Variable DF Estimate Error  Parameter=0 Prob > |T]
INTERCEFP I B972.604082 334.28572661 26.841 0.0001
X1 1 3454 .4293659 204.72282801 16.874 0.0001
X2 1 1566.751836 204.72282801 T.653 0.0006
X111 I -762.044144 243.70028813 -3. 127 0.0260
X232 1 -579.489012 243.7002B8813 -2.378 0.0833
X112 1 289.000000 285.49394017 0.998 0.3640

Dep Var Predict S5td Err Std Err Student

Obs b2 Value Predict Residual Residuwal Residual

1 3663.0 2898.8 457 .767 Te4.2 ik4 528 2.1k5

2 5393.0 9229.7 457 .767 1€3.3 154 528 0.46L1

3 5e02.0 5454 .4 457 .767 147.6 154 G528 0.416

4 12488.0 12941.3 457 .767 -453.3 154 G528 e e

B I1984.0 2hed. 4 457 .712 -hE0.4 ih4.599 -1.637

& 12603.0 12333.5 457,712 269.5 154,598 0.760

7 5007.0 5598.5 457,712 -£E91.5 154,595 -1.668

B 10310.0 10029.4 457.712 2B0.6 154,595 0.791

9 B979.0 972.6 334 .288 6.3959 472.7581 0D.0l14

10 B3&0.0 8972.6 3134 .286 -12.6041 472 .751 -0.027

11 B979.0 4972.6 134,286 6.3959 472,751 0.014

for this prediction equation. The plot suggests that we should increase both the
pressure and the ratio of Ha to WF; to maximize the deposition rate.

We can use the SOLVER routine in Microsoft EXCEL to find optimal condi-
tions over the experimental region. We first must enter into the spreadsheet the
prediction equation

5 = 8973 + 3454x; + 1567x7 — 762x] — 579x3.
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Since this experiment uses a rotatable ccd, we also need to impose the constraint

which guarantees that our solution is in the region defined by our design. The
spreadsheet recommends the setting

#1=1.253 x3 = 0.656.

This setting yields a predicted deposition rate of 12,883. Naturally, we should
conduct a confirmatory experiment in the neighborhood of this recommendation.

* Exercises

8.8

8.9

8.10

Consider Example 7.4, the springs with cracks experiment.

a. Construct a face-centered cube ccd in both the design and the natural vari-
ables.

b. Construct a spherical ccd for this situation in both the design and the natural
variables.

Consider Example 7.7, the oil extraction from peanuts experiment.

2. Construct a face-centered cube ccd using all five factors in both the design
and the natural variables.

b. Construct a rotatable ccd using all five factors in both the design and the
natural variables.

Consider Exercise 7.3, the strength of hollow masonry walls.

2.  Construct a face-centered cube ccd with 6 center runs in both the design and
natural variables.

b. Construct a spherical ccd for this situation in both the design and natural
variables.

Consider Exercise 7.4, the distillation column experiment. Construct a spherical
ced in both the design and the natural variables.

Consider Exercise 7.5, the catapult experiment. Construct a face-centered cube
ced in both the design and the natural variables.

Consider Exercise 7.10, the polymer filament experiment.

2. Construct a spherical ccd in both the design and the natural variables.

b.  Construct a rotatable ccd in both the design and the natural variables.
Consider Exercise 7.26, the photographic color slide experiment.

2. Construct a spherical ccd in both the design and natural variables.
b. Construct a rotatable ccd for this situation in both the design and natural
variables.
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8.15

8.16

8.18

Introduction to Response Surface Methodalogy

Consider Exercise 7.27, the colloidal gas experiment.

a. Construct a face-centered ccd in both the design and the natural variables.
b. Construct a rotatable ccd in both the design and the natural variables.

Broderick, Lanouette, and Valade {1997) worked on optimizing a refiner opera-
tion. The objective of the study was to develop models that describe the impact
of two-stage refining conditions on the handsheet properties of an ultra-high-
yield bisulphite pulp in order to identify energy etficient operating strategies for
optimizing pulp quality. There were four variables of interest: ESP1 (0.3 and
0.5 mm), CONS1 (9 and 15%), ESP2 (0.3 and 0.5 mm), and CONS2 (9 and
15%). Construct a face-centered cube ccd with 6 center runs in both the design
and natural variables.

Derringer and Suich (1980) used a ccd to maximize an abrasion index for a tire
tread compound in terms of three factors: x;, hydrated silica level; x;, silane
coupling agent level; and x3, sulfur level. Table 8.7 lists the actual results. Per-
form a thorough analysis of the results including residual plots.

Coteron, Sanchez, Martinez, and Aracil (1993} sought the settings of reaction
temperature (x1), initial amount of catalyst (x2), and pressure (x3) that maximize

Table 8.7

The Abrasion Index Experiment

X3 Xz M3 ¥
-1 -1 1 102
1 -1 -1 120
-1 1 -1 117
1 1 1 198
-1 -1 -1 103
1 -1 1 132
-1 1 1 132
1 1 -1 139
—1.633 0 0 102
1.633 0 0 154
0 —1.633 0 96
0 1.633 0 163
0 0 —1.633 116
0 0 1.633 153
0 0 0 133
0 0 0 133
0 0 0 140
0 0 0 142
0 0 0 145
0 0 0 142
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Table B.8

8.1¢9

8.20

8.21

The Jojoba Oil Experiment

Xy Xz X3 ¥
-1 -1 —1 17

1 —1 -1 44
—1 1 —1 19

1 1 —1 46
-1 -1 1 7

1 —1 1 55
—1 1 1 15

1 1 1 41
—1.682 0 1] 8

1.682 0 0 74.5

o] —1.682 0 30

0 1.682 0 37.5

o 0 —1.682 35

o] 0 1.682 30.5

o] 0 0 29

o] 0 0 28.5

o 0 1] 30

o] 0 0 27

0 0 0 28

the yield of a synthetic analogue to jojoba oil. Table 8.8 gives the experimental
results. Perform a thorough analysis of the results including residual plots.

Chang and Shivpuri (1994) sought the settings of furnace temperature (x,) and
die close time (x2) that minimize the porosity of a casting. Table 8.9 lists the
experimental results. Perform a thorough analysis of the results including resid-
ual plots.

Dumbbell shapes of high-density polyethylene were made using injection mold-
ing, cut into two pieces, and hot plate welded back together. The quality of the
weld (WF) was then measured by the ratio of the yield stress of the welded bar
to the mean yield stress of unwelded bars. Four control variables were involved:
hot plate temperature (pt, in degrees centigrade), heating time (ht, in seconds),
welding time (wt, in seconds) and pressure on the weld (wp, in bars). A cen-
tral composite design was used, and the data from Buxton (1991) are given
in Table 8.10. Perform a thorough analysis of the results including residual
plots.

Chau (1992) studied how the fluffiness of bread was impacted by changes to
six minor ingredients, labeled A, B, C, D, E, E The response variable is spe-
cific volume. Market research has shown that, in general, people prefer light
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flufty loaves, corresponding to high specific volume. A central composite design
was used, and the data are in Table 8.11. Perform a thorough analysis of the
results including residual plots.

8.22 Bjerke et. al. (2004) studied how the fluid viscosity of mayonnaise after storing
for 14 days is atfected by the starch concentration, the temperature in the heat
exchanger, and the RPM in the processing unit. A central composite design was
used and the data are given in Table 8.12. Perform a thorough analysis of the
results including residual plots.

Table 8.9 The Die Casting Experiment
X Xz ¥
—1 -1 21
1 -1 15
= 1 20
1 1 15
—1 o] 19
1 o] 14
0 —1 19
1] 1 17
] o] 17
Table 8.10 The Welded Bars Experiment
pt ht wi wp WF

245 20 15 2.0 0.40
245 20 15 3.0 0.77
245 20 25 2.0 0.74

245 20 25 3.0 0.67
245 40 15 2.0 0.82
245 40 15 3.0 0.24
245 40 25 2.0 0.86
245 40 25 3.0 0.89
295 20 15 2.0 0.58
295 20 15 3.0 0.77
295 20 25 2.0 0.80
295 20 25 3.0 0.82
295 40 15 2.0 0.86
295 40 15 3.0 0.83
295 40 25 2.0 0.87

(Continued)
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Table B.10 The Welded Bars Experiment (Continued)
pt ht wt wp WF
295 40 25 3.0 0.82
270 30 20 1.5 *

270 30 20 3.5 0.83

270 30 10 2.5 0.66

270 30 30 2.5 0.88

270 10 20 2.5 0.81

270 50 20 2.5 0.84

220 30 20 2.5 0.81

320 30 20 2.5 0.88

270 30 20 2.5 0.82

270 30 20 2.5 0.B&

270 30 20 2.5 0.80

270 30 20 2.5 0.84

270 30 20 2.5 0.86

270 30 20 2.5 0.B3

270 30 20 2.5 0.81

270 30 20 25 0.79

270 30 20 2.5 0.80

270 30 20 2.5 0.82

270 30 20 2.5 0.86

Table 8.11 The Fluffiness of Bread Experiment
A B C D E F Specific Volume

-1.0000 —-1.0000 -1.0000 —-1.0000 -1.0000 -—1.0000 429.25
-1.0000 -1.0000 -1.0000 -—1.0000 1.0000 1.0000 433.00
—-1.0000 —1.0000 1.0000 1.0000 —1.0000 1.0000 454 25
-1.0000 —-1.0000 1.0000 1.0000 1.0000 —1.0000 456.75
—1.0000 1.0000 —1.0000 1.0000 —-1.0000 1.0000 446.75
—1.0000 1.0000 —1.0000 1.0000 1.0000 —1.0000 447 .75
—1.0000 1.0000 1.0000 —-1.0000 —1.0000 —1.0000 455.50
—1.0000 1.0000 1.0000 —1.0000 1.0000 1.0000 44825
1.0000 -1.0000 -1.0000 1.0000 -1.0000 -1.0000 458.75
1.0000 -1.0000 —1.0000 1.0000 1.0000 1.0000 449.50
1.0000 —1.0000 1.0000 —-1.0000 —1.0000 1.0000 463.75

(Continued)
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Table B.11 The Fluffiness of Bread Experiment (Continued)

A B = D E F Specific Velume
1.0000 —1.0000 1.0000 —-1.0000 1.0000 —1.0000 466.00
1.0000 1.0000 -1.0000 -1.0000 —1.0000 1.0000 449.50
1.0000 1.0000 -1.0000 —1.0000 1.0000 -1.0000 452.75
1.0000 1.0000 1.0000 1.0000 —1.0000 —1.0000 469.00
1.0000 1.0000 1.0000 1.0000 1.0000 1.0000 471.50
1.6644 0.0000 0.0000 0.0000 0.0000 0.0000 460.25

—-1.6644 0.0000 0.0000 0.0000 0.0000 0.0000 447.50
0.0000 1.6644 0.0000 0.0000 0.0000 0.0000 463.50
0.0000 -—1.6644 0.0000 0.0000 0.0000 0.0000 456.25
0.0000 0.0000 1.6644 0.0000 0.0000 0.0000 461.00
0.0000 0.0000 —1.6644 0.0000 0.0000 0.0000 454.25
0.0000 0.0000 0.0000 1.6644 0.0000 0.0000 456.25
0.0000 0.0000 0.0000 —1.6644 0.0000 0.0000 449.75
0.0000 0.0000 0.0000 0.0000 1.6644 0.0000 464.00
0.0000 0.0000 0.0000 0.0000 —1.6644 0.0000 461.00
0.0000 0.0000 0.0000 0.0000 0.0000 1.6644 456.00
0.0000 0.0000 0.0000 0.0000 0.0000 —1.6644 450.75
0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 461.00

Table 8.12 The Mayonaise Storing Experiment

Starch Temp. RPM Viscosity

= = = 14
1 —1 -4 42
= 1 -1 37
1 1 = 90
-5 = 1 36
1 - 1 40
= 1 1 49
1 1 1 100
= 0 0 28
1 0 0 69
0 = 0 23
0 1 0 69
0 0 = 57

{Continued)
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Table B.12 The Mayonaise Storing Experiment (Continued)

Starch Temp. RPM Viscosity
0 0 1 54
0 0 0 39
0 0 Q a5
0 0 0 48
0 0 0 48

8.23 Kovach and Byung (2008) investigated how a chemical process is affected by
temperature, pressure and humidity. A central composite design was used and
the data are given in Table 8.13. The focus in this exercise will be only on the
standard deviation of the filtration time. Perform a thorough analysis includ-
ing residual plots on the natural log of the standard deviation for the filtration
times.

Table 8.13 The Chemical Process Experiment

Temp. Pressure Humidity Std. dev. (Time) Volume
— —1 —1 0.086217 9.7400
1 —1 —1 0.050000 9.9467
-1 1 -1 0.040415 9.9567
1 1 —1 0.052915 9.9533
-1 —1 1 0.015275 9.9233
1 | 1 0.030551 10.0733
-1 1 1 0.073711 10.0933
1 1 1 0.083865 10.1900
—1.682 o o] 0.030551 9.8867
1.682 0 o] 0.035119 10.0300
[} —1.682 0 0.040415 2.9400
o} 1.682 0 0.026458 10.0333
1] 0 —1.682 0.203060 9.9967
4] 0 1.682 0.196977 2.9733
0 0 0 0.087369 10.0567
o} 0 0 0.210317 9.9567
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» 8.3 The Box-Behnken Design

The Box-Behnken design is the second most popular approach for fitting a
second-order model. This design addresses two major objections to the CCD’s:

Except for @ = 1, CCD’s require five levels for each variable.
*  Achieving good properties for the CCD often requires inconvenient values
for a.

The Box-Behnken designs (1960) use only three levels, —1, 0, and 1. They note
that the resulting designs are either rotatable or “near rotatable.” Table 8.14
gives the three factor Box-Behnken design. Please note that

VOICE OF EXPERIENCE the first four runs are a 2% in xy and x> with x3 = 0. The

The Box-Behnken design is the most second set of four runs is a 22 in x; and x; with x; = 0.
common alternative to the central The third set of four runs is a 22 in x; and x; with x; = 0.
compasite design. In addition, all Box-Behnken designs must have at least one

center rumn.

Table 8.15 summarizes a convenient shorthand notation for expressing Box-
Behnken designs. The +1 notation indicates a 2% in the given factors. The Box-
Behnken design for 3 or 4 factors is simply all the possible 2% designs, holding
all of the other factors at their 0 level. Table 8.16 uses this shorthand notation
to give the four-factor Box-Behnken. When there are five or more factors, Box
and Behnken recommend using all possible 2% designs, holding the other factors
constant.

Table 8.14

The Three-Factor Box-Behnken Design

X1 Xz X3
—1 -1 0
—1 1 1]
1 —1 1]
1 1 0
—1 o] =
-1 o 1
o] —1

o] 1
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Table B.15 The Three-Factor Box-Behnken Design Using Shorthand
X X; *3
+1 +1 0 a2%in x; and x
+1 0 +1 a 2% in x; and x3
+1 +1 a2%in x; and xs
0 0 a set of center runs
Table 8.16 The Four-Factor Box-Behnken Design Using Shorthand

b X X3 Xy
+1 +1 o} 0
+1 0 +1 ]
+1 0 o} +1
0 +1 +1 0
0 +1 o} +1
0 0 +1 +1
0 0 o} 0

Most engineers like that fact that the Box-Behnken design uses only three
levels. Generally, the Box-Behnken uses fewer design runs than the correspond-
ing CCDYs; however, this is not always the case. Interestingly, the four-factor
Box-Behnken is a rotation of a rotatable CCD.

The Box-Behnken design, at first glance, looks like a good design for cuboidal
regions since it uses only three levels. It is important to note, however, that all
of the design runs, except the center runs, are the same distance from the design
center, i.e., they reside on the surface of a sphere! As a result, it is a good design
for spherical regions. Spherical regions often occur in engineering experimenta-
tion when one really cannot run all the combinations of the high and low levels.
In some cases, the combinations of all high or all low settings are known to
produce very poor product, even to the extreme of hazardous conditions (things
blowing up). In this light, we observe that the Box-Behnken is not a very good
design for euboidal regions because the Box-Behnken does not place any points
at the vertices of the cuboidal region. Figure 8.12 illustrates this point. All of
the design runs, with the exception of the center run, are at a distance of 2
from the design center. The vertices of the cube are at a distance of +/3 from
the design center. Prediction out to the vertices involves extrapolation because
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Figure 8.12 Three Factor Box-Behnken Design (Cube Points Shown for Reference)

Dresign
Point
& BED
m Cube

we have a spherical structure to our design that results in no data collected at the
vertices.

Box-Behnken designs are commonly used; however, they are not used as
often as the central composite designs. The primary reason is that one can aug-
ment a 2* factorial with axial runs to produce a central composite design. One
cannot augment a 2 to produce a Box-Behnken.

Example 8.3 | The Chemical Reactor Experiment

Kakleas, Kaloudis, and MacArthur (2008} use a Box-Behnken design to study the
impact of

*  flowrate, () —1=0.5,0=13,and 1= 2.1,

* column temperature, in degrees Celsius, (xz): —1 = 30, 0 = 40, and 1 = 50,
and

* gradient time (x3), —1=5,0=10,and 1 =15,

on the peak height, (y), for detecting cylindrospermopsin in water measured by
high pressure liquid chromatography (HPLC). Table 8.17 gives the data in run
order.

Table 8.18 gives the ANOWVA Table. Figures 8.13-8.18 give the appropriate
residual plots. The initial analysis suggests that all of the main effects appear to
be important. The only second-order term that looks important is x7. The residual
plots all look adequate. As a result, we do not suspect any problems with our
underlying assumptions.
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Table 8.17 Data for the HPLC Experiment

X X2 X3 ¥

1.3 40 10 2.088
1.3 40 10 2.084
2.1 30 10 1.435
0.5 50 10 2.835
1.3 30 15 1.809
0.5 40 15 2.595
2.1 40 5 1.650
1.3 50 s 2.296
1.3 40 10 2.146
2.1 40 15 1.626

0.5 40 S 2.752
0.5 30 10 2.626
1.3 30 5 2.070

1.3 0 15 2.218
21 50 10 1.763

Table 8.18 The Regression Analysis of the HPLC Experiment

The analysis was done using coded units.

Estimated Regression Coefficients for vy

Term Coef SE Coet T P
Constant 2.10600 D.02749 76.605 0.000
x1 -0.54175 0.01684 -32.180 0.000
b o) 0.14650 D0.01684 8.702 0©.000
x3 -0.06500 0D.01684 -3.861 0.012
Hl#xl 0.05813 0.02478 2.346 0.06%
KL *¥d 0.00062 0.02478 0D.02%5 ©.9E1
X3 *¥3 -0.00B37 D.02478 -0.338 0.749
®1wex2 0.02975 0.02381 1.250 0.287
wlex3 0.03325 0.02381 1.357 0.221
KL *H3 0.04575 D.0Z2381 1.922 0©0.113

5 = 0.047p172 PRESSE = D.1482B82
RE-8g = 99.56% R-Sg{pred} = 94.28% R-Sg(adj) = 98.78%
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Figure 8.13 The Mormal Probability Plot of the Studentized Residuals for the HPLC
Experiment
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Figure 8.14 | Plot of the Residuals Versus the Fits for the HPLC Experiment
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The initial analysis suggests keeping all of the main effects and dropping all of
the two factor interactions and pure quadratic terms except xZ. Table 8.19 gives
the resulting ANOVA table for the reduced model. Although not shown here, the
residual analysis shows that all of the plots look acceptable.

The follow-up analysis suggests that an appropriate model, in the coded
units, is

y=2.10157 — 0.54175x1 4+ 0.14650x; — 0.06500x3 4+ |.}.|._}5865:X';.
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Figure B.15 Plot of the Residuals Versus Run Order for the HPLC Experiment
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Figure 8.1& | Plot of the Residuals Versus Flow Rate for the HPLC Experiment
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We note that this model is not the full second-order model. As a result, we
use the nenlinear pregramming selution provided by SOLVER to obtain sug-
gested operating conditions to maximize the height. We need to do this opti-
mization on the coded units and then translate the answer back to the natural
units. Recall, the Box-Behnken design is much better for spherical experimen-
tal regions than for cuboidal regions. As a result, we impose the constraints that
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Figure 8.17 Plot of the Residuals Veersus Column Temperature for the HPLC Experiment
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Figure 8.18 | Plot of the Residuals Versus Gradient Time for the HPLC Experiment
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each Z'J-; xf-2 = 2 since all of the design runs, except the center run, is on the

surface of a sphere with radius 2. The solution from SOLVER is: x; = —1.38,
xz = 0.29, and x3 = —0.13. As a result, this experiment suggests that to maximize
the height, one should use a flow rate of approximately 0.2, a column tempera-
ture of approximately 43, and a time gradient of approximately 9, all of which are
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Table B.19 The Regression Analysis of the Reduced Model for the HPLC Experiment

The analysis was done using coded units.

Estimated Regression Coefficients for ¥

Term Coef SE Coef T P
Constant 2.10157 D0.019%8 105.1%8 0.000
x1 -0.54175 0.01865 -28.9%1 0.000
2 0.14650 0.01889 7.840 0.000
x3 -0.06500 0D.01E&9 -3.478 0.008
x1#x1 0.05888 D.02736 2.14% (0.058

rounded to reflect the actual way the HPLC operates. The maximum predicted
height based on the prediction equation is 3.01.

= Exercises

8.24 Webb, Lucas, and Borkowski {2004) conducted an experiment to determine
the etfect of the spacing of the seal crimper, the speed of the machine and the
temperature of the seal crimper on the seal strength. Table 8.20 summarizes the
results of the Box-Behnken design. Perform a thorough analysis of the results
including residual plots.

8.25 Navaroli (2003) conducted a Box-Behnken experiment to determine the effect
of the pellet weight, the top hat distance from the cylinder neck, and the ham-
mer spring force on the velocity using an air-rifle. The results are shown in
Table 8.21. Perform a thorough analysis of the results including residual plots.

8.26 Del Castillo, Montgomery, and McCarville (1996) conducted an experiment on
a wire bonding process to determine the effect of the flow rate, the flow tem-
perature, and the block temperature on the maximum temperature at two posi-
tions, A and B. The focus in this exercise will be only on Position B. Table 8.22
summarizes the results of the Box-Behnken design. Perform a thorough analy-
sis of the results including residual plots.

8.27 Ribardo and Allen (2003) conducted a Box-Behnken experiment on an arc-
welding process to determine the effect of the arc length, CTWD, torch angle,
wire diameter, and travel speed on the convexity. The results are shown in Table
8.23. Perform a thorough analysis of the results including residual plots.
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8.28 Ragonese, Macka, Hughes, and Petocz (2002) studied the effect of sodium
butter pH, sodium buffer concentration, and applied electric field have on the
peak resolution factor between the ethambutol hydrochloride and the phenyle-
phrine hydrochloride peaks. The goal is find the factor settings that stay between
5 and 7 with a target of 6. Table 8.24 summarizes the results of the Box-
Behnken design. Perform a thorough analysis of the results including residual
plots.

8.29 Cansee et. al (2008) conducted an experiment on modifying cassava starch to
produce an amphoteric starch. They studied the effect of temperature, concen-
tration of 3-chloro-2-hydroxypropyltrimethylammonium chloride (CHPTAC),
concentration of sodium tripolyphosphate (STP), and reaction time on yield.
Table 8.25 summarizes the results of the Box-Behnken design. Perform a thor-
ough analysis of the results including residual plots.

Table 8.20 The Seal Strength Experiment

Spacing Speed Temp. Strength

-1 -1 0 10.885

1 -1 0 2.155

-1 1 0 5.800

1 1 ] 5.010

-1 0 —1 5.240

1 0 —1 5.110

-1 0 1 92.110

1 0 1 8.450

0 -1 —1 2.100

0 1 —1 5.005

0 -1 1 10.150

] 1 1 9.170

0 0 0 8.195

0 0 0 9.235

0 0 0 8.090

Table 8.21 The Air-rifle Velocity Experiment

Weight Distance Force Velocity
5 | 0 810.920
1 -1 0 813.450
-1 1 0 826.620
1 1 o 832.120
Licg 0 = 654.940

(Continued)
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Table 8.21 The Air-rifle Velocity Experiment (Continued)

Weight Distance Force Velocity

1 0 -1 663.000
-1 0 1 837.600
1 0 1 828.220
0 —1 -1 654,520
0 1 -1 729.350
0 -1 1 782.960
0 1 1 824.460
0 0 0 791.025
0 0 0 815.820
0 ] o} 793.140

Table 8.22 The Wire Bonding Experiment

Flow Rate Flow Temp. Block Temp Position A Position B
40 200 250 139 110
120 200 250 140 117
40 450 250 184 147
120 450 250 210 199
40 325 150 182 134
120 325 150 170 134
40 325 350 175 143
120 325 350 180 152
80 200 150 132 11
80 450 150 206 176
80 200 350 183 121
80 450 350 181 192
80 325 250 172 155
80 325 250 190 161
80 325 250 180 158

Table 8.23 The Arc Welding Experiment

Are Length CTWD Angle Diameter Speed Convexity

0.000 0.625 0 0.052 30 1.9152
0.250 0.625 0 0.052 30 —2.1467
0.000 0.875 0 0.052 30 0.9073

(Continued)
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Table 8.23 The Arc Welding Experiment (Continued)

Arc Length CTWD Angle Diameter Speed Convexity

0.250 0.875 0 0.052 30 —1.8826
0.125 0.750 -15 0.042 30 0.1478
0.125 0.750 15 0.042 30 0.1176
0.125 0.750 -15 0.062 30 0.2740
0.125 0.750 15 0.062 30 —1.3343
0.125 0.625 0 0.052 20 —-0.8012
0.125 0.875 o 0.052 20 —0.7589
0.125 0.625 0 0.052 40 0.9985
0.125 0.875 0 0.052 40 0.936%9
0.000 0.750 -15 0.052 30 1.5675
0.250 0.750 -15 0.052 30 0.1098
0.000 0.750 15 0.052 30 1.2828
0.250 0.750 15 0.052 30 —1.4284
0.125 0.750 0 0.042 20 —0.4141
0.125 0.750 0 0.062 20 —1.8837
0.125 0.750 o 0.042 40 0.9482
0.125 0.750 0 0.062 40 0.2258
0.125 0.625 -15 0.052 30 0.3371
0.125 0.875 —-15 0.052 30 0.5323
0.125 0.625 15 0.052 30 0.2258
0.125 0.875 15 0.052 30 0.1534
0.000 0.750 0 0.042 30 0.9082
0.250 0.750 0 0.042 30 —0.8550
0.000 0.750 0 0.062 30 0.7397
0.250 0.750 0 0.062 30 -1.5789
0.125 0.750 -15 0.052 20 0.0248
0.125 0.750 15 0.052 20 —1.0798
0.125 0.750 -15 0.052 40 1.0285
0.125 0.750 15 0.052 40 0.8287
0.000 0.750 0 0.052 20 0.7128
0.250 0.750 0 0.052 20 —2.5600
0.000 0.730 0 0.052 40 1.6837
0.250 0.750 0 0.052 40 0.33711
0.125 0.625 0 0.042 30 0.4473
0.125 0.875 0 0.042 30 0.1249
0.125 0.625 0 0.062 30 0.1600
0.125 0.875 0 0.062 30 0.3855

(Centinued)
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Table 8.23 The Arc Welding Experiment {Continued)

Arc Length CTWD Angle Diameter Speed Convexity

0.125 0.750 0 0.052 30 0.2712
0.125 0.750 ] 0.052 30 0.3893
0.125 0.750 0 0.052 30 0.3663
0.125 0.750 0 0.052 30 0.4758
0.125 0.750 0 0.052 30 0.4727
0.125 0.750 ] 0.052 30 0.1834

Table 8.24 The Peak Resolution Experiment

Buffer pH Buffer Conc. Voltage Resolution Factor

2.0 30 20 2.60
9.8 30 20 0.20
2.0 70 20 3.90
9.8 70 20 0.10
2.0 50 15 3.29
2.8 50 15 0.40
9.0 50 25 3.35
9.8 S0 25 0.00
0.4 30 15 5.00
9.4 70 15 8.77
e.4 30 25 5.39
?.4 70 25 .40
9.4 50 20 71.26
2.4 S0 20 7.40
2.4 50 20 7.48

Table 8.25 The Starch Conversion Experiment

Temp. CHPTAC STP Time Yield

45 4 5 4 93.08
55 4 5 4 77.29
45 12 S 4 91.64
55 12 5 4 87.55
50 a8 2 2 79.73
S0 a8 8 2 83.05
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Table B8.25

The Starch Conversion Experiment {Continued)

Temp. CHPTAC S5TP Time Yield

50 8 2 & 74.74
S0 8 8 -] 80.06
45 8 5 2 93.49
55 8 5 2 91.53
45 8 5 & 92.18
55 8 5 -] 72.36
S0 4 2 4 83.70
S0 12 2 4 89.26
S0 4 8 4 80.60
S0 12 8 4 85.92
45 8 2 4 89.99
55 8 2 4 78.46
45 8 8 4 25.10
35 8 8 4 69.59
S0 4 5 2 88.02
S0 12 5 2 83.76
50 4 5 6 96.19
S0 12 5 -] 21.00
S0 8 5 4 81.45
S0 8 5 4 89.75
50 8 5 4 93.00
S0 8 5 4 77.96
S0 8 5 4 85.53

» 8.4 Multiple Responses

In many engineering experiments, we have more than one response of interest.
The settings that optimize one response may prove disastrous for at least one of
the other responses. The key, then, is to find appropriate compromise operating
conditions. In this section, we outline two basic approaches for jointly optimiz-
ing two or more responses:

| The desirability function

2. Nonlinear programming approaches

Several statistical software packages include some form of the desirability func-
tion. Some spreadsheets, including EXCEL, use good reduced gradient algo-
rithms to perform appropriate constrained optimization.
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The Desirability Function

The desirability function provides an overall measure for the “goodness™ of a
specific setting. A large value indicates a desirable set of values for the various
responses; a low value indicates an undesirable set of values.
Derringer and Suich (1980) proposed an approach that deter-
Many engineering situations involve more ~ TDIRES the individual desirabilities for each response and then
than one response of interest. combines these individual desirabilities into an overall desir-
ability. The analyst then seeks to find the settings in the fac-
tors that maximize the overall desirability.
The individual desirabilities depend on which of these options we choose:

*  Maximize the response of interest.
*  Minimize the response of interest.
*  Achieve a specific target value for the response of interest.

Derringer and Suich use a scale from 0, which represents completely undesirable,
to 1, fully desirable, for their individual desirability functions.

This approach makes the most sense if we consider the target value case
first. Let ¥ be the predicted value for the response, let y be the specific target
value for the response of interest, let ¥; be the smallest possible value that has
any desirability, and let y; be the largest possible value that has any desirability.
One approach defines the desirability for this response by

[ O fory < Yi

et | =
=———— oYy Sy iy
; =0 : T
a= ] i

Y= - =
———foryr <y =9yg
yu—yr— -~

b fory > yp.

With this definition, we give a desirability of 0 to any predicted value for the
response less than yy. or greater than yy. If the predicted value is exactly at the
target value, we give it a desirability of 1. The farther the predicted value is
from the target, the lower desirability we give it. Derringer and Suich actually
proposed the following slight modification:

0 ["-1'1 |'::- < YL

(' ¥ — 9] )5 " -
/ E for vy < v < y71
YT — YL 2w

=3y & ;
( . ' or yr <% = yu
i 21 et | ' ' '

0 for y = yu.

a =

The exponents s and ¢ provide greater flexibility in assigning the desirability
within the range of interest. As Figure 8.19 illustrates, values of the exponents
less than 1 make more of the range highly desirable, and values greater than 1




556 Chapter 8 Introduction to Response Surface Methodalogy
Figure 8.1% | The Desirability Function for a Target Value
d
Figure 8.20

e Yur

concentrate the highly desirable values near the target. Some packages use only
s =t = 1, which reduces to the approach we originally outlined.

Next, suppose we wish to maximize the response. Let y; be the smallest
desirable value for this response, and let y1; be a fully desirable value. Basically,
yu represents the point of diminishing returns. Any value larger than yp does
not yield any real additional benefit. In some cases, y; represents a true bound
for the response. For example, we cannot achieve concentrations greater than
100%. In other cases, y is some arbitrary value larger than the largest observed
response. For this situation, Derringer and Suich proposed

0 fory < yp
: ( ¥ — i ) : !
d= c— foryp =y <yy
=L, ; =K
1 for v = Vi

Figure 8.20 illustrates this desirability function.

Now suppose we wish to minimize the response. Let y 17 be the largest desir-
able value for this response, and let y; be a fully desirable value. Basically, y;
represents the point of diminishing returns. Any value smaller than y; does not
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Figure 8.21

Example 8.4

The Desirability Function for Minimizing a Response

¥ Ny

yield any real additional benefit. Derringer and Suich proposed

fory < yp

Yo —3% % . :

YU—JL

0 for ‘| =Yu.

Figure 8.21 illustrates this desirability function.

Once we have the individual desirabilities, we need to combine them in a
meaningful way. We observe that if any of the individual responses is completely
undesirable, then the overall desirability also should be completely undesirable.
Similarly, the overall desirability should be 1 if and only if all of the individual
responses are completely desirable. Suppose we have m responses of interest.
Let di,d2,...,dy be the individual desirabilities. Derringer and Suich defined
the overall desirability, D, by

w Lim
m '
D — [L.h . Lfl i3 '1?‘;!.1_=]I - == (]_[ {f,')

j=1

which is the geometric mean of the desirabilities.

The conditions recommended by this approach represent an explicit com-
promise among the various responses based on the individual prediction equa-
tions. We should always perform at least one confirmatory run at the recom-
mended settings to ensure that all of the responses are satistactory.

The Chemical Reactor Experiment

Meontgomery (2009) outlines an experiment in which the engineers seek to find
the settings for reaction time (x), reaction temperature (xz), and the amount of
catalyst (xs) that maximize the conversion (y1) of a polymer and achieve a target
value of 57.5 for the thermal activity (y2). Management has set a lower bound of
80 for the conversion. The maximum possible value is 100. Management has set
a lower bound of 55 and an upper bound of 60 for the thermal activity. Table 8.2
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Table B.26

The Chemical Reactor Experiment

H Xz X5 ¥1 ¥z

-1 —1 —1 74 53.2
1 -1 -1 51 62.9
-1 1 —1 a8 53.4
1 1 —1 70 62.6
—1 -1 1 Fl 57.3
1 -1 1 20 67.9
-1 1 1 1.7 59.8
1 1 1 97 &7.8
—1.682 0 0 76 591
1.682 0 0 79 65.9
—1.682 0 as &£0.0

0 1.682 0 97 &60.7
0 0 —-1.682 55 57.4
0 0 1.682 81 63.2
Q 0 0 81 59.2
0 0 75 &60.4
0 0 o] 76 59.1
0 0 0 83 60.6
0 0 1] a0 &0.8
0 0 0 91 58.9

presents the experimental results. The engineers could justify this full second-
order prediction equation for conversion:

7y = 8109 + 1.03x1 + 4.04x2 + 6.20x3 — 1.83x] + 2.94x3

E 2 5 o hir 4 o
—5.19x5 4 2.13x{x + 11.37x1x3 — 3.87x2x3.
The engineers proposed this prediction equation for the thermal activity:
¥a = 60.5 4+ 3.58x; + 2.23x;.

The engineers used the Derringer and Suich approach to propose optimal oper-
ating conditions with s = 1 for conversion and with s = t = 1 for thermal activity.
Based on the prediction equations, the package recommended a setting of

x1 = —0.489 x7 = 1.6818 x; = —0.564.
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This setting gives a predicted conversion of 95.17% and a predicted thermal activ-
ity of 57.50. The overall desirability for this setting is 0.871, which is reasonably
close to 1.

Nonlinear Programming Approaches

Jointly optimizing two or more responses when the prediction equations con-
tain second-order or higher terms is a standard example of a nonlinear pro-
gramming problem. Many spreadsheets have built-in routines for solving these
problems—for example, the SOLVER routine in Microsoft EXCEL. The major
spreadsheets use good algorithms, usually based on reduced gradients. We sim-
ply need to input the appropriate prediction equations and constraints and spec-
ify one response as the “key.” The spreadsheet routine finds the optimal setting.
These routines are not guaranteed to find a solution within the experimental
region unless we specify some additional constraints. For cuboidal experimental
regions—that is, when we use a face-centered cube ccd—each x; must fall within
the interval —1 to 1, which implies these additional constraints:

A EZx =< A<l iy L =21,

For spherical experimental regions, we need the additional constraint

k
Z 'c,‘ <
=1

With these additional constraints, the spreadsheet routine may not find a feasible
solution. Then we must relax one or more of the constraints to find a solution.

The nonlinear programming solutions tend to be similar to those obtained
by the Derringer and Suich method, but not identical. If we specify a target range
for the nonlinear programming approaches, they often give solutions that fall on
the boundary of that range rather than at the specified target value. If the specific
target value is important, we should impose the equality constraint y = yr
instead of the constrainty;. <y < yp.

Example 8.5

The Chemical Reactor Experiment—Revisited

We can use the SOLVER routine in Microsoft EXCEL to find optimal conditions. As
before, we use this second-order prediction equation for conversion:

yi=8109+ 1.03x) + 4.04x2 + 6.20x3 — [_3.11.\% - 3.94-\'_:
— 5195 + 2. 13x a3 + 11.37x x5 — 3.87x0x;
and the following prediction equation for thermal activity:

i

¥z = 60.5 + 3.58x) + 2.23x3.
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Recall that we seek to maximize the conversion. We thus specify conversion, y,
as the key response and tell the routine that we want to maximize it. Since we
have a target value of 57.5 for the thermal activity, we specify the constraint

o = ST

Since this experiment uses a rotatable ccd, we need to impose the additional
constraint

b

3 3
E X =3y
=1

which guarantees that our solution will be in the region defined by our design.
The spreadsheet recommends the setting

Xy =—0.5339 g5 =1.5337 x3 = —0.4882,
This setting gives a conversion of $3.54% and a thermal activity of 57.5. On the

whole, this recommendation appears quite similar to the one we obtained from
the Derringer and Suich approach.

* Exercises

8.30 Derringer and Suich (1980) discuss an experiment that studies the effect of

831

hydrated silica level (x1), silane coupling agent (x32), and sulfur (x3) on four
responses: PICO abrasion index (y1), modulus (y;}, elongation (v3), and hard-
ness (y4). Here are the desirable conditions for these responses:

¥ = 120
y2 > 1000
400 < y3 < 600

Gl = Y4 = 75.

Table 8.27 lists the experimental results.

a. Use the Derringer and Suich approach to generate recommended settings for
this process.

b. Use a nonlinear programming package such as EXCEL SOLVER to generate
recommended settings.

Chang and Shivpuri (1994} studied the effect of furnace temperature (x;) and
die close time (x2) on the hole diameter (y1), the casting porosity (y2), and the
temperature difference (y3) for a casting process. The hole diameter was mea-
sured as the difference between the measured value and the target; thus, the
ideal value was (0. The engineers sought to find the settings for the factors that
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Table B.27

8.32

The Derringer and Suich Experiment

X Xz X3 ¥ ¥z ¥s ¥a
-1 —1 -1 103 490 640 62.5
1 -1 -1 120 860 410 65
=1 1 -1 117 800 570 77.5
1 1 -1 139 1090 380 70
—1 —1 1 102 900 470 67.5
1 -1 1 132 1289 270 &7

—1 1 1 132 1270 410 78
1 1 1 198 2294 240 74.5
—1.633 0 0 102 770 590 76
1.633 0 0 154 1690 260 70
0 —1.633 0 Q& 700 520 63
0 1.633 0 163 1540 380 75
0 0 -1.633 1é 2184 520 65
0 0 1.633 153 1784 290 Fa|
0 0 0 133 1300 380 70
0 0 0 133 1300 380 68.5
0 0 0 140 1145 430 68
0 0 0 142 1090 430 68
0 0 0 145 1260 390 &9
0 0 0 142 1344 390 70

made the diameter 0 and minimize the porosity and the temperature difference.
Table 8.28 presents the experimental results.

a. Use the Derringer and Suich approach to generate recommended settings for
this process.

b. Use a nonlinear programming package such as EXCEL SOLVER to generate
recommended settings.

Chapman (1993 discusses an experiment to improve a photographic color slide
process. For proprietary reasons, he could identify the six factors only by x—xg.
He called the responses of interest RMAX (y1), GMAX (y2), GLD (y3), and
BLD (y4). Each of these responses is measured as a difference from target; thus,
the ideal value for each is 0. Table 8.29 gives the experimental results in the
natural units.

a. Use the Derringer and Suich approach to generate recommended settings for
this process.

b.  Use a nonlinear programming package such as EXCEL SOLVER to generate
recommended settings.
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Table 8.28 The Die Casting Experiment
%y Xz ¥i ¥i ¥a
-1 -1 3 21 80O
1 -1 1 15 101
-1 1 4 20 87
1 1 2 15 108
-1 0 8 19 85
1 0 5 14 106
0 -1 2 19 92
o} 1 3 17 96
o0 0 7 17 95
Table 8.29 The Photographic Color Slide Experiment
X1 Az N3 g ¥ M ¥ ¥a ¥a Yu
1.5 2.1 7 0.2 6.8 9.75 4 -8 7 5
7 2.1 7 0.1 3.5 9.75 —4 -17 3 3
1.5 3.6 7 0.1 6.8 9.55 11 2 16 14
7 3.6 7 0.2 3.5 9.55 2 -9 12 9
1.5 2.1 18 0.2 3.5 9.55 3 -5 16 13
7 2.1 18 0.1 6.8 9.55 0 -12 12 11
1.5 3.6 18 0.1 3.5 .75 -2 -13 5 4
7 3.6 18 0.2 6.8 9.75 -5 —-22 5 5
8.33 A chemical engineer conducted an experiment on a distillation column to deter-
mine the eftects of condenser temperature (x,), reboil temperature {x;), and
reflux ratio (x;) on two responses: the concentration of the product in the dis-
tillate (y1) and the daily profit from running the column (y2). Management
has set a minimum average concentration of 94% and a minimum daily profit
of $4000.00. Table 8.30 summarizes the experimental results in the natural
units.
a. Use the Derringer and Suich approach to generate recommended settings for
this process.
k. Use a nonlinear programming package such as EXCEL SOLVER to generate
recommended settings.
8.34 Colloidal gas aphrons (micro bubbles} are created from an anionic surfactant

and can be characterized in terms of stability. The effect of pH, salt concen-
tration, time of stirring and temperature on the stability and gas hold-up was
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Table B.30

8.35

8.36

The Distillation Column Experiment

X Xz X3 » ¥
210 270 50 23.9 3698
230 270 50 88.1 —589
210 300 50 92.7 3598
230 300 50 20.1 3638
210 270 80 94.4 2962
230 270 80 13.5 —5564
210 300 80 97.4 5088
230 300 80 99.9 5087
210 285 65 99.9 5424
230 285 65 8.8 5479
220 270 65 97.4 5503
220 300 65 95.2 5381
220 285 50 20.5 3665
220 285 :14] 71.8 —5694
220 285 65 99.9 5458
220 285 65 97.6 5445
220 285 65 99.9 5464
220 285 65 92.9 3273

studied by Jauregi, Gilmour, and Varley (1997). The data in Table 8.31 are based
on their experiment.

a. Use the Derringer and Suich approach to generate recommended settings.
b. Use a nonlinear programming package such as EXCEL SOLVER to generate
recommended settings.

Consider Exercise 8.23, the chemical process experiment. The goal is to find
settings that have a target volume of 10 while minimizing the filtration time
standard deviation (or the natural log of the standard deviation).

a. Use the Derringer and Suich approach to generate recommended settings.
b Use a nonlinear programming package such as EXCEL SOLVER to generate
recommended settings.

Consider Exercise 8.26, the wire bonding experiment. The engineers sought to
find the settings for the factors that achieve a target maximum temperature of
190 at Position A and Position B.

a. Use the Derringer and Suich approach to generate recommended settings.
b. Use a nonlinear programming package such as EXCEL SOLVER to generate
recommended settings.
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Table B.31 The Colloidal Gas Experiment

gH Salt Conc. Tire Temp. Stability Gas-hold
4 0.00 4 1 S0 0.17
4 0.00 16 2 107 0.32
8 0.00 16 1 &8 0.32
8 0.14 4 1 &0 0.20
8 0.00 4 2 90 0.26
4 0.14 16 1 30 0.12
4 0.14 4 2 45 0.17
8 0.14 16 2 75 0.28

» 8.5 Experimental Designs for Quality Improvement

In classical experimental design, the term optimize tends to mean either to max-

imize or to minimize a response of interest. For example, we may wish to find

the settings for polymerization temperature and molecular

wmg]?t that maximize thle yield qfa particular polymer fl'DII"I a

e chemical reactor. In a slightly different context, we may wish

I AIGNYENGINEC T NOCORES. the to find the settings that minimize the costs associated with

Y £ st s mpanOnt s et operating this reactor. In either case, optimize does coincide
with the notion of maximize or minimize.

Engineers are beginning to realize that to optimize a process does not always
mean to maximize or to minimize. Consider the manufacture of a ballpoint pen.
The fit between the cap and the barrel is a primary quality characteristic. If the
fit is too tight, the customer cannot remove the cap. If the fit is too loose, the
cap falls off. The caps and the barrels are made by separate injection mold-
ing processes. In this case, do we really want to make the outside diameter of
these pen barrels as large or as small as possible? Rather, we seek to find the
conditions for the injection molding process that produce the outside diame-
ters as close to a stated nominal as possible with minimum variability. Ideally,
we would like to find process conditions that produce the barrel to the target
diameter with no variability whatsoever. In many engineering situations like this
one, we must consider both the mean and the variance of the characteristic of
interest.

Figure 8.22 illustrates the Japanese philosophy toward this problem. The
Japanese view any part that does not achieve the target value as having some
tangible loss of value, which they quantify by a quadratic “loss function.” In
this figure, LSL is the lower specification limit, USL is the upper specification
limit, and T is the target value for this particular characteristic of interest. His-
torically in Western manufacturing, any part that falls within the specification
limits is considered to have full value. The Japanese believe that a part may
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Figure 8.22

Example 8.6

The Japanese "Loss Function"

Loss

LSL & L'SL

be within specifications and still be considered “poor,” however, just not quite
poor enough to be rejected. The quadratic loss function provides some basis for
quantifying the loss from just being within specifications. There are two results
of such a philosophy:

. We must seek conditions that minimize “loss.”
7. We must consider both the mean and the variance of the characteristic of
Interest.

Taguchi Robust Parameter Design

The Japanese engineer Genichi Taguchi proposed a methodology for minimizing
the loss function. In this text, we concentrate on his concept of robust parameter
design. Fundamental to this approach are the concepts of control and noise
factors.

Control and Noise Factors ~ Control factors are those that the experimenter can
readily control not only for the purposes of an experiment but also in the pro-
cess. We denote the design variables associated with the control factors by x7s.
Noise factors are those that the experimenter either cannot or will not control
directly in the process although he or she may be able to control them for the
purposes of an experiment. We denote the design variables associated with the
noise factors by z’s. Although we may be able to fix the levels of the noise fac-
tors in our experiment, they are truly random variables in the process, which
provides some complexity to any formal analysis.

Cake Mix Experiment

Box and Jones (1992) discuss an experiment involving a cake mix. The control fac-
tors are the amounts of flour, shortening, sugar, and egg powder because these
four factors actually make up the cake mix itself. The manufacturer has direct con-
trol over these factors, both in the experiment and in the actual process. The
noise factors are the consumers oven temperature and the cooking time. The
manufacturer routinely tests its products under extremely well-controlled condi-
tions. It performs censtant maintenance on its ovens and routinely checks the
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temperatures. In addition, it uses precise timers on each oven. As a result, the
manufacturer can accurately control the oven temperature and the cocking time
for the purposes of an experiment. However, in the process, the consumer con-
trols the oven temperature and the cooking time. As a result, these two factors
truly are random variables in the process.

The Crossed Array  The basic goal of parameter design is to find the settings
for the control factors that are most robust to the noise factors. To achieve this
end, Taguchi crosses two arrays:

I. A design for the control factors (the inner or control array)
2. A design for the noise factors (the outer or noise array)

By cross, we mean that each point of the inner array is replicated according
to a design in the noise factors called the outer array. As a result, parameter
designs often require a large total number of experimental runs. Typically, the
inner and outer arrays are Resolution III in order to reduce the overall size of
the experiment. Often, the inner and outer arrays do not allow the estimation
of control-by-control or noise-by-noise interactions. However, the crossed array
does allow us to estimate all of the interactions between the control and noise
factors. Later, we shall see that the control-by-noise interactions provide the key
for making a process robust to the noise factors. By robust we mean the process
is as insensitive as possible to changes in the noise factors.

An important question is: Why run the experiment in the noise factors? We
seek to find the settings in the control factors that are most robust to the noise
factors. If we choose the high and low levels for the noise factors £1 properly,
then they correspond to maximal noise. By running the factorial experiment in
the noise factors, we are intentionally making the process as noisy as possible
for each setting of the control factors. If a setting achieves our target objec-
tive for the mean of the response with acceptable variation when faced with
maximum noise, we should expect it to behave well under normal operating
conditions.

Example 8.7

Cake Mix Experiment—Revisited

In this experiment, the amounts of flour (x), shortening (xz), sugar (xa), and egg
powder (x) are the control factors. The oven temperature (z)) and baking time
(zz) are the noise factors. Table 8.32 gives an appropriate inner or control array,
which is the 2, fractional factorial. The following table is an appropriate outer
or noise array, which is a 22 full factorial:

e Iz
-1 —1

1 -1
-1 1
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Table B.32 | The Control Array for the Cake Mix Experiment

X3

A

Table 8.33 | The Full Crossed Array for the Cake Mix Experiment

Z3

b

X2

Xy

(Centinued)
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Table 8.33

The Full Crossed Array for the Cake Mix Experiment {Continued)

M Mz M3 Ky z zs
1 -1 1 -1 1 -1
1 -1 1 -1 -1 1
1 —1 1 —1 1 1

-1 1 1 -1 -1 -1

-1 1 1 -1 1 -1

-1 1 1 -1 -1 1

-1 1 1 —1 1 1
1 1 1 1 -1 -1
1 1 1 1 1 -1
1 1 1 1 -1 1
1 1 1 1 1 1

Table 8.33 is the crossed array, where we replicate each setting of the control
array by the noise array. In this case, the control array consists of eight runs, and
the noise array consists of four. The crossed array consists of 8 - 4 or 32 runs.

Orthogonal Arrays and Plackett-Burman Designs  The Taguchi school proposes
the use of “orthogonal arrays™ for their designs. In general, the designs have
these properties:

» They allow the estimation of “main effects.”
*  They do not allow the estimation of any interactions.

Two examples of these orthogonal arrays are:

|. Resolution III fractional factorial designs
2. Plackett—-Burman (1946) designs, both two- and three-level

The Plackett—Burman designs that use three levels for each factor allow the esti-
mation of the linear and pure quadratic terms but do not allow estimation of
the two-factor or higher interacrions. We construct Plackett—-Burman designs by
cyclically permuting a “baseline.”

The two-level Plackett-Burman designs use a multiple of four distinct design
runs. An n-point Plackett-Burman design can support the estimation of up to
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n — 1 main effects. When » equals a power of 2, the Placket-Burman design is
equivalent to a fractional factorial. The baselines for some common two-level
Plackett—Burman designs follow:

12-point: 1 1 =1 1 1 T = 41 = 1 1

20-point: 1 1 =1 = 1 1 1 1 4 i -1

We can generate these designs in either of two ways. We can use the baseline as
the first column of our design matrix. To construct the second column, we move
the bottom element of the first column to the top position. We then move each
element of the first column down one position. Once we have generated the
required number of columns, we add a row of —1's.

To construct a 12-run Plackett—-Burman design for five factors, each at two
levels, we start with the baseline, given in Table 8.34. The first two columns
follow as in Table 8.35. Then Table 8.36 shows the first five columns. Finally,
we add the row of —1's. The full design is shown in Table 8.37.

Another way to construct the Plackett-Burman design is to use the baseline
to generate the first row. We generate the other rows by cyclically permuting the
first row. Once again, the last row consists of all —1%. A k-factor design consists
of any & columns from this matrix.

We construct the three-level Plackett—Burman design in a similar manner.
Two common three-level designs involve 9 and 27 points. Their baselines
tollow:

2-point: -1 0 -1 -1 -1 -1 o 0
27-point: —1 =1 0 -1 0 1 0 0 1
-1 1] o -1 -1 1 -1 1

0 1 1 0 -1 1 1 1

If n is the total number of points in the three-level design, then this design can
accommodate up to (# — 1)/2 factors.
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Table B8.34

The Baseline for the 12-Run Plackett-Burman Design

Table 8.35

The First Two Columns in Generating the 12-Run Plackett-Burman Design

1 -1
1 1
= 1
1 o
1 1
1 1
i 1
-1 -1
= -1
1 o
= 1

Contributions and Drawbacks  The greatest contributions of this total approach
are:

* It seriously considers the variance over a region of interest.
» It provides a rationale for modeling the behavior of the noise in terms of
the control factors.

The traditional RSM often buries the impact of the noise factors in ¢;, the ran-
dom error term. Even worse, RSM traditionally assumes that the variability is
constant over the entire region of interest. On the other hand, Taguchi hopes
that the variance is not constant over the region of interest so that he can find
suitable interactions between the control factors and the noise that minimize the

variability.
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Table B.36 The First Five Columns in Generating the 12-Run Plackett-Burman Design

1 -1 1 -1 -1
1 1 -1 1 -1
-1 1 1 -1 1
1 -1 1 1 -1
1 1 -1 1 1
1 1 1 -1 1
-1 1 1 1 -1
-1 -1 1 1 1
-1 -1 -1 1 1
1 -1 -1 -1 1
-1 1 -1 -1 -1

Table 8.37 The Entire 12-Run Plackett—Burman Design for Five Factors

X X W Xy X5
1 -1 1 -1 -1
1 1 -1 1 -1

-1 1 1 -1 1
1 -1 1 1 -1
1 1 -1 1 1
1 1 1 -1 1

-1 1 1 1 -1

-1 -1 1 1 1

-1 -1 -1 1 1
1 -1 -1 -1 1

-1 1 -1 -1 -1

-1 -1 -1 -1 -1

The basic drawbacks to the Taguchi approach are:

* It uses an unnecessarily limited number of designs that do not adequately
deal with interactions.

» There are better, simpler, and more efficient analyses.

* The designs often are much larger than required because they completely
cross the noise and the control factors.

* It does not go far enough to model the variance.
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A proper application of RSM can overcome most of these drawbacks. Since
the traditional analysis of Taguchi parameter designs has many flaws, we have
elected not to summarize it in this boolk.

Using RSM to Find Conditions Insensitive to the Noise

Many statisticians and engineers propose the use of the “combined array,” which
15 based on these ideas:

Propose a single model in both the control and noise factors
* Run a design specifically for the model proposed

In the process:

We can estimate some of the control-by-control interactions.

We can allocate our experimental resources more efficiently.

In some cases, the resulting designs are significantly smaller. (Usually, if we
use a fractional factorial, the combined array is about the same size as the
corresponding crossed array.)

With the combined array, we can use the basic techniques outlined in this chapter
to determine operating conditions that are robust to the noise factors. The key
task is to find suitable interactions between the control and noise factors. In
particular, we hope to find a level for at least one control factor for which the
response changes as little as possible no matter the level of at least one noise
factor. The next example illustrates this point.

Example 8.8

Leaf Springs Experiment

Fignatiello and Ramberg (1985} studied a heat treatment process for leaf springs
used in trucks. The engineers assigned to this process need to achieve a target
height of 8.0 in with minimal variability. Table 8.38 lists the four control factors
and their levels. The engineers think that the primary source of variability in the
process is the oil quench temperature, which they used as the single noise fac-
tor, E. This temperature ranged from a target value of 140 to a target value of
160. They ran a 2%, ' fractional factorial design in the control factors. They ran
each treatment combination of the 21" design at both the low level and the high
level of the oil guench temperature. The entire design was replicated a total of

Table 8.38

The Factors and Their Levels for the Leaf Springs Experiment

Factor Low High
A—Peak Heat Temp. 1840 1880
B—Heating Time 25 23
C—Transfer Time 12 10

D—Hald Time 2 3
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three times. Table 8.3% summarizes the design and the results. With this design,
we can estimate the AB, AC, and BC interactions among the centrol factors and
the AE, BE, CE, DE, ABE, ACE, and BCE control-by-noise interactions.

Table 8.40 gives the regression analysis from the SAS statistical software pack-
age. The residual analysis, which is not given, indicates no problems. We see that

Table 8.39 The Leaf Springs Experiment
A B c D E=—1 E=
-1 -1 -1 -1 7.78 1.78 7.81 7.50 7.25 7.12
1 -1 -1 1 8.15 8.18 7.88 7.88 7.88 7.44
-1 1 -1 1 1.50 7.56 7.50 7.50 7.56 7.50
1 1 -1 -1 1.59 7.56 1.75 7.63 7.75 7.56
=1 -1 1 1 7.94 8.00 7.88 7.32 7.44 7.44
1 -1 1 -1 7.69 8.09 8.06 1.56 7.69 7.62
-1 1 1 -1 1.56 7.62 7.44 7.18 7.18 7.25
1 1 1 1 7.56 7.81 71.69 7.81 7.50 7.59
Table 8.40 The ANOVA Table for the Leaf Springs Experiment

Analysis of Variance

Sum of Mean

Source DF Equares Square F Walue Prok=F
Model 18 2.43621 0.16241 9.H11 0.000L
Error iz 0.52873 0.01655
C Total 47 2.96E05

Rook MSE 0.12866 R-sguare 0.8214

Dep Mean 7.63604 Adj R-=g 0.7377

C.V. 1.68404

Parameter Estimates

Parameter Etandard T for HO:
Variable OF Estimate Error Parameter={0 Prob > [T}
INTERCEP 1§ 7.636042 0.0L857080 411.183 0.0001
N - & 0.110625 0.0LEET08O 5.857 0.000L
B X -0.0BB12E 0.DL85T080 -4.745 0.0001
C 1 -0.014375 0.0LBET7000 -0.774 0.44486
o : L 0.051875% 0.01857080 2.793 0.0087
E 1§ -0.129792 0.0L857080 -6.989 0.0001
AE 1 -0.008542 0.OLEETOSO -0.460 0.6487
AC . -0.009752 0.01857090 -0.527 0.6017

{Continued)
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Table 8.40 The ANOVA Table for the Leaf Springs Experiment {Continued)

Parameter Estimates

Parameter Standard T for HO:
Variable DIF Estimate Error  Parameter=0 Prob = |T|
EC 1 -0.LT708 0.01857080 -0.8954 0.3475
AE 1 0.042292 0.018570920 2,277 0.029¢&
EE 1 0. 082708 0.01857080 d.454 a.o001
CE 1 -0.02687E 0.01857080 -1.447 0.1576
DE 1 0.013542 0.01&857090 0.729 0.4712
ABE 1 -0. 005208 0.01857080 -0.280 0.7809
ACE 1 0.020208 0.018E70820 1.088 0.Z2846
BCE 1 -0. 23542 0.01&57090 -1.268 0.2141

Figure 8.23 The Peak Heat Temperature and Oil Quench Temperature Interaction Plot

19 A

18

T
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all the main effects except C, the transfer time, are important. None of the control-
by-control interactions appears to be significant. The AE, heating temperature-
by-oil quench temperature, and the BE, heating time-by-oil quench temperature,
interactions appear to be significant. Figure 8.23 gives the AE interaction plot.
The lines lock almost parallel. As a result, we see about the same effect due to
the changes in the oil quench temperature for both levels of the heating temper-
ature. We cannot minimize the impact of variation in the cil quench temperature
by choosing one level of heating temperature over the other. Figure 8.24 gives
the BE interaction plot. In this case, the lines are definitely not parallel, which indi-
cates that the effect of the oil quench temperature does depend on the level cho-
sen for the heating time. This plot suggests that using the +1 level for the heating
time will minimize the effect of the oil quench temperature. Since we do not plan
to control the oil guench temperature in the process, choosing the high level for
the heating time will help to reduce the variability in the leaf spring heights. We
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Figure B.24 The Heating Time and Cil Quench Temperature Interaction Plot
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can adjust the average height of these leaf springs by properly choosing the levels
for the other factors.

A Dual-Response Approach

Another approach recognizes that the process mean and the process variance

form a dual-response problem. As a result, we can apply the

multiple-response analyses discussed in Section 8.4 to find set-

A notural dual-response system is the [irfgs that achieve a target com:!iti{?n fcr_r the meanland mini-

mean response and the ifs variability. mize the process variance. In this situation, the variance, or a
suitable transformation, is the key response.

Suppose that an #-point design has been replicated such that each design
point has been run a total of m = 2 times. Any reasonable method may be
applied to generate the replication, including the use of an outer array. Let s7 be
the estimated variance at the rth design point, and let t{s;?‘} be a suitable transfor-
mation of the variance. In this approach, we estimate separate models for y and
tis?).

Much work has been and currently is being done on modeling variance.
Most authors suggest using the natural logarithm of the variance, log (s?), but
the theory for this transformation requires moderate to large amounts of replica-
tion (m = 10) to justify this approach. A reasonable alternative uses the standard
deviation, which is the square root transformation.

Example 8.2 | The Printing Study Experiment

Vining and Myers (1990) analyze an experiment that originally appeared in Box
and Draper (1988). This experiment studied the effect of speed [x1), pressure (x2),
and distance (x3) on a printing machine’s ability to apply coloring inks on package
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Table B.41 The Printing Ink Experiment

i X Mz b ¥ Yiz ¥a Y. 5
1 -1 -1 -1 34 10 28 24.0 125
2 0 —1 -1 115 116 130 120.3 8.4
3 —1 -1 192 186 263 213.7 42.8
4 -1 0 -1 8z 88 a8 86.0 3.7
5 0 0 -1 44 178 188 136.7 B80.4
& 0 -1 322 350 350 340.7 16.2
7 —1 1 -1 141 110 a6 112.3 27.6
8 0 1 -1 259 251 259 256.3 4.6
9 1 1 -1 290 280 245 27.7 23.6

10 -1 -1 0 81 81 a 81.0 0.0

11 0 -1 0 90 122 93 101.7 17.7

12 -1 0 e 37é 376 357.0 329

13 -1 0 0 180 180 154 171.3 15.0

14 0 0 0 372 a7z 372 372.0 0.0

15 0 0 541 568 396 s501.7 92.5

16 -1 1 0 288 192 312 264.0 63.5

17 0 1 0 432 336 513 427.0 BB.6

18 1 0 M3 725 754 730.7 211

19 —1 —1 1 364 99 199 220.7 133.8

20 0 -1 1 232 i 266 239.7 235

21 1 -1 1 408 415 443 422.0 18.5

22 -1 ] 1 182 233 182 199.0 29.4

23 0 0 1 507 515 434 485.3 44.6

24 0 1 846 535 &40 673.7 158.2

25 -1 1 1 236 126 168 176.7 55.5

26 0 1 1 660 440 403 501.0 138.9

27 1 1 878 1 1161 1010.0 142.5

labels. Table 8.41 summarizes the experiment, which was a 3° complete factorial
with three runs at each design point (m = 3).

Vining and Myers sought the conditions that minimize the wvariability while
achieving a target value of 500.0 for the mean response. The fitted response
surface for the response itself was

fi=314.7 + 177x1 + 109.4x; + 131.5x3

+ 6bxxr + T8.0x xy + 43.6x0x3 + 82 8xx0x;,
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The fitted response surface for the standard deviation was
o =48.04 29.2x3.

Consider using the Derringer-Suich desirability approach to minimize & over the
cube defined by the 32 design subject to these constraints:

* i = 500.0 (acceptable range: 4920-510).
* A maximum acceptable value for & is 60.

The resulting best settings are

x1=100 x3=100 x3=-0.35,

which yield a target of 500 and an estimated standard deviation of 33.4 with a
desirability of 0.6662.

Consider using the SOLVER tool in EXCEL to minimize & over the cube defined
by the 3* design subject to the constraint

i — S0
The resulting best settings again are

xy = 1.00 xy = 1:00 x3 = —0.50.

Replicating a full second-order design can be expensive. Vining and Schaub (1994)
present an interesting alternative that recognizes that models for the variance
tend to be of lower order than models for the mean. This approach replicates only
a Reselution Il first-order portion of a second-order design. Vining and Schaub
note that the replicated 3*, which uses 81 runs, contains as a subset a replicated
central composite design. Table 8.42 gives the replicated factorial design used
by Vining and Schaub. We use all of these data to estimate the mean model. To
estimate the variance model, we compute the sample standard deviation for each
of the four replicated points, as shown in this table:

X X3 X5 5
1 -1 =% 42.8
-1 1 —1 27.6
-1 -1 1 133.8
1 1 1 142.5

The fitted response surface for the response itself was

g =3102 + 163xq + 102x; + 148x;

+ 7 w2y + 77 dxpay + 55.2x0x3 + 81 1y xp 5.
The fitted response surface for the standard deviation was

= §6.7 4+ 6.0x1 — 1.6x2 4+ 51.5x3.

- ¥
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Table B.42 The Replicated Factorial Design from the Printing Ink Experiment

Xy ] Xy ¥
-1 -1 -1 34
1 -1 -1 192
1 -1 —1 186
1 -1 -1 263
-1 1 -1 141
-1 1 -1 110
—1 1 -1 86
1 1 -1 280
-1 -1 1 364
-1 -1 1 o9
-1 -1 1 199
1 -1 1 408
-1 1 1 168
1 1 1 878
1 1 1 991
1 1 1 1161
-1 0 0 180
1 o} o 396
o -1 o 122
0 o] 513
0 [} -1 188
0 0 1 515

The resulting best settings from SOLVER in EXCEL are
&= 1.00 x = 1.00 x3 = —043.

Motice that the two methods give very similar solutions.

= Exercises

8.37 Yin and Jillie (1987) studied a nitride etch process on a single-wafer plasma
etcher. The response of interest was the etch rate. These were the experimental
factors:

A Gap, the spacing between the anode and the cathode
B Pressure in the reactor chamber

C Flow rate of the reactant gas (C,Fg)

D Power applied to the cathode
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Table 8.43 The Factors and Their Levels for the Plasma Etcher Experiment
A B C D
Gap Pressure C:F; flow Power
Level (em) {m Torr) [seem) W)
Low (—1) 0.80 450 125 275
High (1) 1.20 550 200 325
Table 8.44 The Plasma Etcher Experiment
A B c D Etch rate
Run Gap Pressure CiF; Power Almin
1 -1 -1 -1 —1 550
2 1 -1 -1 -1 669
3 -1 1 -1 -1 604
4 1 1 -1 -1 650
5 -1 -1 1 -1 633
& 1 -1 1 -1 642
7 -1 1 1 -1 601
i 1 1 1 -1 635
9 -1 -1 -1 1 1037
10 1 -1 -1 1 749
1" -1 1 -1 1 1052
12 1 1 -1 1 868
13 -1 -1 1 1 1075
14 1 -1 1 1 860
15 -1 1 1 1 1063
16 1 1 1 1 729
For the purposes of this discussion, factors A (gap) and B (pressure) are the
control factors. Factors C (flow rate) and D (power) are the noise factors. The
factor levels used were as listed in Table 8.43. Table 8.44 summarizes the design
and observed results. Perform an appropriate combined array analysis of this
experiment.
8.38 Boxand Jones (1992) outline a cake mix experiment in which the control factors
are amount of flour (x1), amount of shortening (x2), and amount of egg pow-
der (x3). The noise factors are baking temperature (zy) and baking time (z;).
Table 8.45 summarizes the design and its results. Perform an appropriate com-
bined array analysis.
8.39 Schubert and colleagues {1992) conducted an experiment with a catapult to

determine the effects of hook (x1), arm length (x1), start angle (x3), and stop

579




SB0

Chapter 8

Introduction to Response Surface Methodalogy

Table 8.45 The Cake Mix Experiment
X X5 X3 Z Z ¥
-1 -1 -1 -1 -1 1.3
| -1 -1 1 1 21
1 -1 —1 1 —1 5.5
1 -1 =1 -1 1 3.2
-1 1 -1 1 -1 1.2
—1 1 —1 — 1 1.5
1 1 —1 —1 —1 3.7
1 1 -1 1 1 4.2
-1 -1 1 1 -1 3.5
—1 -1 1 —1 1 2.3
1 —1 1 —1 —1 4.1
1 -1 1 1 1 6.3
-1 1 1 -1 -1 1.9
-1 1 1 1 1 2.2
1 1 1 1 -1 5.8
1 1 1 -1 1 5.5
Table 8.46 The Catapult Experiment
X1 Xz X3 Xi ¥
-1 —1 — -1 28.0 27.1 26.2
-1 -1 1 1 46.3 43.5 46.5
-1 1 -1 1 21.9 21.0 201
-1 1 1 -1 52.9 53.7 52.0
1 —1 o | 1 75.0 731 743
1 -1 1 -1 127.7 126.9 128.7
1 1 -1 -1 86.2 86.5 87.0
1 1 1 1 195.0 195.9 195.7
angle (x4) on the distance that the catapult throws a ball. They threw the ball
three times for each setting of the factors. Table 8.46 lists the experimental
results. Find the settings for these factors that will throw the ball 100 in with
minimum variability.
8.40 An industrial experiment was performed to study the influence of several con-

trollable factors on the mean value and the variation in the percentage of shrink-
age of products made by injection molding. The controllable factors were cycle
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Table B.47 The Percent Shrinkage Experiment

Cycle Meold Cavity Pressure Speed Time Gate Regrind Moisture Temp. Shrinkage

-1 -1 -1 -1 -1 -1 -1 —1 -1 -1 2.2
-1 =1 -1 -1 -1 -1 -1 -1 1 1 2.1
-1 -1 -1 -1 —1 -1 -1 1 —1 1 2.3
-1 -1 -1 -1 -1 -1 -1 1 1 -1 2.3
-1 = -1 1 1 1 1 -1 -1 -1 0.3
-1 -1 -1 1 1 1 1 -1 1 1 2.5
-1 -1 -1 1 1 1 1 1 -1 1 2.7
-1 -1 -1 1 1 1 1 1 1 -1 0.3
-1 1 1 -1 -1 1 1 -1 =1 -1 0.5
-1 1 1 -1 -1 1 1 -1 1 1 31
-1 1 1 -1 -1 1 1 1 -1 1 0.4
-1 1 1 -1 —1 1 1 1 1 -1 2.8
-1 1 1 1 1 -1 -1 -1 -1 -1 1.0
-1 1 1 1 1 -1 -1 -1 1 1 1.9
-1 1 1 1 1 -1 -1 1 —1 1 1.8
-1 1 1 1 1 -1 -1 1 1 -1 1.0
1 -1 1 -1 1 -1 1 -1 -1 -1 3.0
1 -1 1 -1 1 -1 1 -1 1 1 31
1 -1 1 = 1 -1 1 1 -1 1 3.0
1 -1 1 -1 1 -1 1 1 1 -1 3.0
1 -1 1 1 -1 1 -1 -1 -1 -1 2.1
1 -1 1 1 -1 1 -1 -1 1 1 4.2
1 -1 1 1 -1 1 -1 1 -1 1 -1.0
1 -1 1 1 -1 1 -1 1 1 -1 3.1
1 1 -1 -1 1 1 -1 -1 -1 -1 4.0
1 1 -1 -1 1 1 -1 -1 1 1 1.9
1 1 -1 -1 1 1 -1 1 -1 1 4.6
1 1 -1 -1 1 1 -1 1 1 -1 2.2
1 1 -1 1 -1 -1 1 -1 -1 -1 1.0
1 1 -1 1 -1 -1 1 —1 1 1 1.9
1 1 -1 1 -1 -1 1 1 -1 1 1.9
1 1 -1 1 -1 -1 1 1 1 -1 1.8

time, mold temperature, cavity thickness, holding pressure, injection speed, hold-
ing time, and gate size. The noise factors were percentage regrind, moisture con-
tent, and ambient temperature. The data from Engel and Huele (1996) are given
in Table 8.47. Perform the appropriate combined array analysis of this experi-
ment.
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8.6 Case Study

In the Chapter 7 case study, we studied an injection molding process for pen bar-
rels. Faber-Castell had a new injection molding process that had problems with
warped barrels. Faber-Castell ran an initial experiment to screen the important
factors. We learned that the warping appeared to be due to the injection pressure
and the temperature of the chilled water used in the mold. We also discovered
significant curvature in the experimental region. This presence of curvature sug-
gests augmenting the original 2* plus center runs to a central composite design.
Table 8.48 gives the full second-order design using the rotatable value for @. The
augmented runs are in block 2.

Table 8.48 The Follow-up Pen Barrel Warping Experiment

X3 X, Warp Block
0.000 0.000 9.5408 1
1.000 —1.000 2.0647 1
1.000 —1.000 2.4075 1

—1.000 1.000 33.4354 1
0.000 0.000 9.9129 1
—1.000 1.000 33.7727 1
1.000 1.000 14.8448 1
—1.000 —1.000 13.5184 1
—1.000 —1.000 14.3446 1
1.000 —1.000 2.7584 1
—1.000 1.000 33.2454 1
—1.000 1.000 33.2368 1
1.000 1.000 13.2066 1
1.000 —1.000 1.2758 1
1.000 1.000 13.6236 1
—1.000 —1.000 13.9000 1
—1.000 —1.000 13.9417 1
1.000 1.000 14.5301 1
0.000 0.000 10.2025 1
0.000 0.000 10.0495 2
-1.414 0.000 29.5770 2
0.000 0.000 9.7864 2
0.000 1.414 25.5054 2
0.000 -1.414 2.4379 2
1.414 0.000 71114 2
0.000 0.000 2113 2
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Table B.49 Analysis for the Follow-up Experiment

Term Coef SE Coet T P
Constant 9.76755 0.2055 47.539 o.ooo0
Block -0.05707 0.1161 -0.482 0.529
C -7.8220¢ 0.1125 -69.512 o.000
D 7.91557 0.1125 70.335 0.o0o0
CxC 4.1854% 0.1754 23.915 0.000
D«D 2.00852 0.1754 11.445% o.000
C+D =1, 89293 0.1258 -15.045 o.o0oo0

The results are in Table 8.49. The Solver routine suggests x3 = 0.6527 and
x4 = —1.414 as the operating conditions. Faber-Castell ran a series of confirma-
tory runs at these conditions, which confirmed that these conditions were satis-
factory.

» 8.7 |deas for Projects

|. As a class, perform the “catapult™ experiment. Many instructors use a
rubber band catapult to generate experimental data. The ones we use allow
you to change the tension on the rubber band in several ways. Perform the
experiment to generate a prediction equation for how far the catapult
throws the ball. Use the prediction equation to try to hit a target a known
distance away.

2. Perform the “paper helicopter” experiment. Many instructors make paper

helicopters and drop them in class. We prefer to drop them from the fourth

floor of a building on campus. The goal is to design a paper helicopter that
flies as long as possible.

Download the distillation column simulator from the web page

(http:/fwww.stat.vt.edu/~vining). This program realistically simulates the

performance of a distillation column. A typical assignment is to have

students optimize the yield and the profit. For most students, this project
brings together most of the concepts of experimental design and process
optimization,

4. Work with an instructor for a unit operations laboratory. Help a class

perform a series of experiments to optimize the operation of a piece of

equipment.

Perform a factorial experiment of your own choosing. It is a good idea to

require such a project as part of this course. Most students bake cookies or

pop popcorn. Some are very creative. If you are over 21, you may want to
consider brewing beer, which is a complex biochemical process.

=

L]

L
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* 9.1 The Themes of This Course

This course introduced a varied arsenal of important tools for approaching engi-
neering problems. Of course, tools alone solve nothing. They prove useful only
when engineers appreciate how and when they should apply the tools. In a single
semester, we cannot discuss in adequate detail all of the statistical methodolo-
gles important to engineering. At best, we can develop a sound foundation and
then build from this foundation to provide a brief overview of some of the more
important statistical tools and to show their relevance to modern engineering
pracrice.

Laying Foundations

The first part of this course laid the foundation for the application of statistics
to real engineering problems. These basic concepts were emphasized:

The engineering method

Data collection

Graphical analysis of data
Probabilistic modeling of data
Formal estimation

Throughout this development, we tried to illustrate the practical application of
these methods to real engineering problems.

The engineering method uses abstract models to solve real problems. In the
process, statistics should serve as a handmaiden, guiding the interplay between
the concrete world of the data and the theoretical world of the model. Statistics
and statistical thinking should provide the bridge between these two worlds
through the proper understanding of data: how to collect them and how to
interpret them. Variability, the true engineering adversary, clouds our ability to
make sound engineering decisions. The proper appreciation of statistics provides
the basis for piercing through this cloud of uncertainty.

The bridge from theory to the actual problem requires data. Too often engi-
neers do not appreciate the importance of statistical thinking when they collect
data. These data must address specific questions. Statistics simply seeks to ensure
that the data address these questions as efficiently and effectively as possible.
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Engineers are learning that they should consult with statisticians to develop
effective methods for obtaining these data, whether they plan to pursue a purely
observational study or a designed experiment. Statisticians are learning that they
should not make the engineers’ life more difficult; rather, they should ensure that
engineers can collect the data they need within the constraints they face. This
dialogue leads to better engineering and statistical practice.

Graphical displays provide a quick, intuitive way to learn from the data.
At a minimum, they give us this information:

Typical values for the data

The variability in the data

The nature of the parent distribution for the data
Any outliers or other interesting features in the data

- & & @

With this information, we can begin to sketch an appropriate formal analysis
of the data. In some cases, displays answer completely the questions of interest.
In other cases, they point out potential difficulties in the formal analyses.

Proper modeling of random behavior allows us to see, at least partially,
through the cloud of variability. Probability forms the language for this mod-
eling. With this language, we can begin to describe in a meaningful way the
behavior of engineering data through distributions. Naturally, the appropriate
model for engineering data depends on the specific situation. Nonetheless, a
fundamental understanding both of the engineering context and the appropriate
statistical consequences provides a powerful basis for describing the variability
inherent in engineering problems. Often the statistical theory underlying these
approaches may seem subtle, complex, abstract, and removed from the basic
reality of the problem, yet this theory provides the very foundation for modeling
the phenomena of interest so that the engineer may find an appropriate solution
to the problem at hand.

Estimation and testing are the bridge from the abstract engineering model to
the actual data. We begin to see the engineering method at its fullest. In testing,
we use data to confirm the reasonableness of our presuppositions concerning
the problem at hand. We use appropriate models for the random behavior of
the data as the basis for these decisions. In estimation, we use these models to
provide a basis for constructing a range of plausible values for the parameter
of interest. This range in turn provides a basis for evaluating the quality of the
estimated value.

Building on the Foundations

In the first portion of this course, we tended to use relatively simplistic scenarios
to lay these foundations. In the latter portion, we were able to extend these basic
concepts to more complicated and more interesting engineering situations:

Process monitoring
* Linear modeling
*  Apalyzing formal experiments

Throughout this development, we showed how to use simple graphical methods
to check the assumptions underlying our analyses.
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Engineers, particularly in manufacturing, constantly must monitor critical
processes, but the variability inherent in these data complicates this activity.
Appropriate probabilistic models in conjunction with formal testing procedures
provide a basis for seeing through the cloud created by the variability and for
detecting unwanted changes in these processes.

The engineering method depends on models to solve problems. In most inter-
esting situations, the response of interest depends on several other engineering
characteristics. Linear models are a useful basis for approximating this relation-
ship. Statistics and statistical thinking through regression analysis provide an
efficient and effective method for estimating and testing this relationship. Thor-
ough residual analysis allows us to determine where the relationship predicts
well and where we may be able to improve it. Even more important, such an
analysis can suggest improvements to the model that allow it to predict the data
better.

Finally, when we have a firm idea of the nature of the relationship between
the independent variables (the factors) and the response, we can use designed
experiments to collect the data as efficiently as possible. By knowing which
relationships are important to estimate and which are not, we can dramatically
reduce the amount of data we must collect. Through a sequential approach to
experimentation, we use as few resources as possible in the early phases of exper-
imentation when we merely wish to screen out the less important factors. In the
process, we save resources for later experimentation when we wish to develop
a model in terms of the important factors that will allow us to optimize the
ENgineering process.

» 9.2 Integrating the Themes

Engineers are discovering that they must seek continuing education in statistics,
just as they must seek continuing education in their specific engineering disci-
plines, in order to keep current in their fields. Here are some important statistical
applications for good engineering practice:

Both linear and nonlinear modeling
More experimental design and analyses
Process monitoring

Process and product reliability

. & & @

In this course, we have been able to provide only a brief introduction to these
topics. A solid second semester of engineering statistics would explore these
areas in more detail.

Modeling engineering data, particularly when the data come from an obser-
vational study, often requires more statistical machinery. A second course in
engineering statistics should first review the material presented in this course,
with particular emphasis on using the computer and on residual analysis. Next,
it should outline more formal methods for analyzing residuals. In the process,
it should discuss in more detail the concepts of leverage points and influen-
tial observations, which often can dominate the least squares estimation of the
model. We should wonder about the quality of our model when just one or
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two observations appear to control the relationship. When the data come from
an observational study, we often require more statistical machinery for select-
tng the most appropriate model. Observational studies can produce analyses
where the overall F-test is strongly significant, the R? is much greater than 0.9,
and none of the individual coefficients are significant. A second course in engi-
neering statistics should discuss the techniques available for selecting the most
appropriate model in such situations. Closely related to the model selection issue
is the problem of multicollinearity, where relationships exist among the inde-
pendent variables. The relationships among the independent variables obscure
their reiatlonshlp with the response. Flnall}r, aithnugh linear models work well
in a variety of settings, many engineering situations require models that are
nonlimear in the parameters. Engineering theory often suggests an underlying
mechanism that involves the solution of a system of differential equations. This
system often dictates a model that is inherently nonlinear. A second course
should outline the statistical techniques for estimating and analyzing such
models.

Many issues remain for the proper design and analysis of engineering exper-
iments. Commonly, engineers run experiments that involve categorical factors
with more than two levels, which leads to the concept of analysis of variance
(ANOVA). Engineers also face constraints on how they run experiments, which
leads to the concept of blocking introduced in Chapter 2. A second course
in engineering statistics should outline the appropriate analysis when we run
the design in blocks. In other cases, we face the problem of easy-to-change
and hard-to-change factors, which leads into the concept of a split-plot experi-
ment. In such an experiment, the experimental unit for the easy-to-change fac-
tor is actually an observational unit for the hard-to-change factor. For example,
in Chapter 2, we outlined an example involving sewer pipe. Suppose we wish to
run an experiment that uses the firing regime for these pipes as one factor and
the pipe’s formulation as the second factor. The experimental unit for the firing
regime is the set of pipes that see a specific setting of the furnace conditions.
The experimental unit for the formulation is the individual pipe. We can form
the set of pipes that see a specific setting of the firing conditions so that a pipe
from each formulation is present. Such an experiment makes a lot of common
sense, but it also presents certain complications for the analysis. Finally, a second
course should discuss in much more detail how engineers can use experimental
design for quality improvement.

Engineers monitor processes to detect changes as quickly and as economi-
cally as possible. In this course, we introduced the basic Shewhart control chart,
which is the foundation for all other monitoring procedures. A second course
in engineering statistics should provide a basic overview of the Shewhart charts,
including the use of runs rules. It then should go into more detail about such
methods as the cumndative sum (CUSUM) and the exponentially weighted mov-
g average (EWMA) charts, which use past data as well as the current sam-
ple to determine whether the process is in control. Another important topic
is the economic design of control charts, which seeks an appropriate balance
among the various costs and risks associated with process monitoring. In many
cases, we wish to monitor several characteristics of interest for the same prod-
uct or process. For example, in a paint process, we wish to monitor simulta-
neously such characteristics as color, viscosity, and some measure of settling.
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Monitoring several characteristics at the same time leads to the concept of mul-
tivariate control charts. Finally, products inevitably must meet certain specifi-
cations. Process capability analysis provides a basis for predicting how well a
process can meet the specifications for its products.

An important aspect of engineering deals with process and product reliabil-
ity. In this course, we have outlined only a few of the distributions often used
in reliability analysis. A second course should spend much more time on model-
ing process and product life times. Estimating these models requires data on the
time until failure. Waiting until a product or a process fails often requires more
time than we can afford, so we use accelerated testing, where the process or
product faces more severe conditions (usually temperature) that should cause it
to fail sooner. Even under accelerated testing, we may face time constraints that
require us to end the test before every item or process fails, which leads to the
concept of censoring. Finally, many products are actually repairable after fail-
ure. Another important concept is a renewal process, which formally considers
this fact.

» 9.3 Statistics and Engineering

Statistics can never replace sound engineering theory and intuition. At their best,
statistical thinking and good statistical practice complement an engineer’s basic
education and instincts. Statistics provides an important set of tools: nothing
more, nothing less. Good engineering practi-:e combines these tools with sound
engineering the-::q'}r Properly done, statistics can reinforce, complement, and even
enhance engineering theory. Properly apphed stiitbitios apt) ahtatiod rhm!clng
can unleash the creative spirit of engineers, helpmg them to achieve new vis-
tas and goals. Statisticians can never replace engineers, but statistics can help
engineers do their jobs better.
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Table 1

The Cumulative Distribution Function for the Standard Mormal

Distribution—Negative Values for Z

z .00 .01 .02 03 04 .08 06 .07 .08 09
-30 0013 0013 0013 0012 0012 0011 0017 L0017 0010 L0010
-29 0019 0018 0017 0017 0016 0016 O0ONE 0015 0014 .0D14
—-24 0026 0025 0024 0023 0023 0022 0021 0027 0020 .OD19
-27 0035 .0034 0033 0032 0031 0030 0029 0028 0027 QD256
—-2.6 0047 0045 0044 0043 0041 0040 0039 0038 0037 00356
—25 0062 0080 0059 0057 0055 .0O54 0052 L0051 0049 0048
—-24 0082 .0080 0078 0073 0073 0071 0089 0088 0060 0004
-23 010y 0104 0102 0099 00%6 D094 0091 L0089 0087 0084
—-2.2 0139 0135 0132 0129 0125 .M22 0119 0116 0113 0110
-21 0179 0174 0170 0146 0M42 58 0154 0150 0146 0143
-20 0228 0222 0217 0212 0207 0202 0197 0192 0188 0183
-19 0287y 0281 0274 D268 0262 0256 0250 .0244 0239 .0233
-148 0359 .0351 0344 0336 0329 0322 0314 0307 0301 .0294
-1.7 0446 0435 0427 0418 0409 04071 0392 0384 0375 0347
-1.6 0348 0537 0526 0316 0505 0493 0485 0475 0460 L0455
—-1.5 046468 0655 0643 0630 0618 0606 0594 0582 0571 0559
—-1.4 0808 .O793 0778 0744 0749 0735 0721 0708 0494 0681
-1.3 .0%68 0951 0934 0918 0901 .DBBS .084% .0853 0838 .0823
-1.2 1151 1131 A1z 093 A0Fs 1056 038 10200 1003 O9ES
-11 1357 1335 1314 1292 1277 1251 12300 1210 1190 1170
-1.0 1587 1562 1539 1515 1492 1469 1446 1423 1401 1379
-09 841 814 FBE Avez 736 1711 485 16&0 0 1435 L1611
-0.4a 2119 2090 2061 2033 2005 1977 194% 0 1922 1894 1847
—-0.7 2420 2389 2358 2327 2297 23R4 2236 2206 2177 248
-0 2743 2709 2676 2643 2611 2578 2546 2514 2483 2451
-0.5 3085 3050 3015 2981 2944 2912 287F 2843 2810 2776
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Table 1 The Cumulative Distribution Function for the Standard Normal
Distribution—Negative Values for Z (Continued )

E .00 .01 .02 .03 .04 .05 06 .07 .08 .09

-0.4 3446 3409 3372 3334 3300 3264 3228 3192 3156 3121
—0.3 3821 3F83 3745 3707 34469 3632 3594 3557 3520 3483
-0.2 4207 41648 4129 4090 4052 4013 3974 3936 3897 3859
—0.1 44602 45362 4522 4483 4443 4404 43564 4325 4286 4347
—0.0 5000 4940 4920 4880 4840  4BO1  4FA1 4721 44681 4440
00 5000 5040 5080 5120 5180 5199 5239 5279 5319 5359
0.1 5398 5438 5478 5517 5557  .55%4 5436 5675 5714 5753
0.2 5793 5832 5871 5910 5948  53%¥6F 6026 6064 6103 614
0.3 AI7T9 6217 6255 6293 6331 A3AE 6406 6443 6480 6517
0.4 4554 6591 6628 6664 GT0D G736 AFF2 6808 6844 L4879
0.5 4915 6950 6985 7019 7054 7088 7123 7157 190 7224
0.6 7257 7291 7324 7357 7389 7422 7454 7486 Y517 .7H49
07 7580 F&11  Fed42 7673 FT04 T34 T7s4 7794 7B23 7852
0.8 7881 7910 Y939 7947 799h  .BD23 B0 .BOYE  .B106 8133
0% 8159 8186 .B212 .B238 B264 .B28B? 8315 .8340 .B345 8389
1.0 B413 8438 8451 .B485 8508 8531 8554  .BSFY  .BIFF  .B621
1.1 8643 BAAS  .BABS  B7OE 8729 BT49  BTFD  .BFS0  .BB10  .BB30
1.2 8849 .8BAY  .BBES  B907 8925  .8%44  BY462  .BYB0 8997 9015
1.3 %032 9049 9066 9082 9099 9115 R131 47 S162 91F7
1.4 9192 9207 9222 9236 9251 92650 927§ 9292 S30e 9319
1.5 9332 9345 9357 9370 9382 9394 R406 9418 9429 9441
1.6 9452 9463 9474 9484 94953 9505 9515 9525 9535 9545
1.7 9554 9564 9573 9582 9591 9599 9408 616 9625 9633
1.8 9641 9649 9656 FHed 9471 F6TE 9686 R6F3 969F 9704
19 9713 9719 9726 9732 9738 9744 9750 9756 761 9747
20 9772 9778 9783 9788 9793 9798 9803 .9BO8 9812 9817
21 9821 9826 9830 9834 9838 9842 9846 9850 9854 9857
22 9861 9864 98568 98Y1 987> 9878 9881 9884 98T .98%0
23 9893 9895 9898 9901 9904 9%046 9909 9911 9913 9914
24 9918 9920 9922 9925 9927 9929 9931 9932 9934 9935
25 9938 9940 9941 9943 9945 9%44 9948 9949 9951 9952
246 9953 9950 9906 9957 995F  9RA0 9961 9R42 9903 9964
27 9965 9966 9967 99468 9969  9%F0 9971 9972 99731 9974
28 9974 9975 9976 99I7 9977 9978 9979 9979 9980  .9981
2% 9981 9982 9983 9983 9984 9984 9985 9985 998& 9985
3.0 9987 9967 9987 9988 (9988  9%39 9989 9989 9990 .9970

Source: Tables 1-4 adapted from Tables 1, 8, 12, 18 in Biometrika Tables for Statisticians, Vol 1,
Third Edition, edited by E. 5. Pearson and H. ©. Hartley, pp. 110-114, 1356137, 144, 170173,
Copyright {©1996. Adapted by permission of the Cambridge University Press and the Biometrika
Trusteas.
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Table 2 The Cumulative Distribution Function for the t-Distribution

df 0% 5% 97.5% 9% 99.5% 9.9%
1 3.078 6.314 12.706 31.821 63.657 318.309
2 1.886 2.920 4.303 6,965 2925 22.327
3 1.638 2.353 3.183 4,541 5.841 10.215
4 1.533 2.132 2777 3.747 4.604 7173
5 1.476 2.015 2.571 3.365 4.032 5.893
6 1.440 1.943 2.447 3.143 3.708 5.208
7 1.415 1.895 2.365 2,998 3.500 4.785
a8 1.397 1.860 2.306 2.897 3.355 4.501
2 1.383 1.833 2.262 2822 3.250 4297
10 1.372 1.812 2.228 2,764 3.169 4,144
11 1.363 1.796 2.201 2718 3.106 4.025
12 1.356 1.782 2179 2.681 3.055 3.930
13 1.350 1.771 2.160 2.650 oz 3.852
14 1.345 1.761 2.145 2.625 2977 3.787
15 1.341 1.753 2132 2.603 2947 3.733
16 1.337 1.746 2.120 2.584 2921 J.686
17 1.333 1.740 2110 2.567 2898 3.6464
18 1.330 1.734 2.1 2.552 2.879 3.611
19 1.328 1.729 2.093 2.540 2861 3.580
20 1.325 1.725 2.086 2.528 2.845 3.552
21 1.323 1.721 2.080 2518 2831 3527
22 1.321 1.717 2.074 2.508 2.819 3.505
23 1.319 1.714 2.069 2.500 2.807 3.485
24 1.318 1.711 2.064 2.492 2797 3.467
25 1.314 1.708 2.060 2.485 2788 3.450
26 1.315 1.706 2.056 2479 2779 3.435
27 1.314 1.703 2.052 2473 277 3421
28 1.313 1.701 2.048 2.467 2763 3.408
29 1.311 1.699 2.045 2.462 2756 3.3%96
30 1.310 1.697 2.042 2.457 2750 3.385
40 1.303 1.684 2.021 2423 2705 3.307
50 1.299 1.676 2.009 2,403 2.4678 3.262
&0 1.2964 1.671 2.000 2.390 2.660 3.232
a0 1.292 1.664 1.920 2.374 2.639 3.195
100 1.290 1.660 1.984 2.364 2626 3174
200 1.286 1.653 1.972 2.345 2.601 3.132
oo 1.282 1.645 1.960 2.326 2.576 3.090
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Table 3 The Cumulative Distribution Function for the »? Distribution

df 0.1% 0.135% 0.5% 1.0% 2.5% 5.05% 10.0%

1 0.000 0.000 0.000 0.000 0.001 0.004 0.016

2 0.002 0.003 0.010 0.020 0.051 0.103 0.211

3 0.024 0.030 0.072 0.115 0.216 0.352 0.584

4 0.091 0.106 0.207 0.297 0.484 0.711 1.064

] 0.210 0.238 0412 0.554 0.831 1.145 1.610

& 0.381 0.423 0.676 0.872 1.237 1.635 2.204

Fi 0.598 0.656 0.989 1.239 1.690 2.167 2.833

8 0.857 0931 1.344 1.647 2180 2733 3.4%90

e 1.152 1.241 1.735 2.088 2.700 3.325 4,168
10 1.479 1.584 2.156 2.558 3.247 3.940 4.865
11 1.834 1.954 2.603 3.053 3.816 4,575 5.578
12 2.214 2.350 3.074 3.571 4.404 5.226 6.304
13 2.617 2.768 3.565 4107 5.009 5.892 7.042
14 3.041 3.206 4.075 4,650 5.629 6.571 7.790
15 3.483 3.662 4,601 5,229 6.262 7.261 8.547
16 3.942 4135 5.142 5.812 6.908 7.962 @.312
17 4416 4.624 5.697 6.408 7.564 8.672 10.085
18 4,905 5.126 6.265 1.015 8.231 9.390 10.865
19 5.407 5.641 6.844 7.633 8.907 10,117 11.651
20 5.921 6.169 7.434 8.260 2.591 10.851 12.443
21 6.447 6.707 B.034 8.897 10.283 11.591 13.240
22 6.983 7.256 8.643 .542 10.982 12.338 14.041
23 7.529 7.814 9.260 10,1946 11.689 13.091 14.848
24 8.085 8.382 9.886 10.856 12.401 13.848 15.65%9
25 8.649 8.959 10.520 11.524 13.120 14.611 16.473
26 9.222 9.543 11.160 12.198 13.844 15.379 17.292
27 2.803 10.135 11.808 12.879 14.573 16.151 18.114
28 10.391 10.735 12.461 13.565 15.308 16.928 18.939
29 10.986 11.341 13.121 14.256 16.047 17.708 19.768
30 11.588 11.954 13.787 14.953 16731 18.493 20.599
40 17.916 18.385 20,707 22,164 24.433 26.509 29.051

wn
]

24.674 25.235 2799 29707 32.357 34.764 37.689
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Table 3

The Cumulative Distribution Function for the yx* Distribution (Continued )

of 90% 5% 97.5% 99% 99.5% 99.865% 99.9%
1 2705 3.841 5.024 6.635 71.879 10.273 10.827
2 4.605 2.9M 7.378 9.210 10,597 13.215 13.815
3 6.251 7815 9.348 11.345 12.838 15.630 16.266
4 1779 9.488 11.143 13.277 14.860 17.800 18.467
8 9.236 11.070 12.832 15.086 16.750 19.821 20,515
& 10.645 12.591 14.449 16.812 18.547 21.739 22.458
i 12017 14.067 16.013 18.475 20.278 23.380 24,322
8 13.361 15.507 17.534 20.090 21.955 25.361 26,124
9 14.684 16.919 19.023 21.666 23.589 27.093 27.877

10 15.987 18.307 20.483 23.209 25.188 28.785 29.588

11 17.275 19.675 21.920 24725 26,757 30.442 31.264

12 18.549 21.026 23.337 26.217 28.299 32.069 32.909

13 19.812 22.362 24,736 27.688 29.819 33.671 34.528

14 21.064 23.685 26,119 29.141 31.319 35.250 36.123

15 22.307 24996 27.488 30.578 32.801 36.808 37.697

16 23.542 26.296 28.845 32.000 34.267 38.347 39.252

17 24769 27.587 30,19 33.409 35718 39.870 40.790

18 25.989 28.849 31.526 34.805 37.156 41.377 42.312

19 27.203 30.143 32.852 36.191 38.582 42.871 43.820

20 28412 31.410 34170 37.566 39.997 44.351 45.315

21 29.615 32.670 35479 38.932 41.401 45.820 46.797

22 30.813 33.924 36.781 40.289 42796 47.278 48.268

23 32.007 35.172 38.076 41.638 44,181 48.725 49.728

24 33.196 36.415 39.364 42.980 45.558 50.163 51.178

25 34.381 37.652 40.646 44.314 46,928 51.591 52.620

26 35.563 38.885 41.923 45.642 48.290 53.011 54.052

27 36,741 40.113 43.194 46.963 49.645 54.423 55.476

28 37.916 41.337 44.461 48.278 50.993 55.828 56.892

29 39.087 42557 45,722 49.588 52,336 57.225 38.301

30 40.256 43.773 46,979 50.892 53.672 58.615 59.703

40 51.805 55.758 59.342 63.691 66,766 72.209 73.402

a0 63.167 67.505 71.420 76.154 79.490 B85.374 86.661

597
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Table 4 Percentiles of the F-Distribution

Upper 10% point of the Fdistribution

Degrees of Freedom for Numerator
| 2 3 4 3 & 7 8 9 109 M 12 13

329 495 536 558 B72 g2 589 S5¥4 B9 s02 e05 607 609
B85 900 936 924 929 933 935 937 237 238 A0 7.4 741
5.54 348 539 534 53 5328 527 525 524 523 522 522 521
4.54 432 4.9 411 405 40 378 395 3P4 392 3IN 390 389
406 378 362 3B2 345 340 337 334 332 330 32 327 325

378 345 3279 378 AN 305 3.0 298 2% 2%4 292 290 289
359 33 307 296 288 2ZB3 2FB 275 X¥2 2TD 6B 26T 2465
34 3N 292 281 273 287 262 25% 25 234 252 250 249
336 301 281 289 2581 255 251 247 244 242 240 238 236
10 329 292 2373 281 252 246 241 238 235 232 230 228 227

- T R e T ¥ IR R TR % B

11 323 286 246 254 245 239 234 230 227 2.25 2.23 2.1 2.1%
12 318 28 2.61 248 239 233 2.28 224 2.1 219 217 215 213
13 314 278 256 243 235 228 223 22 2.1& 214 212 2,10 208
14 310 273 252 239 23 2.24 2.19 215 2.12 210 207 2.05 2.04
15 307 270 249 235 227 221 214 212 2.09 206 204 202 2.00

16 305 2467 248 233 2.4 218 213 209 206 203 2.m 1.99 1.97
17 303 254 244 231 222 215 210 2ZD& 203 200 198 1.96 194
18 3 2462 242 229 2.X 213 208 2 2.00 1.78 1.95 1.93 1.2
19 299 2461 240 227 278 211 20 202 1.78 1.9 .93 1. 1.89
200 297 259 238 223 214 209 204 200 126 194 191 1.89 1.87

21 2% 257 238 223 214 208 202 19 1?8 192 190 1.87 185
22 295 258 235 222 273 20&6 2N 197 493 TR BB 186 184
23 294 255 234 2F1 211 205 1.9 188 192 8% 1LE7 1.84 183
24 293 254 233 2719 210 204 13 1% 1A 1.B8 1.85 1.83 1.81
25 292 253 232 228 209 202 197 1% 189 187 g4 .82 180

26 2 252 23 217 2.8 20 1.6 1.52 1.88 1.8 1.83 1.81 1.79
290 25 230 297 207 2.00 1.5 17 187 1.85 182 180 178
28 289 250 229 216 2086 200 1.8 150 187 184 1.81 1.79 1.77
29 289 250 228 225 204 1.99 1.3 1.8% 1.88 1.83 180 178 1.76
30 288 24% 228 2714 205 1.98 1.3 1.88 1.85 1.82 g FT s S 1.75

32 287 248 2328 2713 2 197 1A 187 1.8 1.8 1.78 1.76 1.74
34 286 247 225 2712 202 19 190 18B& 1.B2 17 177 L¥E 173
36 285 248 224 211 20 174 189 1B5 181 20 T - S - S B |
38 284 245 223 210 2.0 1.94 188 184 180 177 1.75 1.72 1.70
40 284 244 223 209 200 1927 187 182 179 176 14 1N 1.70

Degrees of Freedom for Denominator
Pad
fha

42 283 243 222 2D 199 172 1.8 182 178 175 .73 .M 1.9
44 282 243 221 208 17 1M 1.86 181 1.78 1TFs 172 T 1.58
46 282 242 221 207 1M 1M 1.85 181 1.7 174 1N L S Y
48 281 242 220 207 1.7 190 185 180 L¥F LT3 1.7 1.69 1.67
50 281 241 220 206 197 170 184 1BO0 17 1.73 170 1.88 1.66

&0 279 239 218 204 1.95 1.87 .82  1.77 178 AT 1.68 164 1.64
O 278 238 28 203 1.73 1.88 1.80 1.7 .72 18T 166 1.64 1.62
B0 277 237 215 202 1.72 1.85 1.7 175 1.71 1.68 1.65 1.63 1.61
90 276 238 213 2 1.7 1.84 1.78 174 170 167 164 1.62 1.60
Wy 278 238 214 200 1.7 1.83 178 172 169 166 164 1867 1.59

125 2735 235 2393 199 189 1.B2 17 172 1.8 1.5 1.62 1.0 158
10 274 234 212 19 189 1.8 176 171 1.67 1564 161 Ly 15
200 273 233 211 197 188 180 195 170 158 1.3 140 158 138
3o 272 232 290 1% 187 179 174 189 1sE A2 159 157 158
80D, 272 231 207 1% 188 179 1T e a4 el 158 156 154

10w 2717 231 209 195 185 178 172 168 a4 161 1.58 1.55 1.53
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Table 4 Percentiles of the F-Distribution (Continued )

Upper 10% point of the Fdistribution

Degrees of Freedom for Numerator

4 15 116 17 18 19 20 25 30 40 50 100 150 200

1 &1 812 613 615 &1LE &LF B1F  &27 623 &25 627 &30 631 63.2

2 ®4Z 242 943 943 944 944 %44 F45 %46 FAT7 947 948 0 F4B 949

3 520 52 55X 519 519 517 518 517 5A7  B1&6 515 54 5.14 5.14

4 388 38 386 38& 3BS 385 384 383 382 380 380 278 377 .77

5 325 324 323 32 322 31 321 317 347 316 As A3 3.12 3.12

54 288 287 286 285 285 284 284 287 280 2v8 2¥7 275 274 273

Foo2ed 2463 2462 251 261 2460 287 257 256 254 252 250 249 248

B 248 244 245 245 244 243 242 240 238 235 235 232 2A 21

r 235 234 233 232 231 230 230 22y 225 223 222 219 218 217

10 226 224 223 22 222 221 220 237 216 213 2312 209 Z2oB 207

1t 218 217 2% 215 2714 213 212 210 208 205 204 201 1.99 1.9

12 212 2190 209 208 208 207 206 203 201 199 197 1M 1.2 1.72

13 207 205 204 202 202 201 201 193 1.9 1.93 172 188 1.87 1.84

14 202 201 Z00 1.99 198 197 1% 193 191 1.8% 187 183 1.82 1.82

15 1.99 197 1% 1%5F 1594 193 1%2 189 18 185 183 179 1.78 1.77

16 195 194 1.2 172 191 1590 187 18 184 181 179 178 1.74 1.74

17 198 191 190 189 1B&8 187 185 183 181 178 7T7F& 173 1.7 1.71

18 1.0 189 187 185 1B 184 184 %8O 178 175 1.74 170 1.68 1.68

'5 17 188 186 185 184 183 1Bz 181 178 176 173 171 1.67 1.66 1.65

‘E 20 186 184 183 182 1BT 1BO 1F? 1Fs 174 171 169 145 1.64 1.63
E 21 184 123 181 1B 179 178 1B 174 172 1.6% 1467 143 1.62 1.61
E 22 183 181 1s0 P 178 177 LTs 173 ORI O LAT AR 181 1.60 1.5%

w 23 181 TH 1LFE O 1FF 176 173 174 17T LAF 166 1s4 159 1.538 1.57

=} 24 180 7B VFF O O1Fe 173 174 173 170 167 164 1820 158 1.56 1.56
_:6_' 25 179 LIl OLFe AFs 174 A73 172 Lel 1es 163 1Al 1.54 1.55 1.54
E 26 1F RPA TR 1@ 172 A4 LT 167 Eeh 141 159 15D 1.3 1.53

_g 27 1¥& 175 1LF4& 1F2 171 170 170 166 164 160 158 1.54 1.52 1.52
[T} 28 T¥E 174 LFROLA1 1700 1.9 &7 1465 163 159 157 153 1.51 1.50

IE 29 175 LT¥3d OLT2 11 148% 1488 1468 1464 1462 158 1BE 152 1.50 149
e 30 1.v4 172 1A 10 1689 168 167 1463 161 15F 155 1.51 1.49 1.48
E 32 1v2 LTl O 16f 1eE 147 166 163 162 1SR 156 153 149 1.47 1.46

E 34 171 1a? 168 1467 166 165 164 1400 158 1.54 152 147 1.48 1.45

o, 36 10 LEB 1467 166 145 144 1483 1REF 1B 153 151 148 1.44 1.43

d"’ 38 T.46F 147 166 1468 1463 1482 1461 158 A5 152 149 145 1.43 1.42
40 1.8 166 165 164 1682 161 161 157 154 131 148 143 142 1.41

42 167 1eh e 163 162 1461 1460 156 153 150 147 142 1.40 1.40

44 1.6 &5 163 162 141 180 157 155 REZ O 147 148 1441 1.39 1.3%9

46 165 164 163 161 160 159 158 154 152 148 146 140 1.39 1.38

43 1465 163 162 161 159 158 157 154 1531 147 145 140 1.38 1.37

50 1.4 143 161 160 159 158 1B 1B3 150 146 144 139 1.37 1.36

&0 1.2 Te0 159 158 156 155 1584 150 148 144 1.4 1.38 1.34 1.33

J0 180 137 157 156 1585 154 153 14% 146 142 139 134 1.3 1.30

B0 159 1.3 15 155 153 152 151 147 7144 7140 138 132 1.30 1.28

90 158 154 155 .54 1520 151 1E0 t4s 143 1.3F 136 1.30 1.28 1.27

MWD 157 186 1.4 152 1.2 150 149 145 142 138 135 129 1.27 1.26

125 156 TH 153 151 150 149 148 144 141 136 1.3 12T 1.25 1.23
180 158 153 152 1.50 149 148 147 143 140 135 133 126 1.23 1.22
200 154 152 151 149 148 147 148 141 T3B 0 134 1 124 1.21 1.20
300 153 1.5 149 148 14y 148 145 140 137 132 129 122 1.19 1.18
500 152 150 149 147 145 145 144 137 136 131 128 121 1.18 1.16

1000 151 149 148 1456 145 144 143 138 135 130 127 120 1.18 T8
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Table 4 Percentiles of the F-Distribution (Continued )

Upper 5% point of the Fdistribution

Degrees of Freedom for Mumerator

1 2 3 4 5 & 7 8 9 0 11 12. 13

1 1&1 200 215 225 230 234 237 239 241 242 243 244 245

2 igs 190 192 g2 193 193 74 194 194 194 174 194 194

3 101 55 %2 922 B34 BB? 883 88 BF? 876 B74 B.73

4 7N 594 659 639 626 676 609 404 SO0 576 594 591 5.89

3 &.51 5?54 519 505 495 488 482 477 474 470 4458 4AsE

6. 59% 514 4F4 453 43F7 428 421 415 410 406 403 400 378

7 55% 474 435 492 397 3.87 379 373 .68 384 360 357 3.55

B 532 446 407 3B4 3569 358 350 344 33 335 3.3 3.28 3.28

? 542 4326 3.84 3463 348 337 329 323 318 314 310 307 3.05

10 4% 410 AT 348 333 3.22 314 307 3.02 29 294 29 289

M 484 378 359 338 32 309 im 295 290 282 282 279 278

12 475 387 349 328 3n 3.00 29 285 280 272 272 289 288

13 4467 3m 341 318 3.03 292 283 277 27 2587 2463 260 258

14 4460 374 334 311 2% 2B5 276 270 285 280 257 253 251

15 454 358 3.27 3gs 290 279 21N 264 259 254 251 2.48 245

16 449 3.3 3.2 am 285 274 266 25% 254 249 246 242 240

17 445 359 3.2 2% 28 270 251 2.35 249 245 241 2.38 235

18 4441 3.55 a6 293 27 266 258 251 244 241 237 234 231

E 19 438 3352 413 290 274 263 254 248 242 238 234 23 2.28

*é 200 435 349 31 287 2N 250 251 245 23% 235 231 2.28 2325
B 21 432 347 3.07 28B4 258 257 249 242 237 232 228 225 2.22
E 22 430 344 3.05 282 2656 255 246 240 234 230 2268 223 220

o 23 428 342 J.03 2B0 254 233 244 237 232 227 224 22y 218

=] 24 426 340 31 278 262 251 242 236 230 225 222 218 215
E 25 424 339 299 275 260 249 240 234 228 224 220 216 214
E 26 423 337 2w 27 259 247 239 232 2I7 222 248 215 212

_g 27 a4 335 2% 273 257 244 237 2.3 225 220 217 213 210
o 28 420 334 2% 271 256 245 236 229 224 2719 215 212 ane

E 29 418 333 293 270 255 243 235 228 222 TR 214 210 2ZDE
oy 3¢ 417 3.32 292 249 253 242 233 227 22 26 213 2o 208
: 32 415 32 2% 2467 25 240 23 224 219 214 210 207 24

E 34 413 328 288 245 249 238 229 223 2717 212 208 205 anz

o d& amn 3.26 287 243 248 236 228 221 215 211 207 203 200

é’ 38 410 324 285 262 246 235 236 24y 214 209 205 202 1.9

40 408 323 284 2461 2.45 234 235 218 212 208 204 200 197

42 407 322 283 259 2.0 232 224 207 211 206 203 199 1.%6
44 406 321 282 258 243 231 223 216 210 205 201 1.98 1.95
46 405 320 281 257 242 230 222 245 20% 204 200 1.97 1.94
48 404 339 280 257 241 259 22 214 208 203 199 1.%6 1.73
50 403 3438 279 258 240 229 220 213 207 203 199 L5 152
&0

400 315 2F8 253 237 225 27 210 204 1.99 195 1.92 1.89

70, 393 313 274 250 235 223 274 207 202 1.97 1.93 189 1.88
BO. 3% 31N 272 249 233 22N 213 206 200 195 1.91 1.88 184
90 395 310 2N 247 232 22 211 204 1.59% 174 190 186 183
100 354 309 270 245 23 279 21w 203 197 1.92 1.89 185 1.82

125 392 307 268 244 22% 217 208 2D 1.74 1M 1.87 1.83 1.80
150. 350 306 266 243 227 276 207 200 1.94 1.89 1.85 1.82 1.79
200 387 304 265 242 226 214 206 1.98 193 1.88 .84 180 177
300 387 3.03 2563 240 224 273 204 1.97 1.7 1.85 1.82 178 1.78
300 386 3.0 282 239 223 212 203 194 190 185 1.81 1.77 1.74

1000 385 3.00 2561 238 222 211 202 195 189 184 180 176 173
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Table 4 Percentiles of the F-Distribution (Continued )

Upper 5% point of the Fdistribution

Degrees of Freedom for Numerator

4 15 116 17 18 19 20 25 30 40 50 100 150 200

1 245 246 244 247 247 248 248 249 250 251 252 253 253 254

2 194 194 194 174 174 174 194 195 1948 1945 195 175 19.5 19.5

3 871 870 BAY BSE BSE&T BT BEs6 863 8462 8539 BB 8B5S 854 B.34

4 DbHE 568 584 583 5B2 581 580 577 575 572 G570 5468 5.65 5.65

5 464 4462 450 459 458 457 456 452 450 445 444 4N 439 459

5 3% 3% 392 3 3% 3IB8 387 383 381 37T 3IFS 3N 3.70 3.59

7353 35 349 348 347 345 344 340 338 334 332 327 3.23 3.25

B 324 322 31X 319 317 338 315 317 308 304 302 297 273 235

7 303 301 29 2% 2% 2% 294 28 285 283 280 ‘274 27 273

10 285 285 283 281 2BO 279 277 273 270 266 254 257 204 2546

1t 274 272 270 269 2487 266 2465 240 257 253 251 248 241 243

12 2464 242 260 258 257 256 2584 250 247 243 240 235 2.3. 232

13 255 253 251 250 248 247 246 2471 238 234 231 2% 22 2.23

14 248 248 244 243 241 240 23y 234 231 227 23 2719 297 214

15 242 240 238 237 235 234 233 228 225 220 218 2712 210 210

16 237 235 233 232 230 229 228 223 219 215 212 207 205 204

17 233 231 229 227 226 224 223 218 2195 210 208 202 200 172

18 229 227 225 223 222 2320 217 214 211 206 204 198 1.96 1.95

'5 19 226 223 221 23 238 27 216 211 207 203 200 1.9 1.92 1.71

'E 200 222 220 218 217 2% 214 212 207 204 199 197 17 1.89 1.88
E 21 220 28 216 234 292 211 230 205 201 196 1.4 1.88 1.84 1.84
E 22 2717 235 2313 211 Za 208 207 2020 178 1A 1A 1.85 1.83 1.82

w 23 215 213 211 209 208 206 205 200 1% 191 1.8 182 1.80 T

=} 24 213 211 20 207 205 204 203 197 194 189 1.8 18O 1.78 1.77
_§- 25 211 209 207 205 204 202 21 1% 192 1487 184 178 1.786 1.75
E 26 209 207 205 203 202 200 1% 194 190 18 182 178 1.74 1.73

_g 27 208 206 204 202 200 199 157 192 18 184 181 174 1.72 1.71
[T} 28 206 204 202 200 199 1597 1% 191 1.8 182 7179 173 1.70 1.69

IE 29 205 203 0t 1.7 197 19& 194 1E8F 185 181 LA AN 1.9 1.64
e 30 204 201 1.9 1.#@ 19 195 1%¥3 183 184 LT 1Fé& 170 1.67 1.66
E 32 201 1% 197 1R 194 192 1.1 185 ez 197 17d 147 1.64 1.63

E 4 199 197 1.5 122 192 190 187 1E3 18D 17E T 1.45 1.62 1.61

o, A6 LPE LR LRR 2 1900 1BE LEY R8T EFB  L¥3 AP La2 1.60 1.59

‘g 38 196 194 192 190 188 187 %85 180 176 171 168 141 1.58 1.57
40 1.5 T2 1% 18f 187 1B 184 173 174 167 166 159 1.36 1.55

42 174 191 189 187 184 1B4 1B3 177 173 168 155 157 1.55 1.53

44 192 TR0 18 180 184 1B3 181 1F6 172 1467 163 158 1.53 1.52

46 171 1.8 18T 1B5 183 1.B2 18D 175 L1 168 162 155 1.52 1.51

43 190 1.88 1.8 184 1Bz 181 177 174 170 1.64 1561 1.54 1.3 1.49

50 1.8% 187 185 1.B¥ 181 180 178 173 167 163 A0 152 1.50 1.48

&0 186 184 182 180 178 4176 1¥5 1467 1EE 159 156 148 1.45 1.44

JOo 184 181 LT OFF O1FE. 174 472 1es 162 157 153 145 1.42 1.40

B0 182 1.7% 177 1F5 173 172 170 1464 160 154 151 1.43 1.39 1.38

90 180 LTR 1F& LFAE 172 170 1487 kA3 TR 153 149 14 1.38 1.3&6

MWD 1T 1T 1S 172 1M 169 1e8 1a2 157 152 148 139 1.3& 1.34

125 1377 1Ts 1A 1A 1468 14T 166 L5R LEE 1A% 145 138 1.33 1.31
150 176 173 1T.F1 1469 1647 166 164 138 134 148 144 134 1.31 1.29
200 174 172 167 1687 1466 164 162 LBS T2 146 1M1 1.32 1.28 1.26
300 172 170 158 166 1464 162 161 1B4 1B 143 139 130 1.26 1.23
500 171 1A 1 1ed 142 161 159 153 T4B 142 138 128 1.23 1.21

1000 170 188 145 1463 1461 160 158 152 147 141 138 126 1.22 T3
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Table 4 Percentiles of the F-Distribution (Continued )

Upper 1% point of the Fdistribution

Degrees of Freedom for Numerator

1 2 3 4 5 & 7 8 ki 10 M 12 13

1 4057 5000 BR403 5625 5764 5859 5928 5%B1  &022 6056 &5083 5106 6126
2 985 990 9§92 992 923 973 994 F4 994 974 994 994 T4
3 31 Jo8 295 28 282 279 X7 X»E 73 2 271 271 270
4 212 180 187 160 155 152 150 148 14.7 145 145 144 14.3
5 443 133 122 174 110 107 105 10.3 2 101 226 .89 9382
& 137 109 78 915 875 847 B26 B0 TR TFHY Y9 AVI 766
7 122 955 B45 TEI V45 TAF &7 684 &TZ2 G462 634 647 641
8 M3 848 TS5 TD 663 637 &L18 603 59 5.81 573 .87 561
? 16 BOZ2 &9 042 606 2 5BO 5561 547 533 S28 518 571 5.05
1 Wm0 756 &55 597 S46d4 537 52 506 494 485 447 4T 4.65
11 965 T.2 622 5467 532 507 489 474 4463 454 446 440 434
2. 933 473 595 54 506 4B2 484 4530 439 430 422 416 410
12 907 &70 574 521 486 4452 444 430 4% 470 402 3% 3N
14 B.B8 451 3.5 504 4469 446 428 4144 403 394 386 380 375
15 B8s8 436 542 4B 456 432 414 400 387 380 373 367 381
16 853 4623 529 477 444 420 402 389 378 3697 362 335 350
17 840 4611 519 4467 437 490 393 399 388 359 352 34as 340
18 829 601 209 458 425 401 3.84 3TN 3460 351 343 337 332
9 818 533 50 450 4.7 3% 377 363 352 343 336 330 324

8.10 5.85 4,94 443 410 387 .70 3156 346 337 329 3.23 3.18

802 578 487 437 404 3B 3.6 33 340 3N 324 317 312
782 5¥2 482 43 399 376 35 345 335 A24 118 312 307
788 566 476 426 3IFL 3T 354 34 330 321 314 3.07 302
7B2 581 472 422 3% 3s7 350 338 326 317 30 303 298
737 557 468 48 3IB5 336 346 332 322 313 d0e 2%y 294

772 553 464 414 3IB2 359 342 329 318 30T JD2 2% 290
7468 549 4s0 4N 378 356 339 326 305 30s 279 273 287
7464 545 457 407 375 353 336 323 312 303 2% 290 284
740 542 454 404 3IT3I 350 332 320 307 A0 273 287 28
756 539 457 4.02 380 347y 330 34T 307 298 2M 284 279

7.850 534 446 397 3I6F 343 A& 313 302 293 2B 28D 274
744 529 442 393 361 339 3.x 309y 293 289 282 278 270
742 525 438 3By 357 335 AA 305 295 2Bs& AF9 272 2E7
735 2 434 386 354 332 305 302 292 2B3 2F5 269 264
731 5.18 43 383 351 329 312 2%% 28y 280 2¥3 286 251

Degrees of Freedom for Denominator

728 515 429 380 349 327 30 297 288 278 270 254 239
725 512 426 378 347 324 3 2% 284 275 2568 2482 256
722 510 424 376 344 322 3w 293 282 273 2566 2460 254
709 508 422 374 343 30 M 29 280 27 264 258 2353
7A7 5w 420 372 3IM 319 302 289 278 270 253 256 25

708 478 413 3L 334 32 295 282 272 243 256 250 244
701 492 407 360 329 30F 2™ 278 2467 257 251 245 240
69 488 404 356 326 304 287 274 2464 255 248 242 2348
693 485 4D 353 323 3 284 272 2561 252 245 239 233
690 482 378 351 321 299 282 28% 25F 250 243 237 23

SSBNT SERER BENEK SUNNE BREBRN N

125 48B4 478 394 347 347 295 479 266 255 247 239 233 228
150 481 475 3 345 304 292 276 2563 253 244 237 AN 2.25
200 &78 4N 3.88 3.4 311 289 ¥y 280 250 241 234 Z2F 222
300 &72 448 3BS 338 308 2B 270 257 247 238 231 224 219
500 4467 4465 382 336 305 28B4 268 255 244 236 228 222 217

1000 666 453 380 334 304 2B2 246 233 243 234 227 2ZA 215




Appendix 603

Table 4 Percentiles of the F-Distribution (Continued )

Upper 1% point of the Fdistribution
Degrees of Freedom for Numerator

14 15 16 17 18 19 20 25 30 40 50 100 150 200

1 6142 6157 &170 &181 6192 6201 8209 6240 6241 5287 6303 46334 6345 4350
2 %34 994 994 934 994 994 994 995 §95 9945 995 YRS 995 995
3 269 259 268 268 2608 267 267 266 265 264 264 262 262 263
4 142 142 142 141 1471 140 140 739 138 137 127 1386 135 135
5 977 9y2 948 944 781 958 955 P45 83n 929 24 913 907 908
6 7460 7H& FE2 OTAB FAR Td42 T40 F30 723 T4 FOF L7 4695 &7
¥ o836 631 628 624 421 &18 676 506 397 BT 586 573 5FZ 5T0
8 5§56 552 548 544 541 538 538 B2s 520 B12 207 435 493 47
? 501 4% 4%2 489 485 483 481 471 465 457 452 441 438 438
10 4460 456 452 449 446 443 441 4371 425 4497 4392 401 398 393
11 429 425 4217 418 415 412 470 401 394 386 381 371 3IS&T 66
12 4405 401 397 3% 391 388 385 376 370 342 357 347 343 34
13 386 382 378 375 372 348% 3es 357 351 343 338 32T 324 32
14 370 366 3JE2 359 356 353 351 3471 335 AZF 322 A1l A8 308
15 356 352 349 345 342 340 337 328 321 313 308 2% 294 292
16 345 341 337 334 331 328 32 316 310 302 097 28 283 281
17 335 331 33F 324 321 317 316 307 300 02 28 275 273 271

@
Ll
b
P}
(5]
b

i 317 3% 313 30 308 298 292 28B4 2TB 2468 284 242
315 312 308 305 303 300 291 284 2F& 271 260 2857 255
3.09 308 302 299 295 291 284 278 2469 264 254 250 248

B3
o
ey
=0

P
-
trur
=]
<1

303 297 2% 2%3 290 288 27% 272 2564 258 248 244 242
298 294 291 288 285 283 273 2467 258 253 242 238 236
293 289 2Bé 283 280 278 269 262 254 248 237 234 232
289 285 282 279 276 274 2464 258 249 244 233 22% 227
285 281 278 275 272 270 2460 254 245 240 229 225 223

281 278 273 272 248% 2466 257 250 242 236 225 221 229
278 275 271 268 2466 263 254 247 238 233 222 218 216
275 272 248 265 2463 2460 257 244 235 230 219 25 23
273 2487 246 263 240 257 248 241 233 227 216 232 210
270 285 283 260 257 255 245 239 230 2253 233 208 207

265 262 258 258 253 250 241 234. 2325 220 208 2@ 202
261 258 254 251 249 2456 237 230 211 Z1s 204 200 198
258 254 251 248 245 243 233 225 218 242 2100 196 194
259 255 257 248 245 2420 240 230 223 214 0% 187 193 190
2086 2852 248 245 242 23% 23r 2z 220 2711 206 194 190 187

[ S I K]
LB o R
Lo S
BEER

a
o
L]
[=1]
o

(5]

R
o el
e B |
B

L LI L
= & fa
(SR
B

Degrees of Freedom for Denominator
[75) (%]
(5] -
P
oo
P

40

42 254 250 245 243 240 237 234 225 218 209 203 171 187 185
44 252 247 244 240 237 235 232 222 215 207 201 189 28B4 182
45 250 245 242 238 2358 233 230 2 213 204 179 185 182 1.8
48 248 244 240 237 233 234 228 218 212 202 1.7 184 1BO0 178
50. 245 242 238 235 232 23% 227 277 210 2 195 182 178 17
80 239 236 237 228 225 222 220 210 203 1M LE8 175 170 158

Jo 235 231 237 233 220 218 2% 2053 198 189 183 170 145 1462
BO 231 227 223 220 217 214, 2712 201 194 185 1.7¢ 145 161 1.58
90 229 224 2321 297 214 211 209 199 192 180 176 1462 157 155
100 227 222 219 2315 212 207 2407 197 189 180 174 180 1585 152

125 223 219 215 231 208 205 203 1.3 185 173 1467 155 150 147
150 220 216 212 2079 206 203 200 190 183 173 166 152 146 143
200 247 213 207 206 203 200 197 1.& 17?157 163 148 142 139
300 214 210 208 202 199 197 194 184 176 1566 157 144 138 135
200 212 207 204 200 197 194 192 18 174 153 157 141 134 131

1000 270 206 202 198 185 192 190 LR 172 18l 134 138 132 128
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Table 5 Control Chart Constants
Chart For
Averages Chart for Standard Deviations Chart for Ranges

Ohiiiree: Factors lfor Factors f-nr Factors _‘for Factors f'or 5

o i ant_rol Limits Central Line Control Limits (;entrai Line Factors for Cc_n_tml Limits

Sample,.n A A A4, Cy fea By By B By o Tjde o Dy D Dy Dy
2 2121 1.880 2.465% 07979 1.2333 o 3.267 o 24606 1.128 08852 0853 o 3.684 a 3.267
3 1732 1.023 1954 0.8862 11284 0 2568 0 2276 1.493 05908 0888 0 4358 0 2575
4 1.500 0.72% 1.628 09213 1.0854 0 2266 o 2088 2057 0485F 088D o 4678 a 2282
5 1.342 0.577 1427 05400 1.04638 o 2.0B9 o 1964 2325 04297 03884 o 1918 a 2114
& 1.225 0.483 1.287 095315 1.0510 0.030 1.970 0.029 1.874 2.534 03%4s6 0.348 o 5.079 a 2.004
7 1.134 0417 1182 09594 1.0424 D118 1882 0113 1806 2704 03498 0.833 0205 5204 0076 1.524
g 1.061 0.373 1.09% 09450 1.0363 0,185 1.8153 0179 1.751 2847 03512 0820 0388 5307 0.13&6 1.854
9 1000 0337 1.032 09493 1.0317 0239 1761 0232 1707 2970 03347 0.808 0547 5393 0.184 1.814
10 0,747 0.308 0975 09727 1.02B1 0.284 1.716 0276 1.669 3.078 02149 0797 04686 5469 0.223 1.777
11 0,205 0.285 0927 09754 1.0253 0.321 1.679 0313 14637 3.172 03152 0O.787 0811 5535 0.256 1.744
12 0866 0.266 08846 097746 1.0230 0.354 1.646 0346 1.610 3.258 03089 0773 0923 5594 0.283 1.717
13 0,832 0.247 0850 09794 10210 0382 1418 0374 1535 3336 02998 0770 1.025 5647 0.307 1493
14 0.802 0.235 0.817 09310 1.0194 0406 1.594 0399 1.563 3407 02735 0763 1.118 54696 0.328 1.4672
15 0755 0.223 0789 09823 1.0180 0428 1572 0421 1544 3472 02880 0756 1.203 5740 0.347 1.653
14 0.750 0.212 0763 09335 1.0168 0448 1.552 0440 1.526 3.532 0.1B31 0750 1.282 5782 0.363 1.437
17 0728 0.203 0739 09845 1.0157 0444 1.534 0458 1.511 3582 02787 0744 1.356 5820 0.378 1.4622
18 0.707 0194 0718 09354 1.0148 0.482 1.518 0475 1.4%6 3640 02747 0737 1424 5856 0.391 1.60%
19 0588 0187 0698 09852 1.0140 0497 1503 0490 1483 34859 02711 0733 1.489 5839 0.404 159
20 0671 G180 0680 093587 1.0132 0570 1.4%0 0504 1.470 3.735 02677 0.72% 1.54% 5921 0415 1.585
1 0455 0.173 0663 09876 1.0126 0523 1.477 0516 1.459 3778 02647 0724 1.406 5951 0.425 1575
22 0.640 0,167 04647 09382 1.0120 0534 1466 0528 1448 3817 02618 0720 1.640 5979 0435 1.545
23 0626 01462 04633 09387 1.0114 0545 1.455 0539 1438 3858 02592 0714 1.711 40046 0.443 1.557
24 0.612 0157 0617 09392 1.0109 0555 1.445 0549 1427 3895 02567 0712 1.759 4032 0.452 1.548
25 0400 0135 0606 09896 1.0105 0565 1435 0559 1420 3931 02544 0708 1805 6056 0.457 1.541

Source: From Manual on Presentation of Data and Control Chart Analysis, Sixth Edition, p. 91. Copyright & American
Society for Testing and Materials. Reprinted with permission.










» Chapter 1

1.1

1.3

1.5

1.7

1.9

1.11

1.13

1.15

Answers to
Selected Exercises

{a) coating thickness (b} viscosity (continuous) (¢} low and high

{d) with only one factor, this is the same as part ¢ (e} the experimental unit and

the observational unit are an individual part  (f) randomly select panels from the two levels
of viscosity

{a) plate thickness after 200 charge—discharge cycles  (b) porosity (continuous)
{c) low and high (d) with only one factor, this is the same as part ¢

{e) the experimental unit and the observational unit are a plate

{f) for each ED bath, randomly select § plates from both low and high porosity

{a) rating (b} method {categorical] (c) motor and research

{d) with only one factor, this is the same as part ¢ (e} the experimental unit and
the observational unit are a blend  {f) randomly select a blend of a

certain octane, divide the blend in two, and randomly assign each half ro a method

{a) maximum output (in fluid ounces) per hour  (b) brand of humidifier
(categorical) (c) Aand B (d) only one factor, this is the same as part ¢
(e} the experimental unit and the observational unit are a humidifier

{f) assign the 16 humidifiers to the chamber in random order

{a) amount of chlorine (b} vendor (categorical) () A, B, C,D,E
{d) only one factor, this is the same as part ¢ () the experimental unit and
the observational unit are a sponge  (f) test the 20 sponges in random order

{a) pressure to separate the cap from the bottle (b} injection speed, mold

temperature, and cooling time (all continuous) (¢} injection speed (40 and 75),

mold temperature {25 and 45), cooling time (10 and 25) (e) (1) the experimental unit

and the observational unit are a cavity {2) for each of the 4 shots, randomly assign a treatment
to acavity (f) (1) the experimental unit is a shot, and the observational units are the cavities
{2) assign the treatments to the shots in random order

{a} vertical component of a dynamometric reading (b} angle of edge level

{continuous) and type of cut (categorical) (c) angle of edge level (15 & 30},

type of cut (continuous and interrupted)  (e) the experimental unit and

observational unit are a piece of metal {f) for each piece of metal, carry out the four cuts
in random order

{a) texture of a cake (b} amount of flour, amount of egg powder, amount of oil,
temperature of oven {all continuous) (¢} amount of flour {low and high),

amount of egg powder {low and high), amount of oil {low and high), temperature of
oven (375 and 400) (e} no  (f) the experimental unit and observational

unit are the oven  {g) the experimental unit and observational unit are a cake
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» Chapter 2

2.23 median = 8.0, Q1 = 7.8, Q3 = 8.1, UIF = 8.55, UOF = 9.0, LIF = 7.35, LOF = 6.9
2.25 median=2.7, Q1= 1.8 Q3 =232, UIF =53, UOF = 7.4, LIF = —0.3, LOF = —2.4

2.27 median = 18.1, Q1 = 13.8, Q3 = 21.5, UIF = 33.05, UOF = 44.¢, LIF = 2.25,
LOF = —9.3, mild outliers {35.1, 40.3), extreme outliers (52.3, 79.2)

2.29 median= 119, Q1 = 87, Q3 = 182, UIF = 324.5, UOF = 457, LIF = —55.5, LOF = —198,
extreme outlier (511}

2.31  median = 2.0018, Q1 = 2.0015, Q3 = 2.0021, UIF = 2.003, UOF = 2.0039,
LIF = 2.0006, LOF = 1.9997

2.33  median = 1331, Q1 = 865, Q3 = 1727, UIF = 3020, UOF = 4313, LIF = —428§,
LOF = —1721, mild outlier {3830)

2.35 median = 4.375, Q1 = 3.45, Q3 = 5.23, UIF = 7.9, UOF = 10.57, LIF = 0.78,
LOF = —-1.89

2.37 Supplier 1: median = 85.35, Q1 = 84.6, Q3 = 86.25, UIF = 88.725, UOF = 91.2,
LIF = 82,125, LOF = 79.65
Supplier 2: median = 8§5.25, Q1 = 83.65, Q3 = 87.6, UIF = 93,525, UOF = 99.45,
LIF=77.725,1OF =71.8

2.39  Period 1: median = 5.5, Q1 = 4.5, Q3 = 8, UIF = 13.25, UOF = 18.5, LIF = —0.75,

LOF = —6
Period 2: median = 2.5, Q1 = 1.5, Q3 = 4, UIF = 7.75, UOF = 11.5, LIF = -1.25,
LOF = -6

2.41 Time Period 1: median = 33.5, Q1 = 33.25, Q3 = 33.8, UIF = 34.625, UOF = 35.45,
LIF = 32,425, LOF = 31.60
Time Period 2: median = 34.6, Q1 = 33.9, Q3 = 34.75, UIF = 36.025, UOF = 37.30,
LIF = 32.625, LOF = 31.35

2.43 Freshmen: median = 19, Q1 = 18, Q3 = 21, UIF = 25.5, UOF = 30, LIF = 13.5, LOF =9
Upperclassmen: median = 23, Q1 = 23, Q3 = 24, UIF = 25.5, UOF = 27, LIF = 11.5,
LOF = 20, two extreme outliers (15, 17)

» Chapter 3

3.1 (a)0.896 (b)0.104 (c} 0.600 (d) 0.480, 0.693
3.3 (a)0.050 (b)0.995 (c}3.830 (d)0.331,0.575
3.5 (a)0.210 (b)0.689 (c) 1.000, 0.735, 0.857
3.7 (a)0.89 (b)0.09 (c)0.478 (d) 0.9815, 0.9907
3.9 (a)0.8171 (b)0.1829 (c) 0.2, 0.196, 0.4427
3.11  (a) 0.000003 (b)0.2261 (c) 0.25, 0.2375, 0.4873

3.13  (a) (1) 0.0007 (2) 0.5021 (3) 0.64, 0.5376, 0.7332
{b) (1) 0.2479 {2) 0.2518 (3) 1.28, 1.075, 1.037

3.15 (a)0.3801 (b)0.2832 (c) 1.05, 0.9765, 0.9882




3.17
3.1¢9
3.21
3.23
3.25
3.27
3.29
3.31
3.33
3.35
3.37
3.39
341
3.43
3.45
3.47
3.49
3.51
3.53
3.55
3.57
3.5¢
3.61
3.63
3.65
3.67

3.6%9
3.7

3.73
3.75
3.77
3.7¢9
3.81
3.83

Answers to Selected Exercises &09

{a) 0.9428 (b)) 0.3366 (c) 7.6, 0.38, 06164  (d) 0.4, 0.38, D.6l64

(a) 0.2501 (b)0.0352 (c)3.0,2.4, 1.549 (d) 12, 2.4, 1.549

(a) 02231 (b)0.7769 () 0.0141 (d) 1.5, 1.5, 1.2247

{a) 0.4724  (b) 0.0332 |c)0.75, 0.75, 0.866

(a) 0.1044 (b)) 5,5,2.236

(a) 0.0821 (b)0.7127 ({c) 2.5, 2.5, 1.581

(a) 0.3679 (b) 0.5488 (ciyes (d)}1,1,1

(a) 0.1029 (b)0.3 (c)3.33,7.78,2.79 (d) 0.0908

(a) 0.0387 (b) 0.90 (c) 10,90, 948 (d) 0.018 (e} 40, 350, 18.97

(a) 0.0364 (b) 14.28, 189.8,13.78 () 0.0171 (d) 42.86, 569.38, 23.86
(a) 0.0776 (b) 0.9212 (c) 0.08, 0.076, 0.2757

{(a) 0,025 (b) 0.861 (c) 20 (d) 400, 20

(a) 0.4312  (b) 04066 () 33.33  (d) 1111.11, 33.33

(d)(1)0.5 (2)0.167 (3)15 (4)75, 8.66

(b)0.206 (c) 5/m/4 (d) 1.341, 1.158

(a) 0.383 (b) 0.3085

(a) L1056 (b) 0.1056  {c) 0.1034  (d) p < 90.76

(a) 0.3745  (b) 0.7548

(a) 0.0062 (b) 0.8664 (c) 74.12

(a) 0.905 (b} 0.0038

{a) 0.8026 (b} large enough n for CLT

(a) 0.0188  (b) 0.5098 {c) large enough n for CLT

{a) 0.0000  (b) 0.0174 (c) 0.9826 (d) CLT; stem-leaf/normal prob. plot
{a) 35.40 (b) 0.1685 {c) 31, 36 (d) large enough s for CLT

{a) 0.9075  (b) —2.05 (c) well-behaved pop.(distribution); stem-leaf/normal prob. plot

{a) 98.7, 8.23, 2.87 (b} —1.43 (c} well-behaved pop.(distribution): stem-leaffnormal
prob. plot

{a) 18.8 (b) —0.43 |(c) well-behaved pop. (distribution); stem-leafinormal prob. plot

{a) 142.65, 9644.18, 98.204 (b) —4.02  {c) well-behaved pop. {distribution};
stem-leat/mormal prob. plot  (d) largest: 500, smallest: 142.65

(a) 0.9868 (b) 0.5398

{a) 0 (b} 0.0721

(a0 (b)0.8577 (c)0.4274 (d)0.4271

{b} goal is not met, only about 92%

{a) Operator 2 measures longer times  (b) $24, 2.5%
{b) % (c) 8.99
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» Chapter 4
4.1 (a)(5.01,6.59) (b}48 (c) CLT; stem-leaffnormal prob. plot
4.3 (a){1.0752, 1.1928) (b) 139 (c) CLT; stem-leaf/normal prob. plot
4.5 (a) (D.8984, 0.9166) (b) 27 (c) CLT; stem-leaffnormal prob. plot
4.7 (a) (58.75,75.05) (b)27 (c) CLT; stem/leaf, normal prob. plot
4.9 (a)(2.14,2.51) (b)7 {c) CLT; stem/leaf, normal prob. plot
411 (a) H, p > 100, z = 0.35, Fail to reject Hy (b} 0.3632  (d) 0.0336 (e) 161 (f) CLT;
stem-leatinormal prob. plot
413 la) Hy: p #6500, z = —0.16, Fail to reject Hy  (b) 0.8728  (d) 0.4840 (e) 46 (f) CLT;
stem-leat/normal prob. plot
415 (a) Ha: p = 60, z = 2.18, Fail to reject Hy  (b) 0.0146  (d) 0.2266 (e} 64 (f) CLT;
stem-leaf/normal prob. plor
417 (a) H,: p # 2.3,z = 0.32, Fail to reject Hy  (b) 0.7490  (d) 0.5438 (e) 17 (f) CLT;
stem-leaffnormal prob. plor
4.21 f{a)H,: p#£8,t=—0385 Failtoreject Hy (b} {7.919, 8.033) (c} (7.57, 8.38)
(d) well-behaved pop.(distribution; stem-leaffnormal prob. plot
4.23 (a) Ha: p # 4.5, t = —0.408, Fail to reject Hy (b} (4.19, 473} (¢} {3.79, 5.13)
(d) well-behaved pop.(distribution; stem-leaffnormal prob. plot
4.25 (a) H,: p# 200, t = 5.81, Reject Hy  (b) (203.54, 209.93}  (c) (188.94, 224.53)
(d) well-behaved pop.(distribution; stem-leaffnormal prob. plot
4.27 (a) H: p # 100, t = —0.6653, Fail to reject H, (b)) (97.98, 101.03) () (91.73, 107.29)
id) well-behaved pop.(distribution; stem-leaffnormal prob. plot
4.29 (a) Ha: p#£196,t =222 Reject Hy  (b) (196.02, 196,21} (c) (195.83, 196.39)
id) well-behaved pop.(distribution; stem-leaffnormal prob. plot
4.31 (a) H,:p < 0.12, z = —1.56, Fail to reject Hy (b} (0.053, 0.123)
4.33 (a)H.: p=0.10 2= 5.05, Reject Hy (b} (D.135, 0.301)
435 (a)H,: p=0.10,z=7.16, Reject Hy (b} (0.196, 0.324)
4.37 (a)H,: p <0.07,z = —0.55, Fail to reject H,  (b) (0.03, 0.09)
4.39 (bYH.: pa—pr = 0,t =0.924, Fail to reject Ho () (—0.168, 0.446) (d) two independent
samples from well-behaved populations with equal variances; stem-leafs/normal prob. plots
4.41 (b)H,: py— py #0,¢ = —3.03, Reject Hy  (c) (—497.07, —12.93) (d) two independent
samples from well-behaved populations with equal variances; stem-leafs/normal prob. plots
4.43 (b)H,: p;—p: #0,t =214, Reject Hy (¢} (0.16, 3.24) {d) two independent samples
from well-behaved populations with equal variances; stem-leafs/normal prob. plots
4.45 (b)H.: pa—ps #0,t =016, Fail to reject Hy (¢} (—2294.9, 2692.9) (d) two indepen-
dent samples from well-behaved pop. with equal variances; stem-leafs/normal prob. plots
4.47 (b) Hy: pa — ps £ 0, ¢t = —1.38, Fail to reject Hy () (—180.14, 30.54]  (d) two inde-

pendent samples from well-behaved pop. with equal variances; stem-leafs/mnormal prob. plots
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4.49 (a)H.: §£0,t=011,Failtoreject Hy  (b) (—0.277, 0.3053) (c) paired data; differences
sampled from well-behaved pop.; stem-leaf/normal prob. plot of differences
451 (a)H,: §£0,¢t=—-2697, Reject Hy (b) (—0.227, —0.194} (c) paired data; differences
sampled from well-behaved pop; stem-leaffnormal prob. plot of differences
453 (a)H,: § = 0,¢ = 2213, Reject Hy (b) (—0.01, 1.15) {c) paired data; differences
sampled from well-behaved pop; stem-leaffnormal prob. plot of differences
455 (a)H,: 6§ £0,t = —16.56, Reject Hy (b} (—-0.72, —0.52) (c) paired data; differences
sampled from well-behaved pop; stem-leaffnormal prob. plot of differences
4.57 (a)H.: py—pr £ 0,2 =125, Fail to reject Hy (b} (—0.021, 0.089)
459 (a) Hu: p1—p2 # 0,2 = 0.92, Fail to reject Ho  (b) (—0.116, 0.228)
4.61 (a)H,: py—p2 #£0,2=—1.32, Fail to reject Hy (b} (—0.127, 0.014)
A4.63 (a) H,: ¢ = 3600, y* = 66.97, Reject H, (b} (5931.75, 18376.67) {c) well-behaved
pop.idistribution); stem-leaf/normal prob. plot
4.65 (a) H,;: of = 144, y* = 2.278, Reject Hy (b} (8.335, 26.456) (c) well-behaved pop.
{distribution}; stem-leaffnormal prob. plot
A4.67 (a)o® = 70, x* = 9, Fail to reject Hy (b} (35.93, 288.99)  (c) well-behaved pop.; stem-
leafinormal prob. plot
A4.71 (a) of # af, F = 2.09, Fail to reject Hy; (b} rwo independent samples from well-behaved
populations; stem-leafsinormal prob. plots
4.73 (a) ol #of, F=294, Reject Hy  (b) two independent samples from well-behaved popula-
tions; stem-leafs/normal prob. plots
4.75 (a)a] # o5, F = 2.06, Fail to reject Hy (b} two independent samples from well-behaved
populations; stem-leafsinormal prob. plots.
477 (b) H,: Median = 80, p-value = 0.0946, Reject Hy (¢} No  {d} Yes, natural log transfor-
mation  (e) H,: p < 4.382, ¢t = —2.02, Reject Hy
4.79 (b) W = 143, p-value = 0.7075, Fail to reject H
4.81 (b) W =122, p-value = 0.2123, Fail to reject H,
4.83 (b)t=-2.41, p-value = 0.037, Reject Hy  (c} W = 9.5, p-value = 0.041, Reject H;
» Chapter 5
51 X-chart, LCL = 0.91, UCL = 1.09
5.3 X-chart, LCL = 88, UCL =112
5.5 X-chart, LCL = 10.366, UCL = 10.634
5.7 X-chart, LCL = 92, UCL = 104
5.9 (a} Rchart, LCL = 0, UCL = 4.56 (b) X-chart, LCL = 1.39, UCL = 3.87
5.11 (a) R-chart, LCL = 0, UCL = 15.23 (b} X-chart, LCL = 29.91, UCL = 38.21
5.13 (a) Rchart, LCL =0, UCL = 15.44 (b} X-chart, LCL = 15.15, UCL = 23.57

611
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5.15 (a) Rchar, LCL =0, UCL = 1.405 (b} X-chart, LCL = 1.611, UCL = 2.728
(d) R-chart, LCL = 0.203, UCL = 1.999  (e) X~chart, LCL = 1.701, UCL = 2.443

5.17 (a) s'<chart, LCL = 0.026, UCL = 4.34 (b} X-chart, LCL = 1.305, UCL = 3.955
5.19 (a) s’~chart, LCL = 0.224, UCL = 37.67 (b) X-chart, LCL = 30.16, UCL = 37.96
5.21 (a)s’<chart, LCL = 0.266, UCL = 44.61  (b) X-chart, LCL = 15.11, UCL = 23.61

5.23 (a) s’<chart, LCL =0, UCL = 0.691 (b} ?-ch_art, LCL =1.61, UCL =2.73
id} s*-chart, LCL = 0.017, UCL = 0.456 (e} X-chart, LCL = 1.69, UCL = 2.45

5.25 (a) X-chart, LCL = 7.468, UCL = 8.532

5.27 (a) X-chart, LCL = —0.359, UCL = 0.759

5.29 (a) X-chart, LCL = 9.50, UCL = 27.3

5.31 (a) X-chart, LCL = —3.28, UCL = 12.03

5.33  ap-chart, LCL = 7.42, UCL = 32.98

5.35 ap-chart, LCL = 3.72, UCL = 26.42

5.37 ap-chart, LCL = 0.51, UCL = 18.61

5.39 np-chart, LCL = 7.06, UCL = 32.34

5.43 c-chart, LCL = —1.46, no LCL, UCL = 12.86
5.45 c-chart, LCL = 1.25, UCL = 21.48

5.47 c-chart, LCL = 0.41, UCL = 19,19

5.49 c-chart, LCL = 0, UCL = 8.103

571 (@G, =118 (b)Cu=106 (d) 764

573 (a)C, =207 (b)Cu=182 (d) =1

575 (a)C, =127 (b)73

5.77 (a)0.0225 (b)0.0068 (c) 0.4085 (d) 5.74%
5.79 (a)0.3397 (b)0.1754 (c)0.2369 (d) 85%
5.81 (a)0.1378 (b)0.2237 ({c) 11.4396 (d)2.3%

» Chapter 6

6.4 (b) Modulus = 8.22 — 0.0602 PET
ic)

Predictor Coef Stdewv t-ratio P
Constant 8.2208 0.3512 23.41 0.000
PET -0.06&60165 0.004355 -13.82 0.000

s = 0.3897 R-5g = 97.4% R-sgladj) = 96.9%
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Analysis of Variance

SOURCE oF 55 M= F P
Fegression 1 28.991 2B.991 190.86 0.000
Error L D.759 0.152

Toktal £ 20,760

6.5 (a) Viscosity = 1.28 — 0.00876 Temperature

{b)

Predictor Coef Stdev t-ratio P
Constant 1.28151 0.04&687 27.34 0.000
Temperature -0.00B7578 D.0007284 -12.02 0.000
= = 0.04743 R-=g = 96.0% R-sgladj) = 95.4%

Analysis of Variance

SOURCE DOF 55 MS F j)
Regression 1 0.32R29 0.32529 144.58 0.000
Error 6 ¢.01350 0.00225

Total 7 ¢.33879

6.16  The regression equation is Impurity = —13.9 + 0.100Temperature + 0.514Concentration

Predictor Coef Stdev t-ratio P
Constant -13.86 in.h% -0.45 0.&59
Temperature 0.09595 0.19&5 0.51 0.622
Concentration 0.5139 0.42%90 1.20 0.256
g = 0.6254 R-2g = 11.6% R-zgladj) = 0.0%

Analys=is of Variance

SOURCE DF 55 ME F <]
Regression 2 0.5656 0.2828 0.72 pD.s507
Error 11 4.3030 0.3912

Total 13 4.8686

6.19  The regression equation is Adsorption = —18.3 + 0.112Iron + 0.398AL + 1.42PH

Predictor Coef Stdev t-ratio P
Constant 1B, ¥k 20.758 -0.88 0.402
Iron 3.I1Z2X6 D.03083 3.64 o.oos
AL 0.3983 0.1134 3.36 o.ooe
PH 1.421 2.663 0.53 0.607
s = 4.5845 R-=q = 95.0% R-sg{adj) = 93.3%

Analysis of Variance

SOURCE OF 55 M5 F D
Regression 3 3535.8 117B.6 57.06 D.00DD
Error 9 185.9 20T

Total 12 LT
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» Chapter 7

7.6 |(a) effect of Velocity —1.9373, effect of Viscosity 3.5375, Interaction —0.3125
ib) using coded variables +1, —1 The regression equation is
K = 23.36 — 0.97 Velocity + 1.77 Viscosity — 0.16 Velocity x Viscosity

Estimated Effects and Coefficients for K (coded units)

Term Effect Coef SE Coef P P
Constant 23.3563 1.405 1&.83 0.000
Velocity -1.9375 -0.9688 1.405 -0.69 0.504
Viscosikty 3.5375 1.7688 1.405 1.26 0.232
Velocity+Viscosity -0.3125 -0.1563 l.405 -0.11 0.913
S = 5.615%00 PRESS = 673.560

R-5g = 14.73% E-Sgi{pred} = 0.00% B-Sgfadj) = 0.00%

Analysis of Variance for K (coded units)

Source

Main Effects

2-Way Interactions

Besidual Error
Pure Error

Total

DF Segq S8 Adj S8  Adj MS F
2 65.071 65.071 32.5356 1.03
1 0.391 0D.351 0.3906 0.01

12 378.877 37B.877 31.8731

12 372.877 378.877 31.5731

15 444,339

Estimated Coefficients for K using data in uncoded units

Term

Constant

Velocity
Viscosity
VelocitysViscosity

Coef
21.5253
-0.233272
0.5525E84
-0.014110

B
0.386
0.913




2? facrorial design, 459—441
2* factorial design, 28, 474476

A

additive law of probability, 92

adjacents, 59

alias structure, 497

analysis of variance (ANOVA)
table, 389, 390

assignable cause, 275

autocorrelation, 283, 284

average run length, 336-338

axial point, 532

B

Bayes rule, 93

binomial distribution, 101-103,

324
continuity correction, 156
mean, 103
normal approximation, 155,
217,245

probability function, 102
standard deviation, 103
variance, 103

boxplot, 54-60, 74-75
adjacents, 59
computer penerated, 65
designed experiment, 74-76
lower inner fence, 59
lower outer fence, 59
Parallel, 61
upper inner fence, 59
upper outer fence, 59
whisker, 59

Box-Behnken design, 542-549

C
capability indices, 292, 349-352
c-chart
lower control limit, 331
upper control limit, 331
center runs, 483, 530
central composite design (ced), 30,
526, 530, 531

Central Limit Theorem, 137, 277
y* distribution, 248, 251, 308
coefficient of determination, 386,
406
collinearity diagnostics, 449
collinearity, 444—446
combined array, 572
complements, 91
completely randomized design, 25
condition number, 449
conditional probability, 87-90
confidence interval, 176—178
determining sample size, 179,
223
one-sided, 208
paired dara, 237
proportions, 221
single mean, 208
single variance, 248
confirmatory experiment, 5
continuity correction, 156
continuous improvement, 1
contour plot, 527
control array, 566
control chart, 2, 276-278, 284, 285
average run length, 336-339
false alarm, 278
in control process, 273
lower control limit, 278
model, 273
out of control process, 275
process mean, 273
process variance, 273
runs rules, 338-341
subgroup, 276, 282-283
upper control limit, 278
control factors, 5635
C,, 350
Gy, 351
critical region, 189-190, 193,
206-207, 210, 219, 226, 236,
245,249,252
crossed array, 566
cuboidal region, 530, 543, 347, 559
cumulative distribution function,
96, 97
CUSUM chart, 341-345

Index

D
degrees of freedom, 147, 177, 208,
225,226, 236, 238, 239, 245,
249,252, 308, 309, 312, 381,
382, 388, 390, 406
Deming, W. Edwards, 276
DeMorgan’s law, 94
depth, 42-43, 55
design resolution, 507
design variable, 461
designed experiment, 11, 14,
573
desirability function, 555-557
deterministic model, 9, 11
distribution
continuous, 118
expected values, 98
general, 98
discrete, 96-98
DPMO, 352
dual response approach, 575

E
effects, 16, 459, 462463,
476477
empirical rule, 99, 100
engineering method, 1
estimator, 173
point, 176
unbiased, 175
event, 85
EWMA, 346-347
expected value, 98, 122
experimental design, 2, 16, 275,
459
2? factorial, 459461
27 factorial, 28, 474476
alias structure, 497
basic principles, 23-25
box plot, 74-76
center runs, 483, 530
central composite design, 30,
526, 530, 531
completely randomized design,

confirmatory experiment, §
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Index

design resolution, 507

design variable, 451

designed experiment, 11, 14,
373

effects, 16, 459, 462463,
476477

experimental error, 22

experimental unit, 22

factors, 4, 16, 373, 459

fractional factorial, 494

full facrorial, 474

half fraction, 495, 499

hidden replication, 475

interaction plot, 465

interacrion, 464—466

levels, 16, 460

local control of error, 23-25

model, 462, 476, 526

normal probability plots of
effects, 479

observational error, 22

observational unit, 22

one factor at a time, 508

Plackert—Burman designs, 368

projection property, 499

randomization, 23-25

randomized complete block,
25-26

relationship to regression
analysis, 469

replication, 23-25

response, 5

robust design, 30

run, 460
screening, 27, 29, 521
setting, 16, 460

shotgun approach, 508
smaller fractions, 503
table of contrasts, 467-469
treatment combination, 16, 23,
25, 460

exponential distribution, 121-123
mean, 122
standard deviation, 123
variance, 123

F
F distribution, 251
facrorial design, 28, 474
factors, 4, 16, 373, 459
false alarm, 278
fractional factorial designs, 494
alias structure, 497
design resolution, 507
half fractions, 495, 499

G

projection property, 499
smaller fractions, 503

pamma distribution, 124
geometric distribution, 107, 336

H

half fracrional factorial designs, 4935
hazard funcrion, 161-162

hidden replication, 475

histogram, 65, 66

hypergeometric distribution, 108
hypothesis test, 184

checking assumptions, 208, 211,
228,238

critical region, 188, 189, 190,
193, 206-207, 210, 219, 226,
236, 245,249,252

determining sample size,
197-198

one-sided, 186

p-values, 193-194, 207, 211,
220,227, 237,252, 253,
260, 261

paired f-rest, 234, 239

power, 185, 194-196, 337

practical significance, 191-192

proportions, 217, 243

relationship to confidence
intervals, 192

significance level, 185, 189

single mean, 205

single variance, 247

statistical significance, 191-192

test statistic, 188, 206, 210, 218,
226, 236, 244, 249, 252

rwo independent means, 224

two-sided alternative, 186

two variances, 251

Type l error, 185, 186, 219

Type I error, 185, 186, 219

hypothesis testing, 2, 187

in control process, 275
independence, 90
influence, 423

interaction, 464—466
interaction plot, 4635
interquartile range, 59, 174

J

joint optimization, 554

L

law of total probability, 92

least squares estimation, 376-378,
404, 405

levels, 16, 460

leverage, 136, 423

life-time data, 160

local control of error, 23

loss function, 565

M
mean squared residual, 381, 407
median, 54
model, 4, 5, 9-11, 373
deterministic, 9
probabilistic, 98
regression, 11, 373
statistical, 9
moving range, 316
multiplicative law of probability,
32
mutually exclusive, 92

N
negative binomial distribution,
108
noise array, 566
noise factors, 566
nonlinear programming, 525, 559
nonparametrics
signed rank test, 262
sign test, 260
Wilcoxon rank sum test, 261
normal approximation to the
binomial, 155, 217, 245
normal distriburion, 128-133
approximation to the binomial,
155, 217, 245
standard normal, 129-131
normal probability plot, 140
of effects, 479
of residuals, 429, 433
np chart, 324-326
lower control limit, 325
upper control limit, 325

O
observational study, 14, 16, 373
orthogonal array, 568
out of control process, 275
outlier, 43

extreme, 59-a0

mild, 60
overall F-test, 388-391




Index

P
P chart, 329
p-values, 193, 194, 207, 211,
220, 227, 237, 252, 253, 260,
261
paired data, 13
paired #-test, 234, 239
parameter, 12, 172
path of steepest ascent, 522-524
Plackett—Burman designs, 568
point estimator, 176
Poisson distribution, 1035
mean, 105
probability function, 105§
standard deviation, 103
variance, 105
population, 10, 171
population mean, 98
population standard deviation, 89,
122,172
population variance, 99, 122
power, 185, 194-196, 337
PPM, 352-353
prediction equation, 377
prediction intervals, 212, 392
predictor, 373
probability, 85-94
addirive law, 92
basic concept, 85-87
Bayes rule, 93
complements, 91
conditional probability, 87-90
event, 85
law of total probability, 52
multiplicative law, 52
mutually exclusive, 92
sample space, 85
probability density function (pdf},
118
probability function, 97
process optimization, 2
desirability function, 555-557
joint optimization, 554
nonlinear programming, 528,
559
path of steepest ascent, 522-524
stationary point, 526
projection property, 499
proportions, 217-222, 243-244

Q
g—q plot, 142

quartile
first or lower, 36, 57
third or upper, 57

R
R chart, 292-294
checking assumptions, 299
lower control limit, 294
upper control limit, 294
random error, 9-11
random sample, 90, 137
random variable, 95
continuous, 117, 118
discrete, 96-98
randomized complete block
designs, 25, 26
range, 293, 294
regression analysis, 2
analysis of variance table,
(ANOVA), 389, 390
coefficient of determination,
386, 406
collinearity, 444446
collinearity diagnostics, 449
computer generated analysis,
390
confidence bands, 392, 393
confidence interval for slope,
382
intervals for coefficients, 410
least squares estimates,
376-378, 404, 405
matrix formulation, 4044035
mean squared residual, 381,
407
multiple linear regression model,
402, 403
overall F-test, 388-391
prediction band, 392, 393
prediction equation, 377
predictor, 373
regressor, 373
simple linear regression model,
37a
sum of squares
regression, 386
residuals, 377, 404
test and confidence intervals for
the intercept, 38§
test for slope, 380, 382, 38§
tests on the coefficients,
409410
regression coefficients, 5, 376
regression model, 11, 376, 402
regressor, 373
repeatability, 356
replication, 23-25
reproducibility, 356
residual analysis

617

check for model
misspecification, 420421
checking assumptions, 429-430
normal probability plot, 429,
433
outlier, 423
plot against predicted values,
420,421,423, 4259, 434, 438
plot against regressors, 420,
423,429,434, 435
stem-and-leaf display, 429, 433
time plor, 429, 435
residuals, 377, 419
studentized, 426—429
resistance, 58
response, 5, 17, 274
response surface methodology, 459
retrospective study, 15
robust design, 30
robust parameter design, 565-572
combined array, 572
control array, 566
control factors, 565
crossed array, 566, 568
dual response approach, 575
loss function, 564
noise array, 566
noise factors, 566
orthogonal arrays, 568
rotatability, 530-532
runs rules, 338-341

S
s* chart, 307
checking assumptions, 313
lower control limit, 309
upper control limit, 309
sample mean, 135, 172, 173
sample range, 293
sample space, 85
sample standard deviation, 172,
174
sample variance, 146
pooled estimate, 225
sampling distribution, 135
two variances, 251-253
sampling
distribution, 135§
simple random, 18
stratified random, 18-20
systematic, 18, 21
scale parameter, 160
scateer plot, 375, 376
scientific method, 1, 3
screening designs, 27, 29, 521
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Index

settings, 53, 16, 460
shape parameter, 160
signed rank test, 262
significance level, 185, 189
sign test, 260
six sigma, 8
skew, left, 43
skewed, right, 43, 64
specification limits, 6, 290-291,
564
spherical region, 530, 543
standard error, 137
stationary point, 526
statistical model, 9
statistical thinking, 7, 8
statistics, 172
stem-and-leaf display, 4043
computer generated, 65
depth, 42
leaf, 41
side-by-side, 228
squeezed, 46
stem, 41
stretched, 46
stratification, 47, 280-281
subgroup, 276

sum of squares
regression, 386
residual, 377, 404

surface plot, 526—528

survival function, 161

T
t-distribution, 147-148
rable of contrasts, 467469
Taguchi, Genichi, 565
Tavlor series, 4, 526
test statistic, 188, 204, 214,
218, 226, 236, 244, 249,
252
noncentrality parameter, 196
time plot, 66, 67
rransformations, 258, 435, 436
treatment combinations, 16, 23,
25, 460
Type [ error, 185, 186, 219
Type Il error, 185, 186, 219

u
unbiased estimator, 175
uniform distribution, 124, 138

v

variability, 5-6, 13

variance, 81

variance inflation factor, 449

W

Weibull distribution, 119,
124, 125, 127, 142,
159-164

Wilcoxon rank sum test, 261

X
X-chart, 315-318
checking assumptions,
318
lower control limit, 317
upper control limit, 317

X-chart
based on the range, 294
based on the sample variance,
311
checking assumprtions, 313
lower control limit, 312

upper control limit, 312
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regression coefficients

random error

random error for the # observation
random error for the f observation in
the i group

population mean of a single group
population mean of the # group

the observed value for the i observation
the ohserved value for the f* ohservation
in the * group

the difference for the #* pair of
observations

number of observations from the

i* group in a sample

the actual level used for the # factor

the observed value for the # observation
the #* order statistic

median

first quartile

third quartile

“location” of the median among the
order statistics

“location” of the quartiles among the
order statistics

the difference for the # pair of
observations

probability associated with the event A
conditional probability that the event A
occurs given that event B has occurred
intersection of the two events A and B
union of the two events A and B
complement of the event 4

cumulative distribution function for the
random variable ¥

probability function for the discrete
random variable ¥

mean or expected value for the random
variable ¥

expected value for the random variable ¥
variance for the random variable ¥
standard deviation for the random
variabhle ¥

n choose y (the binomial coefficient)
probability density function for the
continuous random variable ¥
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standard normal random variable
sample mean

sample variance

sample standard deviation
standard error for the sample mean
t-statistic

Weibull scale parameter

Weibull shape parameter

population mean

population mean of the # group
population variance

population standard deviation

sample mean

sample variance

sample standard deviation

geNeric parameter

estimate of the parameter £

expected value of

value of £ associated with a tail area of &
value of the f-statistic with df degrees of
freedom associated with a tail area of &
sample size

sample size for the # group

difference for the #* pair of observations
sample mean difference

null hypothesis {the nominal claim)
alternative hypothesis

Type I error rate

half the width of a desired confidence
interval

standard error for a statistic 4

estimated proportion

pooled estimate of the common
population variance

sample variance for the observed
differences

noncentrality parameter

true mean difference

population variance for the # group
chi-squared random variable

value of a y? statistic with df degrees of
freedom associated with a tail area of o
F-statistic

F-statistic with dfj numerator degrees of
freedom and df: denominator degrees
of freedom associated with a tail area

of o

natural logarithm

population median
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b

Xy

Bo
B

observed response at time §

* observed response ar time i

true population mean at time ¢
random error at time §

true population mean

true population variance

true population standard deviation
subgroup sample size

sample mean

sample or subgroup mean at time i
generic parameter

estimator of the parameter #
standard error for §

sample range ar time §

average range over the base period
standard error for the sample range
expected value for the sample range
a constant that relates p to ay
control chart constant for the lower
control limit for an R-chart

control chart constant for the upper
control limit for an R-chart
constant that relates the expected value of
the sample range to o

control chart constant for the control
limits of an X-chart based on the
sample range

overall mean response for the base period
sample variance at time {

average sample variance over the
base period

moving range at time {

average moving range over the base
period

average sample proportion over the
base period

observed count at time §

average observed count over the base
period

expected value for the count
cumulative sum statistic at time i
EWMA statistic at time §

EWMA weighting constant

number of base periods

potential capability index

capability index

response for the #* observed value

i value for the regressor in simple linear
regression

y-intercept

regression coefficient for the /* regressor

Chapter 7
¥
X
[ely
B

by
5

Ej

10}
1)

ta)

estimated y-intercept

estimated regression coefficient for the
i regressor

predicted value for the #* response
residual associated with the #* response
random error associated with the

" response

sum of squared residuals

total number of residuals

average value of the regressor (simple
linear regression)

average response

sum of squares, rotal

sum of squares, regression

mean squared residual

mean square for regression

variance of the random errors

estimated standard error for the estimated
regression coefficient for the /* regressor
degrees of freedom associated with M8,
degrees of freedom associated with MS,.;
coefficient of determination

adjusted coefficient of determinarion
predicted value of the response at x,

# value for the * regressor

model matrix

number of regressors

vector of estimated regression coefficients
vector of responses

vector of regression coefficients

vector of predicted responses

vector of residuals

hat marrix

#* diagonal element of the hat matrix

# yalue of R-student

estimated standard deviation without the
# data point

Type I error rate

#" observed value for the response

i value for the j* design variable
y-intercept

regression coefhcient associated with
the ** design variable

estimated y-intercept

estimated regression coefficient associared
with the " design variable

random error associated with the

#* response

average response for the center runs
average response when all factors are at
their low levels

average response with a high and all
other factors low
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average response with & high and all
other factors low

average response with a and b high and
all other factors low

number of factors

predicted response for the i setting of
the design variables

i* observed value for the response

i* value for the /* design variable
y-intercept

regression coefficient associated with the
i design variable

estimated y-intercept

estimated regression coefficient associated
with the /** design variable

random error associated with the

i response

number of factors

predicted response for the i setting of
the design variables

distance from the design center for the
axial runs

number of factorial runs

overall desirability

lower bound desirable value

upper bound desirable value

fully desirable target value

i design variable associated with a noise
factor




Exercises and Examples

Chapter 1

Exercise 1.1 Coating Thickness of a Panel

Exercise 1.2 Two Instruments to Measure
Temperature

Exercise 1.3 Effect of Porosity on Strass
Crowth of Batteries

Exercise 1.4 Breaking Strength of Plastic for
Calculator Cases

Exercise 1.5 Two Methods for Measuring
Octane Ratings

Exercise 1.6 Tread Life of Two Brands of Tires

Exercise 1.7 Comparing Ultrasonic
Humidifiers

Exercise 1.8 Operator Differences in
Measuring Fuses

Exercise 1.9 Level of Chlorine in Zirconium
Sponges

Exercise 1.10 High Density of Rectangular
Fuel Wafers

Exercise 1.11 Plastic Beverage Containers

Exercise 1.12 Pesticides to Control the
Leafhopper

Exercise 1.13 Cutting Metal with Ceramic
Tools

Exercise 1.14 Burst Pressure of Automaobile
Radiators

Exercise 1.15 Mew Recipe for Cake Mix

Chapter 2

Exercise 2.1 Felt-tip Markers

Exercise 2.2 Metal Wires Used in
Chip-Manufacturing

Exercise 2.3 Color Froperty in a Chemical
Process

Exercise 2.4 Breaking Strengths of Carbon
Fibers

Exercise 2.5 Measuring the Melting Point

Exercise 2.6 Delivering Soft Drinks o
Vending Machines

Exercise 2.7 Two-Component Distillation
Column

Exercise 2.8 Aluminum Contamination in
Recycled Plastic

Exercise 2.4 Silica in Meteors

Exercise 2,10 Transmittance Values of a Filter

Exercise .11 Failure Times of an Electronic
Component

Exercise 2.12 Daily Rainfall in Avstralia

Exercise 2.13 Strength of Glass Fibers

Exercise .14 Polymer Bars

Exercise 2.15 Race Car Drag

Exercise .16 Synthetic Process of a Drug
Substance

Exercise 2.17 Heat Treatment of Leaf Springs

Exercise .18 Rate of Accidents at DuPont

Exercise .19 Coating Thickness of Paint
(rperation

Exercise .20 Viscosity of Primer Paint Used
for Aircrafis

Exercise .21 Reflux Rates in a Distillation
Column

Exercise 2.22 Felt-tip Markers

Exercise 2.23 Metal Wires Used in
Chip-Manufacturing

Exercise .24 Color Property in a Chemical
Process

Exercise 2.25 Breaking Strengths of Carbon
Fibers

Exercise .26 Measuring the Melting Point

Exercise 2.17 Delivering Soft Drinks to
Vending Machinas

Exercise 2.18 Two-Component Distillation
Column

Exercise 2.29 Aluminum Contamination in
Recycled Plastic

Exercise 2.30 Silica in Mateors

Exercise 2.31 Transmirtance Values of a Filter

Exercise 2.32 Failura Times of an Electronic
Component

Exercise 2.33 Daily Ramfall in Australia

Exercise 2.34 Strength of Class Fibers

Exorcise 2.35 Polymer Bars

Exercise 2.36 Race Car Drag

Exorcise 2.37 Synthetic Process of a Drug
Substance

Exercise 2.38 Heat Treatment of Leaf
Springs

Exercise 2.39 Rate of Accidents at DuPont

Exercise 2.40 Coating Thickness of Paint
Dperation

Exercise 2.41 Viscosity of Primer Paint Used
for Aircrafis

Exercise 2.42 Reflux Rates in a Distillation

umn

Exercise 2.43 Homework Scores

Exercise 2.44 Processability of
Thermoplastic Starch

Exercise 2.45 Felt-tip Markers

Exercise 2.46 Metal Wires Used in
Chip-Manufacturing

Exercise 2.47 Color Froperty in a Chemical
Process

Exercise 2,48 Breaking Strengths of Carbon
Fibers

Exercise 2.49 Measuring the Melting Point

Exercise 2.50 Delivering Soft Dirinks to
Vending Machinas

Exercise 2.51 Two-Component Distillation
Column

Exercise 2.32 Aluminum Coatamination in
Recycled Plastic

Exercise 2.53 Silica in Mateors

Exercise 2.54 Transmittance Values of a Filter

Exercise 2.55 Failure Times of an Elactronic
Component

Exercise 2,36 Daily Rainfall in Australia

Exercise .37 Strength of Glass Fibers

Exercise .58 Producing Polyburadiens
Polyols

Exercise .39 Polymer Bars

Exercise 2.60 Race Car Drag

Exercise 2.61 Synthetic Process of a Drug
Substance

Exorcise 2.62 Heat Treatment of Leaf Springs

Exercise 2.63 Rate of Accidents at DuPont

Exorcise 2.64 Coating Thicknass of Faint
Operation

Exercise 2.65 Viscosity of Primer Paint Used
for Aircrafts

Exercise 2.66 Homework Scores

Exercise 2.67 Processability of 2
Thermoplastic Starch

Exercise 2.68 Thickness of Paint Can Ears

Exercise 2.69 Two Metheds for Measuring
Octane Ratings

Exercise 2.70 Orperators Maasuring Fuses

Exercise 2.71 Thickness of Nickel Plates

Exercise 2.72 Catapult Experiment

Exercise 2.73 Bubble Columns

Exercise 2.74 Force of Hotwork Die Steel

Chapter 3

Exercise 3.1 Weight Specification for Mickel
Battery Plates

Exercise 3.2 Maintenance of Extruders for
Pencil Lead

Exercise 3.3 Injection Molding Process for
Dietergent Bortles

Exercise 3.4 Distribution of Client Sales

Exercise 3.5 Unacceptable Silicon Wafers

Exercise 3.6 Steel Strength Standards

Exercise 3.7 Accidents at & Metal Cutting
Plant

Exercise 3.8 Softwara Programming Errors

Exercise 3.9 Drawers from a Cabinst
Manufacturer

Exercise 3.10 Landings of Awrplanes

Exercise 3.11 Leaks in Refrigerator Water
Filters

Exercise 3.12 Blisters on Batteries

Exercise 3.13 Failure of Pumps at Nuclear
Power Plants

Exercise 3.14 Flashing in a Metal Casting

Process

Exercise 3.15 Automohile Drrive Train
Warranty

Exercise 3.16 High Radon Levels in Florida
Homes

Exercise 3.17 Dyeing Process for Polyester
Yarn

Exercise 3.1% Bridge Building Using Popsicle
Sticks

Etercise“ll!l Supplier Strength of Aluminum
Allory

Exercise 3.20 Prescription Rate at an
Outpatient Pharmacy

Exercise 3.21 Accidents Per Month

Exercise 3.22 Flaws in Wire

Exercise 3.23 Warranty Claims

Exercise 3.24 Removal of Contaminated
Particles

Exercise 3.25 Defects in Cars

Exercise 3.26 Staffing of a Physicians” Group

Exercise 3.27 Accidents at a Busy [ntersection

Exercise 3.28 Downtime of a Server

Exercise 3.2% Printing Machine Defects

Exercise 3.30 Knots in Wood

Exercise 3.31 Advanced Training for
Engineering Applicants

Exercise 3.32 Weight of Mickel Battery Plates

Exercise 3.33 Flashing inm a Metal Casting
Process

Exercise 3.34 Buying Habits at a Clothing
Stare

Exercise 3.35 Auromohbile Dirive Train
Warranty

Exercise 3.36 Unacceptable Silicon Wafers

Exercise 3.37 Winning a New Golf Club

Exercise 3.3% Time-to-Failure for Automobile
Tires

Exercise 3.3% Lifetimes of a Valve of an
Air-conditioner

Exercise 3.40 Time Between Repairs for a
Chemical Reactor

Exercise 3.41 Times Between Vehicles

Exercise 3.42 Sizes of Particles in
Sedimentation Experiments

Exercise 3.43 Accidents per Month

Exercise 3.44 Interval Times for Pump
Failures

Exercise 3.45 Breaking Strengths of Carbon
Fibers




Exercise 3.46 Shelf Life of Batteries

Exercisa 3.47 Thickness of Steel Bolts

Exercise 3.48 Performance of a New
Photolithography Process

Exercise 3.4% Width Dimension of a Part

Exercise 3.50 Strength of Chemical Pasta

Exercise 3.51 Butterfat Percentages of Cows

Exercize 3.52 Welding Properties of a
Polyethylena

Exercise 3.53 Ethanol-water Distillation
Column

Exercise 3.54 Volume of Soft-drink Bottles

Exercise 3.55 Production of Sulfuric Acid

Exercise 3.56 Concentricity of an Engine Oil
Seal Groove

Exercise 3.57 Width Dimension of a Part

Exercise 3.5 Chemical Etching of Silicon
Wafars

Exercise 3.5% Breaking Strength of Plastic

Exercise 3.60 Modulus of Rupture of Pencil
Lead

Exercise 3.61 Chemical Reactor for a
Polyester Polymear

Exercise 3.62 Ethanol-water Distillation
Column

Exercisa 3.63 Thickness of Paint Can Ears

Exercise 3.64 Heat Treatment of Leaf Springs
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